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ABSTRACT

Process performance analysis is an important sub-
task of process mining that aims at optimizing the dis-
covered process models. In this paper we focus on im-
proving process throughput by predicting congestions
in the process execution (bottlenecks). We discuss an
ongoing work on incorporating gradual and seasonal
concept drift in this bottleneck prediction. In the field
of process mining, we develop a method of predicting
whether and which bottleneck will likely appear based
on data known before a case starts. We introduce
GRAHOF, a Gradual and Recurrent Adaptive Hoeffding
Option Forest approach, which adapts to gradual and
seasonal concept drifts when predicting bottlenecks of
business processes in an online setting. We evaluate the
parameters involved in GRAHOF using a synthetic event
stream and a real-world event log.

INTRODUCTION

Concept drift expresses the occurrence of a shift in
relations between input and output data over time.
The challenge with concept drift is that it is difficult
to asses, detect, and adapt to such evolutions. One
method of solving concept drift is to retrain models pe-
riodically. This method poses two major disadvantages.
First, this reduces the quantity of available data, which
is a big issue when the number of data points per time
unit is low, or when dealing with unbalanced datasets.
The combination of these two causes over-fitting of the
model on larger classes. Second, retraining a model
with new data inherently discards former data, which
could remove valuable information on seasonality.

In this paper, we present an ongoing work on pre-
dicting bottlenecks in business processes under (grad-
ual and seasonal) concept drift. Making predictions
about process execution is one form of predictive pro-
cess mining. In predictive process mining two type of
concept drift exist. First there can be a drift in pre-
dictions (how the relations between process execution
information and bottlenecks evolve) or a drift in the

process itself (how the process execution model evolves
over time), see for example Hassani (2019); Martjushev
et al. (2015). In this paper we are concerned with con-
cept drift of the former, assuming the process execution
model to be constant.

The advantage of being able to predict bottlenecks,
whether in general or under concept drift, is that it
allows process managers to make informed decisions
about the process execution, as well as early identifi-
cation of possible delays. Figure 1 shows the example
process used in this paper. Mechanics in an installa-
tions services company do repair work. The financial
administration of the company is then responsible for
invoicing the repairs. This process consists of four ac-
tivities Check Repairs, Collection Information, Make
Invoice, and Send Invoice. To increase the through-
put of the example process (thus minimising the time
between the repair and sending the invoice), we aim
to predict if and where in the process bottlenecks oc-
cur. We make these predictions based on information
available after repairs. This is data on the size of the
company the repair was at, the distance the mechanic
travelled, and the type of repair executed.

In this work, the goal is to make a prediction of the
bottleneck before the case starts. In particular, we do
not incorporate process execution information. This
paper contributes as an extension to the previous work
in Spenrath and Hassani (2019). The extended method,
GRAHOF, is capable of handling online analysis of event
streams (rather than post-mortem event logs). The ex-
tension uses incremental learners to adapt to gradual
concept drift. The specific model, the Adaptive Hoeffd-
ing Option Tree Bifet et al. (2009), has the advantage
of being very fast by design, which allows the online
analysis of large event streams. The full implementa-
tion of GRAHOF, the simulation, and the experiments,
including a visualisation, is available under:
https://github.com/yorick-spenrath/GRAHOF.

The remainder of this paper is organised as follows.
The following section introduces related work. The
third section sets out some necessary preliminaries.
The fourth section provides the algorithm used to as-
sess bottlenecks. The fifth Section presents GRAHOF,
the streaming algorithm used to analyse event streams
while adapting to gradual and recurrent drift. The
sixth section describes a simulation of a synthetic
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event stream followed by an experimental evaluation of
GRAHOF using that dataset and then using a real-world
dataset. Finally, the last section concludes the paper
and outlines future work.

RELATED WORK

This section presents related work on Stream Process
Mining and on Concept Drift Adaption.

Predictive and Stream Process Mining

Predictive process analytics is becoming increasingly
popular in literature. Opposed to classical process min-
ing, predictive process mining aims to assist by mak-
ing predictions about future behaviour. In a study on
handling concept drifts in business processes, Maisen-
bacher and Weidlich (2017) investigates the different
solutions to adapt to concept drift in predicting pro-
cess outcomes. The authors use information on both
process executing (i.e. past events in a case), and on
involved data (case data, and data that is learned dur-
ing process execution). In particular, they show the
effectiveness of incremental machine learning models
in handling different types of concept drift. In Bose
et al. (2011, 2014), the authors consider drift detection
in processes. Contrary to the drift looked at in this
paper, their focus is on drift detection in the process
itself, rather than in the relations between process data
and for example bottlenecks. They do so by extracting
information about process execution from event logs,
and defining features that allow them to detect drift
in the underlying process. They argue that their tech-
nique can be used successfully on data streams as well.
Finally, Carmona and Gavaldà (2012) also develops a
drift detection method on event streams. The idea be-
hind their method is to abstractly estimate the concept,
by spanning a subspace containing the frequency of ac-
tivities in traces of the currently looked at event log.
Part of the traces will be part of this abstract space,
and as such a measure of how well the space repre-
sents the event log can be derived. After stability of
this measure, new traces are evaluated, if as such the
measure considerably changes, drift is assumed to have
taken place.

In recent years, analysing events on-line instead of
post-mortem has become increasingly important Has-
sani et al. (2019). The authors of van Zelst et al.
(2019) discuss an online conformance checking tech-
nique. While receiving events from an event stream,
they verify whether the cases follow the intended busi-
ness process model to observe deviations the moment
they occur. The works in Hassani et al. (2015) and
Burattin et al. (2014) discuss a different part of pro-
cess mining on event streams: discovery. They consider
analysing event streams, but refrain from analysing
each event. Instead, they keep a maximum to their
memory size, and prune old events and results when
needed, periodically using all information in memory
to discover process models at that time. The authors
of the latter show that this allows concept drift detec-

tion as well. While the concept drift detection effect of
the former has been discussed in Hassani (2019).

This paper contributes to the existing literature by
analysing and predicting bottlenecks in the processes
under concept drift. It can help process managers iden-
tify potential process delays early, even under seasonal
fluctuations.

Concept Drift Detection and Adaptation

Concept drift is the phenomenon where relations be-
tween input (features) and output (labels in the case
of the experiments in this paper) change over time,
because the underlying models and/or distributions
change, see for example Gama et al. (2014). The au-
thors note that this applies to a variety of research
areas, including process mining. In our use case, the
predictions on bottlenecks will become less accurate if
no adaptions to concept drift are made. As such, the
effectiveness in preventing bottlenecks is reduced.

Most existing literature focuses on detecting concept
drift. Detection is a first step, adapting to it is the
next step. Literature has a wide variety of detection
techniques. The authors of Baena-Garćıa et al. (2006)
discuss a technique based on changes in classification
accuracy to detect abrupt and gradual concept drift.
They check how the difference in classification error
progresses over time. If the difference is far smaller
than a previously measured distance in the same con-
cept, they suppose the occurrence of concept drift. A
different technique is to consider the importance of fea-
tures over time. In Blum (1997), the authors present
a technique which can adapt to concept drift. They
train ‘experts’, each expert takes a specific combina-
tion of feature values and recommends the label based
on the latest labels for that specific combination. All
experts are then weighted, where incorrect experts lose
their weight over time, whereas correct experts increase
in weight. One way to adapt to concept drift is by sim-
ply retraining the model whenever a drift in concept
is detected. A disadvantage of this technique occurs if
the drift is periodic, i.e. a drift of concept is detected,
but the previous concept may still be of use at a later
point in time, just not right after the detected drift.
In Wang et al. (2003), the authors do so by training a
new model for every specified number of data points,
creating an ensemble of different models. Each model is
then weighted by the accuracy score on recent datasets.
Challenges in seasonal concept drifts have been exten-
sively addressed in literature as well. The method in Jr
and de Barros (2013) keeps an ensemble of models, and
selects the model that is expected to be best adapted to
the current effects concept drift. Finally, Ramamurthy
and Bhatnagar (2007) also considers an ensemble of
classifiers. Batches of data are tested against this en-
semble. If no classifier can explain the new batch, the
ensemble is weighted based on how each model explains
the batch. If this weighted ensemble is again unable to
adequately explain the new batch, the batch is consid-
ered as a new concept, and a new model is trained.



Fig. 1. An installation services company has four activities that are part of the invoicing process, starting after repair activities complete.
We use this process as a running example.

PRELIMINARIES

We define an event e as a tuple (e.cid, e.act, e.time),
stating that the activity e.act ∈ A was completed for
the case with id e.cid at time e.time ∈ IR+. An event
log L is a set of such events. A case c is a sequence
of events 〈c(0), c(1), . . . c(|c| − 1)〉. Cases further have
a unique id c.cid. The trace or variant of c, is the
sequence of activities in c, i.e.

variant(c) = 〈c(0).act, c(1).act, . . . c(|c| − 1).act〉

The total duration of a case is defined as

duration(c) = c(|c| − 1).time− c(0).time

Finally, c.start denotes the start of the case, i.e.
c(0).time. We will write c ∈ L if there is at least an
event e ∈ L for which e.cid = c.cid In other words,
we will represent the elements of L as cases or events.
From a case c we can derive the duration of each ac-
tivity in c from the events in c. In particular, for
i = 1 . . . |c| − 1, we have that activity c(i).act took
c(i).time− c(i− 1).time time. As such we cannot com-
pute the duration of the first activity in a case; this is
generally not a problem since this activity only indi-
cates the start of the case.

Cases further have feature data c.x. This feature
data is any case information that is available at the
start of the case, which will be used to predict bot-
tlenecks. An event stream S is a (possibly infinite)
set of events. We assume that events are chronologi-
cal, i.e. for any event e that we receive from S and
for any event e′ we received from S before e, we have
that e′.time ≤ e.time. We define S.next() to retrieve
the next event in S. We further assume that, given an
event e, the predicate S.end(e) tells whether an event
e was the last event of the case. In our example of Fig-
ure 1, we could have S.end(e)⇔ e.act = Send Invoice.
Finally, we assume that the first event we receive for
a case contains the feature data of that case. As such
we refer to such events as a start event. A start event
hence contains all required information to start a case
(feature data, id, and start time).

BOTTLENECK COMPUTATION

In this Section we present how we decide on the bot-
tlenecks in a case. The way in which we define these
is that we point out a single activity to be the bot-
tleneck. The idea is that this activity was responsible
for a considerable delay compared to other cases that
started around the same time. Addressing this spe-
cific (predicted) bottleneck should be seen as the best
opportunity on improving the throughput of a case.

First, we split the event log in Lshort and Llong.
Lshort contains all cases that are completed within a
given time duration, set by domain experts. Let this
duration be d, i.e. Lshort = {c ∈ L|duration(c) ≤ d},
and Llong = {c ∈ L|duration(c) > d}. We next com-
pare cases in Lshort with cases in Llong. We do so per
variant. Let there be N variants in L, and let Vi be
these variants, i ∈ 1 . . . N . We partition Lshort into
sets Lishort = {c ∈ Lshort|variant(c) = Vi}. We simi-
larly split Llong into sets Lilong.

For each variant Vi, we use Lishort as a ‘benchmark’
for how long events should take, and then assess the
duration of events in Lilong. We require that bottle-
necks are both resolvable and relevant. We formalise
‘Resolvability’ by requiring that for an activity to be
a bottleneck, the duration should be longer than the
average for that activity in Lishort. We formalise ‘Rele-
vance’ by requiring that the event takes at least α part
of the total duration of the case. α ∈ [0, 1] is a pa-
rameter, also set by domain experts. Setting it too low
will remove the requirement, setting it too high make
no event meet it. Of all events in a case meeting both
requirements, we select the one that deviates the most
from the benchmark derived from Lishort.

Handling the cases per variant has multiple advan-
tages. First, the technique is not limited by more com-
plex process structures, such as loops and choices. Sec-
ond, the algorithm is robust against cases that do not
conform the (expected) process. Finally, cases that de-
viate from the process (they do not conform) are com-
pared to cases that deviate from the process in the same
way. We refer to our previous work Spenrath and Has-
sani (2019) for a detailed formalisation of the above.

OUR APPROACH: GRAHOF

In this Section we introduce GRAHOF . GRAHOF is an
acronym for Gradual and Recurrent Adaptive Hoeffd-
ing Option Forest. Similar to the work presented in
Spenrath and Hassani (2019), GRAHOF uses an ensemble
to adapt to gradual and recurrent concept drift. Differ-
ent to it, GRAHOF requires incremental models, and uses
them to adapt to gradual drift. Our approach does not
require a specific incremental learner, we implemented
it using the Adaptive Hoeffding Option Tree (AHOT)
Bifet et al. (2009) as incremental learner. The choice
of AHOT is inspired by Maisenbacher and Weidlich
(2017), where they use the learner in predicting pro-
cess outcomes. In this paper we focus on how GRAHOF

uses the AHOT as incremental learner. We hence re-
frain from the details of AHOT and we use the default
settings of AHOT in Bifet et al. (2010).

In the following, we formalise the execution algo-
rithm , provide the model updating and creation , and



discuss the making of predictions.

Main GRAHOF execution

The full method is presented in Algorithm 1. In the
following, the line numbers refer to that Algorithm.

Algorithm 1 GRAHOF on an Event Stream S
1: M ← ∅
2: B∗ ←Batch(0, S)// S is the batch size
3: B ← {B∗}
4: while True do
5: e← S.next()
6: if e is start event then
7: while B∗.te ≤ e.time do
8: B∗ ← Batch(B∗.t0 + S,B∗.te + S)
9: B ← B ∪{B∗}
10: end while
11: c← new case with id e.cid
12: Add c to B∗

13: Predict c.ypred using c.x,M and Equation 1
14: else
15: Find batch B and case c with c ∈ B∧c.cid =

e.cid
16: Add e to B
17: if S.end(e) then
18: c.closed = True

19: if ∀c.cases ∈ B : c.closed∧B 6= B∗ then
20: close(B)
21: end if
22: end if
23: end if
24: end while

We define a batch as follows:
Definition 1: A batch B is an extension to an event

log, with cases that start in a specific interval. A batch
has the following properties:
• A batch is initiated as Batch(t0, te), with t0, te ∈ IR+

and te− t0 = S. The batch size S ∈ IR+ is a parameter
for GRAHOF .
• A batch contains a set of cases B.cases that start on
or after B.t0 and before B.te: ∀c ∈ B.cases : c.start ∈
[B.t0, B.te).

We create the first batch at the start of the event
stream. This first batch has interval [0, S) (Line 2).
Since we assume the stream to produce events chrono-
logically, we create a new batch whenever a case starts
outside of the interval of the current batch. In the re-
mainder, we use B∗ to refer to the most recently created
batch. (Lines 2, 8).

We receive the events from the event stream one-by-
one. For any received event e, we first decide if that
event is a start event. If so, we create a new case (Line
11), and add the case to the current batch (or create
a new batch if the case start is after the current batch
end). We then make the prediction (see the subsection
on making predictions) (Line 13). If the event is not a
start event, then the case the event belongs is already
added to a batch (as per Line 12). We as such add
it (Line 16) to the corresponding batch (Line 15). If

e is the final activity of a case, we mark the case as
complete (Line 18).

Whenever we complete a case we check if 1) all cases
in B are closed, and 2) whether B 6= B∗ (Line 19).
If both predicates hold, then we neither expect more
events for existing cases, nor new cases for B. The
batch is therefore complete and we can close it. Clos-
ing the batch (close(B)) consists of computing the true
labels (See the section on bottleneck computation), up-
dating or existing an AHOT (See the section on updat-
ing models), and removing B from B. The batch B is
therefore no longer relevant after it is used for training.

Algorithm 2 Finding the best model in GRAHOF

Ensure: For a dataset ID we update an existing model
or create a new one

1: Get a balanced, stratified 80% IDtrain and 20%
IDtest from ID

2: M ′ ←M
3: while M ′ 6= ∅ do
4: m∗ = arg maxm∈M ′ f(IDtest,m)
5: if f(IDtest,m

∗) ≥ φfm∗ then
6: fm∗ ← φfm∗ + (1− φ)f(IDtest,m

∗)
7: Update m∗ with IDtrain

8: Add µB to m∗.µtrain
9: return
10: else
11: M ′ = M ′ \ {m∗}
12: end if
13: end while
14: m∗ ← new AHOT
15: Update m∗ with IDtrain

16: fm∗ = f(IDtest,m
∗)

17: Add µB to m∗.µtrain
18: M ←M ∪ {m∗}

Updating Models

In the following, F1(ID,m) denotes the F1 score of
a model m on a dataset ID. Whenever all cases that
belong to a batch are complete, we compute the bottle-
neck labels as per the section on bottleneck computa-
tion for the cases in the batch. This creates a dataset
ID. There is a possibility that one of the activities is la-
belled as a bottleneck more often than others, i.e. that
we are dealing with an unbalanced dataset. We there-
fore apply a k-medoid reduction on ID, to reduce the
size of overrepresented to at most twice the size of the
smallest class. We split the resulting balanced dataset
into a stratified IDtrain and IDtest. Initially, we have no
models (the ensemble, M , is empty), and we create a
new AHOT m, which we proceed to train with IDtrain.
We store fm = F1(IDtest,m), and add m to M . After
the first model creation M is no longer empty, so we
first verify if there is a model m∗ that can be improved
with ID. We therefore first evaluate all existing models
starting with the model m∗ ∈ M that has the high-
est F1 on IDtest. If F1(IDtest,m

∗) is at least φ · fm∗ ,
then we update fm∗ to φ · fm∗ + (1− φ) · F1(IDtest,m)
and train m∗ with IDtrain. φ ∈ [0, 1] is a parameter for



GRAHOF . If m∗ does not meet the requirement, we try
the model with the next-best score, and so on. If none
of the models meet the requirement, we create a new
AHOT as above. The procedure of updating a model
is presented separately in Algorithm 2.

Apart from setting or updating fm, we also update
a set m.periods. This set tracks all of the batches that
have been used to train m. More specifically, m.periods
is initialised as ∅, and [B.t0, B.te) is added to it for
every batch B that has been used to update m. This
set is used when computing the weights of the model
for a new batch.

Making predictions

The weight a model receives for a batch depends on
how many seasonally-similar training periods there are
in the model. Formally, if we make a prediction at time
t, the weight of model m, will be1

|{t′|t′ ∈ m.periods ∧ t− t′ ≡ρ 0}| (1)

ρ ∈ IR+ is a parameter for GRAHOF . In particular, we
expect the period of the recurrent drift to be ρ, which
would equal year for seasonal drift.

When making a prediction, each model computes its
predicted probability for each bottleneck label; the pre-
dicted label is then the label with the highest weighted
probability. This label can be used during operations
by process managers, and is later evaluated against the
true label computed by the bottleneck algorithm (Line
13).

EXPERIMENTAL EVALUATION

We simulate an event log based on the running exam-
ple. We define three features, the repair Type (Electric,
Water, Gas, Mechanical), the travelled Distance, and
the client company Size. We simulate 250 cases per
Type per month for 57 years.

The Dist and Size values are drawn from a discrete
uniform distribution from 1 to 100. The values of Dist,
Size, and Type determine if and where a bottleneck will
occur in a case.

Gradual drift The idea behind the gradual concept
drift is as follows: we take about 1

5 of the combinations
of values for Dist and Size. If a given case has one of
these combinations, the case will have no bottleneck,
otherwise it will. Formally, let A(t) ⊆ SDist × SSize,
with SDist = SSize = 1...100. A case c with Dist and
Size has a bottleneck if and only if (Dist,Size) ∈ A(t).
A(t) is a time-dependent subset of SDist × SSize, and
is visualised in Figure 2.

Seasonal drift We simulate recurrent concept drift
by defining four concepts, each of which occurs during a
different quarter. In the first quarter each year, the re-
pair type Electric causes a bottleneck in activity Check
Repair, Water in Collection Information, Gas in Make
Invoice, and Mechanical in Send Invoice. We then ro-
tate this mapping each quarter, as depicted in Table I.

1≡ρ is the module operator with divisor ρ.

We make this switch over a period of two weeks, using
the sigmoid function presented in Bifet et al. (2009).

Qt. E W G M
1 CR CI MI SI
2 SI CR CI MI
3 MI SI CR CI
4 CI MI SI CR

TABLE I: Bottlenecks as determined by topic and quarter of

the start of the case. For example, we have that a (W)ater

repair causes a bottleneck in the activity (M)ake (I)nvoice in

the fourth quarter.

Results on the Simulated Dataset

In this Section we evaluate GRAHOF , as a verification
of the method. We do so using the simulation previ-
ously described . We analyse the effect of φ and S
separately. When analysing one parameter, we set the
other parameters to φ = 0.75 or S = 3 months (see
out main algorithm section for details.). The results
presented are the averages over 10 simulations.

The effect of φ Figure 3 shows that there is a trade-
off in φ. For lower values, models can be updated with
data that the model can not properly explain. In fact,
only a single model is used for φ ≤ 0.2. For φ > 0.75,
F1 decreases as a result of the increase in the number
of models. Because models become harder to update,
more models are created. As such, older models (which
due to gradual concept drift are no longer updated)
have a negative influence on the prediction, while newer
models have seen fewer datapoints.

The effect of S Figure 4 shows the results for dif-
ferent values of S. As expected, S = 3 has a higher F1.
For larger batch sizes, models are created and updated
on multiple concepts. As such, GRAHOF cannot properly
differentiate between the concepts, and as such unable
to properly predict the correct bottleneck labels. For
S = 2, there are two models that are trained on mul-
tiple (2) seasonal concepts, whereas other models cor-
rectly get a single concept. This slightly decreases the
F1. S = 1 also has a slightly lower F1 than S = 3.
This is likely caused by the increase in the number of
models.

Results on a Real-World Dataset

We applied the described method in an initial case
study on a real-life event log used in the BPI Chal-
lenge 2017 Van Dongen, B.F. (Boudewijn) (2017). The
original event log contains many different variants and
events, we limit ourselves to work-flow events only (re-
moving application and offer events, see the original
dataset), and limiting to the most common variant. As
a result, we have a total of 6664 cases, each having three
potential bottlenecks. We applied GRAHOF for different
values of S and φ. The results are shown in Figure 5.

The results indicate the potential for GRAHOF to work
on real-life event logs. Though there seem to be small
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differences between the values for both parameters, fu-
ture work on more extensive event logs should make
more conclusions about the stability of the approach
with respect to the required parameters.

CONCLUSION AND FUTURE WORK

In this paper, we presented GRAHOF , an exten-
sion from earlier work. The analysis in previous sec-
tion show the potential of GRAHOF on event stream.
We have presented a first evaluation of two hyper-
parameters of GRAHOF in Sections and . The results
present the effect of each parameter (ψ and S) on its

own, future work should elaborate on the dependence
between their values.

Several improvements for GRAHOF are targeted in the
future. The bottleneck algorithm has the robustness
that is required do deal with event logs that do not
conform with the process model. On one hand, this re-
moves restrictions on the quality of the event log. On
the other hand, the algorithm does not allow to account
for more complex process patterns such as choices and
loops. This paper has specifically targetted seasonal
drift with a known recurrence frequency, keeping ρ con-
stant. Including dedicated recurrent drift detectors or
finding ways to remove the need for ρ will be the next
step in improving GRAEC . As is clear from the simula-
tion results, picking the right value for S is important.
Such a value can be estimated from an initial event log.
An extension to GRAHOF is to make S dynamic. Future
work on GRAHOF could be evaluating whether and how
the performance decreases when the number of events
or models is limited. The way in which GRAHOF is de-



fined causes cases that span multiple batches to be in-
cluded in a single batch. A further direction for future
work could be to not only add cases to batches they
start in, but also to batches they run in. Finally, we
would like to test GRAHOF in concrete process mining
applications focusing on customer journey optimization
and changes of consumer behavior (Terragni and Has-
sani (2019) and Goossens et al. (2018)).
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J. Carmona and R. Gavaldà. Online Techniques for
Dealing with Concept Drift in Process Mining. In IDA,
pages 90–102, 2012.
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