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been tremendously fruitful meetings of experts from different fields of science, industry, and
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Transmission Simulation, Experimental Science and Engineering, Modelling, Simulation and
Control of Technological Processes, and a special Student Session.
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As part of our programme we are proud to present three keynote speakers:
Prof. Pascal Berruet (France) speaking on “Simulation of reconfigurable systems: from
control code simulation to reflective simulation“, Bohdan Maslowski (Czech Republic)
speaking on "Stochastic Differential Equations - Theory and Modelling", and
Gabriel A. Wainer (Canada) speaking on "Recent advances in DEVS Modeling and
Simulation Methodology".
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Center for their help and patience with ECMS organization.
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Figure 1 depicts a part of an RMS consisting of a great
cycle called main ring and providing five working areas
(W1 to W5). Different machining functions can be
affected to Wi. This example gives an idea of the
numerous possibilities to configure the system and to
react in case of a failure occurrence.

KEYWORDS
Component, reconfiguration, nested simulation, control
simulation, reconfigurable manufacturing systems.
ABSTRACT
Reconfigurable systems, that offer flexibility and
robustness to efficiently manage quality of service in
spite of uncertainties and disturbances, are a necessary
evolution of classical controlled systems. As they can
change their organization during their use, so their
control laws, they become more complex. Two
simulations types are presented to analyze such systems.
The first one enables to check the behavior of the system
controlled with the code that will be implemented. It is
performed using a simulator based on virtual reality and
physical engine. The second one takes parts in the
reconfiguration procedure evaluation. It consists in the
simulation of elements that simulate their own
environment using their own models. A reconfigurable
system using look-ahead simulation for its
reconfiguration can then be simulated. The
developments have been performed in collaboration
with firms and Professor E. Kindler.
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Figure 1: a reconfigurable conveyor
As the field is extended, this leads to different
simulation problematic: As one control can be assigned
to each configuration, RMS includes several control
versions. How can we ensure that each control is
adequately designed? The need for control code
simulation before implementation is increased. On the
other hand, simulation can be used during exploitation
to help in the choice of the future organization. As
simulation is classically used to evaluate a system during
its design, how is it possible to simulate a reconfigurable
system that chooses its configuration using on-line
simulation techniques?

INTRODUCTION
Reconfigurable systems have gained more and more
interest last decade. Before, systems were traditionally
designed to keep the same structure and behavior all
along their lifespan. In case of failures occurrence or
changes in objectives, they may need external
intervention to continue their mission.
Reconfigurable systems offer the opportunity to choose
the organization of their elements very late in the
conception and to modify it dynamically or not during
exploitation.
Such systems have been studied in several domains as:
electronics (Auguin, et al. 2003), communications
(Mitchell, et al. 1998), control (Wills, et al., 2001;
Cotting and Burken, 2001), manufacturing (Combacau,
et al. 2000) or robotics (Kotay and Rus 1999; Kamimura
et al. 2001). Even if they target different applications,
these systems share common concepts. This paper
focuses more on reconfigurable manufacturing systems
(RMS).

Before answering these two questions, general concepts
regarding RMS and simulation typologies are presented.
RECONFIGURABLE MANUFACTURING
SYSTEM DESCRIPTION
An RMS is composed of several resources which can
either execute machining, transport or stocking
operations. The transport resources link together
stationary (machining or stocking) resources. The model
has to describe the relations between its components and
the products processed at one level of granularity.
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mathematical or analytical models. The drawback is that
the system is only validated according with a set of
scenarios.
Simulation is classically classified into in three
categories: static simulation, continuous simulation and
discrete event simulation. Static or Monte Carlo
simulation enables to solve stochastic problems without
needing explicit time representation (Page 1994). The
two last kinds of simulations concern more dynamic
systems. In continuous simulation, state variables evolve
during the time without any interruption as in discrete
event simulation they change according to event
occurrences (Ray and Claramunt 2003).

The key point for the RMS description is to separate the
architecture of the system from its configuration (cf.
Figure 2). Architecture consists in the description of
resources and products that can be processed on it. The
configuration describes how elements of the architecture
are used to achieve a goal.
Architecture is separated into logical and physical parts.
Logical part describes machining functions performed
on the product and their association to form function
sequences (named logical operating sequences) to obtain
a finished product. Physical architecture describes the
elements in the system and the links between them.
Connections represent the potential transfer links
between stationary resources; these connections are
associated with the transport resources that can perform
them. Potential operations complete the description of
the architecture and links physical and logical parts by
bridging functions or products and resources.
Configuration is split into logical and physical
configuration. The logical aspect is constituted of
function instances and uses logical operating sequences
from the logical architecture. A function instance is the
realization of a function on a product. Physical
configuration is constituted of the components taken
from the logical architecture and transfer sequences.
Transfer sequences are used to describe the transfer
from one resource to another. As with architecture, the
correspondence between physical and logical
configuration is done through operations. Operations
also links the architecture with the configuration by
using some reserved operations defined in the
architecture.

In manufacturing systems, simulation software tools can
be classified into two kinds: discrete event simulation
and geometric simulation (Klingstam and Gullander
1999).
Discrete event simulation (also called flow simulation)
is suitable for analyzing system and its performances.
This kind of simulation often expresses flows and has
the advantage of rapidly providing results based on large
simulated periods. But as the control behavior is
embedded in the model, it is not relevant for control
code testing. Examples of flow oriented simulators are
Arena, Extend, Cadence and Quest. Others are based on
simulation languages such as Simula (SIMULA 1986).
At the opposite geometric simulation simulates the
geometry of a part, or the whole manufacturing system.
Geometric simulation often refers to continuous
simulation. Generally this kind of simulation allows
testing control code of the system. Two dimensions and
three dimensions are the two techniques to display the
system evolution. Two dimensions display simulation is
not precise enough. An example of two dimensions
display simulator is ControlBuild. Three dimensions
display simulation applications are as follows: virtual
factory (Wenbin et al. 2002) and robotic (Ju and al.
1997). In robotic applications, simulation often concerns
a small part of system.
Recently another simulation has been introduced to be
used on line as a decision helping tool. The use of online simulation was introduced by G. R. Drake and J. S.
Smith (Drake and Smith 1996). This concept was
extended to look-ahead simulation in (Peters 1998) in
order to test decisions. The works only consider a high
level view of the system. Different works used
simulation in decision procedures (Tomizuka 2002).
Gupta focus on on-line scheduling (Gupta et al. 2002)
and more recently, Cardin and Castagna (Cardin and
Castagna 2006) extend this kind of simulation to solve
the problem of the number of workstation setups. By the
way they propose a method called proactive simulation
to synchronize the simulation during on-line
exploitation.

Figure 2: Organization of the model
Operations play a special role in the RMS approach. As
a consequence the determination of a configuration can
be performed from the knowledge of active operations.
In the following, the choice of a new configuration
remains to obtaining a new set of operations.
SIMULATION TYPOLOGIES
Simulation is largely used in industry. The major interest
is that it is quite easy to practice compared with proof
techniques. This is particularly true for analyzing
complex systems that can not be easily modeled using
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simultaneously with control program simulation.
Products and parcels are simulated as individual entities,
which allows a precise simulation taking into account
collision problems. This simulator is called SimSED
(Lallican et al. 2005).

CONTROL SIMULATION USING SIMSED
For reconfigurable systems, one objective is to test and
validate
the
control
codes
before
on-site
implementation. As RMS include more control codes
than classical manufacturing systems, this part is
essential and has not to be time consuming in front of
the final user. This goal is achieved using joint
simulation of the system’s material part and control part.
The framework and applications developed are
presented below.

Operating part design
The material part design is performed using SimSED
DESIGNER tool.
A component-based model approach has been adopted
to provide easy way to reuse previously modeled
elements. The complete model of a system is seen as an
assembling of components (Berruet et al. 2005). The
component description uses black-box formalism. All
components include parameters: static parameters such
as position, orientation in 3D environment and dynamic
parameters, for example the speed for a motor.
Components are stored in a library. This software is seen
as an ergonomic interface for 3D simulator. To design a
system it is sufficient to select components from the
library and to parameterize them according to system
features.

Approach
The global process is part of a traditional flow allowing
from a simulation to validate or modify the parameters
of the design. It also integrates a component-based
approach to facilitate design process. Simulation
concerns both operating and control parts; the control
program being associated with the operating part.
The procedure described in figure 3 involves three steps:
material part design, control part design and simulation.
Operating part design and control part design is realized
by using libraries. After validation, control program can
be loaded in a PLC. If simulation does not fit the
specifications, the control part and if needed the
operating part are modified.
The following of the paper presents the three main steps
emphasized in figure 3.

Control part design
The control part is written using a software compatible
with the IEC 61131-3 standard. STRATON software is
used to write the different controls and to download
them to virtual machine for the simulation (Copalp,
2004).
The control part implementation is realized with
STRATON Workbench and its simulation uses
STRATON virtual machine. The interest is to simulate
and test controls that will be really implemented,
without any transcription. This tool has been chosen
because the our partner the Sydel society has developed
a PLC based on Vx Works operating system and a
STRATON Virtual Machine.

Controls
library

Components
library

Control part design

Material part design

Analysis using joint simulation

Simulation

validation

The validation of the control part is performed using
simulation of control code coupled with operating part
one. The dedicated simulator is called SimSED
SIMULATION.
This method uses continuous simulation respecting the
PLC cycle. Synchronization management between the
two softwares is dedicated to SimSED SIMULATION.
It is also charged to control STRATON simulation
execution.
Figure 4 described the simulation cycle. The cycle is
divided into 2 parts. The goal of the first part, carried
out by SimSED, is first to memorize outputs Straton
values. Then components execute one simulation cycle.
After Straton inputs are updated. The second part makes
it possible to evolve the control program according to
the new values of these inputs. When control program
simulation cycle is performed, outputs Straton are
updated.

no

ok

Loading control code
on Sydel PLC

Figure 3: Simulation procedure
The system simulator used is a three dimensions display
simulator. Operating part simulation is performed
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As previously mentioned, reconfigurable systems have
more than one control. As these controls may contain
errors, each control program has to be checked before
on-site implantation. The advantage of the proposed
method is to notably reduce the test time spent in front
of the client. It also enables to test more control versions
during a fixed time period and to debug more quickly
the controls.
Evolutions concern integration of failures occurrence in
order to test a relevant reaction and to focus on control
versions switches.
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To be relevant, a simulation has to be as close as
possible to the real system. As the control is checked, it
can be seen as a parameter of the other part of the
system that is the operating part. To provide a realistic
behavior of the material part, SimSED SIMULATION
integrates a dynamic engine called OpenDynamic
Engine (ODE 2004). This open source library enables to
simulate rigid body dynamics. It has advanced joint
types and integrated collision detection with friction.
Problems like critical speed or acceleration, low sensor
tolerance, parcels collision can be pointed out.

Reconfiguration process requires first to localize the
faulty part of the system, to analyze the impact on the
rest of the system, to decide a new organization of the
system and then to apply corrective actions to reach the
proposed organization. The decisional step requires the
knowledge of the potentialities of the system and the
operating sequences. Previous works using graph
models and graph theory enable to determine (Berruet et
al., 2000):
• if there is a possibility for the manufacturing
system to go on with the current production;
• if some resources have to be set in production
mode;
• the path, a part can follow, to complete its
logical operating sequence: the sets of possible
controls.
But the presented procedures took very few dynamics
parameters into account. To complete the procedure that
gives several configurations, an evaluation step should
be performed. The result should be to find the most
appropriateness configuration according with the current
situation.
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Reconfiguration using look-ahead simulation
For an RMS, simulation enables to anticipate the
behavior of the system configuration based on different
sequences of operations.
Let ∑ be the RMS composed of a tolerant architecture
(this means that its architecture is not only composed of
critical elements the failure of one totally paralyses the
system). Let Cinit be the initial configuration. During the
exploitation, a failure occurs at tf. A new configuration
Cnew has to be determined in order to enable the system
to go on. A first module determines the possibility to
continue and whether the system has to change its

Figure 5 SimSED simulation interface
Animation is also an important feature. 3D animation
helps to visualize clearly the behavior of the simulated
workshop and emphasizes the understanding of the
system. The proposed 3D animation enables the
designer to zoom in on a specific part of the workshop
to watch it in detail, or to zoom out for overall review. It
is also possible to follow an object moving around the
virtual system. Designer can also change viewpoints as
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be limited to the case that all computing processes used
for the internal anticipation (including internal
simulation models) run on only one computer π existing
in ∑.
The external simulation model of ∑ should reflect the
components of ∑ and also π. The components have to be
reflected according to their mutual interactions. It holds
for π in the same manner as for the other components
(e.g. machines, transport tools, storage, material units,
etc…). Therefore π has to be reflected in the model so
that both its interactions with the other elements of ∑
and its isolated actions are taken in account: the
interactions cover the controlling instructions which π
sends to its environment and the phase when π is
“watching” for its environment in ∑ in order to prepare
the internal model. The isolated actions cover the
building and run of internal models. The internal models
are used many times during the existence of ∑. Each of
them should be generated and start to reflect the
instantaneous situation in ∑. As the situation can vary,
the initial structures of the internal models can differ.
Therefore, considering reconfiguration process based on
forward looking simulation the principle of, reflective
simulation, that enables the evolution of such a
reconfigurable system to be evaluated, is very
appropriate.

configuration. A second module determines a set of
configurations SC= {C1, …, Cn}. These configurations
are evaluated in order to choose the appropriate one.
Then the chosen configuration Cc can be applied.
The evaluation of Ci is not trivial because the system is
quite complex, composed of several process that may
evolve in parallel with different types of synchronisms.
In the proposed approach, look-ahead simulation is used
for performing the step that enables to choose Cc from
SC. Each Ci ∈ SC is simulated and the best one is
selected according with some criteria such as the
completion time for the current job.
Therefore the real RMS constructed according to the
variant Cc is to be an anticipatory system using
simulation model. It has to be noticed that this kind of
simulation is performed during the system existence. Let
such a simulation be called internal simulation, the
models used by it be called internal models and the
anticipation be called internal anticipation (Kindler et al.
2004).
Reflective simulation
The most common simulation is the simulation of a
system during the design phase. Let such a simulation be
called external simulation, the models used by it be
called external models.
As any system, an RMS has to be evaluated during its
design phase in order to evaluate the reconfiguration
process. If simulation models are used for anticipating
the system’s behavior during the design, the point is then
to have models that enable to reflect that the modeled
systems are anticipatory ones, i.e. to have models that
enable different levels of simulation. Indeed, one must
simulate systems holding elements that simulate their
own environment using their own models. In such cases,
we can speak about nested simulation, expressing that
the simulated systems themselves contain elements that
handle simulation models. Moreover, we speak about
reflective simulation, expressing that the simulating
elements held by the simulated systems simulate parts of
systems that holds them. Reflective simulation is thus a
special case of nested simulation.

Implementing reflective simulation requires avoiding
problems like more simulation time axes, the same
languages used for the external and internal models,
which concern different “worlds” that must
communicate but that must be secure against erroneous
mutual mixing, etc… These problems were successfully
solved, using the properties of SIMULA language and
the principles (block orientation, transplantation
avoidance, model copying) presented in (Kindler 1994).
Simulation of reconfiguration process
In the case of the design phase of an RMS, it is of great
importance to evaluate the reconfiguration process.
In this section, the choice of the appropriate
configuration is based on the completion time that is
considered as the unique criterion to be satisfied. The
general process is the following: External simulation
gives the behavior of ∑ under Cinit. At time tc, a failure
occurs. External simulation is handled. Internal models
are updated according with the products and actuators
positions given by the external model. They also get
parameters from the knowledge of one configuration Ci.
Internal simulations are performed to anticipate the
behavior of ∑ under each Ci. Then a configuration is
chosen and external model gets parameters from the
knowledge of the configuration Cc. External simulation
runs again to give the behavior of ∑ under Cc at time t >
tc.

Principle of reflective simulation
At the design phase of ∑, external simulation models are
classically used. If the designers know that the system
will use a control computer that will run simulation (i.e.
that will handle with one or more internal simulation
models), that computer (including the internal models)
has to be reflected by the internal model. The computer
itself does not need to be reflected in its many details,
but the run of the internal models on it has to be
reflected in details (Kindler 2000a, b). Then this internal
model has to be reflected in the external one. Otherwise
the external model would anticipate the behavior of ∑ in
a way different from the real one. Let the next analysis
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Even if the two models external and internal are similar,
the number of internal simulations may vary depending
on two parameters:
• The number of configurations to be evaluated
(|SC|);
• The determinism of the models.

Type 3: nondeterministic internal model - deterministic
external model
This expresses the case where the decisional module
computes a non-deterministic model. In that case, a
single look-ahead simulation experiment is not
sufficient. In that case, performing reflective simulation
also enables to find the suitable number of internal
simulation experiments.

The different cases are detailed in the following. For the
sake of simplicity, the number of configuration to be
evaluated is equal to 2.

The procedure slightly differs. As the internal model is
not deterministic, several internal simulations have to be
performed to get a quite good view of the anticipation of
∑ under Ci. The number of simulation experiments N
has to be determined as well as the procedure to get the
“global” completion time issued from N experiments.
This problem refers to data analysis or decisional
statistic.
Let us come back to the procedure. At time tc, external
simulation is handled. For each configuration, P
experiments are carried out. Internal simulations IS11 to
IS1P are performed to anticipate the behavior of ∑ under
C1. Practically, IS1j uses the same laws. Only the seeds
differ. Based on these possible anticipations, a
completion time the batch can be determined (noticed
t1). Then internal simulations IS21 to IS2P are carried out
to anticipate the behavior of ∑ under C2. This enables to
obtain a completion time under configuration C2
(noticed t2). The comparison of t1 and t2 enables to
determine Cc.

Type 1: deterministic internal & external models
This expresses the case where no difference exists
between real system and the representation of system
given to the decisional module. The number of internal
anticipations is equal to |SC|. At time tc, external
simulation is handled. Internal simulation 1 is performed
to anticipate the behavior of ∑ under C1. This
anticipation is carried out until the batch is completed
(noticed t1) or until a predetermined time tf (t1 <tf). Then
internal simulation 2 is performed to anticipate the
behavior of ∑ under C2. It runs until tf or t1 or until time
t2 when the batch is completed under this configuration
(t2 < t1 <tf). If both internal simulations stop at tf then,
the chosen configuration is the one that enables to
manufacture the greater number of parts. If both internal
simulations stop at t1, then C1 is the chosen
configuration. If internal simulation 2 stops at t2 and
internal simulation 1 stop at tf or t1, then C2 is the chosen
configuration (Figure 6).
Notice: When external simulation runs again under Cc,
there is no difference between the internal simulation of
Cc and the external one because the models are exactly
the same.
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Experiments

Type 2: deterministic internal model - nondeterministic
external model
This expresses the case where the real system may have
some variation (for example in it machining times) but
the representation of the system used by the
reconfiguration module is deterministic. If the
simulation gives good results, this shows that a
simulation based on a deterministic model is sufficient.
The sequence of external internal simulations is similar
as for the preceding case. On the other hand, the
behavior of ∑ under Cc given by the external simulation
differs (slightly or not) from the one given by internal
simulation. In Figure 6, the time completion of ∑ under
Cc might be not exactly the same as the time completion
of ∑ under C2.

A computer modeling tool has been developed based on
flow simulation using discrete time description. It
accepts in input the physical architecture of the system,
the logical architecture of the system, its current
configuration based on the active logical operating
sequences, active operations and the future
configurations to be evaluated based on sets of
operations. It provides the transit time for the products
and the best configuration according with the time
completion of the remaining production.
More precisely, the initial input of data allowed the
operator to introduce several configurations in case of
failure occurrence of an element of the physical
architecture. For each configuration, the number of
internal repetition is also an input parameter. After that,
the external model goes on with the best variant. The
tool provides a large spectrum of simulation
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experiments enabling to evaluate reconfigurations based
on the anticipation of the behavior from type 1 to type 3.
CONCLUSION
Two uses of simulation have been presented. The first
one contributes to increase the verification of a large
panel of controls associated with different
configurations. The second one helps for reconfigurable
systems design. Comparing the system with and without
configuration change, it can be use to prove that
reconfiguration provides advantages. Reflective
simulation can also be helpful for defining parameters
used for decisional procedures that will choose the new
configuration.
This paper points out interest of both continuous and
flow simulation for analysis of reconfigurable systems.
These simulations are mainly used during the design
phase. But as reflective simulation refers to look-ahead
simulation, these last is clearly promising for the
determination of the new configuration when the
environment is changing.
RMS are treated as examples, but other fields such as
disabled people assistance, embedded systems could be
successfully investigated with these techniques.
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ABSTRACT: DEVS is an increasingly accepted framework for understanding and supporting modeling and
simulation. DEVS is a sound formal framework based
on generic dynamic systems, including well defined
coupling of components, hierarchical, modular construction, support for discrete event approximation of continuous systems and support for repository reuse. DEVS
theory provides a rigorous method for representing
models, and presents an abstract way of thinking about
the world with independence of the simulation mechanisms, underlying hardware and middleware. In this
presentation we will introduce and summarize a variety
of advances carried out by our team in this field. The article summarizes the contents of our discussion, and it is
based on previous articles (whose full version can be
found in the list of references).
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(atomic) or structural (coupled). A DEVS atomic model
can be informally described as in Figure 1.
y

x

s' = δext (s, e, x)
λ (s)

s' = δint (s)

s
ta(s)

Figure 1. Informal description of an atomic model.
Each atomic model can be seen as having an interface
consisting of input (x) and output (y) ports to communicate with other models. Every state (s) in the model is
associated with a time advance (ta) function, which determines the duration of the state. Once the time assigned to the state is consumed, an internal transition is
triggered. At that moment, the model execution results
are spread through the model’s output ports by activating an output function (λ). Then, an internal transition
function (δint) is fired, producing a state change. Input
external events are received in the input ports, and they
activate δext.

Introduction

In recent years, we have witnessed tremendous advances
in model building and simulation execution thanks to
the improvements in software and hardware technology.
For many existing systems, analytical solutions are not
feasible, while direct experimentation can be dangerous or impractical. Discrete-Event simulation methodologies were created to model systems that exist in finite set of discrete states over continuous periods of
time (i.e. queuing systems, computer networks, manufacturing facilities, etc.).
DEVS (Discrete Event systems Specifications) is a
technique defined in [1] that allows the modular description of discrete-event systems that can be integrated using a hierarchical approach. DEVS has been successfully used in a wide variety of applications and environments, providing ease for reuse of simulation models. Another advantage of using DEVS is that different
existing techniques (Bond Graphs, Cellular Automata,
State Charts, Partial Differential Equations, Petri Nets,
Queuing networks, Timed Automata, etc.) have been
mapped to DEVS. This permits sharing information at
the level of the model, and different submodels can be
specified using different techniques, while keeping independence at the level of the simulation engine. Existing DEVS tools have showed their ability to execute
such wide variety of models with high performance in
standalone or distributed environments.

2

Recent Advances on DEVS Modeling and Simulation Methodologies

Figure 2. Informal description of a coupled model.
A DEVS coupled model is composed by several
atomic or coupled submodels. Coupled models are defined as a set of components (atomic or coupled), which
are interconnected through the model's interfaces. The
model’s coupling defines how to convert the outputs of
a model into inputs for the others, and to inputs/outputs
to the exterior of the model, as seen in Figure 2.
Many applications need components containing with
variables and time. These can be modeled as Ordinary
Differential Equation with initial conditions, which have
traditionally been simulated by discretizing the time
domain, and solving the ODE over each discrete time
interval. Recently, Quantized DEVS [2] permitted to
solve this problem using a different approach, depicted

The DEVS Formalism

A real system modeled with DEVS is described as a
composite of submodels, each of them being behavioral
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ter this delay. Once the cell behavior is defined, a coupled Cell-DEVS can be created by putting together a
number of cells interconnected by a neighborhood relationship. A Cell-DEVS coupled model is informally
presented in Figure 5.

in Figure 3. Using Q-DEVS, a curve is represented by
the crossing of an equal spaced set of boundaries, separated by a quantum size. Only when a crossing occurs,
an event is generated, reducing substantially the frequency of message updates.

Figure 3. Quantized DEVS (Q-DEVS)
A different approach to model continues systems, is
the one used by Modelica [3], an object-oriented language for modeling physical systems. Modelica was designed to support library development and model exchange. Models in Modelica are mathematically described by differential, algebraic and discrete equations.
Modelica has many libraries of standard components
(ODEs, block diagrams, electrical and mechanical).

Figure 5. Description of a Cell-DEVS coupled model.
A coupled Cell-DEVS is composed of an array of
atomic cells of a given size and dimensions. Each cell is
connected to its neighborhood through DEVS I/O ports.
Several tools have implemented DEVS theory, including ADEVS, CD++, DEVS/HLA, DEVSJAVA,
DEVSim++, GALATEA, PyDEVS and SimBeams (a
non-comprehensive list can be found at [6]).
The generality of DEVS made it widely used to
describe many classes of systems, given it permits
modeling systems with a set of infinite possible states,
and where the new state after an event arrival may
depend on the elapsed time in the previous state. Models
showing this behavior cannot be represented by any
other discrete formalism. The following is a nonexhaustive list of such applications, which shows the
relevance of the approach:
• In [7], an environment for the analysis of multi-agent
robots was presented, using DEVS representation of a
mobile robot is combined with stochastic learning.
• Models of large ecosystems, including watersheds [8]
and fire spreading [9] that enabled the understanding
and prediction of environmental phenomena.
• Prototyping and testing environment for embedded
system design [10]. This allows verifying embedded
systems’ in the form of formal and simulatable applications prior to the deployment stage.
• Urban traffic analysis [11], providing support for
evaluating signal control strategies, alleviating congestion in peak hours, and understanding conflicts.
• A decision support system for an intermodal container
terminal [12]. In this case there is a need for studying
spatial allocation of containers, routing goods, scheduling of operations and resource allocation.
• Analysis of the behavior of a distributed Intrusion Detection System to identify suspicious computer network traffic in real-time [13].
• Complex systems in aerospace manufacturing and
military applications [14]. These applications showed
how to integrate DEVS and the HLA [15], allowing
distributed simulation, interoperability, and reuse.
• Supply chain applications [16], to help to determine
strategies to provide the most profitable operating environment considering site location, replenishment
policies, transportation policies, and inventory levels.

Model circuit
Modelica.Electrical.Analog.Sources.SineVoltage
V(V=15,freqHz=60);
Modelica.Electrical.Analog.Basic.Resistor
R1(R=10);
Modelica.Electrical.Analog.Basic.Ground Gnd;
equation
connect(V.p, R1.p);
connect(R1.n, V.n);
connect(R1.n, Gnd.p);
end circuit1;

Figure 4. Electrical model in Modelica.
The example presented in Figure 4 shows a model of
an electrical circuit (V generates a sine voltage). In [4]
we showed that Modelica models can be translated into
DEVS, which allows seamless integration of continuous
and discrete-event components.
Another method to define continuous system considers the discretization of the space where the model is defined, using a grid describing the physical properties of
the space. Cell-DEVS [5] is one of these methods, based
on DEVS. A Cell-DEVS model is seen as a lattice of
cells holding state variables and a computing apparatus,
which is in charge of update the cell state according to a
local rule. This is done using the present cell state and
those of a finite set of nearby cells (called its neighborhood). Cell-DEVS uses a discrete-event approach: each
cell is defined as a DEVS atomic model, and it can be
integrated into a coupled model representing the cell
space.
Each cell uses N inputs to compute its next state.
These inputs, which are received through the model's interface, activate a local computing function (τ). A delay
(d) can be associated with each cell. The state (s)
changes can be transmitted to other models, but only af-
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ter this delay. Once the cell behavior is defined, a coupled Cell-DEVS can be created by putting together a
number of cells interconnected by a neighborhood relationship. A Cell-DEVS coupled model is informally
presented in Figure 5.
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Figure 3. Quantized DEVS (Q-DEVS)
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• Signal filters for SACHEM, a real-time diagnosis system [17], developed to supervise the blast furnaces of
a large steel producer using knowledge acquired from
experts. DEVS models are used to filter input continuous signals and to convert them into discrete
events fed into an expert system.
• DHMIF (DEVS Hardware Model Interchange Format), a formal means to integrate the representation of
hardware models developed with heterogeneous languages [18]. It can represent digital circuits modeled
in different hardware description languages.

3

We have proven that STDEVS is a generalization of
DEVS [21], i.e., DEVS is a particular case of STDEVS.
This fact allows combining DEVS and STDEVS models
in coupled models of combined stochastic and
deterministic systems. STDEVS provides an unified
framework with continuous systems, by interacting with
a novel family of numerical integration algorithms
which allows the simulation of continuous systems in
term of DEVS [22], exhibiting important advantages
over discrete time approximations in the simulation of
hybrid systems. The strategy pursued behind the
STDEVS definition is to converge towards ControlOriented Hybrid-Systems Modeling and Real-Time
Simulation. The objective of guaranteeing the Quality of
Service (QoS) of complex, resource-limited computing
systems, has been targeted many times motivating
diverse control strategies for admission control, load
balancing and resource sharing problems. These control
strategies are aimed at avoiding system congestion and
saturation in the presence of different, unpredictable
workload scenarios or abnormal system conditions.
The most sophisticated techniques are based on
Control Theory, trying to maximize Objective Functions
defined for the system’s performance, which in turn
define the design of their supporting control strategies.
These functions are typically targeted to boost the
quality metrics that will shape the QoS as seen from a
user’s standpoint (i.e., throughput, response time,
delays) while keeping cost-related metrics low
(hardware utilization, queue lengths, storage space,
power consumption). In the case of the Utility
Computing paradigm, Objective Functions are explicitly
expressed in terms of contractual obligations and
revenue objectives associated with the service offered.
The strategy pursued behind the STDEVS definition is
to converge towards Control-Oriented Hybrid-Systems
Modeling and Real-Time Simulation. QoS requirements
usually need to be mapped into class-partitioned or
service-differentiated loads that might respond to
stochastic variation patterns along time, and might
require different system resource sharing. System’s
hardware/software utilization depends on several low
level particularities of the architectures, serving both
user’s demands and local tasks. Additionally, when
operation limits are reached (i.e., task timeouts,
maximum connections reached, system running low on
batteries, etc.), a non-linear end to end system behavior
is obtained, due to abrupt state changes.
Within this scenario, the use of modeling and
simulation disciplines to design, test, validate and verify
the various algorithms implementing the varied control
strategies is crucial. Only with the support of powerful
simulators and strong descriptions, the design of QoSControlled computing systems can be taken to the level
of precision, standardization and productivity industry
requires. Furthermore, Real-Time simulation enable to
implement the control systems designed in the modeling
and simulation stages right away into the target system
under study and evaluate performance enhancements.
The proposed methodology is based on the use of nonlinear discrete-time models to describe the evolution of
the computing systems under study. These models and

STDEVS

Stochastic models play a fundamental role in discrete
event system theory. Any system involving
uncertainties, unpredictable human actions, machine
failures, system overloading, etc. requires a non–
deterministic treatment. Examples of stochastic discrete
event formalisms are Markov Chains, Queuing
Networks and Stochastic Petri Nets, which permit
simulating stochastic models in several applications.
However, although some early work have studied the
relationship between stochastic and pseudo-random
processes and DEVS [19] and there is an extension for
stochastic DEVS limited to finite state sets [20]; there is
not a general theory nor a general formalism related to
non determisitic DEVS models.
We are currently working on formally extending
DEVS for modeling of stochastic systems (STDEVS).
Taking into account that DEVS can work with sets of
infinite possible states, we make use of Probability
Space Theory and combine it with DEVS system
theoretic definition to define the new formalism. Atomic
STDEVS model are:
M ST = ( X , Y , S ,G int ,G ext , Pint , Pext , λ , ta )
X, Y, S, λ, and ta have the same definition that those of
classic DEVS. However, STDEVS has probability
spaces that model the stochastic processes that calculate
the next state. In order to construct the internal
transition stochastic dynamic description, we start
defining
the
internal
set-collecting
function
G int : S → 2 S , a function assigning a collection of sets

G int ( s) ⊆ 2 S to every model state s ∈ S . Gint(s) is the
collection of all the important subsets of S for which,
when we are in state s, we know the probability that the
system goes into them. This is, there is a probability
function Pint : S × 2 S → [0,1] so that Pint(s,G) gives the
probability of going from state s to any subset of future
states G in Gint(s). Then, considering the event space
Fint ( s ) = M(G int ( s )) (i.e., the smallest sigma algebra to
which all the sets in Gint belong), the triplet
( S , Fint ( s ), Pint ( s,⋅)) obtained is a well defined
probability space. Similarly, the probability space for
the external transition stochastic description, results in
the
triplet
Here,
( S ,Fext ( s, e, x ), Pext ( s, e, x ,⋅)) .

G ext : S × ℜ0+ × X → 2 S ,

Fext ( s, e, x ) = M(G ext ( s, e, x )) ,

G ext ( s, e, x ) ⊆ 2 , and Pext : S × ℜ0+ × X × 2 S → [0,1] .
S
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their simulation environments shall be described with
STDEVS which enables the representation of standard
control theory techniques. Finally, models must expose
open and robust interfaces, so inter-domain areas in
computing systems modeling can be faced under a
common and hierarchical framework. STDEVS is
envisioned as a common theoretical framework and
practical simulation environment to bring together the
control design discipline with the discrete stochastic
representation of networks and computing system’s
shared resources phenomena.

4

and a Parallel simulator [25]. At present, a CD++ wrapper has been built, enabling CD++ simulations to run as
HLA federates [26], and the simulation engine is being
extended to support distributed simulation of atomic
models using the HLA, and a similar approach was created based on Web-Service implementation [27]. Another current effort is focused in providing support for
development of real-time simulation in embedded platforms.
Model definition in C++ allows the user great flexibility to define behavior. Nevertheless, a non-experienced
user can have difficulties in defining models using this
approach. The provision of graphical notations is a
powerful tool to define models. Graph-based notations
have the advantage of allowing the user to think about
the problem in a more abstract way. Therefore, we have
used an extended graphical notation to define atomic
models behavior. Each graph defines the state changes
according to internal and external transition functions,
and each is translated into an analytical definition.
The state machine specification presented following
shows two views: the left side of the GUI contains a
sorted tree diagram, and the right contains a visual representation of the model. External transitions are displayed as dashed lines, with internal transitions as solid
lines. The input and output ports are visible in the tree
diagram.

The CD++ toolkit

CD++ [23] is a modeling and simulation tool based on
implementing DEVS theory. The tool provides a specification language that allows describing model coupling; additionally, atomic models can be developed using C++. CD++ was built as a hierarchy of classes in
C++, each corresponding to a simulation entity using the
basic concepts defined in [1]. The Atomic class implements the behavior of an atomic component, whereas
the Coupled class implements the mechanisms of a coupled model.
CD++ makes use of the independence between
modeling and simulation provided by DEVS, and different simulation engines have been defined for the platform: a stand-alone version, a Real-Time simulator [24],

Figure 6. Specification of a state-based atomic model.
Once an atomic model is defined, it can be combined
with others into a multicomponent model using a specification language specially defined with this purpose. It
describes the internal and external coupling scheme. If
the name of the model is not included, the default will
be the coupled model currently being defined.
CD++ also includes an interpreter for Cell-DEVS
models. The language is based on the formal specifications of Cell-DEVS. The model specification includes
the definition of the size and dimension of the cell

space, the shape of the neighborhood and borders, as
presented. The cell’s local computing function is defined using a set of rules.
CD++ was built as a class hierarchy in C++, where
each class corresponds to a simulation entity. There are
two basic abstract classes: Model and Processor. The
former is used to represent the behavior of the atomic
and coupled models, while the latter implements the
simulation mechanisms. Simulators manage the atomic
models. Coordinators manage coupled models. The
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representation of networks and computing system’s
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Root Coordinator manages global aspects (starting/stopping the simulation, communication with the
environment). This reflects the clear distinction between
the model and its simulator. CD++ was redesigned to
provide parallel execution of DEVS and Cell-DEVS
[28]. The parallel version of CD++ was built on top of
Warped [29], a simulation kernel that provides an implementation of Time Warp. A flat simulation mechanism reduces the message passing overhead by simplifying the underlying simulator structure, while keeping
the model definition and preserving the separation between model and simulator [30]. The Flat Coordinator
eliminates the coordinators in the hierarchy by making
direct messaging communications between the Flat Coordinator and the simulators [31], as shown following.

a meaningful measure of success. In a typical real-time
situation, the model has to react to an external event and
generate the output within a given time in order to solve
a problem. The eCD++ real-time extension allows the
modeler to indicate the deadlines for external events.
The simulator can check whether the physical time
meets the associated deadline analyzing successful and
unsuccessful deadlines for further study of the process.
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Atomic Model # 2

Atomic Model # 3

Atomic Model # 5
Root Coordinator
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simulator #1

simulator #2
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simulator #4

M/CD++

MCD++ is an extension to CD++ that allows simulation
of a particular class of dynamic systems, those related to
the electrical domain. The electrical circuits can be
modeled in Modelica, and then simulated using a discrete event simulator. This presents a completely different approach on dynamic systems simulation techniques, compared to the existing implementations.
MCD++, is based on Q-DEVS theory, and provides the
extensions needed to accomplish simulation based on
discrete events [4].
The user must provide a source code file as input to
the Modelica compiler. The electrical library we defined
for Modelica/CD++ starts by converting Modelica models into Bond Graphs, which represent continuous systems as a set of elements that can interact with each
other by exchanging energy and information, and this
exchange determines the dynamics of the system. The
compiler constructs the corresponding model of the circuit in a Bond Graph representation. In this Bond
Graph, we check for algebraic loops and singularities.
Then, we generate an optimized Bond Graph corresponding to the electrical circuit, which is used to generate a coupled DEVS model specification in CD++.
Figure 8 presents the simulation results of different
Modelica/CD++ test cases for the circuit introduced in
Figure 4 using sinusoidal and pulse voltage source. The
results obtained are consistent with the real behavior of
the electrical circuits. The figure shows the voltage and
the current on resistor R. The resistor is a passive element in the oscillating electrical circuit so the current
and the voltage on the resistor are in phase; the amplitude of electrical current is I=V/R1.

simulator #5

Figure 7. Flat Coordinator (a) Example of a model hierarchy, (b) Associated processor hierarchy
We took advantage of the separation of concerns by
focusing on the processors’ class hierarchy only (all
classes inheriting from model remain unchanged from
those defined in earlier versions of the tool, allowing direct reuse of existing models). Two new classes are introduced [25]: Flat Coordinator (FC) and Node Coordinator (NC). Additionally, we modified the Simulator
and Root Coordinator classes. The algorithms we defined are based on those in [32]. The Root Coordinator
only handles I/O operations, and starts/stops the simulation. The NC is in charge of synchronization and time
management for the LP. The FC is responsible for receiving, translating, and sending messages between its
descendants, using a flat data structure with coupling information for every component.
The Embedded version of the simulator, called
eCD++ [33] provides a Flat Coordinator, an interpreter
for the state notation presented in Figure 6, and a realtime engine. eCD++ allows the models to be simulated
in real-time by tying the simulation time to the real-time
clock, and permitting interaction between the simulator
and the surrounding environment. The inputs can be received by ports connected to real input devices such as
sensors, timers, thermometers, or data collected from
human interaction. The outputs can be sent through output ports connected to devices such as motors, transducers, gears, valves, or any other component. For the realtime simulation, the coordinator waits until the physical
time reaches the next event time to initiate a new cycle.
Timeliness along a simulation is a substantial property
in the real time approach. Thus, it is important to check
timing constraints along the simulation. Particularly, the
time at which an event has been completely processed is
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6

WEB SERVICE-ENABLED CD++

As mentioned in Section 4, we have defined an extension to CD++ using Web-services [27]. In order to do
so, the toolkit was wrapped by a web service (exposing
its functionality to remote users/services), and the simu-
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and the voltage on the resistor are in phase; the amplitude of electrical current is I=V/R1.
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Figure 7. Flat Coordinator (a) Example of a model hierarchy, (b) Associated processor hierarchy
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Timeliness along a simulation is a substantial property
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6

WEB SERVICE-ENABLED CD++

As mentioned in Section 4, we have defined an extension to CD++ using Web-services [27]. In order to do
so, the toolkit was wrapped by a web service (exposing
its functionality to remote users/services), and the simu-
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- Slave: responsible for message routing among the local model components dispensing and remotely if the
master coordinator is residing on a different machine.

lation web service was extended to execute distributed
models. We used the main web service standards such
as XML, SOAP, Web Service Description Language
(WSDL) for storing and parsing the configuration files
used by the service, describing and exposing the service
functionality, and messaging among the simulation services themselves as well as with the users, respectively.
The model is decomposed into different partitions, each
of which is assigned to a machine for execution with
SOAP being used for messaging among the machines.
The web service was designed to provide a robust environment for running different simulation sessions
concurrently and independently. The service was split
into two independent parts: the web service components
are used to handle the web service activities, and the
simulation components are used to interact with CD++.

7

DEVSVIEW

Originally, CD++ only provided results on text files,
making it difficult to study execution results of the
model. Visualization tools are crucial in helping to understand better the behavior of the system of interest,
thus, different visualization facilities were incorporated
[34]. DEVSView is able to run on OpenGL-based environments.

Figure 9. Simulation service
The web service components are deployed in an Axis
server, which in turn runs within an Apache Tomcat
server. Axis loads all the deployed services, which include the JavaWrapper, the server-side stubs, and the
client-side stubs. At this point the simulation service is
ready to receive client requests.

Figure 11. DEVSView outputs.
DEVSView provides basic services that enable simple
visualizations. The visual models are stored in an octary
space partitioning tree. This data structure recursively
divides the scene extents into eight regions, which enables efficient algorithms for rendering scenes, object
selection, and other frequently used scene operations
(Figure 11).
A different version of the software was constructed using Maya [35], a powerful application for 3D modeling
and animation. Maya interface is fully customizable and
it allows users to extend their functionality within Maya
by providing access to the Maya Embedded Language
(MEL). Using MEL, programmers can tailor the user interface to their needs and to add in-house tools. Maya’s
modeling and animation tools were used to create threedimensional environments for Cell-DEVS and DEVS
models [36]. To do that, the user must use Maya facilities to create visual scene files, while an application
written in MEL permits to create a user interface that allows CD++ log files to interact with Maya, and to visualize the corresponding model in a 3D visual environment. This instantiates a MEL script specific to a particular model, and animates the 3D world in accordance
with the CD++ log file, as seen in Figure 12.

Figure 10. Master and Slave coordinators
Model partitioning information is provided through a
grid configuration file (an XML file containing the addresses of the machines executing the model and the
parts of the model running on each machine). We use
one coordinator in each machine for message routing
among the local processors [28]. The idea depends on
using two kinds of coordinators:
- Master: responsible for synchronizing the model
execution, interacting with upper level coordinators and
message routing among local and remote components.

18
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Figure 12. Visualization in CD++/Maya.

8

Application examples

We developed a large number of applications in a variety of fields, available for public use. Different areas of
application include generic artificial systems, biology,
defense, emergency planning, construction, environmental sciences, physics, chemistry, urban traffic, and
others. Detailed analysis on each of these fields will be
found in [37]. In this section we introduce a few examples in different fields to show some recent results.
8.1
Models in Physics and Chemistry
We have developed a number of models with application in Physics and Chemistry, including particle collisions, finite element approximation of heat, flow injection analysis, binary solidification, crystal growth, plastic deformation, spring behavior, and others. In this section we show two different examples [38]. The first one,
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a model of Diffusion Limited Aggregation (DLA) occurs when diffusing particles stick to and progressively
enlarge an initial seed represented. The seed typically
grows in an irregular shape resembling frost on a window. Diffusion is a random motion with respect to the
direction. There are two kinds of particles in a grid:
fixed (seeds) and mobile.
We built a model of DLA, as a 2D Cell-DEVS. Initially, a certain percentage of the cells are occupied by
mobile particles, and there are at least one or more
seeds. The system evolves with the following rules.
• A particle can move in four directions (N/S/E/W)
• A particle becomes fixed an adjacent cell is fixed.
• An empty cell will be occupied if there is at least
one mobile particle trying to move in, and there is
no seed adjacent to the mobile particle.
• A mobile particle that cannot move will select a
new direction at random.
• A mobile particle disappears if it strays too far from
the center.
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Figure 13. Two seeds and 30% concentration.
Several scenarios were executed with different seeds
and concentrations. Figure 13 presents a case with concentration of 30% (grid: 71x71). The model presents
fractal growth properties based on the initial configuration.
We also defined a model of driven diffusion, which
describes the random motion of two types of particles in
a system under the influence of an external field. The
field may drive one species of particles along the field
direction while the other species against that direction
[37]. This kind of model can simulate the behavior for
certain materials such as superionic conductors and
solid electrolytes.
Initially, the space is occupied by the two randomly
distributed particles A and B, and each particle has a
randomly chosen direction to face (N/E/S/W). In the
case of an external electrical field appearance (assuming
the field points to the NE), the preferable moving direction of particle A is N or E while the preferable moving
direction of particle B is S or W. The probability of A
and B hops along that preferable direction is a, and the
probability against the direction is (1-a).
Different tests were carried out, using different densities, space size, and initial states. Particles are initially
distributed at random according to the given density value. The following figure, for instance, shows a case in
which the density of the whole space is 40%. We can
see that the distribution of the two particles exhibits
striped, banded structure. Within each strip, there are
two sub-strips each having approximately the same
amount of particles. This indicates the non-
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homogeneities of the distribution of two particles and
thus results in reduced current in the system.

and glycolosis. Each of these reactions was analyzed,
based on the lobule model presented in Figure 16.
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Figure 14. Density of 40%
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8.2
Models in Biology
We have created different models in a whole organelle
scale. In [39], we created a precise model of the reactions in the mitochondrion, which creates energy for cellular activity by the process of aerobic respiration. We
used CD++ to model and simulate biological pathways,
thus providing a systematic method for creating models
consisting of sets of lower-level interactions. The following figure shows a snapshot of some of the reactions
in the Krebs Cycle (formation of Acetyl CoA).
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Figure 16. Zones and Nodes [41]
8.3
Environmental Systems
We defined a variety of models in environmental sciences, including pollution, watershed formation, ant foraging, vegetation growth, pesticide percolation, etc.
[42]. In this section we show a Cell-DEVS fire model
based on a well known model for fire propagation in
forests due to Rothermel [43]. Three parameter groups
determine the fire spread ratio: vegetation type, fuel
properties, and environmental parameters. When
Rothermel's rules are applied to a given fuel model and
environmental parameters, it can determine the spread
ratio (i.e. the distance and direction the fire moves in a
minute). The first step is to use the fuel model, the speed
and direction of wind, topography and dimensions of the
cellular space to obtain the spread ratio in every direction. Instead of using a time-based approach, the model
uses the delay function to compute fire spread. Figure
17 shows the implementation of this model using a hexagonal mesh.

Figure 15. Krebs cycle 3D visualization.

dim : (20,20) delay : inertial
neighbors : (-1,-1) (-1,0) (-1,1) (0,-1)
(0,1) (1,-1) (1,0) (1,1)

We also created models of liver cells [40]. Our model
is based on the one presented in [41], which defines the
various reactions of the liver maintains. Our design
demonstrates the process of substance transformations
occurring with in the liver’s lobule. The lobule is modeled like a hexagonal cylinder with 3 stages (zones), and
several nodes are placed inside the lobule, where each
node is connected to at least one other node. Each node
is responsible for receiving a substance, and transforming it, and each node works interdependently of each
other. We built a DEVS model based on these assumptions, which represents the chemical composition of
blood entering the liver lobule. A substance would enter
the portal vein (PV), and it is then fed to all the nodes
that are in zone I. After the nodes of zone I are finished
transforming the substance, their output is fed to the
nodes of zone II and then zone III. After this, the output
is supplied to the central vein (CV). We studied different reactions in the lobule, including gluconeogenesis,
glycogen synthesis and degradation, phosphorylation
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(0,0)

[FireBehavior]
rule: {[5]+(15.24/13.680)} {(15.24/13.680)
* 60000} {[0]=0 and [5]!=? and [5]>0}
rule: {[6]+(15.24/5.10)} {(15.24 /5.106 )
* 60000} {[0]=0 and [6]!=? and [6]>0}
rule: {[4]+( 15.24/2.950)} {(15.24/2.950)
* 60000} {[0]=0 and [4]!=? and [4]>0}
...

Figure 17. Rothermel’s fire forest model.
The rules defining the local computing function are
devoted to detect the presence of fire in the eight
neighboring cells. For instance, the first rule checks if
the current cell is not burning ([0]= 0) and if the SW
neighbor has started to burn ([5]>0). If this condition
holds, the new value of the cell will be
[5]+(15.24/13.680), which is the time the fire will
start in the cell. We use a delay of (15.24/13.680) *
60000 ms after which the present cell state will spread
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to the neighbors. The remaining rules represent a similar
behavior for the neighbors.

to the neighbors. The remaining rules represent a similar
behavior for the neighbors.

Figure 18. Fire propagation results (2 h. period)
As we can see, the burning time of a cell depends on
the spread ratio in the direction of the burning cell.
Changes in the propagation are related to the changes
produced by the adjacency properties. This is a clear departure from the classical approach to cellular models
where all active cells are updated at the same time.

Figure 18. Fire propagation results (2 h. period)
As we can see, the burning time of a cell depends on
the spread ratio in the direction of the burning cell.
Changes in the propagation are related to the changes
produced by the adjacency properties. This is a clear departure from the classical approach to cellular models
where all active cells are updated at the same time.

Figure 20. ATLAS GUI.
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Conclusion

The use of DEVS can improve the security and cost in
the development of the simulations. The main gains are
in the testing and maintenance phases, the more expensive for these systems. The use of a formal approach
made easy the development of the applications. DEVS
was successfully applied in such a variety of applications due to the ease for model definition, improved
composition and reuse, and as a result of hierarchical
coupling. DEVS includes explicit specification of the
model timing, and uses a discrete event approach for
simulation. This provides precision and speedups in the
execution time, as models advance triggered by instantaneous asynchronous events in contraposition with time
stepped approaches. This allows enhanced model definition and high performance.
We are currently working on the completion of the
theoretical framework of STDEVS, studying properties
such as closure under coupling and legitimacy. We are
also working on a formal proof of the fact that classic
DEVS models whose transition functions depend on
randomly generated parameters constitute particular
cases of STDEVS. This property allows to develope
STDEVS models replacing the use of probability spaces
by simple random functions.
We are also working on a standardized version of
DEVS models within a DEVS Study Group [6], whose
goal is to enable DEVS environments to interact, and to
include non-DEVS models in larger simulations. In this
way, we will be able to shorten the gap existing between
academic versions of DEVS, and industrial/government
needs. Having standardized means of defining models
will enable defining standard libraries that can be integrated in user-friendly modeling and simulation environments.

8.4
Traffic Simulation
In this section we present an introduction to the ATLAS
M&S platform. In ATLAS, a modeler can easily describe a city section, including traffic signs, traffic
lights, etc. [44]. ATLAS is formally defined as a set of
constructions, mapped into DEVS and Cell-DEVS models [45].

Figure 19. Structure of the ATLAS software platform.
The behavior for each of the constructions presented
in this language was validated in terms of correctness.
Then, a compiler was built following the specifications
[46]. The compiler, called ATLAS TSC (Traffic Simulator Compiler), generates code by using a set of templates that can be redefined by the user.
A front-end program (MAPS) allows the user to draw
a small city section complete with roads, intersections,
and decorations, and then parse the drawing to create a
valid ATLAS file. Likewise, the output can generate realistic 3D graphics.
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Figure 20. ATLAS GUI.
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ABSTRACT

process
reengineering
complexities.

The health care industry in the United States, and in
many other countries as well, is undergoing unremitting
pressures to improve standards of patient care and service,
reduce costs, and increase efficiency. These pressures
stem from higher expectations by health-care consumers,
increased
demands
stemming
from
changing
demographics (particularly the “graying” of populations),
and more rigorous auditing of expenditures by both
private insurers and government. In response, health-care
industry practitioners, managers, and administrators are
increasingly availing themselves of the analytical
techniques, including simulation, provided by the
discipline of industrial engineering. In this paper, we
document a simulation study undertaken to improve
patient service at a dental clinic. The simulation analysis
validated innovative ways to improve patient throughput
and decrease patient waiting times with zero incremental
cost.
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operational

In the application documented here, simulation was
applied to investigate and improve daily operational
procedures at a dental clinic. Achievements of the study
included both reducing patient waiting times and
increasing the number of patients seen per day, with
neither increase of cost nor compromise to quality of care.
OVERVIEW OF ROUTINE PROCEDURES AT THE
DENTAL CLINIC
The dental clinic under study comprises one dentist,
two dental hygienists, and a receptionist. A heavy
majority of the patients come by appointment
(historically, patients have waited weeks or even months
for their appointment day to arrive) to have their teeth
cleaned (prophylaxis) and checked. Inasmuch as the
patients have made their appointments far in advance, and
a dental clinic will never be in contention for a favorite
place to wait idly, patient impatience and intolerance for
even relatively short waits is high.

INTRODUCTION
Historically, the first major application area of
discrete-event process simulation was the manufacturing
sector of the economy . More recently, and currently very
vigorously, the health-care industry is availing itself of the
analytical and predictive powers of simulation to reduce
costs, improve efficiency, and enhance service to patients
(Lowery 1996). Higher patient expectations, increased
cost pressures from private and government insurers, and
demographically induced increases in overall demand are
all compelling reasons for this sector of the economy to
improve its overall performance (McGuire 1998). Recent
examples of simulation application to various aspects of
health care are contributions from (Costantino, De Gravio,
and Tronci 2005) (improvement of a supply chain for
urgently needed provision of medical oxygen), (Martin,
Grønhaug, and Haugene 2003) (evaluation of proposals to
reduce overcrowding and improve patient care in the
geriatric department of a large hospital), and (Kumar and
Ozdamar 2004) (simulation in the service of business

The typical patient in good or at least stable dental
health comes to the clinic approximately every six months
for a dental prophylaxis (cleaning of teeth and assessment
of dental health). On arrival, patients check in with the
receptionist. After doing so, they will have to await the
attention of one of the dental hygienists. If the patient
needs dental X-rays, taking them and setting them aside
for development of the film will be the first task
performed by the hygienist. Except in rare cases (e.g., the
patient complains of disquieting symptoms), X-rays are
needed once a year, i.e. every other visit for prophylaxis .
Next, the hygienist cleans (scrapes, scales, flosses, and
polishes) the patient’s teeth; while doing so, the hygienist
will also document any presumptive problems observed
for the attention of the dentist. Upon completing these
tasks, the hygienist notifies the dentist, and the patient
then may have to await the arrival of the dentist. Upon
arrival at the patient’s chair, the dentist will audit the
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hygienist’s work and examine X-rays (those just taken, if
the patient was X-rayed this visit, and/or X-rays in the
patient’s file, which may show trends in the patient’s
dental health). Further, the dentist questions the patient
concerning any symptoms or complaints, and discusses
any future needed dental work such as filling of cavities,
referrals for root canal therapy (done by a different dental
clinic specializing in endodontic dental work), provision
for crowns, or extraction of teeth. After this consultation
is complete, the patient returns to the receptionist to check
out, arrange for bill payment, and often (even presumably)
schedule the next appointment. The patient then leaves
the clinic. The canonical flow process from the patient’s
perspective appears in the Appendix, Figure 1. Indeed,
during later model construction, this figure, having been
validated with the client, was the immediate guide for
model construction.

Item #2 was particularly useful for later model
validation; the others were all directly used to construct
the model.
CONSTRUCTION,
VERIFICATION,
AND
VALIDATION OF THE SIMULATION MODEL
Owing to ready availability within both academic and
industrial contexts, and ample software power to both
simulate and animate the health-care service system in
question (although the animation was two-dimensional
only, an issue of trifling consequence), the Arena®
simulation modeling software (Kelton, Sadowski, and
Sturrock 2007) was used. This software provides direct
access to concepts of process flow logic, queuing
disciplines (e.g., FIFO), modeling of processes which may
be automated, manual, or semi-automated, use of
Resources (here, the receptionist, the dental hygienists,
and the dentist), definition of shift schedules, constant or
variable transit times between various parts of the model
(e.g., patient walking time from the anteroom to the
prophylaxis room), extensibility (in the Professional
Edition) via user-defined modules (Bapat and Sturrock
2003), and an Input Analyzer (used as discussed in the
previous section to choose between empirical and closedform distributions).
Observed data for the X-ray,
prophylaxis, dentist’s consultation, and next -appointment
booking times were fitted using this Input Analyzer; in
each of these cases, a triangular distribution fitted the
observed data well.

DATA COLLECTION AND ANALYSIS
Since the client had very little physical data archived,
an early step in this project was on-site data collection at
the dental clinic. First, it was noted that patients typically
make their next appointment (usually six months hence
unless problems found during the prophylaxis demand
attention sooner) while checking out and settling accounts
with the receptionist. At that time, patients may either
specify which hygienist they prefer, or specify a preferred
appointment hour; in the latter case, they will be assigned
an appointment hour.

Verification and validation techniques used included a
variety of methods such as tracking one entity through the
model, initially removing all randomness from the model
for easier desk-checking, structured walkthroughs among
the team members, step-by-step examination of the
animation, and confirming reasonableness of the
preliminary results of the model with the client manager
by use of Turing tests (Sargent 2004). For example,
relative to the base case model, the observed wait time
average and maximum before being taken to an
examination room for prophylaxis were 1.6 minutes and
9.5 minutes respectively for the first hygienist, and 2.7
minutes and 11.1 minutes for the second hygienist.
Likewise, the observed wait time average and maximum
for the dentist’s consultation after prophylaxis were 4.0
and 7.0 minutes. The base case model matched all six of
these numbers to within 5%.

The simulation analysts then gathered data from 9am
to 2pm on several Mondays and Wednesdays (skipping a
one-hour scheduled lunch break). The receptionist agreed
that data collected on these days at these times would be
typical and representative, even across a calendar year (“a
toothache can come on anytime!”). Gathering the data
used typical time-study methods (Mundel and Danner
1994); at the conclusion of the study, the client
specifically commended the data collection work,
deeming it quiet, unobtrusive, and hence unlikely to
provoke the Hawthorne Effect (Martin-Vega 2001). Most
data observations were taken in the small office anteroom
where patients sit while waiting for their hygienist to
become available. Numerical data collected included:
1. The arrival times of patients
2. How long patients waited before going to the
room for prophylaxis
3. Whether X-rays were required, and the time
required to take them if so
4. The prophylaxis process time
5. The length of waiting time for the dentist to arrive
subsequent to the prophylaxis
6. The time the dentist spent with the patient after
the prophylaxis
7. The time required to book the next appointment.

RESULTS AND INDICATED FURTHER WORK
The simulation model was specified to be terminating,
not steady-state, because this service process, like most,
“empties itself” each night and over weekends (Altiok and
Melamed 2001). Therefore, warm-up time was always
zero. Results and comparisons between the current and
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data observations were taken in the small office anteroom
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become available. Numerical data collected included:
1. The arrival times of patients
2. How long patients waited before going to the
room for prophylaxis
3. Whether X-rays were required, and the time
required to take them if so
4. The prophylaxis process time
5. The length of waiting time for the dentist to arrive
subsequent to the prophylaxis
6. The time the dentist spent with the patient after
the prophylaxis
7. The time required to book the next appointment.

RESULTS AND INDICATED FURTHER WORK
The simulation model was specified to be terminating,
not steady-state, because this service process, like most,
“empties itself” each night and over weekends (Altiok and
Melamed 2001). Therefore, warm-up time was always
zero. Results and comparisons between the current and
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proposed systems were all based on five replications each
of length five working days (one typical work week, since
the clinic opens on Saturdays only for emergencies and
hence on an ad-hoc basis ), thereby making comparisons
consistent despite slight and perhaps unobserved
workload-trend patterns among the days from Monday to
Friday inclusive (recall that the actual data collection had
been taken only on Mondays and Wednesdays). Again
corresponding to actual clinic practice, each work day
lasted ten hours, including lunch times and very short
break times.

More broadly speaking, the benefits of this study
extend beyond the improvement of service achieved in
one dental clinic. Publicity accorded to the study by the
university (as is routinely done for many “senior projects”
or “capstone projects”) has drawn beneficial local
attention to the ability of simulation (and by implication,
other analytical methods within the discipline of industrial
engineering) to help the beleaguered health-care industry
rise to the simultaneous challenges of cost containment
and
increased
quality-of-service
expectations.
Additionally, the success of this study has increased the
willingness of local business and management leaders to
welcome and provide project opportunities for advanced
undergraduate students. This willingness stems partly
from the short-term attraction of having useful industrialengineering work done, and partly from the long-term
attraction of making an investment in the experience level
of students who will shortly be entering the labor market
as industrial engineers (Black and Chick 1996).

In the current process (both in practice and in the base
simulation model), patients have chosen, or are assigned,
a hygienist prior to arrival, and must await the availability
of that hygienist. In the proposed process as simulated, a
patient, upon arrival, will be assigned to whichever
hygienist first becomes available; i.e., the hygienists will
be treated as a resource pool rather than as two
distinguishable resources. The model simulating this
proposed revision to the process predicted a maximum
waiting time for a hygienist of less than 0.5 minute. This
prediction (a delightful surprise to the client) is in keeping
with classical closed-form results for M/M/n queues
which demonstrate the benefit of “pooling resources and
using one common queue” (Anderson, Sweeny, and
Williams 2005) Furthermore, this proposed process
model simultaneously predicted a 5% patient throughput
increase, implying a proportionate revenue increase for
the clinic.
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Accordingly, the client (the dentist running the clinic,
in conjunction with the office manager) has decided to
implement a change from the current process to the
revised and recommended process. The improvements
predicted in important process metrics (average and
maximum wait times, and total throughput of patients
served) have been deemed sufficiently significant to
justify gently “weaning” the minority of patients having a
preferred hygienist away from a guarantee of receiving
service from that hygienist. Indeed, the process shift has
already begun, and improvements have already been
noticed.
Specifically, the process shift has been
undertaken by asking the patients “What appointment
time would you like?” – without any reference to “Which
hygienist?” unless and until the patient explicitly “opts in”
by volunteering a strong preference for one hygienist. In
particular, the office manager has remarked that the
unfortunate and exasperating frequent tendency of the
office to run further and further behind its appointment
schedule as the day progresses is diminishing most
gratifyingly. Since scheduling has a six-month lead time,
both client and analysts expect that process performance
will gradually approach and reach the predicted
improvements over that span of time – this approach has
already begun.
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ABSTRACT
It is well known that random character may be an
attribute inherent to the majority of economic events
and processes, including also logistical processes.
Modelling of logistical processes in conditions of
uncertainty is complicated due to the lack of trustworthy
information describing the conditions of uncertainty,
and also in view of the random character of occurrences
of deviations in the course of processes researched.
Ignoring the evaluation of effect of certain factors
during the research of processes occurring in transport
logistics system (TLS) frequently expands “zone of
risk”, entailing mistakes and discrepancies in the real
time situation that, in turn, may finally result in
significant material losses.
The principal objectives of this research work are:
- to consider the scheme of interaction of TLS
participants regarding the process of cargo deliveries
from the consignor to the consignee;
- to analyse the financial flows of TLS on the basis of a
Latvian logistics firm;
- to consider an option of modelling the financial
stability management of TLS participants in conditions
of uncertainty;
- to model ”zones of risk” of the financial performance
of TLS participants in conditions of uncertainty.
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In logistical process a great number of participants are
involved and linked in a unified TLS.
At present in Latvia participants of logistical process are
specialized logistics firms offering consignors and
consignees a whole range of specialised services, such
as:
- cargo forwarding in the port;
- handling customs clearance documentation;
- delivery of goods from the consignor to the
nominated place of destination;
- dealing with transportation companies;
- tracing of cargoes that are being transported;
- other kinds of logistics services.
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Figure 1: Interrelationship Scheme of TLS Participants
of Cargo Deliveries from the Consignor to the
Consignee
In logistical process three main types of flows may be
identified, namely:
- transportation or materials flow (cargo flow movement
in TLS from the consignor to the consignee);
- financial flow (movement of financial assets among
TLS participants in accordance with contract obligations

The scheme of interrelations of TLS subjects
(participants) during cargo deliveries from the consignor
to the consignee is presented in Figure 1.

KEYWORDS
Logistics systems, Monte-Carlo statistical method,
nonparametric modelling, analysis of financial stability,
systems optimization.

Insurance company

ABSTRACT
It is well known that random character may be an
attribute inherent to the majority of economic events
and processes, including also logistical processes.
Modelling of logistical processes in conditions of
uncertainty is complicated due to the lack of trustworthy
information describing the conditions of uncertainty,
and also in view of the random character of occurrences
of deviations in the course of processes researched.
Ignoring the evaluation of effect of certain factors
during the research of processes occurring in transport
logistics system (TLS) frequently expands “zone of
risk”, entailing mistakes and discrepancies in the real
time situation that, in turn, may finally result in
significant material losses.
The principal objectives of this research work are:
- to consider the scheme of interaction of TLS
participants regarding the process of cargo deliveries
from the consignor to the consignee;
- to analyse the financial flows of TLS on the basis of a
Latvian logistics firm;
- to consider an option of modelling the financial
stability management of TLS participants in conditions
of uncertainty;
- to model ”zones of risk” of the financial performance
of TLS participants in conditions of uncertainty.

Insurance company
Consignors

С1

С2

...

Сk

Agent companies
А1

А2

...

Аm

Transportation companies
Т1

Т2

...

Тn

Port of consignor
Logistics companies

The scheme of interrelations of TLS subjects
(participants) during cargo deliveries from the consignor
to the consignee is presented in Figure 1.

KEYWORDS
Logistics systems, Monte-Carlo statistical method,
nonparametric modelling, analysis of financial stability,
systems optimization.

Customs
Shipping company
Port of arrival
Agent companies
B1

B2

...

Bs

Customs
Transportation companies
S1

THEORETICAL APPROACH TO THE
PROBLEM

S2

...

Sp

Customs

In logistical process a great number of participants are
involved and linked in a unified TLS.
At present in Latvia participants of logistical process are
specialized logistics firms offering consignors and
consignees a whole range of specialised services, such
as:
- cargo forwarding in the port;
- handling customs clearance documentation;
- delivery of goods from the consignor to the
nominated place of destination;
- dealing with transportation companies;
- tracing of cargoes that are being transported;
- other kinds of logistics services.

Consignee

Figure 1: Interrelationship Scheme of TLS Participants
of Cargo Deliveries from the Consignor to the
Consignee
In logistical process three main types of flows may be
identified, namely:
- transportation or materials flow (cargo flow movement
in TLS from the consignor to the consignee);
- financial flow (movement of financial assets among
TLS participants in accordance with contract obligations

Proceedings 21st European Conference on Modelling and Simulation
Ivan Zelinka, Zuzana Oplatková, Alessandra Orsoni ©ECMS 2007
ISBN 978-0-9553018-2-7 / ISBN 978-0-9553018-3-4 (CD)

Proceedings 21st European Conference on Modelling and Simulation
Ivan Zelinka, Zuzana Oplatková, Alessandra Orsoni ©ECMS 2007
ISBN 978-0-9553018-2-7 / ISBN 978-0-9553018-3-4 (CD)

30

30

Consignors,
Consignees

LF

Participants of
TLS
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consignee);
- information flow (information interchange among TLS
participants).
Types of TLS flows in delivering cargoes from the
consignor to the consignee are shown in Figure 2.
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Figure 3: Financial Flows of TLS Participants
where S1,i - the planned amount of receipts on the
account of logistics firm (LF) from the i-th consignor of
cargo for the services to be rendered in TLS (modelled
in accordance with contract terms using nonparametric
methods), in euros;
T1,i - the planned term of receipt of payment in the
amount of S1 from the i-th consignor of cargo on the
account of logistics firm (LF) for the cargo registration
and transportation services from the port of dispatch to
the port of destination;
S2,i - the modelled actual amount of receipts on the
account of logistics firm (LF) from the i-th consignor of
cargo for the services to be rendered in TLS (modelled
on the basis of historical information using
nonparametric methods), in euros;
T2,i - the modelled actual term of receipt of payment in
the amount of S2 on the account of LF from the i-th
consignor for the cargo registration and transportation
services from the port of dispatch to the port of
destination (modelled on the basis of historical
information using nonparametric methods);
S3,j – the planned amount of payment to be debited from
the account of LF to the j-th participant of TLS for the
cargo registration and transportation services to be
rendered from the port of dispatch to the port of
destination (modelled in accordance with contract
terms), in euros;
T3,j – the planned term of payment of the account in the
amount of S3,.j by LF to the j-th participant of TLS
(modelled in accordance with contract terms);
S4,j - the modelled actual amount of payment to be
debited from the account of LF to the j-th participant of
TLS for the cargo registration and transportation
services to be rendered from the port of dispatch to the
port of destination (modelled on the basis of historical
information), in euros;
T4,j – the modelled actual term of payment of the
account in the amount of S4,j by the LF to the j-th
participant of TLS (modelled on the basis of historical
information).
During the implementation stage of both the first and
the second variant of interaction among TSL
participants, the problems may arise concerning
timeliness and completeness of settling accounts among
the TSL participants, namely:

Information flow
S1

S2

Sn
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Participants of TLS

Figure 2: Types of TLS Flows
Financial relationship among TLS participants is stated
at the stage of coordinating the delivery terms of
cargoes from the consignor to the consignee and fixed
in the cargo transportation contracts concluded.
Close interaction of TLS participants pursuant to the
contract signed should ensure appropriate flow of
financial assets in TLS and strict adherence to the
contract terms regarding delivery times and volumes set.
However, as a rule, essential differences may occur
between theory and practice in managing movement of
TLS financial flows.
Taking as an example a Latvian logistics firm, we will
analyse its financial flows with other TLS participants.
In TLS two basic variants of organizing financial flows
are possible, namely:
1. The logistics firm undertakes the responsibility of
delivering cargoes directly from the consignor to the
consignee. In this case the logistics firm receives from
the consignor (or the consignee depending on the terms
set in the contract) financial assets in full amount
approved by the contract and required for transportation
of the cargo from the consignor to the consignee.
Besides that, the logistics firm is responsible for mutual
settlement of accounts with other TLS participants.
2. The logistics firm accepts the responsibility for
performing only part of operations in the logistics chain
system. In this case the logistics firm receives from the
consignor (or the consignee depending on the terms set
in the contract) only a part of the financial assets
approved by the contract and required for performing
the TLS operations mentioned above. In this case
relationships among TLS participants are fixed by a
number of contracts concluded between separate TLS
participants.
The scheme of financial flows among subjects of TLS is
presented in Figure 3.
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information), in euros;
T4,j – the modelled actual term of payment of the
account in the amount of S4,j by the LF to the j-th
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information).
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the second variant of interaction among TSL
participants, the problems may arise concerning
timeliness and completeness of settling accounts among
the TSL participants, namely:

Information flow
S1

T4, j, S4, j

T2, i, S2, i

T2, j, S2, j
C o n sig n o r

Financial flow

C o n sig n ee

T1, i, S1, i
C o n sig n o r

T4, j, S4, j

T2, i, S2, i

C o n sig n ee

on delivery of cargoes from the consignor to the
consignee);
- information flow (information interchange among TLS
participants).
Types of TLS flows in delivering cargoes from the
consignor to the consignee are shown in Figure 2.

Participants of TLS

Figure 2: Types of TLS Flows
Financial relationship among TLS participants is stated
at the stage of coordinating the delivery terms of
cargoes from the consignor to the consignee and fixed
in the cargo transportation contracts concluded.
Close interaction of TLS participants pursuant to the
contract signed should ensure appropriate flow of
financial assets in TLS and strict adherence to the
contract terms regarding delivery times and volumes set.
However, as a rule, essential differences may occur
between theory and practice in managing movement of
TLS financial flows.
Taking as an example a Latvian logistics firm, we will
analyse its financial flows with other TLS participants.
In TLS two basic variants of organizing financial flows
are possible, namely:
1. The logistics firm undertakes the responsibility of
delivering cargoes directly from the consignor to the
consignee. In this case the logistics firm receives from
the consignor (or the consignee depending on the terms
set in the contract) financial assets in full amount
approved by the contract and required for transportation
of the cargo from the consignor to the consignee.
Besides that, the logistics firm is responsible for mutual
settlement of accounts with other TLS participants.
2. The logistics firm accepts the responsibility for
performing only part of operations in the logistics chain
system. In this case the logistics firm receives from the
consignor (or the consignee depending on the terms set
in the contract) only a part of the financial assets
approved by the contract and required for performing
the TLS operations mentioned above. In this case
relationships among TLS participants are fixed by a
number of contracts concluded between separate TLS
participants.
The scheme of financial flows among subjects of TLS is
presented in Figure 3.
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- there is a time gap between the terms of presenting the
accounts to be paid for the services rendered by
participants of TLS and real dates of receipt of payment
on the accounts of TLS participants for the services
rendered. Frequently the differences between the date of
presenting the account for the TLS services and the term
of receipt of payment on the accounts may take up to 2,
3 and in some cases even 6 and more months;
- there are “zones of risk” in which some of the TSL
participants may lose their financial stability;
- the necessity to use additional financial assets
(reserves) for stabilization of TLS activities becomes
evident.

St – balance of LF with TLS participants at the moment
of time t, in euros;
R (+)t – receipts to the account of LF from the
consignor’s (consignee’s) account at the moment of
time t, in euros;
R (-)t - actual amount of payment to be debited from the
account of LF to the other TLS participants at the
moment of time t, in euros;
Reservet - current state of financial reserves of LF at the
moment of time t, in euros;
R0 - initial (modelled) amount of financial reserves of
LF, in euros.
On the basis of the information available it is possible to
consider:
a) modelling of financial stability of TLS in conditions
of uncertainty;
b) identification of ”zones of risk ” in management of
financial stability of ТLS in conditions of uncertainty by
Monte- Carlo method. Process of modelling of LF
financial stability is presented in Figure 5.

METHODOLOGY AND ALGORITHM OF
SOLVING OF THE PROBLEM
Uncertainty in ТLS is understood as a situation when
there is incomplete or no information at all about the
possible conditions of the system itself and the
environment in which the system functions. Conditions
of uncertainty are understood as various fluctuations of
factors of external and internal ТLS environment, such
as:
- changes in TLS infrastructure;
- fluctuating consumer demand for the services
rendered by TLS participants;
- fluctuating external and internal factors of ТLS
environment.
Steady position of TLS activities is understood as the
ability of all TLS participants to perform a complete set
of functions and also maintain (or even increase) the
services to be rendered for a long period of time in the
conditions of uncertainty.
By financial stability we understand the ability of all
TLS participants to perform all the financial obligations
undertaken with the view of ensuring complete
continuous technological process in the terms agreed.
In the case of the logistics firm (LF) mentioned above
the conditions of uncertainty are as follows:
a) time delays between scheduled (planned) and actual
dates of receipt of payments on the account of logistics
firm;
b) amount of the necessary financial reserves of TLS
participant (in this case LF) required for maintaining its
financial stability at the moment of time t.
The scheme of using the LF financial reserves is
presented in Figure 4.
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S4
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S1
Modelling of LF financial
stability
F(w1, w2, S1,...,S4, Rt)

Positiveness
Rt

St = f(w1, R0)

Figure 5: Process of Modelling of Financial Stability
For modelling the financial stability of LF the following
variables are used:
- ω1i - the period of time in days between actual

Figure 4: Use of Financial Reserves of Logistics Firm
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factors of external and internal ТLS environment, such
as:
- changes in TLS infrastructure;
- fluctuating consumer demand for the services
rendered by TLS participants;
- fluctuating external and internal factors of ТLS
environment.
Steady position of TLS activities is understood as the
ability of all TLS participants to perform a complete set
of functions and also maintain (or even increase) the
services to be rendered for a long period of time in the
conditions of uncertainty.
By financial stability we understand the ability of all
TLS participants to perform all the financial obligations
undertaken with the view of ensuring complete
continuous technological process in the terms agreed.
In the case of the logistics firm (LF) mentioned above
the conditions of uncertainty are as follows:
a) time delays between scheduled (planned) and actual
dates of receipt of payments on the account of logistics
firm;
b) amount of the necessary financial reserves of TLS
participant (in this case LF) required for maintaining its
financial stability at the moment of time t.
The scheme of using the LF financial reserves is
presented in Figure 4.
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Figure 5: Process of Modelling of Financial Stability
For modelling the financial stability of LF the following
variables are used:
- ω1i - the period of time in days between actual

(modelled) term of receipt of payment on the account of
firm (T2) from the i-th consignor (consignee) of the
cargo and planned (in accordance with the contract
terms signed) term of receipt of payment on the account
of LF for the cargo transportation and registration
services from the point of dispatch to the point of
destination (T1);
- ω 2 j - the period of time in days between the

(modelled) term of receipt of payment on the account of
firm (T2) from the i-th consignor (consignee) of the
cargo and planned (in accordance with the contract
terms signed) term of receipt of payment on the account
of LF for the cargo transportation and registration
services from the point of dispatch to the point of
destination (T1);
- ω 2 j - the period of time in days between the

modelled term of payment by the LF the account to the
j-th participant of TLS and planned (in accordance with

modelled term of payment by the LF the account to the
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ω 21,t = T1 + Δ 21 ⋅ RAND

the contract terms signed) term of payment to the j-th
participant of TLS for the services rendered.
The variables for the case considered above are as
follows:

ω21,t = T2,t − T1,t ,
ω43,t = T4,t − T3,t

(2)

ω 43,t = T3 + Δ 43 ⋅ RAND

,

where values of T1, T3, Δ 21 , Δ 43 are set proceeding
from the average values received from processing
historical information;
RAND - is a random variable uniform distributed on the
interval [0, 1].

(1)
,

ω 21,t = T1 + Δ 21 ⋅ RAND

the contract terms signed) term of payment to the j-th
participant of TLS for the services rendered.
The variables for the case considered above are as
follows:

ω21,t = T2,t − T1,t ,
ω43,t = T4,t − T3,t

from the average values received from processing
historical information;
RAND - is a random variable uniform distributed on the
interval [0, 1].

(1)
,

The initial information used in the process of modelling
is presented in Таble 1.

Таble 1: Initial Information used in Modelling
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T1

S1

T2

w1

T3

T4

w2

RAND()

S3

1/5/06
1/5/06
1/5/06
1/5/06
1/5/06
1/5/06
1/5/06

2310
2310
2310
2290
1800
2310
2310

01/26/06
01/22/06
01/27/06
01/20/06
01/18/06
01/23/06
02/05/06

21
17
22
15
13
18
31

1/5/06
1/5/06
1/5/06
1/5/06
1/5/06
1/5/06
1/5/06

1/25/06
1/18/06
1/23/06
1/22/06
1/19/06
1/23/06
1/26/06

20
13
18
17
14
18
21

0.4090
0.6217
0.1511
0.8813
0.3223
0.7412
0.6762

2100
2100
0
2450
2100
2450
2450

2470
2470
2470

12/28/06
01/04/07
12/27/06

11
11
20

12/18/06 1/8/07
12/18/06 1/1/07
12/18/06 12/28/06

21
14
10

0.5789
0.3984
0.3704
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2100
2100
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833 12/18/06

...
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Results of modelling the parameters of financial stability of the logistics firm are presented in Таble 2.
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Таble 2: Results of Modelling of Parameters of Financial Stability of Logistics Firm
Date
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1/2/06
1/3/06
1/4/06
1/5/06
1/6/06
1/7/06

0
0
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0
0
0
11650

12/29/06
12/30/06
12/31/06

14953
6260
2536
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S4,t
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0
0
0
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20280
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0

0
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0
2450
2100
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0

0
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0
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0

23180
40053
17645

15750
17500
11200

16100
14000
8750

16100
14000
8750
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SRt

St

0
0
0
0
0
9220
20280

0
-2100
0
-2450
-2100
4320
20280

0
0
0
0
0
0
17950

10000
7900
7900
5450
3350
7670
10000

10000
7900
7900
5450
3350
7670
27950

23180
40053
17645

7430
22553
6445

378636
401189
407634

10000
10000
10000

388636
411189
417634

R(+)t

Rest

Total

Date
2006
1/1/06
1/2/06
1/3/06
1/4/06
1/5/06
1/6/06
1/7/06

0
0
34495
0
0
0
11650

12/29/06
12/30/06
12/31/06

14953
6260
2536

S1,t

S2,t

S3,t

S4,t

R(-)t

0
0
0
0
0
9220
20280

0
2100
0
2450
2100
4900
0

0
2100
0
2450
2100
4900
0

0
2100
0
2450
2100
4900
0

23180
40053
17645

15750
17500
11200

16100
14000
8750

16100
14000
8750

...

For each of Si a histogram Hi is made with the help of
which the behaviour of St is modelled:

S t = S (ω1,t , ω 2,t , S1,t , ..., S 4,t )

(3)

The behaviour of Rt is simultaneously modelled:

Rt = R (ω1,t , ω 2,t , S1,t , ..., S 4,t )

.

(4)

SRt

St

0
0
0
0
0
9220
20280

0
-2100
0
-2450
-2100
4320
20280

0
0
0
0
0
0
17950

10000
7900
7900
5450
3350
7670
10000

10000
7900
7900
5450
3350
7670
27950

23180
40053
17645

7430
22553
6445

378636
401189
407634

10000
10000
10000

388636
411189
417634

R(+)t

Rest

Total

...

The financial stability of logistics firm is represented
as:

Total t ≥ S 4 jt

(5)

,

where Total t - the total amount of money resources
on the analytical account (St) and in the reserve (Rt)
at the moment of time t.

Totalt = S t + Rt

33

,

where values of T1, T3, Δ 21 , Δ 43 are set proceeding

The initial information used in the process of modelling
is presented in Таble 1.

NN

(2)

ω 43,t = T3 + Δ 43 ⋅ RAND

.

(6)

For each of Si a histogram Hi is made with the help of
which the behaviour of St is modelled:

S t = S (ω1,t , ω 2,t , S1,t , ..., S 4,t )

(3)

The behaviour of Rt is simultaneously modelled:

Rt = R (ω1,t , ω 2,t , S1,t , ..., S 4,t )

.

(4)

The financial stability of logistics firm is represented
as:

Total t ≥ S 4 jt

where Total t - the total amount of money resources
on the analytical account (St) and in the reserve (Rt)
at the moment of time t.

Totalt = S t + Rt

33
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St −1 + StR < 0

2В)

Таble 3: Results of Modelling of Financial Stability
of Logistics Firm in Different Quarters of Calendar
Year
Q1, Total Q2, Total Q3, Total Q4, Total St + Rt+S2 t+1
10000
10000
10000
10000
10000
10000
10000

68020
61720
61735
71595
83920
81820
74470

221951
214951
217501
217491
224650
224650
224300

300565
298465
292165
290435
313555
343927
349257

S4 t+1

10000
10000
10000
10000
10000
10000
12100

0
0
0
0
0
0
2100

The current state of balance of the LF at the moment
of time t was modelled according to the algorithm
1А-4А:

⇒ Re st = 0
S t −1 + S tR ≥ 0 and
S t −1 + S tR ≥ R0 − Re st −1

3В)

;

S t −1 + S tR ≥ 0 and
S t −1 + S tR < R0 − Re st −1
⇒ Re st = Re st −1 + S t −1 + S tR
t =1, 2, …, 365.

w1

S t −1 + S tR > Re st −1 and
S t −1 + S tR < 0

S t −1 + S tR ≥ 0 and
S t −1 + S tR ≥ R0 − Re st −1

;

⇒ S t = S t −1 + S − ( R0 − Re st −1 )
R
t

1А)

0
52
73
58
66
64
44

Totalt, EUR

t =1, 2, … ,365.

2А)

50000
0

-100000

First time of
positiveness

;

⇒ Re st = Re st −1 − S t −1 + S tR

34

S t −1 + S tR ≥ R0 − Re st −1

3В)

⇒ Rt = R0

S t −1 + S tR ≥ 0 and
S t −1 + S tR < R0 − Re st −1

4В)

⇒ Re st = Re st −1 + S t −1 + S tR
t =1, 2, …, 365.
PRACTICAL USE OF STATISTICAL
MODELLING
First time positiveness against the variables w1 and w2
are presented in Tаble 4.

;

Таble 4: First time positiveness depending on w1 and
w2
w1

S t −1 + S tR < 0

S t −1 + S tR ≥ 0 and
3А)

Figure 6: Scheme of First Time of Positiveness

S t −1 + S tR ≥ R0 − Re st −1

;

⇒ S t = S t −1 + S − ( R0 − Re st −1 )
R
t

0
0
0
0
0
4
0

f2(w2)
1
2
3
4
5
6
7

0
52
73
58
66
64
44

The graphic illustration of the first time positiveness
is presented in Figure 6.
Totalt distribution, quarters
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The use of financial reserve Rt for maintaining the
financial stability of logistics firm was modelled
according to the algorithm 1В-4В (Rt =Rest):
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Figure 6: Scheme of First Time of Positiveness
The following parameters are shown in Figure 6:
- first time of positiveness;
- ”zone of risk” of the financial stability of logistics
firm.
The results of modelling allow identifying ”zones of
risk” of the financial stability of any TLS participant.
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The results of modelling allow identifying ”zones of
risk” of the financial stability of any TLS participant.
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First time positiveness against the variables w1 and w2
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PRACTICAL USE OF STATISTICAL
MODELLING

SRt = R (+)t –R (-)t; S0:=0; Res0:= R0;
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Results of modelling of financial stability of the
logistics firm in every quarter of calendar year are
presented in Tаble 3.
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;
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CONCLUSION
The use of the imitation modelling allows:
1) to model the behaviour of financial flows in TLS;
2) to model “risk zones” in which the financial
stability of TLS participants has been distorted;
3) to identify the amount of the financial reserves
required for TLS stability in “risk zones” of TLS
participants;
4) to ensure financial stability of TLS participants in
conditions of uncertainty;
5) to reduce the effect of external and internal
environment factors on TLS behaviour and financial
stability in the logistical process;
6) to enhance the performance efficiency and
competitiveness of TLS participants.
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correctness of process-oriented (or workflow) models a
number of formal verification techniques exist (e.g.,
Aalst and Hee 2002) aimed at identifying errors and
inconsistencies in models, irrespectively of actual
executions of these models. The verification techniques
related to models used in this paper are described in
(Popova and Sharpanskykh 2006). However, not many
formal techniques and tools exist for establishing if the
organization actually behaves as it is specified by the
model (i.e., for validating a model). In (Barjis et al.
2002; Desel et al. 2003) validation is performed by
simulation of organizational scenarios. Although
simulation techniques can provide useful insights into
relationships and dynamics of an organization, they
often abstract from the complexity of dynamics of real
organizations. To perform analysis based on the actual
organizational execution, data gathered by a WfMS can
be used. For example, in (Aalst et al. 2005) it is shown
how the analysis based on linear temporal logic (LTL)
can be used for establishing the correspondence between
the observed and the expected organizational behavior.
In this paper different types of formal, automatically
supported analysis of actual executions based on
process-oriented models will be described. These types
include checking the conformity to a formal processoriented model and to the formal organization, analysis
of organizational emergent properties and organizational
performance evaluation. The analysis is based on the
predicate-based Temporal Trace Language (TTL),
which allows more expressivity than LTL used in (Aalst
et al 2005).

KEYWORDS
Process-oriented models, Formal analysis, Workflow
Management
ABSTRACT
This paper presents formal techniques for analysis of
executions of organizational scenarios based on processoriented models of organizations. A part of these
techniques is dedicated to establishing the
correspondence between formalized executions (i.e.,
traces) and process-oriented models. Other techniques
provide the analyst with wide possibilities to analyze
organizational dynamics and to evaluate organizational
performance. For the proposed formal analysis the
order-sorted predicate Temporal Trace Language (TTL)
is used. The analysis is supported by the dedicated
software tool TTL Checker. The analysis approaches are
illustrated by a case study in the context of an
organization from the security domain.
INTRODUCTION
Process management in many modern organizations is
supported by dedicated software systems, such as
Workflow Management Systems (WfMS). WfMSs are
used to guide/control the execution of organizational
scenarios based on certain internal models. These
models describe/prescribe ordering and timing relations
on processes, modes of use of resources, allocations of
actors to processes etc. WfMS models are expressed
using different formalisms: Petri-Nets, Workflow Nets,
process algebra, logical specifications. An approach
proposed in this paper makes use of models specified in
an expressive order-sorted predicate language LPR
described in (Popova and Sharpanskykh 2006). The
actual execution of organizational scenarios may diverge
from the dynamics (pre)defined by a process-oriented
model. To capture this difference many WfMSs record
data about actual executions (e.g., starting and finishing
time points of processes, types and amounts of resources
used/consumed/produced/broken, names of actors who
perform processes).

The presentation is organized as follows. First, the
overview of the proposed analysis framework is given.
Then, the specification of process-oriented models is
briefly discussed and a language used for formalizing
executions is introduced. Next, TTL and the dedicated
software environment TTL Checker are considered.
Finally, different types of trace-based analysis are
discussed and illustrated by a case study from the
security domain. The paper concludes with a discussion.
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TRACE-BASED ANALYSIS: OVERVIEW
To guarantee the correct operation of an organization
supported by a WfMS (1) a correct formal processoriented model should be provided and (2) actual
executions of organizational scenarios should
correspond to this formal model. For establishing the

In (Popova and Sharpanskykh 2007a) a general
organization modeling and analysis framework is
introduced including different views on organizations. In
particular, the performance-oriented view describes
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guaranteed any more. In this case the analysis of the
conformity of a trace to a formal organization (i.e.,
organizational constraints) should be performed, which
is the second type of analysis considered in this paper.
Often process-oriented models allow (different degrees
of) autonomy of agents in executing organizational
scenarios. For example, in many organic organizations
processes are defined loosely to ensure flexibility. To
analyze the functioning of such organizations, an
approach called analysis of the emergent organizational
behavior is proposed in the paper.

organizational goal structures, performance indicators
structures, and relations between them. Within the
organization-oriented view organizational roles, their
authority, responsibility and power relations are defined.
In the agent-oriented view different types of agents with
their capabilities are identified and principles for
allocating agents to roles are formulated. Finally,
process-oriented view describes static structures of tasks
and resources, the flow of control, and addresses the
actual execution of organization processes. The views
are related to each other by means of common concepts,
which enables different types of analysis across views.
This paper describes a part of the process-oriented view
related to actual execution of organizational scenarios
based on process-oriented models formalized in LPR.
Data about actual executions are structured in the form
of a trace - a formal structure that consists of a timeindexed sequence of states. Each state is characterized
by a set of organizational and environmental events that
occur in the state. Events are specified by atoms in a
sorted predicate language LEX, described in this paper.
The formal analysis of actual executions is performed by
checking organizational properties expressed in TTL on
traces using the TTL Checker tool. The TTL Checker
has a graphical interface, using which TTL formulae can
be inputted and traces that represent organization
executions can be loaded and visualized (see for
example Fig.1). The tool generates a positive answer, if
the specified property is satisfied by the execution
model (i.e., holds w.r.t. the loaded trace(s)). If a formula
is not satisfied, a counterexample is provided. The tool
also allows performing statistical analysis on multiple
traces. More details on the TTL and the tool are given
further in the paper. Here we identify the types of trace
analysis that can be performed using the TTL Checker.

Finally, the paper proposes a method for the evaluation
of organizational performance based on checking the
satisfaction of organizational goals related to processes.
The types of analysis described above may be performed
both during the execution and after the execution of
organizational scenarios.
THE SPECIFICATION OF THE PROCESSORIENTED MODEL
Process-oriented models are expressed using the LPR
language, which is briefly described in this section. For
more details see (Popova and Sharpanskykh 2006). The
model describes the following objects (represented by
sorts in LPR): tasks, processes (particular instances of
tasks in control flows), resource types describing
information and material artifacts, resources (specific
instances of resource types having specified amounts),
agents, roles (sets of functionalities that can be assigned
to agents), goals, performance indicators (measures
based on which the goals are defined). Each object has a
number of characteristics. For example, a task is
characterized by a minimum duration (denoted by
task_name.min_duration); a resource type has a
characteristic expiration duration; resources are
characterized by an amount. Furthermore, relations are
defined over the objects. For example, the relation

Each process-oriented model (pre)defines a set of
scenarios of organization behavior. The actual execution
of an organization may diverge from scenarios described
by the model. In some organizations a certain degree of
deviation is allowed, whereas other organizations
require a strict adherence to the model (e.g., military
organizations, nuclear power plants). In the second case
the verification of the conformity of an actual execution
to a formal organization model is of special importance.
This is the first type of analysis considered in this paper.

task_produces(t:TASK,
rt:RESOURCE_TYPE,
v:VALUE)
specifies that task t produces amount v of resource type
rt. Resource types that can be shared by several

processes

are

specified

in

resource_sharable(rt:RESOURCE_TYPE, L:PROCESS_LIST).

The set of specified processes together with the set of
ordering relation defined on them form a workflow. An
example of an ordering relation is starts_after(p1:
PROCESS, p2:PROCESS). It defines that process p1 starts
after process p2. Furthermore, three types of structures
specifying the flow of control between processes are
defined: and-, or- and loop-structures. Branches of andstructures start simultaneously and are all executed.
Only one branch of an or-structure can be executed
depending on the or-condition. Loop structures contain
processes that can be repeated depending on the loopcondition within a maximum number of iterations.
Relations between roles, agents and processes are
defined
as
follows:
role_perfoms_process(r:ROLE,
p:PROCESS) and agent_plays_role(a:AGENT, r:ROLE).

Every correct process-oriented model guarantees the
satisfaction of a set of (global) constraints over
processes, resources and agents identified in the
organization. These constraints are usually specified
based on different organizational and general normative
documents (e.g., a strategy description, laws, policies,
etc.). In general, if a trace conforms to the
corresponding process-oriented model, then all
constraints imposed on and satisfied by the model are
also satisfied by the trace. However, when the checking
of the conformity of the trace to the model fails, then the
satisfaction of the constraints by the trace is not
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are

specified

in

resource_sharable(rt:RESOURCE_TYPE, L:PROCESS_LIST).

The set of specified processes together with the set of
ordering relation defined on them form a workflow. An
example of an ordering relation is starts_after(p1:
PROCESS, p2:PROCESS). It defines that process p1 starts
after process p2. Furthermore, three types of structures
specifying the flow of control between processes are
defined: and-, or- and loop-structures. Branches of andstructures start simultaneously and are all executed.
Only one branch of an or-structure can be executed
depending on the or-condition. Loop structures contain
processes that can be repeated depending on the loopcondition within a maximum number of iterations.
Relations between roles, agents and processes are
defined
as
follows:
role_perfoms_process(r:ROLE,
p:PROCESS) and agent_plays_role(a:AGENT, r:ROLE).

Every correct process-oriented model guarantees the
satisfaction of a set of (global) constraints over
processes, resources and agents identified in the
organization. These constraints are usually specified
based on different organizational and general normative
documents (e.g., a strategy description, laws, policies,
etc.). In general, if a trace conforms to the
corresponding process-oriented model, then all
constraints imposed on and satisfied by the model are
also satisfied by the trace. However, when the checking
of the conformity of the trace to the model fails, then the
satisfaction of the constraints by the trace is not
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Relations to goals and PIs are defined as follows:
defining that goal g
can be realized by performing tasks in list L and
measures(i:PI, p:PROCESS) specifying that performance
indicator i is a measure over some aspect of the
performance of process p.

set of all state names of a system), TRACE (the set of all
trace names), STATPROP (the set of all state property
names). In TTL, formulae of the state language (LEX in
this case) are used as objects. Further we shall use t with
subscripts and superscripts for variables of the sort
TIME; and γ with subscripts and superscripts for
variables of the sort TRACE. A state of a system in a
trace is denoted using a function symbol state of type
TRACE x TIME → STATE. The set of function symbols of
TTL includes:
∧, ∨, →, ↔: STATPROP x STATPROP→ STATPROP,
not: STATPROP→ STATPROP,
∀, ∃: VARS x STATPROP→ STATPROP,
which are counterparts to the Boolean propositional
connectives and quantifiers.

is_realized_by(g:GOAL, L:TASK_LIST)

EXECUTION LANGUAGE LEX
For the formalization of a trace, a dedicated sorted
predicate language LEX is used, which is based on LPR.
Each sort included into LEX represents a set of individual
objects of a certain type that occur in the trace (e.g., the
sort PROCESS_EX contains all names of processes that
have been executed in the trace). To distinguish the
names of sorts of LEX from the names of sorts in LPR, all
sort names of LEX finish with the EX postfix. To define
events a number of relations are introduced into LEX (see
Table 1).

The states of a system are related to names of state
properties via the satisfaction relation denoted by the
infix predicate |= (or by the prefix predicate holds):
state(γ,t)|= p (or holds(state(γ,t)), which denotes that the
state property with a name p holds in trace γ at time
point t. For example, state(trace1,10)|= process_started(p2)
denotes that the process p2 has started in the trace1 at the
time point 10. Both state(γ,t) and p are terms of TTL. All
other TTL terms are constructed by induction in the
standard predicate logic way.

Table 1: Relations defined in LEX
Predicate specification
process_started: PROCESS_EX
process_finished: PROCESS_EX
resource_used_by: RESOURCE_EX
x PROCESS_LIST_EX x VALUE
resource_consumed_by:
RESOURCE_EX x PROCESS_EX x
VALUE
resource_produced_by:
RESOURCE_EX x PROCESS_EX x
VALUE
resource: RESOURCE_EX x
RESOURCE_TYPE_EX
resource_expired: RESOURCE_EX
resource_invalid: RESOURCE_EX x
VALUE

available_resource_amount:
RESOURCE_EX x VALUE
pi_has_value: PI_EX x VALUE
agent_is_assigned_to_role:
AGENT_EX x ROLE_EX
agent_performs_process:
AGENT_EX x PROCESS_EX
env_object_changed_state_into:
ENV_OBJECT_EX x
OBJ_STATE_EX
env_object_changed_char_into:
ENV_OBJECT_EX x OBJ_CHAR_EX
x VALUE
decision_taken:
DECISION_VARIABLE_EX x
DECISION_VAR_VALUE_EX

Informal description
A process has started
A process has finished
A certain resource amount
is used by a process
A certain resource amount
is consumed by a process

Transition relations between states are described by
dynamic properties, which are expressed by TTLformulae. The set of atomic TTL-formulae is defined as:

A certain resource amount
is produced by a process

(1) If v1 is a term of sort STATE, and u1 is a term of the sort
STATPROP, then holds(v1,u1) is an atomic TTL formula.
(2) If τ1, τ2 are terms of any TTL sort, then τ1=τ2 is an atomic
TTL formula.
(3) If t1, t2 are terms of sort TIME, then t1<t2 is an atomic TTL
formula.

Identifies a resource of a
certain resource type
A resource is expired
A certain resource amount
became
invalid
(e.g.
broken)
Specifies the available
amount of the resource
Identifies the value of a PI
Specifies the assignment of
an agent to a role
Identifies that an agent
performs a certain process
Specifies a changed state
of an environmental object

The set of well-formed TTL-formulae is defined
inductively in a standard way using Boolean
propositional connectives and quantifiers. TTL has
semantics of the order-sorted predicate logic. A more
detailed specification of the syntax and the semantics for
the TTL is given in (Sharpanskykh and Treur 2006).
The analysis based on checking of TTL formulae on
(one or more) traces is supported by the TTL Checker
tool. Besides the logical analysis the tool allows
statistical post-processing of the verification results. For
this the following functions are used:
case(logical_formula, value1, value2): if logical_formula is
true, then the case function is mapped to value1,
otherwise – to value2.

Specifies the value of a
certain characteristic of an
environmental object
Identifies the value of a
decision variable

LANGUAGE TTL AND TTL CHECKER TOOL

sum([summation_variables], case(logical_formula, value1, 0)):
logical_formula is evaluated for every combination of

To analyze traces the language TTL is used. TTL is a
variant of order-sorted predicate logic, which allows
reasoning about dynamic properties of systems. TTL
properties considered in this paper are specified based
on state properties expressed as formulae in LEX. For
enabling dynamic reasoning, TTL includes special sorts:
TIME (a set of linearly ordered time points), STATE (the

values

from

the

domains of each from the
and for every evaluation when the
logical formula is evaluated to true, value1 is added to
the resulting value of the sum function.
summation_variables;
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Relations to goals and PIs are defined as follows:
defining that goal g
can be realized by performing tasks in list L and
measures(i:PI, p:PROCESS) specifying that performance
indicator i is a measure over some aspect of the
performance of process p.

set of all state names of a system), TRACE (the set of all
trace names), STATPROP (the set of all state property
names). In TTL, formulae of the state language (LEX in
this case) are used as objects. Further we shall use t with
subscripts and superscripts for variables of the sort
TIME; and γ with subscripts and superscripts for
variables of the sort TRACE. A state of a system in a
trace is denoted using a function symbol state of type
TRACE x TIME → STATE. The set of function symbols of
TTL includes:
∧, ∨, →, ↔: STATPROP x STATPROP→ STATPROP,
not: STATPROP→ STATPROP,
∀, ∃: VARS x STATPROP→ STATPROP,
which are counterparts to the Boolean propositional
connectives and quantifiers.

is_realized_by(g:GOAL, L:TASK_LIST)

EXECUTION LANGUAGE LEX
For the formalization of a trace, a dedicated sorted
predicate language LEX is used, which is based on LPR.
Each sort included into LEX represents a set of individual
objects of a certain type that occur in the trace (e.g., the
sort PROCESS_EX contains all names of processes that
have been executed in the trace). To distinguish the
names of sorts of LEX from the names of sorts in LPR, all
sort names of LEX finish with the EX postfix. To define
events a number of relations are introduced into LEX (see
Table 1).

The states of a system are related to names of state
properties via the satisfaction relation denoted by the
infix predicate |= (or by the prefix predicate holds):
state(γ,t)|= p (or holds(state(γ,t)), which denotes that the
state property with a name p holds in trace γ at time
point t. For example, state(trace1,10)|= process_started(p2)
denotes that the process p2 has started in the trace1 at the
time point 10. Both state(γ,t) and p are terms of TTL. All
other TTL terms are constructed by induction in the
standard predicate logic way.

Table 1: Relations defined in LEX
Predicate specification
process_started: PROCESS_EX
process_finished: PROCESS_EX
resource_used_by: RESOURCE_EX
x PROCESS_LIST_EX x VALUE
resource_consumed_by:
RESOURCE_EX x PROCESS_EX x
VALUE
resource_produced_by:
RESOURCE_EX x PROCESS_EX x
VALUE
resource: RESOURCE_EX x
RESOURCE_TYPE_EX
resource_expired: RESOURCE_EX
resource_invalid: RESOURCE_EX x
VALUE

available_resource_amount:
RESOURCE_EX x VALUE
pi_has_value: PI_EX x VALUE
agent_is_assigned_to_role:
AGENT_EX x ROLE_EX
agent_performs_process:
AGENT_EX x PROCESS_EX
env_object_changed_state_into:
ENV_OBJECT_EX x
OBJ_STATE_EX
env_object_changed_char_into:
ENV_OBJECT_EX x OBJ_CHAR_EX
x VALUE
decision_taken:
DECISION_VARIABLE_EX x
DECISION_VAR_VALUE_EX

Informal description
A process has started
A process has finished
A certain resource amount
is used by a process
A certain resource amount
is consumed by a process

Transition relations between states are described by
dynamic properties, which are expressed by TTLformulae. The set of atomic TTL-formulae is defined as:

A certain resource amount
is produced by a process

(1) If v1 is a term of sort STATE, and u1 is a term of the sort
STATPROP, then holds(v1,u1) is an atomic TTL formula.
(2) If τ1, τ2 are terms of any TTL sort, then τ1=τ2 is an atomic
TTL formula.
(3) If t1, t2 are terms of sort TIME, then t1<t2 is an atomic TTL
formula.

Identifies a resource of a
certain resource type
A resource is expired
A certain resource amount
became
invalid
(e.g.
broken)
Specifies the available
amount of the resource
Identifies the value of a PI
Specifies the assignment of
an agent to a role
Identifies that an agent
performs a certain process
Specifies a changed state
of an environmental object

The set of well-formed TTL-formulae is defined
inductively in a standard way using Boolean
propositional connectives and quantifiers. TTL has
semantics of the order-sorted predicate logic. A more
detailed specification of the syntax and the semantics for
the TTL is given in (Sharpanskykh and Treur 2006).
The analysis based on checking of TTL formulae on
(one or more) traces is supported by the TTL Checker
tool. Besides the logical analysis the tool allows
statistical post-processing of the verification results. For
this the following functions are used:
case(logical_formula, value1, value2): if logical_formula is
true, then the case function is mapped to value1,
otherwise – to value2.

Specifies the value of a
certain characteristic of an
environmental object
Identifies the value of a
decision variable

LANGUAGE TTL AND TTL CHECKER TOOL

sum([summation_variables], case(logical_formula, value1, 0)):
logical_formula is evaluated for every combination of

To analyze traces the language TTL is used. TTL is a
variant of order-sorted predicate logic, which allows
reasoning about dynamic properties of systems. TTL
properties considered in this paper are specified based
on state properties expressed as formulae in LEX. For
enabling dynamic reasoning, TTL includes special sorts:
TIME (a set of linearly ordered time points), STATE (the

values

from

the

domains of each from the
and for every evaluation when the
logical formula is evaluated to true, value1 is added to
the resulting value of the sum function.
summation_variables;
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To provide support for analysts not skilled in logics, the
tool allows defining parameterized templates (macros),
which can be instantiated in different ways. Further
details about the TTL Checker can be found in (Bosse et
al. 2006). Examples of analysis cases that also include
statistical processing will be given further in this paper.

C7: ∃t1 state(γ, t1) |= process_started(p1)
state(γ, t1) |= process_started(p2)
C8: ∃t1 state(γ, t1) |= process_started(p2)
state(γ, t1) |= process_started(p1)

Similarly for finishes_with and starts_during (C9, C10,
C11). For p1, p2, d such that starts_after(p2, p1, d) except
for beginning and ending of and-, or-, or loop-structures:

TRACE CONFORMITY TO A MODEL
As described earlier the process-oriented model consists
of objects, characteristics and relations defined in LPR.
Every such model can be translated to a set of
constraints that should be satisfied by actual execution
traces. The constraints are represented as properties in
TTL using LEX as a state language. Each property is
based on a specific combination of language constructs
(ordering relations, and-/or-/loop-structures, object
characteristics, etc.) In the following we define rules on
how to translate different parts of the model
specification to TTL properties. Due to the space
limitations only a part of the properties is given in this
paper, for the rest of them we refer to (Popova and
Sharpanskykh 2007b).

C12: ∃t1 state(γ, t1) |= process_finished(p1)
∃t2: state(γ, t2) |= process_started(p2) & d = t2-t1

For and-structures it is checked if the order of execution
of processes in these structures matches the specified
and-conditions (C13, C14, C15). An and-condition
designates all, any or specific processes at the end of the
branches of an and-structure that should finish before
the workflow can continue.
For or-structures it should be checked if exactly one of
the branches is executed and it matches the specified orcondition. An or-condition is an expression based on a
decision variable (related to a decision process), state or
a characteristic of an environmental object. For p, p1,...,
pn, d, and a condition based on the decision variable dv
such
that
[starts_after(begin_or(id),p,d),starts_after(p1,

The first property we consider represents the restriction
that only processes specified in the model are allowed to
be performed. It is formalized in TTL as follows. For
specific process names p1, ..., pn:
C1: ∀t, p:PROCESS_EX state(γ, t) |= process_started(p)
p1 | ... | p = pn

begin_or(id)), ..., starts_after(pn, begin_or(id)), or_cond(id, dv),
or_branch(p1, val1),..., or_branch(pn, valn)] (similarly for

other conditions):

p=

C16: ∃t1 state(γ, t1) |= process_finished(p)
∃t2 (state(γ, t2) |=
process_started(p1) & ∀t3 state(γ, t3) |= [¬process_started(p2)
∧ ... ∧ ¬process_started(pn)] & ∃t4 state(γ, t4) |=
decision_taken(dv, val1) & t4 t2 & (∀t5 t5 t4 & t5 t2 &
state(γ, t5) |= decision_taken(dv, val)
val = val1) | ... |
(state(γ, t2) |= process_started(pn) & ∀t6 state(γ, t6) |=
[¬process_started(p1) ∧ ... ∧ ¬process_started(pn-1)] & ∃t7
state(γ, t7) |= decision_taken(dv, valn) & t7 t2 & (∀t8 t8 t7 &
t8 t2 & state(γ, t8) |= decision_taken(dv, val)
val = valn)) &
d = t2-t1

The next properties represent the constraints that
processes not part of any or-structure start and finish in
the trace. For p1 a process not in any or-branch:
C2: ∃t1 state(γ, t1) |= process_started(p1)
C3: ∃t1 state(γ, t1) |= process_finished(p2)

The execution of processes in or- and loop-structures
depends on the evaluation of conditions defined for
these structures. In this case it needs to be checked
whether the processes that have started also finish in the
trace: For p1 a process in a loop-structure/or-branch:

Furthermore it should be checked that the processes in
the other branches are not executed (C17) and that the
process after the or-structure starts correctly:
For p1, ..., pn, p, d such that [starts_after(end_or(id), p1), ...,
starts_after(end_or(id), pn), starts_after(p, end_or(id), d)]:
C18: ∃t1 state(γ, t1) |= [process_finished(p1) ∨ ... ∨
process_finished(pn)]
∃t2 state(γ, t2) |= process_started(p) &
d = t2-t1

C4: ∃t1 state(γ, t1) |= process_started(p1)
∃t2: state(γ, t2) |= process_finished(p1)

Additionally for processes not in loop-structures:
C5: ∃t1 state(γ, t1) |= process_started(p1)
(∀t3 t3 t1
state(γ, t3) |= ¬process_started(p1)

For every loop-structure the correct execution order is
checked w.r.t. a loop condition and a maximal number
of iterations (C19).

The next property checks if the actual duration of a
process is within the range defined by the corresponding
task. For a process p1, a task tk, durations d1 and d2
such that [is_instance_of(p, tk), tk.min_duration=d1,
tk.max_duration=d2]:

The following properties concern resources and resource
types and how they are used/consumed/produced/shared
by processes. For resource type rt, task tk, amount v and
process p such that [is_instance_of(p, tk), task_uses(tk, rt, v)]
for every time point t in the trace it will be checked that
the resource that is used matches the specification:

C6: ∃t1, t2 state(γ, t1) |= process_started(p1) & state(γ, t2) |=
process_finished(p2)
d1 t2-t1 & t2-t1 d2

Ordering relations are translated to constraints in the
following way. For p1, p2 such that starts_with(p1, p2):
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To provide support for analysts not skilled in logics, the
tool allows defining parameterized templates (macros),
which can be instantiated in different ways. Further
details about the TTL Checker can be found in (Bosse et
al. 2006). Examples of analysis cases that also include
statistical processing will be given further in this paper.

C7: ∃t1 state(γ, t1) |= process_started(p1)
state(γ, t1) |= process_started(p2)
C8: ∃t1 state(γ, t1) |= process_started(p2)
state(γ, t1) |= process_started(p1)

Similarly for finishes_with and starts_during (C9, C10,
C11). For p1, p2, d such that starts_after(p2, p1, d) except
for beginning and ending of and-, or-, or loop-structures:
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based on a specific combination of language constructs
(ordering relations, and-/or-/loop-structures, object
characteristics, etc.) In the following we define rules on
how to translate different parts of the model
specification to TTL properties. Due to the space
limitations only a part of the properties is given in this
paper, for the rest of them we refer to (Popova and
Sharpanskykh 2007b).
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∃t2: state(γ, t2) |= process_started(p2) & d = t2-t1

For and-structures it is checked if the order of execution
of processes in these structures matches the specified
and-conditions (C13, C14, C15). An and-condition
designates all, any or specific processes at the end of the
branches of an and-structure that should finish before
the workflow can continue.
For or-structures it should be checked if exactly one of
the branches is executed and it matches the specified orcondition. An or-condition is an expression based on a
decision variable (related to a decision process), state or
a characteristic of an environmental object. For p, p1,...,
pn, d, and a condition based on the decision variable dv
such
that
[starts_after(begin_or(id),p,d),starts_after(p1,

The first property we consider represents the restriction
that only processes specified in the model are allowed to
be performed. It is formalized in TTL as follows. For
specific process names p1, ..., pn:
C1: ∀t, p:PROCESS_EX state(γ, t) |= process_started(p)
p1 | ... | p = pn

begin_or(id)), ..., starts_after(pn, begin_or(id)), or_cond(id, dv),
or_branch(p1, val1),..., or_branch(pn, valn)] (similarly for

other conditions):
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C16: ∃t1 state(γ, t1) |= process_finished(p)
∃t2 (state(γ, t2) |=
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The next properties represent the constraints that
processes not part of any or-structure start and finish in
the trace. For p1 a process not in any or-branch:
C2: ∃t1 state(γ, t1) |= process_started(p1)
C3: ∃t1 state(γ, t1) |= process_finished(p2)

The execution of processes in or- and loop-structures
depends on the evaluation of conditions defined for
these structures. In this case it needs to be checked
whether the processes that have started also finish in the
trace: For p1 a process in a loop-structure/or-branch:

Furthermore it should be checked that the processes in
the other branches are not executed (C17) and that the
process after the or-structure starts correctly:
For p1, ..., pn, p, d such that [starts_after(end_or(id), p1), ...,
starts_after(end_or(id), pn), starts_after(p, end_or(id), d)]:
C18: ∃t1 state(γ, t1) |= [process_finished(p1) ∨ ... ∨
process_finished(pn)]
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d = t2-t1

C4: ∃t1 state(γ, t1) |= process_started(p1)
∃t2: state(γ, t2) |= process_finished(p1)

Additionally for processes not in loop-structures:
C5: ∃t1 state(γ, t1) |= process_started(p1)
(∀t3 t3 t1
state(γ, t3) |= ¬process_started(p1)

For every loop-structure the correct execution order is
checked w.r.t. a loop condition and a maximal number
of iterations (C19).

The next property checks if the actual duration of a
process is within the range defined by the corresponding
task. For a process p1, a task tk, durations d1 and d2
such that [is_instance_of(p, tk), tk.min_duration=d1,
tk.max_duration=d2]:

The following properties concern resources and resource
types and how they are used/consumed/produced/shared
by processes. For resource type rt, task tk, amount v and
process p such that [is_instance_of(p, tk), task_uses(tk, rt, v)]
for every time point t in the trace it will be checked that
the resource that is used matches the specification:

C6: ∃t1, t2 state(γ, t1) |= process_started(p1) & state(γ, t2) |=
process_finished(p2)
d1 t2-t1 & t2-t1 d2

Ordering relations are translated to constraints in the
following way. For p1, p2 such that starts_with(p1, p2):

39

C21: sum([L:PROCESS_LIST_EX], case(∃t1, t2 state(γ, t1) |=
process_started(p) & state(γ, t2) |= process_finished(p) & t1 t
& t t2 & state(γ, t) |= resource_used_by(r, L, v1) & is_in_list(p,
L) & ∃t4 state(γ, t4) |= resource(r, rt), v1, 0)) = v

starting point the following types of constraints are
considered (in this order): (1) the process is defined in
the model (C1), (2) the process has not been executed
before if not in loop-structures (C5), (3) constraints
w.r.t. the conditions for and-structures (C13, C14, C15),
(4) constraints related to starts_with and starts_during
(C7, C8, C11), (5) the process finishes (C3, C4).

Similarly, the properties C20 and C22 are defined for
consumed / produced resources.
In the model, the resources available at the beginning of
the workflow are represented as produced by the
BEGIN process. Thus it should be checked if the
available amount at the beginning of the trace matches
the amount produced by the BEGIN process. For
resource r such that [process_output(BEGIN, r),

For every finishing point the following constraints are
checked (in this order): (1) resource-related constraints
(C20, C21, C22, C24), (2) agent-/role-related
constraints (C25), (3) durations (C6), (4) constraints
related to finishes_with (C9, C10), (5) constraints on the
next process (C12, C16, C17, C18, C19). From all types
of considered constraints those are selected that refer to
the specific process to which the starting or finishing
point belongs. When more events coincide finishing
points are considered before starting points.

is_resource_type(r, rt), r.amount=v]:
C23:
sum([r:RESOURCE_EX],
case(state(γ,
0)
|=
[available_resource_amount(r, v1) ∧ resource(r, rt)], v1, 0)) = v

It should also be checked whether the resources are
shared between lists of processes for which this is
allowed. For resource type rt and list of processes L
such that [resource_sharable(rt, L)]:

The above described approach assumes the availability
of the whole execution trace at the beginning of the
analysis. In some situations it might be necessary to
perform such analysis while the trace is being generated.
This gives the possibility to react as soon as an event in
the execution deviates from the model and take
appropriate measures. With some adjustments, the
generic properties can be used here as well, as described
in (Popova and Sharpanskykh 2007b).

C24:
∃t1
∃L1:PROCESS_LIST_EX
state(γ,
t1)
|=
resource_used_by(r, L1, v) & ∃t2 state(γ, t2) |= resource(r, rt)
is_sublist_of(L1, L)

Finally it should be checked if role/process assignments
to agents are correct. For role r, agent a, process p such
that [role_performs_process(r,p),agent_plays_role(a, r)]:
C25: ∃t1, t2 state(γ, t1) |= process_started(p) & state(γ, t2) |=
process_finished(p)
∀t3 t1 t3 & t3 t2 & state(γ, t3) |=
[agent_performs_role(a, r) ∧ agent_performs_process(a, p)]

CONFORMITY TO A FORMAL ORGANIZATION
A formal organization is specified by a fixed set of rules
that define (prescribe) organizational structure and
behavior and are formalized as predicate logic
constraints imposed on a process-oriented model.

The above listed properties are general and can be
checked in any order on the execution trace. However in
many cases it would be beneficial to enforce certain
order of checking. Often when one constraint is violated
that causes the violation of others but finding all of them
might not add much more information on what went
wrong. It is therefore useful to alert the analyst of the
first time point at which a violation of a constraint
occurs. The approach proposed here is to consider the
events of the trace in their natural temporal order. For
each event that represents a starting or finishing point of
a process only a selection of the relevant general
constraints instantiated for a specific time point(s) and a
specific event(s) are checked.

In (Popova and Sharpanskykh 2006) different types of
constraints are described (e.g., domain-specific, physical
world constraints). Some of these constraints are strict
and should not be violated in any organizational
scenario; e.g., “all employees involved in a certain
process, which has a risk factor for human health, should
be provided with the necessary safety means”. Other
rules are less strict and can be (temporally) violated;
e.g., “the average amount of a certain resource produced
by an organization is required to be greater than a
certain number”.
In the following several examples of formal organization
properties that can be checked on traces are considered.

In the following we define the sets of relevant
constraints w.r.t. the type of event occurring in the trace.
The first constraints to be checked are C23 (available
resource at the first time point) and C2 (checks if a
process starts) for the first process(es) in the workflow
that should start at the first time point unconditionally. If
at the first time point an or-structure begins then it
should be checked that only one branch is executed and
it matches the evaluation of the condition (C16).
Afterwards the (partially) ordered list of starting and
finishing points of processes is considered. For every

P1: In the trace γ1 the process p1 is executed (after some time)
after the process p2 has finished:
∃t1, t2 t1 t2 state(γ, t1) |= process_finished(p2) & state(γ, t2) |=
process_started(p1)

P2: For the specified set of traces TR the average overall
amount of resources of type r produced by an organization up
to a time point t should be at least n:
sum([γ:TR,
t’:between(0,
t),
r’:RESOURCE_EX],
case(∃a’:PROCESS_EX ∃am:VALUE_EX state(γ, t’)|= [
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C21: sum([L:PROCESS_LIST_EX], case(∃t1, t2 state(γ, t1) |=
process_started(p) & state(γ, t2) |= process_finished(p) & t1 t
& t t2 & state(γ, t) |= resource_used_by(r, L, v1) & is_in_list(p,
L) & ∃t4 state(γ, t4) |= resource(r, rt), v1, 0)) = v

starting point the following types of constraints are
considered (in this order): (1) the process is defined in
the model (C1), (2) the process has not been executed
before if not in loop-structures (C5), (3) constraints
w.r.t. the conditions for and-structures (C13, C14, C15),
(4) constraints related to starts_with and starts_during
(C7, C8, C11), (5) the process finishes (C3, C4).

Similarly, the properties C20 and C22 are defined for
consumed / produced resources.
In the model, the resources available at the beginning of
the workflow are represented as produced by the
BEGIN process. Thus it should be checked if the
available amount at the beginning of the trace matches
the amount produced by the BEGIN process. For
resource r such that [process_output(BEGIN, r),

For every finishing point the following constraints are
checked (in this order): (1) resource-related constraints
(C20, C21, C22, C24), (2) agent-/role-related
constraints (C25), (3) durations (C6), (4) constraints
related to finishes_with (C9, C10), (5) constraints on the
next process (C12, C16, C17, C18, C19). From all types
of considered constraints those are selected that refer to
the specific process to which the starting or finishing
point belongs. When more events coincide finishing
points are considered before starting points.

is_resource_type(r, rt), r.amount=v]:
C23:
sum([r:RESOURCE_EX],
case(state(γ,
0)
|=
[available_resource_amount(r, v1) ∧ resource(r, rt)], v1, 0)) = v

It should also be checked whether the resources are
shared between lists of processes for which this is
allowed. For resource type rt and list of processes L
such that [resource_sharable(rt, L)]:

The above described approach assumes the availability
of the whole execution trace at the beginning of the
analysis. In some situations it might be necessary to
perform such analysis while the trace is being generated.
This gives the possibility to react as soon as an event in
the execution deviates from the model and take
appropriate measures. With some adjustments, the
generic properties can be used here as well, as described
in (Popova and Sharpanskykh 2007b).

C24:
∃t1
∃L1:PROCESS_LIST_EX
state(γ,
t1)
|=
resource_used_by(r, L1, v) & ∃t2 state(γ, t2) |= resource(r, rt)
is_sublist_of(L1, L)

Finally it should be checked if role/process assignments
to agents are correct. For role r, agent a, process p such
that [role_performs_process(r,p),agent_plays_role(a, r)]:
C25: ∃t1, t2 state(γ, t1) |= process_started(p) & state(γ, t2) |=
process_finished(p)
∀t3 t1 t3 & t3 t2 & state(γ, t3) |=
[agent_performs_role(a, r) ∧ agent_performs_process(a, p)]

CONFORMITY TO A FORMAL ORGANIZATION
A formal organization is specified by a fixed set of rules
that define (prescribe) organizational structure and
behavior and are formalized as predicate logic
constraints imposed on a process-oriented model.

The above listed properties are general and can be
checked in any order on the execution trace. However in
many cases it would be beneficial to enforce certain
order of checking. Often when one constraint is violated
that causes the violation of others but finding all of them
might not add much more information on what went
wrong. It is therefore useful to alert the analyst of the
first time point at which a violation of a constraint
occurs. The approach proposed here is to consider the
events of the trace in their natural temporal order. For
each event that represents a starting or finishing point of
a process only a selection of the relevant general
constraints instantiated for a specific time point(s) and a
specific event(s) are checked.

In (Popova and Sharpanskykh 2006) different types of
constraints are described (e.g., domain-specific, physical
world constraints). Some of these constraints are strict
and should not be violated in any organizational
scenario; e.g., “all employees involved in a certain
process, which has a risk factor for human health, should
be provided with the necessary safety means”. Other
rules are less strict and can be (temporally) violated;
e.g., “the average amount of a certain resource produced
by an organization is required to be greater than a
certain number”.
In the following several examples of formal organization
properties that can be checked on traces are considered.

In the following we define the sets of relevant
constraints w.r.t. the type of event occurring in the trace.
The first constraints to be checked are C23 (available
resource at the first time point) and C2 (checks if a
process starts) for the first process(es) in the workflow
that should start at the first time point unconditionally. If
at the first time point an or-structure begins then it
should be checked that only one branch is executed and
it matches the evaluation of the condition (C16).
Afterwards the (partially) ordered list of starting and
finishing points of processes is considered. For every

P1: In the trace γ1 the process p1 is executed (after some time)
after the process p2 has finished:
∃t1, t2 t1 t2 state(γ, t1) |= process_finished(p2) & state(γ, t2) |=
process_started(p1)

P2: For the specified set of traces TR the average overall
amount of resources of type r produced by an organization up
to a time point t should be at least n:
sum([γ:TR,
t’:between(0,
t),
r’:RESOURCE_EX],
case(∃a’:PROCESS_EX ∃am:VALUE_EX state(γ, t’)|= [
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resource_produced_by(r’, a’, am) ∧ resource(r’, r)], am, 0)) /
sum([γ:TR], case(true, 1, 0)) ≥ n,
here between(0, t) represents a set of all natural numbers in the
interval [0, t].

customer satisfaction’, ‘It is desired to maintain number
of work-related accidents per year to less than 3’, etc.
Goals are formulated based on performance indicators
(PIs), which are associated with certain organizational
processes. Examples of PIs are: product quality,
customer satisfaction, number of accidents, productivity,
etc. The values of these PIs are measured (directly or
indirectly) during or after the process execution
depending on the goal evaluation type and in the end or
during a certain period of time (goal horizon). Then, by
comparing the measured values with the corresponding
goal expressions, the satisfaction of the goals is
determined. Further, the obtained goal satisfaction
measure is propagated by applying the rules defined in
(Popova and Sharpanskykh 2006), upwards in the goal
hierarchy for determining the satisfaction of high level
goals. An example of this type of analysis is given
further in the frames of the case study.

P3: In the trace γ1 the overall amount of working hours of an
agent a at time point t (e.g., a time point in the end of some
working period) should not exceed n:
(sum([t’: between(0, t), p’:PROCESS_EX], case(state(γ1, t’)|= [
agent_performs_process(a, p’) ∧ process_finished(p’) ], t’, 0)) –
sum([t’’: between(0, t), p’: PROCESS_EX], case(state(γ1, t’)|= [
agent_performs_process(a,p’) ∧ process_started(p’)], t’’,0))) n

ANALYSIS OF EMERGENT PROPERTIES
Emergent properties are not specified and not implied
by an organizational model and are related only to
(result from) an actual execution(s) of an organization.
Such properties may be checked for different reasons:
e.g., to optimize the organizational operation by
discovering and eliminating bottlenecks. Many
emergent properties include a post-processing of the
checking results by applying different statistical
functions: e.g., sum, average, minimum, maximum, and
are often expressed over multiple traces. Consider
several examples:

CASE STUDY
The application of different types of analysis will be
illustrated in the context of an organization from the
security domain. The main purpose of the organization
is to deliver security services to different types of
customers. The organization has well-defined multilevel structure that comprises several areas serving
groups of locations (security objects) and has predefined
(to a varying degree) job descriptions for employees
(approx. 230.000 persons). The allocation of employees
to security objects is based on plans created by planning
groups.

E1: For the specified set of traces TR, determine a frequency
of finishing the process p on time (i.e., duration should be
within the interval [min_duration, max_duration]).
sum([γ:TR], case(∃t1,t2 state(γ, t1)|= process_started(p) &
state(γ, t2)|= process_finished(p) & (t2-t1)
max_duration &
(t2-t1) ≥ min_duration], 1, 0)) / sum([γ:TR], case(∃t1 state(γ,
t1)|= process_started(p), 1, 0))

E2: In the trace γ1 at the time point t calculate the average
workload of agents of an organization:

The planning process consists of the forward (or longterm) planning and the short-term planning. The forward
planning is a process of creation of plans describing the
allocation of security officers within the whole
organization for a long term (4 weeks). Forward plans
are created based on customer contracts by forward
planners. During the short-term planning, plans that
describe the allocation of security officers to locations
within an area for a short term (a week) are created and
updated based on the forward plan and up-to-date
information about the security employees. Based on
short term plans, daily plans are created. Within each
area the short-term planning is performed by the area
planning team that consists of planners and is guided by
a team leader.

(sum([t1: between(0, t), p’:PROCESS_EX, a’:AGENT_EX],
case(state(γ1, t1) |= [ agent_performs_process(a’, p’) ∧
process_finished(p’) ], t1, 0) – sum([t2: between(0, t),
p’:PROCESS_EX, a’:AGENT_EX], case(state(γ1, t2)|=
[ agent_performs_process(a’, p’) ∧ process_started(p’) ], t2, 0)))
/ sum([a’:AGENT_EX], case(true, 1, 0))

E3: Maximum duration of a process p in all executions:
∃γ1, t1, t2 state(γ1, t1)|= process_started(p) & state(γ1, t2)|=
process_finished(p) & ∀γ’≠γ1 ∀t1’, t2’ [ state(γ’, t1’) |=
process_started(p) & state(γ’, t2’)|= process_finished(p) & (t2’t1’)<(t2-t1)]

PERFORMANCE EVALUATION
The performance of an organization at a certain time
point (for a certain period) is evaluated by determining
the satisfaction of key organizational goals. These goals
range from high-level abstract goals to very specific
ones. High-level goals are decomposed to more specific
goals which are easier to measure, thus, forming goal
decomposition structures. Goals are defined and
discussed in (Popova and Sharpanskykh 2006) as part of
the performance-oriented view on organizations.
Example of goals are: ‘It is desired to maintain high
degree of product quality’, ‘It is desired to achieve high

The position of the forward planners in the
organizational structure has changed as a result of a
reorganization in the past. Before the reorganization
each planning team had a forward planner who was
mainly responsible for the creation of long-term plans
for the area. After the reorganization the forward
planners were combined into a centralized forward
planning group. A number of reasons for such a change
are identified in the reorganization reports. In the
following it will be shown how the proposed analysis
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resource_produced_by(r’, a’, am) ∧ resource(r’, r)], am, 0)) /
sum([γ:TR], case(true, 1, 0)) ≥ n,
here between(0, t) represents a set of all natural numbers in the
interval [0, t].

customer satisfaction’, ‘It is desired to maintain number
of work-related accidents per year to less than 3’, etc.
Goals are formulated based on performance indicators
(PIs), which are associated with certain organizational
processes. Examples of PIs are: product quality,
customer satisfaction, number of accidents, productivity,
etc. The values of these PIs are measured (directly or
indirectly) during or after the process execution
depending on the goal evaluation type and in the end or
during a certain period of time (goal horizon). Then, by
comparing the measured values with the corresponding
goal expressions, the satisfaction of the goals is
determined. Further, the obtained goal satisfaction
measure is propagated by applying the rules defined in
(Popova and Sharpanskykh 2006), upwards in the goal
hierarchy for determining the satisfaction of high level
goals. An example of this type of analysis is given
further in the frames of the case study.

P3: In the trace γ1 the overall amount of working hours of an
agent a at time point t (e.g., a time point in the end of some
working period) should not exceed n:
(sum([t’: between(0, t), p’:PROCESS_EX], case(state(γ1, t’)|= [
agent_performs_process(a, p’) ∧ process_finished(p’) ], t’, 0)) –
sum([t’’: between(0, t), p’: PROCESS_EX], case(state(γ1, t’)|= [
agent_performs_process(a,p’) ∧ process_started(p’)], t’’,0))) n

ANALYSIS OF EMERGENT PROPERTIES
Emergent properties are not specified and not implied
by an organizational model and are related only to
(result from) an actual execution(s) of an organization.
Such properties may be checked for different reasons:
e.g., to optimize the organizational operation by
discovering and eliminating bottlenecks. Many
emergent properties include a post-processing of the
checking results by applying different statistical
functions: e.g., sum, average, minimum, maximum, and
are often expressed over multiple traces. Consider
several examples:

CASE STUDY
The application of different types of analysis will be
illustrated in the context of an organization from the
security domain. The main purpose of the organization
is to deliver security services to different types of
customers. The organization has well-defined multilevel structure that comprises several areas serving
groups of locations (security objects) and has predefined
(to a varying degree) job descriptions for employees
(approx. 230.000 persons). The allocation of employees
to security objects is based on plans created by planning
groups.

E1: For the specified set of traces TR, determine a frequency
of finishing the process p on time (i.e., duration should be
within the interval [min_duration, max_duration]).
sum([γ:TR], case(∃t1,t2 state(γ, t1)|= process_started(p) &
state(γ, t2)|= process_finished(p) & (t2-t1)
max_duration &
(t2-t1) ≥ min_duration], 1, 0)) / sum([γ:TR], case(∃t1 state(γ,
t1)|= process_started(p), 1, 0))

E2: In the trace γ1 at the time point t calculate the average
workload of agents of an organization:

The planning process consists of the forward (or longterm) planning and the short-term planning. The forward
planning is a process of creation of plans describing the
allocation of security officers within the whole
organization for a long term (4 weeks). Forward plans
are created based on customer contracts by forward
planners. During the short-term planning, plans that
describe the allocation of security officers to locations
within an area for a short term (a week) are created and
updated based on the forward plan and up-to-date
information about the security employees. Based on
short term plans, daily plans are created. Within each
area the short-term planning is performed by the area
planning team that consists of planners and is guided by
a team leader.

(sum([t1: between(0, t), p’:PROCESS_EX, a’:AGENT_EX],
case(state(γ1, t1) |= [ agent_performs_process(a’, p’) ∧
process_finished(p’) ], t1, 0) – sum([t2: between(0, t),
p’:PROCESS_EX, a’:AGENT_EX], case(state(γ1, t2)|=
[ agent_performs_process(a’, p’) ∧ process_started(p’) ], t2, 0)))
/ sum([a’:AGENT_EX], case(true, 1, 0))

E3: Maximum duration of a process p in all executions:
∃γ1, t1, t2 state(γ1, t1)|= process_started(p) & state(γ1, t2)|=
process_finished(p) & ∀γ’≠γ1 ∀t1’, t2’ [ state(γ’, t1’) |=
process_started(p) & state(γ’, t2’)|= process_finished(p) & (t2’t1’)<(t2-t1)]

PERFORMANCE EVALUATION
The performance of an organization at a certain time
point (for a certain period) is evaluated by determining
the satisfaction of key organizational goals. These goals
range from high-level abstract goals to very specific
ones. High-level goals are decomposed to more specific
goals which are easier to measure, thus, forming goal
decomposition structures. Goals are defined and
discussed in (Popova and Sharpanskykh 2006) as part of
the performance-oriented view on organizations.
Example of goals are: ‘It is desired to maintain high
degree of product quality’, ‘It is desired to achieve high

The position of the forward planners in the
organizational structure has changed as a result of a
reorganization in the past. Before the reorganization
each planning team had a forward planner who was
mainly responsible for the creation of long-term plans
for the area. After the reorganization the forward
planners were combined into a centralized forward
planning group. A number of reasons for such a change
are identified in the reorganization reports. In the
following it will be shown how the proposed analysis
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techniques could be used for automated justification of
the identified performance bottlenecks and other
problems in the organization.

In the following section we illustrate in more detail the
different types of analysis of execution traces using the
activities of the short-term planners after the
reorganization of the planning departments.

(1) Uneven workload of forward planners in different
area planning teams.
This statement can be checked by calculating the
workload for the forward planners in different areas and
comparing the results. For this the following property
can be used with a – the agent name, for whom the
workload is calculated, and t – the time point up to
which the workload is calculated:

EXAMPLES OF TRACE ANALYSIS
Based on company documents such as job descriptions,
company policy, procedures, etc., a process-oriented
model was created for the planning departments. Part of
this model dedicated to the creation of daily plans and
short-term plans within one day is considered here. In
the first half of the day security employees should
provide their data change forms (requests for changes in
the allocation schedule) to the unit manager (defined as
process p3) who then checks and improves the data (p4)
and puts it in the system (p5). At the same time the
planners are working on other tasks, for example during
the last week of the month they create a new short-term
plan (STP) for the next month (p1). In the second half of
the day they work on creating a daily plan (p6) for the
next day (using the data change information in the
system), inputting it in the system (p7) and informing all
concerned (p8). Then they update the current short-term
plan if necessary (p9) and so on. Part of the
specification of the model is shown below:

sum([t1: between(0, t), p’:PROCESS_EX], case(state(γ1, t1) |=
[agent_performs_process(a, p’) ∧ process_finished(p’)], t1, 0)) sum([t2: between(0, t), p’:PROCESS_EX], case(state(γ1, t2)|=
[agent_performs_process(a, p’) ∧ process_started(p’)], t2, 0)),
here a is an agent name and

If multiple traces are available, the average workload of
every agent can be calculated as it is demonstrated in
property E2. A side-effect of high workload could be the
undue execution of some processes assigned to the
forward planner. This can be established by verifying
the correspondence of the actual execution to the model.
(2) Certain forward planning tasks require collaboration
with other forward planners. In the previous
organization this has been achieved by informal (i.e., not
specified by a formal organizational model) cooperation
between forward planners from different areas.

starts_after(begin_and(and1), BEGIN, 0)
starts_after(begin_or(or1)
begin_and(and1), 0)
starts_after(p3, begin_and(and1), 0)
starts_after(p4, p3, 0)
starts_after(p5, p4, 0)
starts_after(p2, begin_or(or1), 0)
or_cond(or1,week_state)
or_branch(last,p1)
or_branch(other,p2)
starts_after(end_or(or1), p1, 0)
starts_after(end_or(or1), p2, 0)
starts_after(begin_and(and1), p5, 0)
starts_after(begin_and(and1), end_or(or1), 0)
and_cond(and1, all)
starts_after(p6, end_and(and1), 0.5)
...
role_performs_process(sec_officer, p3)
role_performs_process(planner, p1)
...
is_instance_of(p1, t1)
task_produces(t1, STP, 1)
t1. min_duration = 3.5h
t1.max_duration = 4h
...

This statement can be justified in two steps. First by
performing the analysis of the correspondence of a trace
to the model, it can be established that in the trace exist
processes performed by agents that are not allocated to
the roles, to which these processes are assigned. Then,
the number (or frequency) of such processes until the
time point t for each role r can be calculated as follows:
sum([p’:PROCESS_EX], case(∃t1<t ∃a:F_PLANNER
state(γ1, t1) |= [agent_performs_process(a,p’) ∧
¬agent_performs_role(a1, r)], 1, 0))

For multiple traces (a set TR), the average number of
such processes for role r can be calculated as follows:
sum([γ:TR, p’:PROCESS_EX], case(∃t1<t ∃a:F_PLANNER
state(γ,
t1)
|=
[agent_performs_process(a,
p’)
∧
¬agent_performs_role(a1, r)], 1, 0)/sum([γ:TR], case(true, 1, 0))

Based on this specification constraints are generated (as
discussed earlier). For example, the first few lines of the
specification generate the following constraints for the
first time point of an execution trace:

(3) Planning activities within each area were isolated
from each other. Sometimes this led to situations, when
customer requests in one area were not satisfied due to
lack of security officers, whereas in other areas available
employees were in plenty.

state(γ, 0) |= process_started(p3) (based on C2)
state(γ, 0) |= process_started(p2) & (∀t3 state(γ, t3) |=
¬process_started(p1)) & state(γ, 0) |=
¬env_object_changed_state_into(week, last) | (state(γ, 0) |=
process_started(p1) & (∀t3 state(γ, t3) |=
¬process_started(p2)) & state(γ, 0) |=
env_object_changed_state_into(week, last) (based on C17)
∀p:PROCESS_EX state(γ, 0) |= process_started(p)
p = p1 |
p = p2 | p = p3 (based on C1)

Such situations could be identified by calculating the
(average) number of customer requests that were not
accomplished by the organization until the time point t:
sum([t1: between(0, t)), r’: CUSTOMER_REQUEST],
case(state(γ1, t1) |= env_object_changed_state_into(r’, active)
& ∀t2 t2>t1 state(γ1, t2) |= ¬env_object_changed_state_into(r’,
satisfied), 1, 0))
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techniques could be used for automated justification of
the identified performance bottlenecks and other
problems in the organization.

In the following section we illustrate in more detail the
different types of analysis of execution traces using the
activities of the short-term planners after the
reorganization of the planning departments.

(1) Uneven workload of forward planners in different
area planning teams.
This statement can be checked by calculating the
workload for the forward planners in different areas and
comparing the results. For this the following property
can be used with a – the agent name, for whom the
workload is calculated, and t – the time point up to
which the workload is calculated:

EXAMPLES OF TRACE ANALYSIS
Based on company documents such as job descriptions,
company policy, procedures, etc., a process-oriented
model was created for the planning departments. Part of
this model dedicated to the creation of daily plans and
short-term plans within one day is considered here. In
the first half of the day security employees should
provide their data change forms (requests for changes in
the allocation schedule) to the unit manager (defined as
process p3) who then checks and improves the data (p4)
and puts it in the system (p5). At the same time the
planners are working on other tasks, for example during
the last week of the month they create a new short-term
plan (STP) for the next month (p1). In the second half of
the day they work on creating a daily plan (p6) for the
next day (using the data change information in the
system), inputting it in the system (p7) and informing all
concerned (p8). Then they update the current short-term
plan if necessary (p9) and so on. Part of the
specification of the model is shown below:

sum([t1: between(0, t), p’:PROCESS_EX], case(state(γ1, t1) |=
[agent_performs_process(a, p’) ∧ process_finished(p’)], t1, 0)) sum([t2: between(0, t), p’:PROCESS_EX], case(state(γ1, t2)|=
[agent_performs_process(a, p’) ∧ process_started(p’)], t2, 0)),
here a is an agent name and

If multiple traces are available, the average workload of
every agent can be calculated as it is demonstrated in
property E2. A side-effect of high workload could be the
undue execution of some processes assigned to the
forward planner. This can be established by verifying
the correspondence of the actual execution to the model.
(2) Certain forward planning tasks require collaboration
with other forward planners. In the previous
organization this has been achieved by informal (i.e., not
specified by a formal organizational model) cooperation
between forward planners from different areas.

starts_after(begin_and(and1), BEGIN, 0)
starts_after(begin_or(or1)
begin_and(and1), 0)
starts_after(p3, begin_and(and1), 0)
starts_after(p4, p3, 0)
starts_after(p5, p4, 0)
starts_after(p2, begin_or(or1), 0)
or_cond(or1,week_state)
or_branch(last,p1)
or_branch(other,p2)
starts_after(end_or(or1), p1, 0)
starts_after(end_or(or1), p2, 0)
starts_after(begin_and(and1), p5, 0)
starts_after(begin_and(and1), end_or(or1), 0)
and_cond(and1, all)
starts_after(p6, end_and(and1), 0.5)
...
role_performs_process(sec_officer, p3)
role_performs_process(planner, p1)
...
is_instance_of(p1, t1)
task_produces(t1, STP, 1)
t1. min_duration = 3.5h
t1.max_duration = 4h
...

This statement can be justified in two steps. First by
performing the analysis of the correspondence of a trace
to the model, it can be established that in the trace exist
processes performed by agents that are not allocated to
the roles, to which these processes are assigned. Then,
the number (or frequency) of such processes until the
time point t for each role r can be calculated as follows:
sum([p’:PROCESS_EX], case(∃t1<t ∃a:F_PLANNER
state(γ1, t1) |= [agent_performs_process(a,p’) ∧
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For multiple traces (a set TR), the average number of
such processes for role r can be calculated as follows:
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t1)
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[agent_performs_process(a,
p’)
∧
¬agent_performs_role(a1, r)], 1, 0)/sum([γ:TR], case(true, 1, 0))

Based on this specification constraints are generated (as
discussed earlier). For example, the first few lines of the
specification generate the following constraints for the
first time point of an execution trace:
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customer requests in one area were not satisfied due to
lack of security officers, whereas in other areas available
employees were in plenty.
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process_started(p1) & (∀t3 state(γ, t3) |=
¬process_started(p2)) & state(γ, 0) |=
env_object_changed_state_into(week, last) (based on C17)
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p = p1 |
p = p2 | p = p3 (based on C1)

Such situations could be identified by calculating the
(average) number of customer requests that were not
accomplished by the organization until the time point t:
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& ∀t2 t2>t1 state(γ1, t2) |= ¬env_object_changed_state_into(r’,
satisfied), 1, 0))
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state(γ, t) |= process_finished(p3)

Also based on company documents traces were created
corresponding to this model. One such trace is used to
illustrate the analysis of whether an execution trace
agrees with the model. The trace represents a day from
the last week of the month. Part of this trace is shown in
Fig. 1. In the left part the atoms are listed and in the
right part the time line is shown consisting of 12 hours.
The time line is relative to the trace and not expressed in
absolute date and time stamps. The absolute time line
can always be calculated given the time stamp of the
beginning of the trace. For each atom, the time interval
for which it is true is displayed by a dark-grey bar while
a light-grey bar designates that the value is false. For
example for the whole duration of the trace agent a1 is
assigned to play the role of a security officer and
process_started(p1) is only true for time point 0.

If that does not happen before the end of the trace then it
is considered that this constraint is violated. Also the
minimal and maximal duration of the processes should
be according to the model:
state(γ, t) |= process_finished(p1)
state(γ, t) |= process_finished(p1)
state(γ, t) |= process_finished(p3)

t 3.5
t 4
t=1

Next resource-related constraints are considered. The
only relevant resource is the collection of data change
forms DCF which is considered as a whole and only one
collection can be produced. Thus C22 is not relevant.
Also agent-/role-related constraint C25 is scheduled for
checking at every time point t until the process finishes.
state(γ,t) |= ¬process_finished(p1)
state(γ,t) |= [agent_plays_role(a2,planner) ∧
agent_performs_process(a2, p1)]
state(γ,t) |= ¬process_finished(p3)
state(γ,t) |= [agent_plays_role(a1,sec_officer) ∧
agent_performs_process(a1, p3)]

The trace in Fig. 1 contains a process that is not in the
model, p12. It is executed instead of process p3.
According to p3, the security officers should deliver the
change forms to the unit manager however on that day
the unit manager was unavailable and the forms were
brought directly to the planners (p12) who then had to
check and improve them and input them in the system.
These extra tasks prevented the planners from finishing
their work on creating a short-term plan on time.
Therefore all other processes during the rest of the day
were shifted later than the model specified.

From all the scheduled constraints one fails at time point
0.5 when process p3 finishes – its duration is below the
specified minimal duration of 1 hour. At this step the
analysis stops – the trace does not agree with the model
and the first process that violates the constraints is p3.
Then, at this point it can be checked whether and which
important organizational properties are satisfied (i.e.,
conformity to the formal organization). One of the
properties extracted from the organizational documents
of the company is that a daily plan for the next day is
available before the end of the current working day,
expressed as follows:
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Figure 1: The execution trace used for illustration
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This property is also satisfied.

The trace is considered time point by time point taking
into account the starting and finishing points of
processes. We assume that the analysis is performed in
real time, i.e. only the part of the trace up to the current
time point is available. At time point 0 the three
constraints given above are checked. They are satisfied
since the only two processes starting are p3 and p1 and at
this time point the state of the object week is indeed
‘last’. Next the following properties are scheduled to be
checked at every time point t until satisfied:

Analyzing this trace it can be seen that the reason why
the planners get overloaded is because the unit manager
was not available to perform the processes assigned to
him. Based on this, the analyst might decide to check in
what percentage of the traces it happens that the work
load of the unit manager is less than 3 hours. This can be
checked by the following emergent property:
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was not available to perform the processes assigned to
him. Based on this, the analyst might decide to check in
what percentage of the traces it happens that the work
load of the unit manager is less than 3 hours. This can be
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sum([p:PROCESS_EX], case(∃t1, t2 state(γ, t1)
[process_started(p) ∧ agent_performs_process(a, p)
agent_performs_role(a, unit_manager)] & state(γ, t2)
process_finished(p), t2-t1, 0)) < 3

state(γ, t) |= process_finished(p1)
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sum([p:PROCESS_EX], case(∃t1, t2 state(γ, t1)
[process_started(p) ∧ agent_performs_process(a, p)
agent_performs_role(a, unit_manager)] & state(γ, t2)
process_finished(p), t2-t1, 0)) < 3

state(γ, t) |= process_finished(p1)
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based on which an original trace is generated can be
related to an equivalent model in LPR. Traces can be also
generated based on a process-oriented model by
performing simulations. Such traces can be used for
diagnosis of inconsistencies, redundancies and errors in
organizational structure and behavior. This type of
analysis and the dedicated software are described in
(Broek et al. 2006).

Also it can be determined if the events specified in the
trace had an impact on the organizational performance.
One of the high-level goals of the organization
considered in the case study is the goal G1: ‘It is required
to maintain good level of satisfaction of the employees’. This
general goal is decomposed into more specific goals
among which is the goal G1.1: ‘It is required to maintain
that the level of work load is moderate’. This is again
decomposed into even more specific goals among which
is the goal G1.1.1: ‘It is required to achieve that the number
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of working hours per day for each employee is not more that
8’. This goal is based on the performance indicator P1:
‘working hours per day per employee’ which can be

evaluated for every trace for the last point t of the trace.
∀v:VALUE state(γ, t) |= pi_has_value(P1, v)

v

8

For the trace in Fig. 1 it will be calculated and included
at the end of the trace that pi_has_value(P1, 11) which is
more than 8. Thus goal G1.1.1 is not satisfied and
contributes negatively to the satisfaction of G1.1 which
is propagated upwards in the goals structure.
DISCUSSION
This paper introduces automated techniques for
manifold formal analysis of actual executions based on
process-oriented models of organizations. On the one
hand these techniques allow identifying errors and
inconsistencies in executions of organizational
scenarios, on the other hand they provide means for the
evaluation
and
improving
of
organizational
performance. For the proposed analysis techniques the
TTL language and the environment TTL Checker are
used, which allow high expressivity in specification of
properties, including precise timing relations, references
to multiple states (execution histories), arithmetical
operations and checking properties on multiple traces.
All these possibilities make TTL more expressive
language than the standard modal logics (e.g., LTL,
CTL, ATL) and calculi. Although TTL is an intuitive,
close to the natural language, to define complex
properties some skills in logics are needed. To support
designers (e.g., managers) not skilled in logics, the used
tool allows defining parameterized templates (macros)
for TTL formulae, which can be instantiated in different
ways which can also be used.
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In the proposed approach traces are based on the actual
execution of organizational scenarios. Such traces can
be obtained in different ways: (1) automatically
generated by a WfMS; (2) if data about the execution
are represented in the form of informal logs obtained
based on a process-oriented model in LPR, they can be
formalized (manually or automatically) using the
language LEX; (3) in case data about the execution are
represented in some other formal language, the
translation between this language and LEX (if possible) is
performed. Note that the translation and further analysis
of traces obtained by (3) is possible only if a model
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tems, were found to be the most suitable knowledge
representation scheme under the stringent constraints
of the project and given the way in which the coordinators are able to express their knowledge of the domain
(Konar 1999; Mitchell 1997).

Abstract—
In a site with one set of blast furnaces that must feed
two steel mills separated by over 13 kilometers, allocation of hot pig iron is a complex subject owing to the
long cycle times and the large number of parameters involved in the decision making. Simulation of the transportation appears as an ideal solution to tackle this complexity. However, allocation priorities are stategic issues
that change in time, as does, if less often, the available
railway layout.
A simulation based decision support system has been
developed to integrate in the current torpedo tracking
application that works around these difficulties by generating the simulations dynamically from three sources:
a database model of the transportation network, the dynamic database that holds the current state of the torpedo wagons (through the tracking application), and a
shared, updatable knowledge base made up of several
sets of rules and priorities, and conditional paths of ruleset selection. The knowledge base is now being built on
expert knowledge and current strategies, and will provide a framework for user-accessible update.

Simulation has long been used in decision support
systems (Power 2002), either as an underlying model or
as an interactive tool to try different scenarios. Augmentation of the capabilities of simulation include extension by integration of different aspects (Fishwick
1994), including knowledge systems (Anjewierden et al.
2002; Williams et al. 1996) and the use of simulation
for planning (Lee and Fischwick 1994). However, this
has been done mostly in academic environments; some
examples exist nevertheless of a rule-based simulation
approach in applied projects, such as (Cheng 1998),
where ILOG Rules is used for the inclusion of an embedded rule engine into an object-oriented simulation
of apron traffic planning.

KEYWORDS
Knowledge-based simulation, decision support systems, applied simulation.

The solution finally undertaken combines these different approaches and additionally keeps a crisp separation of the different aspects of the system. The central
part is a simulator that reproduces the material flow in
the system, so that the solution provided is not just a
planning of the flow, but also a description of the state
of the system if this planning is followed. The simulator builds its system model from two outside sources: a
database that describes the physical layout and a rulebase that provides the logic necessary for decision making. These two sources are independent, and can be
taken care of by different agents.

I. INTRODUCTION
In this paper the building of a simulator of material flow in a complex, constrained, discrete-event productor – consumer environment is described. The aim
of such a simulator is to provide support for the system coordinator in decision making and to gather current knowledge on the matter for the future. Part of
the complexity of the system arises from the fact that
both the environment and the priority criteria change
in time, so that the solution must provide the capability
to update them easily.
The simulated system consists of one or more sources
(productors) which produce material that is needed in
several sinks (consumers) with different requirements;
between them lie a transportation system and a set
of facilities that perform some transformations on the
material —related to consumer requirements—, with
their own constraints on timing, throughput, etc.
In particular, this paper describes the solution applied to this problem in the shape of allocation of pig
iron from one set of blast furnaces to two steel mills,
with additional limitations owing to its industrial nature.
Rule-based systems, also known as production sys-

In the next section, Description of the problem,
an in-depth review of the problem is given, defining
what is expected of the solution. Next, in Additional
specifications, a further set of constraints is defined
that applies to the solution rather than to the problem; these are related to the final in-use features and
user requirements. Then in Design, the design that
was adopted for the solution is put forth, together with
a review of the constraints and how the chosen design
manages them. In Current state the degree of completion at the time of writing is stated. Conclusion
summarises the results, and Future work indicates
the next steps to be taken.
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has been done mostly in academic environments; some
examples exist nevertheless of a rule-based simulation
approach in applied projects, such as (Cheng 1998),
where ILOG Rules is used for the inclusion of an embedded rule engine into an object-oriented simulation
of apron traffic planning.
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The solution finally undertaken combines these different approaches and additionally keeps a crisp separation of the different aspects of the system. The central
part is a simulator that reproduces the material flow in
the system, so that the solution provided is not just a
planning of the flow, but also a description of the state
of the system if this planning is followed. The simulator builds its system model from two outside sources: a
database that describes the physical layout and a rulebase that provides the logic necessary for decision making. These two sources are independent, and can be
taken care of by different agents.

I. INTRODUCTION
In this paper the building of a simulator of material flow in a complex, constrained, discrete-event productor – consumer environment is described. The aim
of such a simulator is to provide support for the system coordinator in decision making and to gather current knowledge on the matter for the future. Part of
the complexity of the system arises from the fact that
both the environment and the priority criteria change
in time, so that the solution must provide the capability
to update them easily.
The simulated system consists of one or more sources
(productors) which produce material that is needed in
several sinks (consumers) with different requirements;
between them lie a transportation system and a set
of facilities that perform some transformations on the
material —related to consumer requirements—, with
their own constraints on timing, throughput, etc.
In particular, this paper describes the solution applied to this problem in the shape of allocation of pig
iron from one set of blast furnaces to two steel mills,
with additional limitations owing to its industrial nature.
Rule-based systems, also known as production sys-

In the next section, Description of the problem,
an in-depth review of the problem is given, defining
what is expected of the solution. Next, in Additional
specifications, a further set of constraints is defined
that applies to the solution rather than to the problem; these are related to the final in-use features and
user requirements. Then in Design, the design that
was adopted for the solution is put forth, together with
a review of the constraints and how the chosen design
manages them. In Current state the degree of completion at the time of writing is stated. Conclusion
summarises the results, and Future work indicates
the next steps to be taken.
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which does not comply with this typical layout due to
historical reasons. Instead, two steel mills are provided
with pig iron by a single set of blast furnaces. One of
the steel mills lies near the blast furnaces, but the other
one is over 13 kilometers away from them. The right
side picture in figure 1 shows the basic structure, but,
as above, additional facilities are needed, and most of
them are duplicated around each steel mill.
Alongside the layout, the steel mills have different
priorities depending on production schemes, customers,
etc. All of this makes the problem of managing pig iron
allocation at this site specially complex. The coordination has been traditionally carried out by two people
(per shift), assisted by a text console torpedo tracking application that, together with information gathered via telephone from the facilities involved in the
process, helped them know the state of the system.
Recently, a project was started to renew the torpedo
tracking application. The new application has a graphical user interface and provides improved communications to centralize all the information. Thus, the application’s database is an accurate representation of the
current state of the system and is also used for reporting. With the new tools, a single person per shift can
do the coordination.
Integrated with the new application, a knowledge
based simulator has been developed that can work in
two modes:
Pure simulator The system evolves in time and the
user is asked to make the decisions where more than
one path is available, f.i. after desulphuration the user
has to decide to which steel mill the torpedo will go.
This allows to try different what-if scenarios.
Decision support system The system makes all the decisions by itself relying on expert knowledge gathered
from the coordinators. This will provide a kind of playground for testing new strategies and a learning and
helping tool for new coordinators.

II. DESCRIPTION OF THE PROBLEM
Blast furnaces reduce iron ores and output hot pig
iron, an iron-carbon alloy with much higher carbon
content than steel. Steel mills then oxidise this pig
iron in the BOF (a.k.a. LD furnace) in order to obtain
the right concentration of carbon. Depending on the
characteristics of the pig iron, an intermediate desulphuration process might be neccessary.
Transport from the blast furnace to the steel mill is
usually by railway, using special wagons called torpedo
wagons. These torpedo wagons consist of a cast iron
shell lined with refractory material —the torpedo— set
on top of a cargo wagon. Several torpedo wagons cycle
from the blast furnace to the steel mill (carrying the pig
iron) and back (empty). Depending on the evolution
of the processes in the blast furnace and in the steel
mill, the number of torpedo wagons may vary: there
has to be enough to take away the production of pig
iron from the blast furnace, but too many would build
long queues in the steel mill to be unloaded, so that
the pig iron would be colder in the BOF, which means
that more energy has to be consumed to process the
steel. Plus, if the temperature loss is greater, the pig
iron might be rendered unusable; in this case, it has to
be dumped, which is even more expensive (if the pig
iron solidifies inside the torpedo, it would have to be
scrapped).
The system has high inertia: on the one hand, the
production rate of the blast furnace can change only
very slowly, and the torpedoes must be kept heated to
avoid thermal shock and to prevent temperature loss
when tapping the pig iron into them. Thus, torpedoes
that are not to be used for a relatively short time must
have their temperature maintained at a heating facility,
and the torpedoes that enter the cycle must be heated
to working temperature before being loaded. All of
this makes complex long term planning necessary for
managing the whole cycle.
The typical layout consists of one or several blast furnaces connected by a relatively short stretch of railway
to a steel mill, and a desulphuration unit on the way, as
shown on the left side picture in figure 1. Additional facilities are needed: a dumping area, cleaning facilities,
torpedo heating facilities, garage, etc.

III. ADDITIONAL SPECIFICATIONS
The solution to this problem is heavily constrained
in every dimension:
Technical constraints Since the simulator should be integrated in an existing framework, the technical means
employed must be supported by the framework, a .NET
web application built on top of a relational database.
Thus, the following aspects were imposed:
• Programming language: C#.
• Persistence: relational database.
• Communications – framework integration:
relational database and remoting.
End user constraints The simulator must explain the
decisions it makes for the coordinators to take it into
account. Black-box algorithms and mathematical optimization techniques were right out of consideration.
The simulator must also behave in the way the coordinators are used to working: marking the passing of each
torpedo wagon by a series of checkpoints along the circuit; these checkpoints correspond mainly to entering
or exiting a facility, the beginning or end of a process

Fig. 1. Layouts of blast furnace and steel mill. Left: typical
layout with a single steel mill near the blast furnace. Right:
Special case with two steel mills far apart fed by the same set of
blast furnaces

Arcelor Mittal’s site in Asturias is a special case
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processed, it is returned to the simulator, with the corresponding changes to its state variables.
For instance, in a steelshop there are four processes:
entrance, queuing, unloading and exit; whereas in a
railway stretch there is only one process which only
modifies the torpedo’s state by increasing the time
(which means that the pig iron temperature decreases).
The simulator is initialized with the available set of
facilities and torpedo wagons at the initial time, and
loops the following cycle until a given simulator time
limit is reached:
1. The simulator polls the facilities for events. Each
facility will answer with the time when the next torpedo
wagon will finish its process.
2. The simulator then sets the simulation time to the
earliest of the events, and all the facilities update their
state accordingly and return any torpedo wagons that
must exit at this time.
3. The simulator then makes the decision as to where
the torpedo wagon should go next and sends it to that
facility.
The way in which the decision is accomplished varies
with the mode.
In decision support system mode, all happens automatically and the decisions are made by the embedded
rule engine. In the end, a time line of future decisions
and the evolutions of the system has been defined for
the coordinator to consult. A change in the real-world
state will trigger the simulation to restart with the new
conditions.
In pure simulator mode, each loop is triggered by
the user pushing a Next step button. Decisions are
made by prompting the user to choose from the possible
destinations. Furthermore, the user can step back and
forth along the time line and revoke one of the decisions,
choosing an alternative one to compare the results.

such as loading or unloading, and significant railway
forks.
Knowledge constraints The simulator must encompass
the knowledge of the current coordinators, who boast
many years of experience; this experience is a precious asset of the company, and it must be capitalized.
Therefore, the resulting simulator should somehow integrate their knowledge.
Dynamicity constraints The system is dynamic both in
layout and strategy. The facilities undergo revampings
from time to time and their performance evolves, and
occasionally one of them can be closed or a new one
built, and new railway lines may become available; the
simulator must be able to tackle all these events without needing to recode the whole model. The strategy
with regard to the priorities for allocation is also dependent on higher level strategy, and must be updatable
by non-programmer users who will later take care of
the rulebase.
Reporting constraints In order to be able to assess the
quality of the decisions made by the simulator, it is
necessary to define some kind of indicators.
IV. DESIGN
A. Overview
Figure 2 shows the general architecture of the system, and the communication links among them. The
different elements are explained hereafter.

Fig. 2. General Overview of System Architecture

B. Simulator
The simulator has been designed to be modular and
event-driven, and the workload has been distributed
among the different elements.
The torpedo wagon consists basically of a set of state
variables, plus a few methods to manipulate them:
loading and unloading of pig iron, including mixing pig
iron from different heats, for instance.
The facilities receive the torpedo wagons and perform
one or more operations on them, taking some time to do
so. In order to homogenise the behaviour, these operations are divided into atomic processes that perform
a single operation each. Each process has an associated time. A facility may perform one or more consecutive processes. When the torpedo wagon has been
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C. Database

C. Database

The DSS uses the database in three ways:
1. For model building: The parameters of the simulator model are stored in a section of the database.
These include: each of the torpedo wagons, each of the
facilities, the processes contained in each facility, the
times and operations associated to each process. This
allows to modify the simulation model by updating the
database; for instance, this will have to be done in the
near future because the railway layout is going to be
changed.
2. For initialization: the state of the facilities and torpedo wagons at the initial time is retrieved from the
database. This information is constantly updated by
the tracking application.
3. As a user interface driver: The GUI for the DSS displays the information that the DSS writes in a specific
section of the database.
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1. For model building: The parameters of the simulator model are stored in a section of the database.
These include: each of the torpedo wagons, each of the
facilities, the processes contained in each facility, the
times and operations associated to each process. This
allows to modify the simulation model by updating the
database; for instance, this will have to be done in the
near future because the railway layout is going to be
changed.
2. For initialization: the state of the facilities and torpedo wagons at the initial time is retrieved from the
database. This information is constantly updated by
the tracking application.
3. As a user interface driver: The GUI for the DSS displays the information that the DSS writes in a specific
section of the database.

D. Remoting Interface
The remoting interface allows the DSS to be notified
of GUI events —such as simulation commands, destination decisions or options (un)checked— and database
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changes.

carded because of their lower priority level, providing
the whole reasoning process. The event-driven nature
of the simulator allows to match the coordinators’ expectations by defining each process as the passing from
one checkpoint to another.
Knowledge constraints The use of a rule engine makes
it possible to include the knowledge of the coordinators.
Dynamicity constraints Changes in layout are dealt
with by adding, removing or modifying the affected facilities in the database. The changes are loaded the
next time the simulator is launched, since the internal
representation of the system is dynamically built from
the database. The ruleset that specifies default decisions must also be updated to let the system know how
the facilities are interconnected. Changes in strategy
imply modification of the rulesets. ILOG Rules provides a shared rule repository based on Sharepoint for
this, and since the rules are expressed in near-natural
language the end users can work on them. The rules
are loaded from the repository at every run of the simulator, updating any changes made.
Reporting constraints Two reports have been designed,
which allow to calculate three indicators. The first report saves the first movement proposed by the simulator and the first movement of the same torpedo actually
performed by the coordinator. The second report saves
at a given interval the full proposal of the simulator (the
actual results are already being stored by the tracking
application). The three indicators that are built from
these reports are:
1. Percentage of follow-up of the simulator: how many
times (in %) the decision actually carried out is the one
that was proposed by the simulator. This is an indicator of how much the simulator is used and trusted.
2. Pig iron temperatures (1): when the decision carried out is the one proposed by the simulator, the comparison (MSE) of the pig iron temperatures measured
and those forecasted by the simulator provide an indicator of simulation accuracy.
3. Pig iron temperatures (2): if the decision is different —once the simulator is considered accurate— the
comparison of the actual and forecasted temperatures
(statistical values) provides an indicator of the performance of the ruleset against that of the coordinator.

E. Rules
The rulebase is currently being developed. It is built
on expert knowledge from the pig iron allocation coordinators, quality procedures and the existing constraints. There are three main rulesets:
Model rules These rules define the constraints for the
simulator model, and mostly determine which the possible destination facilities for a torpedo wagon are in
a given moment, considering the state of the system.
Some of the facilities can only be followed by one other
facility; these are not accounted as decisions, and are
never presented to the user. Instead, they are always
made by the rule engine, both in DSS and Simulator mode. Changes to these rules are only needed if
the model must change (a new facility or railway line
started or an old one closed).
Strategy rules These apply only to DSS mode; these
rules make the decisions on destination facility when
there are several possibilities, according to the knowledge described above. These rules define the strategy
and are meant to be dynamic, so they can embody the
better strategy at any time, or they can be used to test
different strategies. They will be available in a repository where they can be modified and loaded into the
DSS rule engine.
Torpedo number rules These rules evaluate the need to
have torpedoes enter or exit the cycle. Too many of
them would slow down the cycle, leading to longer times
and greater pig iron temperature drops. Too few involve a risk of not having an empty one available in
time for tapping the blast furnace. The optimal number varies with system conditions. As is the case for
strategy rules, these will be available in a repository
where they can be modified and loaded into the DSS
rule engine.
The chosen rule engine was ILOG Rules. This
rule engine integrates itself in C# and allows to define the rules directly on the objects used in the program; furthermore, it provides an annotation mechanism whereby the variables and methods of an object
can be assigned parameterized strings to be shown in
the rule editor. In this way, the rules appear to be
written in natural language.
Rule edition is done via templates with drop-down
menus, so that it is intuitive for anyone to use if the
annotation is good.

V. CURRENT STATE
At the time of writing, all the simulator framework
has been built and integrated with the tracking application. Tests have been made using a dummy ruleset;
these tests show that the simulator works as expected
and only lacks minor debugging and optimization for
performance.

F. Review of the Additional Specifications
Technical constraints The simulator and support modules were written in C#; the rule engine, ILOG Rules,
is implemented as a C# object. Remoting and the
database provide all the interfaces needed by the simulator.
End user constraints The definition of each rule includes a priority level and a “reason”. The simulator selects among all the rules that are triggered that
with the highest priority, and shows its reason; but it
also shows all other rules that were triggered, but dis-

The rulebase is now being built from the gathered
documentation and by interviewing the coordinators.
Advances in the ruleset are validated with them before
being committed. Several interviews are needed in order to take into account different cycle conditions (f.i.
breakdown of a facility).
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VI. CONCLUSION
A simulator has been built that meets the demanding constraints of the project (see above). Its modular
architecture allows it to provide each of its final users
with their requirements: a GUI that matches the jargon of the coordinators; easy maintenance of the physical model through the database and a specific ruleset of
connections; an accessible, modifiable rulebase to define
the pig iron allocation strategy; and a set of indicators
for measuring system performance.
This separation of functionality, physical model and
knowledge not only improves maintainability, but has
also been a major bonus during development: the different modules could be built sequentially, and thoroughly tested before taking the next step. The addition
of the subsequent layers has been the proof of extendability of the system: from a prototype simulator working with a dummy set of three facilities, to a full-fledged
one dealing with the real model; from a dummy ruleset
with little more than default decisions to the multiple
ruleset with conditional selection approach.
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specific to emergency services may be found in all five
distinguished groups.
Starting with the pioneering work of (Savas 1969) there
has been extensive research on applying simulation
approach to EMS issues. The most frequently studied
problem is location/allocation analysis. Location
analysis belongs to this EMS management decision area
that directly influences timeliness and quality of service.
The outcome of location decision is described by
geographically based distribution of EMS resources,
both static and mobile ones that will optimise some
previously specified measurable criterion. The
alternative arrangement of the ambulances in the
departments may assure the better coverage of the
region and the balanced utilisation of rescue teams.
The majority of the published models is built based on
the discrete-event simulation approach. In EMS system,
the calls-for-service appear in the system, and the
system tries to satisfy the needs immediately or the call
is withhold until the favourable conditions arise.
Patient’s appearance, ambulance arrival, the beginning
of medical activities, transfer to the hospital, completion
of service, theses are all examples of EMS discrete
events. Discrete-event method is a powerful approach
but it requires very detailed knowledge about the unit
random processes describing the system’s performance.
In this article, the authors discuss the possibility of
using Monte Carlo simulation method to examine the
consequences
of
some
demographic
and
epidemiological trends on the access to EMS system.
The short review of basic findings of the previous study
is given and then the key assumptions, general model
outline and the initial results of the experiments are
presented.

KEYWORDS
Monte Carlo, Spreadsheet Simulation, Healthcare,
Emergency Medical Services, Decision Support.
ABSTRACT
A Monte Carlo simulation model has been set up to
analyze the inequalities in access to emergency medical
services (EMS) in Lower Silesia Region in Poland. In
the former studies carried on by one author the
differences between different evaluative criteria
measuring the effectiveness of emergency system in the
selected number of communes in one of the Polish
South-West regions have been assessed. The goal of this
paper is to examine, using a stochastic simulation
Monte Carlo model, the influence of the predicted
demographic changes (fluctuations of population
number) and epidemiological changes (fluctuations in
EMS events: calls-for-service passed to the dispatcher
of EMS system) on the access to emergency care.
INTRODUCTION
Computer simulation has played a significant role in
supporting health services managers in administrative,
economical and medical decisions for many years.
Many articles focusing on using simulation approach to
the analysis of a wide spectrum of healthcare
management problems have been reported in a number
of scientific periodicals. The extensive taxonomy of the
papers describing discrete-event simulation models
addressing healthcare clinic problems up to 1997 was
given in (Jun et al 1999). To determine the major up-todate healthcare areas supported by the simulation
models, a survey of the literature focused on the articles
published recently, in the last six – seven years, was
conducted in (Mielczarek 2004). The exemplary,
referenced models were developed by means of
discrete-event simulation, system dynamics method
(continuous simulation) and Monte Carlo technique.
Five major area groups of applying simulation models
to healthcare issues were defined: epidemiology, health
care system operations, health and care systems design,
medical decision making and crisis management ones.
Models dealing with the managerial decision problems

BACKGROUND
In Poland, emergency services are supplied by EMS
stations to poviats (a poviat means a county that consists
of some number of communes) and the contract values
are funded according to the population number
inhabiting the poviats. In (Mielczarek and Lubicz 2004)
the inequalities in access to emergency medical
services, based on evidence from Polish Lower Silesian
region in the year 2003 were studied. The calls
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Figure 1: Mean Response Time (MRT) and Mean
Hospital Transfer Time (MHT) in Rural (R) and Urban
(U) Areas
Finding no 2: The good chances for not delayed hospital
treatment have patients from only one station (B) and
very bad prognosis may be formulated for patients
living in the area of another station (C) where mean HT
value and the median of HT exceed the recommended
limit.
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Two evaluative criterions were used to assess the
effectiveness of the system: response time RT (time
from the moment the call is collected by dispatcher until
the moment the ambulance arrives on scene) and
hospital transfer time HT (time from the moment the
call is collected by dispatcher until the moment the
patient receives the hospital treatment). The first one
(RT) is given in the Polish Legal Act as the basic
indicator of EMS system’s effectiveness: the median of
RT time need not exceed 8 minutes in urban and 15
minutes in rural area; the third quantyl of RT need not
exceed 12 minutes in urban and 20 minutes in rural
area. The second indicator (HT) is of the crucial
meaning when estimating the time of reaching the
hospital care. It is recognised that the maximal hospital
waiting time shall not exceed 60 minutes (so called
golden hour).
The basic findings of the previous work are as follows:
Finding no 1: As concerns the urban communes,
response time (RT) oscillates around the values
indicated in Legal Act but the service in rural areas is
much worse – the recommended 15 minutes is
significantly exceeded in two stations, figure (1), table
(2): station C and D.
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Table 1: Number of Calls Registered in Four EMS
Stations During 6 Months in 2003
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Finding no 3. Each station serves from a dozen or so to
a few dozen of small administrative regions called
communes. The analysis of discrepancies between
actual demand (needs-for-service) and current supply
(number of ambulances ready to serve the district) was
conducted based on the RT and HT indicators separately
for urban and rural communes. The comparison shows
the considerably differences in the access to services
provision among communes. The results of basic
functional analysis were used to determine the clusters
of communes “similar” in the sense of the service
effectiveness (RT and HT times). Cluster analysis
carried on for two-element vector (Mean RT and Mean
HT) and calculated separately for every commune
belonging to four stations, enabled to isolate four big
clusters and two small two-element clusters, table (3).
Each cluster gathers the communes from among all four
stations and this reveals the high diversity in the access
to EMS services by the people leaving in the same
region. It shows the inappropriate allocation of both
stationary and mobile resources inside the stations,
which leads to the significant stratification of functional
indicators between the communes. Clusters demonstrate
also the inappropriate layout of the hospital wards. For
example in Cluster no 4 there are communes having the
small RT and at the same time the high HT.

Station
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registered in four EMS stations located in Lower Silesia
region (namely: stations A, B, C and D) in the first 6
months of the year 2003 were analyzed, table (1).
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region is Wrocław. In the year 2003, emergency service
was given by 12 EMS stations, having in total 60
emergency care ambulances and 37 resuscitation
ambulances (so called “R”-ambulances) allocated to 67
EMS units. Specialist care was offered by 75 hospitals.
314 827 emergency patients were given hospital care
and among them the most significant group constituted
the circulatory system cases (103 837) and accidents
and poisoning cases (71 163).
The calls registered in four EMS stations (from among
12 in total: we will call the stations: A, B, C and D) in
the first 6 months of the year 2003 were analyzed in
order to calculate MRT and MHT indicators. Then the
demographic and epidemiologic population data were
matched with EMS data.

MONTE CARLO APRROACH
Monte Carlo is a recognized though not so extensively
used approach in healthcare field as the discrete event
method.
(Rauner et al. 2005) present a simulation model which
enables to evaluate the economic effectiveness of
diabetic foot prevention programs. Monte Carlo
simulation was used to generate 10000 patients with a
randomly distributed start-age and then the total number
of diabetic foot complications was analyzed.
Static simulation model proposed by (Jacobson and
Sewell 2002) enables to estimate random distribution
parameters of maximal trade price of four types
combined vaccinates protecting from six infectious
diseases.
Coronary artery bypass grafts (CABG) take up greater
part of funds appropriated for health care than any other
basic medical procedure (Anderson et al. 2002).
Simulation model using Monte Carlo technique and
System Dynamics approach was worked out to estimate
most essential factors determining cost and success of
medical interventions. The simulation was run for
random sample of 600 patients.
All those examples prove usefulness of Monte Carlo
method and confirm the versatility of the approach in
healthcare decision support field.

Model logic
The previous studies revealed that access to EMS
services significantly differs for urban and rural areas.
Simulations were then planned separately for each area
type in the range of every poviat (administrative unit).
Empirical analysis of the collected data (Mielczarek and
Lubicz 2004) has also shown the considerably
discrepancies in the access to services provision among
communes. Authors intended to simulate the influence
of the expected demographic changes (population
growth/decrease taking into consideration the urban and
rural areas) and forecasted epidemiological changes
(calls-for-service
growth/decrease
taking
into
consideration severity type of the calls) on the
inequalities in access to EMS services.
Simulation study was planned as follows:
• Calculating EEI1 and EEI2 indicators separately for
every commune: the formula considers the population
number inhabiting the commune, registered average
monthly number of calls-for-service, previously
determined Mean Response Time (MRT) indicator
(considered for EEI1) and Mean Hospital Transfer
time (MHT) indicator (considered for EEI2). The
values of few exemplary EEI1 and EEI2 indicators
are presented in table (4).

MONTE CARLO SIMULATION MODEL
Spreadsheet simulation model of EMS system was
developed using Monte Carlo approach. The outcomes
of previous studies served as the input data to
simulation model developed in Microsoft Excel
spreadsheet. We assumed that specific character of each
commune (geographical relief, roads’ conditions,
ambulance station location, number and type of
ambulances attached to each station, mortality and
morbidity trends, etc.) let us determine Emergency
Effectiveness Indicators (EEI1 and EEI2) for every
commune. EEIs shall be interpreted as the determinants
of the quality of service offered to the communes by the
appropriate EMS station. EEIs are calculated based on
the MRT (Mean Response Time) and MHT (Mean
Hospital Transfer time) indicators determined
empirically during the first phase of research studies as
well as on the population number inhabiting the
communes and the number of calls-for-service
registered monthly in every commune on average. Next,
the changes in demographic and epidemiological trends
were simulated and their influences on the inequalities
in access to EMS services were studied by Monte Carlo
simulation model.

Table 4: Emergency Effectiveness Indicators (EEI1 and
EEI2) Calculated for the Communes (exemplary data)

Local population study
Lower Silesian Voivodship is the southernmost Polish
region. It occupies the 7th position as regards the area
and the 5th as regards the population density. It is
divided into 29 administrative units (poviats), which are
further divided into 169 communes. The capital of the

52

Commune

Population
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month

C1
C2
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C4
C5
C6
C7
C8
C9
C10

31628
35162
9453
7238
6164
6838
6838
16905
4812
…

293,5
396,75
96,75
55
28,5
82,5
48
145
28
…

MRT
[min/
call]
8,33
7,62
14,70
18,25
21,94
13,26
16,19
22,28
30,64
…

MHT
[min/
call]
32,55
25,82
38,25
49,54
57,78
38,46
45,85
64,94
79,20
…

EEI1
[min/
pers.]
0,08
0,09
0,15
0,14
0,10
0,16
0,11
0,19
0,18
…

EEI2
[min/
pers.]
0,30
0,29
0,39
0,38
0,27
0,46
0,32
0,56
0,46
…

region is Wrocław. In the year 2003, emergency service
was given by 12 EMS stations, having in total 60
emergency care ambulances and 37 resuscitation
ambulances (so called “R”-ambulances) allocated to 67
EMS units. Specialist care was offered by 75 hospitals.
314 827 emergency patients were given hospital care
and among them the most significant group constituted
the circulatory system cases (103 837) and accidents
and poisoning cases (71 163).
The calls registered in four EMS stations (from among
12 in total: we will call the stations: A, B, C and D) in
the first 6 months of the year 2003 were analyzed in
order to calculate MRT and MHT indicators. Then the
demographic and epidemiologic population data were
matched with EMS data.

MONTE CARLO APRROACH
Monte Carlo is a recognized though not so extensively
used approach in healthcare field as the discrete event
method.
(Rauner et al. 2005) present a simulation model which
enables to evaluate the economic effectiveness of
diabetic foot prevention programs. Monte Carlo
simulation was used to generate 10000 patients with a
randomly distributed start-age and then the total number
of diabetic foot complications was analyzed.
Static simulation model proposed by (Jacobson and
Sewell 2002) enables to estimate random distribution
parameters of maximal trade price of four types
combined vaccinates protecting from six infectious
diseases.
Coronary artery bypass grafts (CABG) take up greater
part of funds appropriated for health care than any other
basic medical procedure (Anderson et al. 2002).
Simulation model using Monte Carlo technique and
System Dynamics approach was worked out to estimate
most essential factors determining cost and success of
medical interventions. The simulation was run for
random sample of 600 patients.
All those examples prove usefulness of Monte Carlo
method and confirm the versatility of the approach in
healthcare decision support field.

Model logic
The previous studies revealed that access to EMS
services significantly differs for urban and rural areas.
Simulations were then planned separately for each area
type in the range of every poviat (administrative unit).
Empirical analysis of the collected data (Mielczarek and
Lubicz 2004) has also shown the considerably
discrepancies in the access to services provision among
communes. Authors intended to simulate the influence
of the expected demographic changes (population
growth/decrease taking into consideration the urban and
rural areas) and forecasted epidemiological changes
(calls-for-service
growth/decrease
taking
into
consideration severity type of the calls) on the
inequalities in access to EMS services.
Simulation study was planned as follows:
• Calculating EEI1 and EEI2 indicators separately for
every commune: the formula considers the population
number inhabiting the commune, registered average
monthly number of calls-for-service, previously
determined Mean Response Time (MRT) indicator
(considered for EEI1) and Mean Hospital Transfer
time (MHT) indicator (considered for EEI2). The
values of few exemplary EEI1 and EEI2 indicators
are presented in table (4).

MONTE CARLO SIMULATION MODEL
Spreadsheet simulation model of EMS system was
developed using Monte Carlo approach. The outcomes
of previous studies served as the input data to
simulation model developed in Microsoft Excel
spreadsheet. We assumed that specific character of each
commune (geographical relief, roads’ conditions,
ambulance station location, number and type of
ambulances attached to each station, mortality and
morbidity trends, etc.) let us determine Emergency
Effectiveness Indicators (EEI1 and EEI2) for every
commune. EEIs shall be interpreted as the determinants
of the quality of service offered to the communes by the
appropriate EMS station. EEIs are calculated based on
the MRT (Mean Response Time) and MHT (Mean
Hospital Transfer time) indicators determined
empirically during the first phase of research studies as
well as on the population number inhabiting the
communes and the number of calls-for-service
registered monthly in every commune on average. Next,
the changes in demographic and epidemiological trends
were simulated and their influences on the inequalities
in access to EMS services were studied by Monte Carlo
simulation model.

Table 4: Emergency Effectiveness Indicators (EEI1 and
EEI2) Calculated for the Communes (exemplary data)

Local population study
Lower Silesian Voivodship is the southernmost Polish
region. It occupies the 7th position as regards the area
and the 5th as regards the population density. It is
divided into 29 administrative units (poviats), which are
further divided into 169 communes. The capital of the
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Commune

Population

Calls/
month

C1
C2
C3
C4
C5
C6
C7
C8
C9
C10

31628
35162
9453
7238
6164
6838
6838
16905
4812
…

293,5
396,75
96,75
55
28,5
82,5
48
145
28
…

MRT
[min/
call]
8,33
7,62
14,70
18,25
21,94
13,26
16,19
22,28
30,64
…

MHT
[min/
call]
32,55
25,82
38,25
49,54
57,78
38,46
45,85
64,94
79,20
…

EEI1
[min/
pers.]
0,08
0,09
0,15
0,14
0,10
0,16
0,11
0,19
0,18
…

EEI2
[min/
pers.]
0,30
0,29
0,39
0,38
0,27
0,46
0,32
0,56
0,46
…

• Simulating the changes in population number
inhabiting the poviats (distinguishing urban and rural
areas). Taking into account the statistical data from
the years 2003-2005, it was assumed that the changes
will be of random nature from –x% to +y%
(calculated separately for every poviat). The uniform
distribution was used in the model with the ranges
presented in table (5). Detailed demographic data
availability was limited so the set of parameters for
communes were derived from the data collected for
poviats.

for-service
number.

P1
P2
P3
P4
P5
P6
P7
P8
P9

Urban
Min
Max
[%]
[%]
-0,61 -0,29
-0,71 -0,44
-0,76 -0,33
-0,30
0,06
-0,67 -0,31
-0,91 -0,25
-0,59 -0,32
-0,86 -0,53
-0,43
1,59

randomly

modified

population

Experiments and results
Simulation assumes the stability (in short time) of the
EEIs indicators calculated based on the empirical data.
The changes in population number and the uncertainty
about the average number of calls-for-service were
modeled with the random distributions. During this
phase of the studies we assumed that uniform
distribution is a good approximation of the
phenomenon. Figure (2) shows the screenshot of the
model presenting two exemplary communes (C59 and
C64) belonging to station C. One commune (C59) has
the indicators MRT and MHT on a satisfactory (low)
level, while the other commune (C64) is characterized
by worse level of service (higher values of MRT and
MHT indicators).

Table 5: Uniform Distribution Ranges for Demographic
Changes in % (for Exemplary Poviats)
Poviat

and

Rural
Min
Max
[%]
[%]
0,23
0,72
-0,35
0,09
1,16
1,42
-0,49
0,08
-0,36
0,14
0,22
0,68
-0,24
0,18
-0,57
-0,17
-0,89
0,41

Figure 2: MS Excel Spreadsheet with a Fragment of
Data Module
The results from running the simulation (200
replications for every commune, figure (3)) show the
variability in the effectiveness indicators measured by
Mean Response Time (MRT) and Mean Hospital
Transfer time (MHT) and assuming the stability of
Emergency Effectiveness Indicators (EEI).

• Simulating the changes in the number of calls-forservice. The data referring to daily and monthly calls’
numbers during first 6 months of the year 2003 in the
communes belonging to four selected stations (A, B,
C and D) were analyzed. Based on these calculations
the ranges for random fluctuations were defined.
Table (6) presents the exemplary distribution ranges
for one (exemplary) Urban and one (exemplary) Rural
commune.
Table 6: Exemplary Distribution Ranges for Number-ofCalls in Urban (C59) and Rural (C64) Commune (Data
for Two Exemplary Communes)
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variability in the effectiveness indicators measured by
Mean Response Time (MRT) and Mean Hospital
Transfer time (MHT) and assuming the stability of
Emergency Effectiveness Indicators (EEI).

• Simulating the changes in the number of calls-forservice. The data referring to daily and monthly calls’
numbers during first 6 months of the year 2003 in the
communes belonging to four selected stations (A, B,
C and D) were analyzed. Based on these calculations
the ranges for random fluctuations were defined.
Table (6) presents the exemplary distribution ranges
for one (exemplary) Urban and one (exemplary) Rural
commune.
Table 6: Exemplary Distribution Ranges for Number-ofCalls in Urban (C59) and Rural (C64) Commune (Data
for Two Exemplary Communes)

Commune
C59
C64

Min
123
33

Max
191
58

Average
145
41

Commune
C59
C64

Min
123
33

Max
191
58

Average
145
41

…

…

…

…

…

…

…

…

• Performing 200 replications separately for every
commune.
• Predicting MRT and MHT values out of simulation
experiments, taking into account the changes in
demographic trends, the fluctuations in the needs for
emergency treatment and the stability of EEIs
indicators.
• Calculating 95% confidence intervals for predicted
MRT and MHT indicators determined in the
simulation for randomly generated number of calls-

Figure 3: MS Excel Spreadsheet with a Fragment of
Simulation Module Presenting 15 of 200 Replications
for Commune C64
The uncertainty of the predictions arises from the
randomness of the calls-for-service arrivals and the
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variability of population number. The 95% confidence
interval indicates that the new results of MRT and MHT
generated from the simulation will have a 95% chance
of lying within the interval, c.f. figure (4).

distributions of population changes. In particular it
might be useful in the so-called location/allocation
problems. Simulation may be used to test any
configuration of real system as regarding both stationary
and mobile resources. The information received when
uniting communes into clusters may be used to simulate
the alternative arrangement of the ambulances between
the stations in such a way that will assure the better
coverage of the region (the shorter response time), the
balanced utilisation of rescue teams, the shorter hospital
transfer time and the more even access to EMS services
by populations inhabiting different communes.
Authors chose Monte Carlo method which is a simple
but powerful technique enabling to incorporate the
uncertainties into the model quite easily. Monte Carlo
method is used to model the processes too complex to
be solved by analytical approaches. The main feature of
the method is the sampling of random numbers and then
transforming them into random distribution defined
before based on the empirical (historical) data.
Authors plan to conduct the complete model validation,
in particular – historical validation. For this purpose, the
empirical data from another year is being collected. The
authors are going to enhance the model by creating the
module simulating the severity of the calls, enabling to
divide the calls into urgent and non-urgent cases. The
Polish EMS system is now in the state of crucial
transformation (new Legal Act has just started to be in
force), so it would be interesting to verify the model
also for the modified external conditions.

Figure 4: Predicted MRT and MHT Indicators with 95%
Half Width Interval
It is too early to make strong forecasts, but based on the
initial experiments, it is clear that the inequalities in
access to EMS service will deepen assuming the same
mode of funding the contract values. The well served
communes will receive better treatment in the future
(the indicators will improve), while the communes with
more difficult access to EMS service will experience
further deterioration in the quality of service, figure (5).
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Figure 5: Empirical Values (old) and Predicted from
Simulation (new) of MRT and MHT Indicators
CONCLUSIONS
The research confirms the necessity to go deeply into
the analysis concerning the reasons of so significant
discrepancies in access to EMS services by people
living within the region of one station. The authors
propose simulation method, which proved to be a
significant tool in the analysis of a wide variety of
healthcare delivery systems. Simulation approach
enables to study the less structured decision problems,
which can not be investigated by analytic models.
Simulation is able to predict the changes in
effectiveness of EMS system. It provides information
about the uncertainty of these projections based on
random calls-for-service arrivals and probability
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most often this assumption have to be rejected and it is
necessary to specify the probability distribution of
demand. This leads to a probabilistic model. That sort
of models are sometimes evaluated by service level,
which usually can be measured at a number of points in
the supply chain e.g. X service levels means that the
products is available X percent of the time or X out of a
hundred customers will buy the product. To reduce
stockouts one can increase inventory in comparison
with results from non probabilistic model. Size of safety
stock depend on stockout and maintain costs, including
ordering and storage cost. There are two patterns
(approaches) of inventory controlling and scheduling –
push (for instance MRP, based on production schedules,
developed for production stages according to demand
forecasts) and pull system (for instance just in time and
kanban). We will present the simulation model of a pull
system. It is based upon the direct and immediate
ordering products or components by the customer from
the supplier who delivers it at required time and
amount.

KEYWORDS
Inventory Management, Supply Chain design, Monte
Carlo Method, Spreadsheet Simulation, Simulation
Software, Business Game, Cost Analysis.
ABSTRACT
This paper describes the simulation model of supply
chain and its implementation using general purpose tool
and the simulation package. The output of Monte Carlo
experiments taken both from spreadsheet formulas in
Microsoft Excel and from graphical environment of
Extend software was confronted and revised and then
model was used to find the minimal inventory cost.
A BRIEF DESCRIPTION OF THE INVENTORY
MANAGEMENT'S BASIC CONCEPTS
According to (Heizer and Render 2001) there are four
types of firm’s inventory:
• Raw material inventory, which are at command of the
firm. The main purpose of maintain of these items is to
eliminate supplier variability in quality, quantity or
delivery time.
• Work-in-process inventory, which are processed
inside the firm. It means that changes has been made
but not ended yet.
• Inventories which are devoted to maintenance, repair
and operating. It refers to assure current running of
plants and devices etc.
• Finished goods inventory: the completed products
waiting for shipping. They arise because values of
future demand are unknown.
There are two types of models of inventory control in
relation to demand for other goods: dependent (for
instance portable FM receivers and batteries) and
independent (for instance TV receivers and FM
receivers). In our paper, we will study the issues related
only to independent demand.
The quality of implementation of inventory control
policy is evaluated according to total inventory cost
over certain time. Total inventory cost is composed of
holding costs (also including insurance cost, handling
etc.), ordering cost (also transportation cost, packing
and setup cost, administration cost) and stockout cost
(storage cost). The main purpose of model analysis is
generally to minimize the total costs. One can assume
sometimes that the demand is known or constant but

IMPLEMENTATION OF THE INVENTORY
MANAGEMENT BUSINESS GAME
Authors investigated the process of implementation of
business game, based upon kanban approach which
applies the probabilistic model of goods demand and
time of fulfilling the order by the supplier.
Our considerations were based on inventory
management model from (Heizer and Render 2001) but
very similar approach is presented in (Lawrence and
Pasternack 2001; Jensen and Bard 2003).
Guidelines of the Inventory Management Business
Game
There are two decision variables: order quantity and
reorder point and two probabilistic components: daily
demand and reorder lead time. The main purpose of
simulation runs is to try out various schemes of order
quantities and reorder point and to find (to minimize)
the smallest total inventory cost. That means that
inventory cost includes ordering cost, holding cost and
stockout costs.
The elements of pull system model are as follows:
- Daily demands for items, collected from observation
of past days. That historical frequency will be converted
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firm. The main purpose of maintain of these items is to
eliminate supplier variability in quality, quantity or
delivery time.
• Work-in-process inventory, which are processed
inside the firm. It means that changes has been made
but not ended yet.
• Inventories which are devoted to maintenance, repair
and operating. It refers to assure current running of
plants and devices etc.
• Finished goods inventory: the completed products
waiting for shipping. They arise because values of
future demand are unknown.
There are two types of models of inventory control in
relation to demand for other goods: dependent (for
instance portable FM receivers and batteries) and
independent (for instance TV receivers and FM
receivers). In our paper, we will study the issues related
only to independent demand.
The quality of implementation of inventory control
policy is evaluated according to total inventory cost
over certain time. Total inventory cost is composed of
holding costs (also including insurance cost, handling
etc.), ordering cost (also transportation cost, packing
and setup cost, administration cost) and stockout cost
(storage cost). The main purpose of model analysis is
generally to minimize the total costs. One can assume
sometimes that the demand is known or constant but

IMPLEMENTATION OF THE INVENTORY
MANAGEMENT BUSINESS GAME
Authors investigated the process of implementation of
business game, based upon kanban approach which
applies the probabilistic model of goods demand and
time of fulfilling the order by the supplier.
Our considerations were based on inventory
management model from (Heizer and Render 2001) but
very similar approach is presented in (Lawrence and
Pasternack 2001; Jensen and Bard 2003).
Guidelines of the Inventory Management Business
Game
There are two decision variables: order quantity and
reorder point and two probabilistic components: daily
demand and reorder lead time. The main purpose of
simulation runs is to try out various schemes of order
quantities and reorder point and to find (to minimize)
the smallest total inventory cost. That means that
inventory cost includes ordering cost, holding cost and
stockout costs.
The elements of pull system model are as follows:
- Daily demands for items, collected from observation
of past days. That historical frequency will be converted
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into a probability distribution and cumulative
distribution for the variable daily demand
- Lead time (in days), collected from observations of
past orders. That historical frequency will be converted
into a probability distribution and cumulative
distribution for the variable lead time
- Beginning inventory (in units)
- Reorder point (in units)
- Order quantity (in units)
- Cost of placing order
- Holding cost per unit
- Cost of each lost sale (stockout).
Apart from the above mentioned, the additional
assumptions were formulated:
- Orders (if necessary) are placed at the end of the day:
the day’s ending inventory is checked and if inventory
is less or equal reorder point then order is placed.
- Lead time equal 1 day stands for that the order will
arrive next morning after next day.
- After arriving at the morning, order quantity is added
to inventory, before receiving of the new demand.

our spreadsheet and the results discussed in (Heizer and
Render 2001) are statistically similar. For example,
during applying ANOVA test we obtained critical value
of the F distribution (significance level =0.05, 1 and 58
degrees of freedom) equal 4 and source has F-value
equal 1.55 and that means that both populations are not
varied.
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Stages of spreadsheet’s simulation building were
formulated for instance at (Seila 2002). According to
definition of Monte Carlo simulation (Lawrence and
Pasternack 2001), simulated events take place randomly
and match the description of the theoretical probabilities
derived from acquired experiences. The process of
fundamental importance in Monte Carlo simulation is
called random number mapping and consists in
matching the random number with simulated events
(when they occur and how long they last). Many
examples of applications of Monte Carlo method with
Microsoft Excel spreadsheet as a base for making
simulation experiments can be found. See (Heizer and
Render 2001), (Jensen and Bard 2003) and (Lawrence
and Pasternack 2001). We did similar task, but using
more flexible formulas and data tables (see screenshots
at Figures (1, 2 and 3) for collecting simulation
outcomes. Figure (1) presents the frequencies of
demand and lead time, probabilities and cumulative
probabilities and the way of assigning random-number
intervals to get the proper outcomes in a computer
simulation. Figure (2) shows one of 20-day simulation
runs. Average and total number of units received,
simulated demand, ending inventory, stockouts and
placed orders are calculated. Figure (3) presents data
table with one variable, used to collect 60 replications
(runs) of simulated total stockouts during 20 days. A
short procedure in Visual Basic is necessary to collect
output values and to ensure correct calculation after
sheet refreshing. Other (missing) values of problem
description parameter, like reorder point, quantity order
and beginning inventory are visible in Figures (1 and 2).
We will use the data also to validate Monte Carlo
approach model in Extend, Imagine That Inc.
environment. It's worth mentioning, that outcomes of
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Figures 1: First Part of our MS Excel Spreadsheet
The key formulas of our spreadsheet are as follows
(starting from the cells in 4th row, from column B):
Number of units received: “=IF(L3=A4;$B$32;0)”.
Beginning inventory: “=F3+B4”.
Simulated demand: “=INDEX($B$35$B$41
MATCH(D4;$G$35:$G$41;1))”
First random number: “=$E$31-INT(RAND()*$E$31)”
Ending inventory: “=IF(C4-E4>0;C4-E4;0)”
Stockouts: “=IF(C4-E4>0;0;E4-C4)”
Inventory not below reorder point?
“=IF(F4<=$B$31;1;0)”
Placing order: “=IF(AND(H4=1;A4>=L3);1;0)”
Second random number:
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“=IF(AND(H4=1;A4>=L3); $E$32INT(RAND()*$E$32);0)”

Planned arriving day: =IF(IF($K4>0;$A4+$K4+1;$L3)
>=$A4;IF($K4>0;$A4+$K4+1;$L3);0)

Figures 2: Second Part of Our MS Excel Spreadsheet

Figures 3: Tabularization of Simulation Outcomes of 60
Runs.
Simulated lead time:
“=IF(L3<=A4+1;IF(I4=1;INDEX(B47:B50;MATCH(J
4;sG47:G50;1));0);0)”
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“=IF(AND(H4=1;A4>=L3); $E$32INT(RAND()*$E$32);0)”

Planned arriving day: =IF(IF($K4>0;$A4+$K4+1;$L3)
>=$A4;IF($K4>0;$A4+$K4+1;$L3);0)

Fourth row of Figure (3) in columns O, Q, S contains
formula “= B26” and other rows in column O, Q, S
contain formula “=TABLE(;P2)”.

Fourth row of Figure (3) in columns O, Q, S contains
formula “= B26” and other rows in column O, Q, S
contain formula “=TABLE(;P2)”.
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Introduction to Modeling with Extend software
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The equivalent model was built in graphical
environment of Extend software. Then, two models
were compared and validated by confronting the
outcomes. Modelling in Extend (Krahl 2002) consists in
using pre-built modelling components to build and
analyse system. This approach is also applied in other
software like Arena, Flexim and others. As we see on
Figure (4), results from this model implementation is
similar (average 15.467 and standard deviation 5.95) to
MS Excel spreadsheet outcomes, Figure (3). It is worth
mentioning that it was necessary to make two
corrections into object’s way in model. First, we have to
secure to the arriving „demand” object a very small
amount of time after the arriving of „order” object (it is
beginning of the day), second – we have to add 1 day
for all lead times shown in Figure (1) before placing
this information in Input Random Number (the block
with histogram icon). After introductory validation of
our Extend model, we think that discrete event model
built in Extend is more flexible, because it is possible to
easily prolong simulated time and the number of
replications (runs), to see the animation of objects
during the run and to optimise model variables
(minimization of total cost). We will try to prove it in
the next section.

The equivalent model was built in graphical
environment of Extend software. Then, two models
were compared and validated by confronting the
outcomes. Modelling in Extend (Krahl 2002) consists in
using pre-built modelling components to build and
analyse system. This approach is also applied in other
software like Arena, Flexim and others. As we see on
Figure (4), results from this model implementation is
similar (average 15.467 and standard deviation 5.95) to
MS Excel spreadsheet outcomes, Figure (3). It is worth
mentioning that it was necessary to make two
corrections into object’s way in model. First, we have to
secure to the arriving „demand” object a very small
amount of time after the arriving of „order” object (it is
beginning of the day), second – we have to add 1 day
for all lead times shown in Figure (1) before placing
this information in Input Random Number (the block
with histogram icon). After introductory validation of
our Extend model, we think that discrete event model
built in Extend is more flexible, because it is possible to
easily prolong simulated time and the number of
replications (runs), to see the animation of objects
during the run and to optimise model variables
(minimization of total cost). We will try to prove it in
the next section.

Figures 2: Second Part of Our MS Excel Spreadsheet

Guidelines of the Inventory Management Business
Game with Cost Accounting

Guidelines of the Inventory Management Business
Game with Cost Accounting

We prepared the equivalent model to the previous one
using the Extend software, but we extended it by cost
coefficient taken from the example of inventory system
simulation given in (Jensen and Bard 2003). Next, we
validated it by comparing the optimal values found in
our simulations with these presented in the book.
The set of assumptions are as follows: the daily
demand oscillates between 6 and 16 units, lead time
oscillates between 1 and 5 day, initial inventory is 50
units, cost per day of unit holding is 10 cents, cost of
lost sale (stockout) is $5, ordering cost is $20, reorder
point is 35 and order quantity is 70 units. Note: in this
situation, lead time equal to 1 day means that the order
will arrive next morning.
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Figures 3: Tabularization of Simulation Outcomes of 60
Runs.
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Figures 4: Monte Carlo Method in Inventory Management Model Built in Extend Software.
Equivalent of a Spreadsheet Simulation Model
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Figures 5: Inventory Management Model with Cost Calculations, Ready for Optimisation.
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R=41 and Q=67 and estimated cost was $8.30. The
calculations took about 4 minutes. See Figure (6).
This paper is an excerpt of research in the field of
application of simulation tools in supply chain
management, beginning from 2002.

Validation of Simulation Results and Parameter
Optimisation
Results of 20-day simulation of inventory system (one
of the replications) described in (Jensen and Bard 2003)
book are as follows: average holding cost $3.92,
average order cost $3, average shortage (lost of sale)
cost $0.25 and average total cost $7.17.
The results of our experiment are presented on Figure
(5): after 1000 replications of 20-day length period the
average total cost is $8.79 with standard deviation equal
to 1.635. The results of 1000 replications given in
(Jensen and Bard 2003) are very near to our outcome:
the average simulated total cost for the mentioned
values of reorder point and order quantity was $8.77.
The next experiment was more sophisticated and it
concerned the optimisation of average total cost. We
changed values of reorder point and order quantity. We
took an opportunity to use Extend ability to
evolutionary optimisation that is approachable in
„Evolutionary optimizer” block.
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We had to divide model parameters into two parts:
independent variables (reorder point and order quantity)
and dependent variable (in that case, goal function:
average total cost of inventory) which will be
minimized. We expanded length of simulation run to
1000 days because the beginning value of inventory
could affect average cost and we would like to omit the
bootstrap effect. Next step was to set minimum and
maximum limit for variables. We assumed the reorder
point (R) will be changed between 25 and 60 units and
quantity ordered (Q) would be changed between 40 and
120 units, like in (Jensen and Bard 2003). They have
located optimal solution at R=41 and Q=67 and it was
$8.17. Our solution (maximum samples per case = 5,
maximum cases = 1000, member population size = 10
and termination if best and worst within 0.95) was
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way, is the compatibility of the program with a
Geographical Information System (GIS) which will
allow for the automatic detection of the position of any
maintenance resource. Therefore, when a new
assignment of a task is to be made, the positions are
conveniently updated without human intervention.

KEYWORDS
Optimization, Scheduling, Simulation, Maintenance.
ABSTRACT
An application of a combination of scheduling theory,
simulation modelling and combinatorial optimization is
presented. The system under study deals with human
resource and assets management to perform
maintenance in large support networks. The paper
includes the development of the framework of the
software tool that will be embedded into the
commercial maintenance package called INGRID.
Following the modelling approach, a fully detailed
explanation of the data requirements, the decision
variables and the output variables is given. A detailed
discussion on the genetic algorithm that is going to be
used is also provided. The routines have been
developed in spreadsheets so that there is an easy link
with the rest of the software application.

The second improvement path, which is the subject of
this article, is the automation of the process of
assigning tasks to maintenance teams and assets. That
is, future versions of the software will include the
appropriate optimization routines to assign tasks
according to an explicit cost function to minimize. The
user will only need to enter a new task and press and
execution button that will automatically call the
necessary, available resources.
The Spanish Ministry of Education and Science have
funded this optimization project, through the program
PROFIT 2005. The project has been called SORM –
Sistemas de Optimización de Recursos de
Mantenimiento (Systems to Optimize Resources for
Maintenance).

INTRODUCTION
The human resource management software called
INGRID is beginning to be used both nationally and
internationally. Its objective, as depicted in its last
name, Geographic Management of Assets and
Maintenance, is the geographical management of
maintenance resources. In particular, the software
gives the opportunity to know in real time the status of
the resources, both human and assets, as well as the
demand of tasks to be performed. The software is
focused in assigning the maintenance tasks to the
resources, with applications ranging from public
gardens to railways.

For the development of the framework of this
management tool to be inserted into INGRID, the
decision has been for the usage of a modelling
approach. Therefore, a model that rightfully resembles
the current human decision process has been
developed. For that reason, as a first step, the main
decision variables that are controlled by the decision
maker have been identified. Similarly, the main output
criteria have been listed. Besides, the necessary data
variables to execute the model have been identified. As
the second step, the proper routine to generate,
evaluate and select the best resources to schedule has
been selected, trying to jointly obtain efficacy, or
attainment of the optimum solution, and efficiency, or
attainment of the solution in a reasonable time.
Following, each one of the parts of the framework for
this optimization part of the INGRID software is
described in detailed, starting with the objectives of the
study.

INGRID is prepared, at the same time, to generate a
database in a daily basis in which information about all
of the human resource teams and all of the required
tasks is included in a geographic interface that might
be exported into a web page, all without the external
intervention of any additional software package.
The improvements in the software call for the help in
the assignment of tasks as well as in the usage of the
program. The first improvement path, currently under

way, is the compatibility of the program with a
Geographical Information System (GIS) which will
allow for the automatic detection of the position of any
maintenance resource. Therefore, when a new
assignment of a task is to be made, the positions are
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that want to be quantified as a result of the interactions
within the system must be specified.

OBJECTIVES
The main objective of the SORM project is the
development and updating of a set of algorithms that
are capable of optimally scheduling the human
resources and assets that are available to perform
maintenance tasks in large support networks.
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use of the scheduling software, the following might be
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1.

2.

z

Development of the analysis and parameterization
methodology to implement this type of
optimization algorithms.

x'

Adapt the optimization system to be an analysis
procedure to evaluate the new organizational
structures or tasks processes:
•
Capabilities of the task force (specialists vs.
non-specialists)
•
Larger geographical areas per team
•
Subcontracting
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GENERATION of
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It seems essential that the problem is delimited, clearly
specifying not only the variables and the data but also
their interdependencies within the system. In very
complex situations, it is also necessary to define the
limits of the system and the appropriate level of detail
according to the objectives of the study.

THE MODELLING APPROACH
Lawrence Boland proposes in his book "The
Foundations of Economic Method" (Boland 1982) the
utilization of a methodology dependent on the problem
in hand (Problem-Dependent Methodology). In fact, he
proposes modelling as a means to represent reality,
each model representing a different problem. This
methodology, or method of analysis, might be renamed
as the modelling approach.

System Modelling
The study of a system is rarely performed directly on
it. Either it is not possible to alter normal operations or
it is not feasible to repetitively experiment with it so it
is necessary to develop a model which acts as an
abstraction of the real system and that is liable and
ready for experimentation. The success of the analysis
process, and consequently, of the implementation of
the decision, clearly depends on this abstraction.

Three stages might be distinguished when following
this approach (Figure 1):
1.

Definition of the problem

2.

Modelling of the system

3.

Experimenting with the model and decision
making

The model will be characterized by a set of input
variables x’ and input data z’, which are a
representation of the corresponding of the real system,
and another set of output variables y’ that are a
function of the input variables and the existing
relationships between them.

Problem Definition

Computer simulation has received a lot of attention in
the last decades to abstract and model complex systems
under uncertainty, in many areas but specifically in
scheduling and sequencing (Fisher and Ittner 1999,
Hershauer and Ebert 1975, Hollier 1968, Macaskill
1973, Moccellin and Nagano 1998, Wein and
Chevalier 1992). The simulation models jointly
consider efficacy, or degree of attainment of the
optimal solution, and efficiency, or time to achieve it.

The first stage consists of the conceptualization of the
real system under study. A system might be defined as
“process … or any combination of machines, methods,
personnel or other resources which transform a given
input in an output that present one or more observable
responses” (Montgomery 1984). It is clear that the
decision variables x, the data z, or phenomena that
interrelate within the system, and the output criteria y
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Figure 1: Description of the Real System into a Model
In this first stage of the study, the main focus is in the
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Experimentation With The Model And Decision
Making

3.

If the model is valid and credible, it is ready for
experimentation and for decision making, that is, ready
to search for the adequate values of the input variables.

All these methods have been reported to be very useful
when the number of alternatives is very large, since
they have good convergence properties. The solution
of the scheduling problem in flexible manufacturing
systems via genetic algorithms (for example, Fazlollahi
and Vahidov 2001, Iyer and Saxena 2004, Yu and
Liang 2001) is one of the examples most commonly
mentioned. In this article, the scheduling process of
maintenance tasks is the core of the analysis process.

Characterization of the criteria
The first stage of this third phase is the characterization
of the criteria that allow for the evaluation of each
alternative. The different criteria are computed out of
one or several of the output variables y’ of the model
and out of the subjective information introduced by the
decision maker.
Under certainty, the value of each criterion for each
alternative is easily evaluated. However, two problems
may arise. The first corresponds to the evaluation
under uncertainty, since the output variables are not a
single value anymore but a random variable. The
second arises whenever there exist several criteria
simultaneously, which might be aggregated so that the
alternatives might be compared against each other.

THE SYSTEM
Operations
The system, in terms of its conception, is simple. When
there is a need to perform a task, a maintenance task
for this project, the computer software INGRID, using
a task code as the lead, generates a list with the
necessary resources to perform the task. There coexist
two types of resources: human resources and assets
(machines and machinery). The person who is in
charge of the scheduling duties locates the available
resources in their idle-state locations and assigns the
task to a human team.

Generation, Evaluation and Selection of Alternatives
In this second stage, the aim is to obtain information on
the values of the input variables that improve the
values of the output criteria.
Any method of analysis must generate, first, different
alternatives or combinations of values for the
parameters x’; then, it must evaluate the alternatives
individually with respect to each of the criteria that
characterize the system, and, finally, the algorithm
must select the alternative that seems superior to the
rest of alternatives.

The team must pick up the necessary assets at their
corresponding locations, go to the location where the
task is to be performed and execute it. Once finished,
the team should return the utilized resources back to
their idle-state location and direct themselves to their
initial point. There might be several tasks opened at the
same time.

For each possible combination of input values, an
assignment of tasks in this article, it is necessary to
evaluate the values for the different criteria. The
number of alternatives is usually large enough to
provoke the infeasibility of trying them all. Therefore,
the combinatorial problem is usually not complex but
very time consuming.

Decision variables
The human decision maker might have an influence in
the result of the assignment process of maintenance
tasks to teams. The decision implies that the resources
just assigned are freezed and cannot be assigned to any
other task. So, the first decision variable is the actual
ASSIGNMENT, or ORDER, in which the tasks are
performed. This is a tactical decision.

Several new methods have arisen in the last decades
for problems in which the number of alternatives is
very large. They have been named as combinatorial
methods, or metaheuristics (April et al. 2003). Three
different subgroups might be mentioned:
1.

2.

Metamodels, like neural networks (Hopfield and
Tank 1985). They are used to algebraically
represent the simulation model, facilitating then
the optimization procedure.

The rest of the variables are mainly strategic. The first,
medium-range, set of variables in this group is the
QUANTITY OF RESOURCES AT EACH
LOCATION:

Simulated annealing (Eglese 1990), in which a
new alternative is selected in the neighbourhood
of the last simulated alternative.

Experimentation With The Model And Decision
Making
If the model is valid and credible, it is ready for
experimentation and for decision making, that is, ready
to search for the adequate values of the input variables.

Evolutionary algorithms like tabu search
(Karaboga and Kalinli 1997), and genetic
algorithms (Goldberg 1989). They search by
building and evolving a subset of alternatives.

Human Resources

2.

Assets

Under certainty, the value of each criterion for each
alternative is easily evaluated. However, two problems
may arise. The first corresponds to the evaluation
under uncertainty, since the output variables are not a
single value anymore but a random variable. The
second arises whenever there exist several criteria
simultaneously, which might be aggregated so that the
alternatives might be compared against each other.

Then, in terms of long-range variables, the main
variable is the LOCATION of the warehouse and
storages.
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For this project, the long-term variable LOCATION is
set a priori and cannot be changed. The model is
prepared ad-hoc for each application to hold a certain
number of locations, defined by their geographical
coordinates. However, the QUANTITY of resources
per location is to be parameterized so that the user
might alter the configuration according to the real
value before the execution of the application.

For each of the HUMAN RESOURCES, the data that
must be a priori specified is: specialization, location
while resting, availability and cost per hour. For the
ASSETS, the required initial data is: storage location
and quantity.
Finally, a table that relates lateness and the penalties
must be provided to calculate the PENALTY costs.

The values for the variable ASSIGNMENT are not
specified before the execution but they are left for the
search engine to find their satisfactory, if not optimal,
value.

THE SIMULATION MODEL
There exist several simulation tools in the market to
help in the programming of these scheduling problems.
However, it should be reminded that it is necessary to
embed the simulation model into the INGRID
application, which will act a s the interface. INGRID
will include the data, and will present the proposed
ASSIGNMENT.

Output variables
With regard to the output variables, results or criteria,
two types might be mentioned. The first type relates to
the input- output variable duality. The assigned value
to the input variable ASSIGNMENT is an output value
of the optimization process, and the decision maker
treats it as such, since it is an outcome of the
application.

The general-purpose tools like C++ or even Visual
Basic seem appropriate to develop the scheduling tool,
both at the forecasting level, for different time
horizons, and at the constant review level, for on-line
reassignment of tasks.

The second type, on the other hand, has to do with the
search of the proper value of ASSIGNMENT. For each
one of the possible ASSIGNMENT values, a value
must be calculated for the measurable criteria, two in
this case:
1.

2.

These tools are also appropriate because they present
ODBC capabilities with many of the commercial
software of any kind and also with INGRID. Even
INGRID is able to call and execute routines that have
been developed with these general-purpose tools.

TOTAL COST of the ASSIGNMENT, which is
to be minimized. The cost is composed of
travelling costs as well as of direct labour costs.

With respect to logic and mathematical modelling, the
first prototype has been developed in MsExcel Visual
Basic. The developed routine includes the following
steps:

PERCENT SATISFACTION or SERVICE
LEVEL, which is to be maximized. Out of the
total tasks, the percentage of maintenance tasks
that are completed within the allotted time is
calculated.

Additionally, it is necessary to aggregate the two
competing criteria in a single measure, which is liable
to be optimized. The decision is for the conversion of
SERVICE LEVEL into a PENALTY cost, which
accounts for the lateness in completing the task. This
PENALTY might then be easily included into the
TOTAL COSTS as an additional cost.
Data
The first piece of data that is necessary is the
NETWORK of LOCATIONS. The LOCATIONS are
the physical places where the resources might be
located. These places are of three types: locations
where the human resource teams rest when idle,
locations where the assets are stored when idle, and the
locations where the maintenance tasks need to be
executed. One two-dimensional table with costs
between location and another one with time have to be
specified.

1.

Demand generation or list of tasks to be assigned

2.

Reading of input data: network of nodes,
resources

3.

Random assignment of tasks to teams

4.

Awakening of a team which is resting

5.

Transportation and execution of the tasks

6.

Return to the location to rest

7.

Calculation of the values for the different criteria

With respect to statistical modelling of the input data,
the variable with a priori probability distributions are:
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1.

Execution time of the maintenance task

2.

Location of the maintenance task

3.

Type of maintenance task for specialization
purposes.

4.

Cross (combine) and mutate (change) the
different solutions of the selected part to rebuild
the population to is constant size.

5.

Repeat 1 to 4 until the evaluations throughout the
population are stable.

DECISION MAKING

Steps 1 and 5 require further discussion: initial
population and number of iterations of the algorithms,
which are related. The initial population decisively
determines the rhythm of convergence of the
algorithm. Although convergence to the optimum is a
guarantee, the generation of this optimum alternative
might take too long.

To perform this experimentation phase, the Genetic
Algorithms technique (GA) has been selected, mainly
because it has been the most widely used to solve the
scheduling problem. Two additional reasons are that
they are easily coded and efficiently executed.

That is the reason why a lot of attention should be paid
to the definition of the initial population. A first set of
alternatives might be generated through the assignment
of the tasks to the team that is closer to the location
where the task is to be performed, favouring service
level but not cost. A second set of alternatives, to
favours costs, might be generated through the
assignment to the cheapest team. Random assignment
might be the choice for a third group. A population
size of around 20 alternatives is recommended.

Scheduling tool: GA
Genetic algorithms are a systematic way to solve
search and optimization problems. The method
resembles biological evolution in terms of population,
sexual reproduction and mutation, with the philosophy
that only the fittest survive.
To apply the GA method, the decision variables are
parameterized into a chromosome (xi,...,xn); that is,
each variable is a gene that might take on several
values. For each combination of values, that is for each
individual, a cost function f(xi,...,xn) is calculated. The
final value of each gene will be the number of the task
to be performed.

Regarding the number of iterations, it might be a priori
established as a function of the allotted execution time,
once an estimation of the time per iteration is reliably
estimated. Additional stopping rules might be
implemented. The first relates to the number of
consecutive evaluations without improving either the
current best alternative or the average population
value.

The different codified solutions or individuals compete
against the rest to determine which one is the best (but
maybe not the optimum since it is usually not feasible
to codify and evaluate them all). An elite of the
population is maintained, that is, in each generation
only those that obtain a better solution survive,
reproduce and give the good genes to the offsprings.
Genetic diversity is introduced via mutation of genes
and crossing of chromosomes.

The second deals with the attainment of a satisfactory
value. This reference value is usually established in
relation with known optimum non-feasible alternatives.
In this project, it is possible to calculate the minimum
execution cost (that is, all the costs but the penalty).
This alternative is one in which each task is performed
by the cheapest team whether it is idle or not.
Obviously, many tasks will not be finished when
needed but an idea of minimum cost is obtained and a
reference or satisfactory might be set. If an alternative
is evaluated and the value for the total cost is
calculated to be below this satisfactory value, the
algorithm also stops.

The method consists in evolving an initial population
using crossing patterns between different individuals
until a satisfactory evolution of the initial population is
obtained. The evolution scheme of a basic GA might
be summarized into the following five steps:
Randomly initialize a population of solutions to a
problem, represented by an adequate variable
structure.

2.

Evaluate each of the solutions and assign a score
which reflects the behaviour of the individual.

3.

Choose out of the initial population the part that
has a higher score.

Type of maintenance task for specialization
purposes.

4.

Cross (combine) and mutate (change) the
different solutions of the selected part to rebuild
the population to is constant size.

5.

Repeat 1 to 4 until the evaluations throughout the
population are stable.

DECISION MAKING

With the model ready, it is the proper time to develop
the decision making routine that adds capabilities for
searching for a good assignment of tasks with regard to
the TOTAL COST CRITERION. Many different
assignments should be generated and evaluated so that
the best assignment of tasks is selected.

1.

3.

With respect to step 4, more technical, the most
common genetic options have been used since they are
usually the more efficient. Crossing (Figure 2) is
performed mixing two parent chromosomes, which are
selected proportionally to the cost value: the lower the
value, the higher the probability of being selected to
create offsprings. The crossing is performed in two
points.
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needed but an idea of minimum cost is obtained and a
reference or satisfactory might be set. If an alternative
is evaluated and the value for the total cost is
calculated to be below this satisfactory value, the
algorithm also stops.

The method consists in evolving an initial population
using crossing patterns between different individuals
until a satisfactory evolution of the initial population is
obtained. The evolution scheme of a basic GA might
be summarized into the following five steps:
1.

Randomly initialize a population of solutions to a
problem, represented by an adequate variable
structure.

2.

Evaluate each of the solutions and assign a score
which reflects the behaviour of the individual.

3.

Choose out of the initial population the part that
has a higher score.

With respect to step 4, more technical, the most
common genetic options have been used since they are
usually the more efficient. Crossing (Figure 2) is
performed mixing two parent chromosomes, which are
selected proportionally to the cost value: the lower the
value, the higher the probability of being selected to
create offsprings. The crossing is performed in two
points.
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Figure 2: Crossing in GA
Then, a mutation is performed (Figure 3) by randomly
selecting one gene and shifting its position, thus
shifting the order in which the tasks are executed.
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Figure 3: Mutation in GA
THE PROPOSED FRAMEWORK
The previous sections have presented in detailed the
different parts of the framework that is going to be
used to develop the decision making routines to help in
the daily assignments of teams to tasks. Following the
modelling approach has allowed for the systematic
study of the maintenance system under consideration.
The analysis of INGRID has helped in the decision of
the software tool to use.
The assignment process might then be correctly
represented by the combination of the maintenance
software and simulation modelling and combinatorial
optimization techniques using the following three
steps:
1. Read the input data, like list of remaining tasks and
availability and location of the resources, out of
INGRID.
2. Read the parameters for the genetic algorithm,
including population size and stopping conditions.
3. Execute the simulation-optimization routine that
will result in a satisfactory assignment.
CONCLUSION

JAVIER OTAMENDI received the B.S. and
M.S. degrees in Industrial Engineering at
Oklahoma State University, where he
developed his interests in Simulation and
Total Quality Management. Back in his home
country of Spain, he received a B.S. in
Business Administration and a Ph.D. in
Industrial Engineering. He is currently a simulation and
statistics consultant and university professor at the Rey Juan
Carlos University in Madrid.

The framework has been set for the development and
implementation of an optimization routine within the
commercial software INGRID. The design has called
for the utilization of a genetic algorithm due to its very
good compromise between efficiency and efficacy.
Therefore, the main general objective explicitly stated
within the publicly funded PROFIT program has been
met.
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order to provide information about the daily operation
of the system. This information is obtained in the form
of large “raw data sets” which are further used for
different types of off-line analysis, such as performance
evaluation, classification and fault diagnosis, in order to
detect possible deterioration trends or malfunctions and
make respective decisions.
The example, shown in the following Fig. 1. is from
different operating conditions of the turbo diesel engine
of a hydraulic excavator. It is easy to notice that each
operation form a kind of “cloud” in the parameter space
with specific shape and location in the space.

KEYWORDS
Growing Neural Models, Neural-Gas Learning,
Information Compression, Classification, Fuzzy
Decision, Evaluation of Machine Operations.
ABSTRACT
In this paper, a novel approach to analysis and
classification of complex machine operations is
presented. The available data sets from different
machine operations are first compressed and saved in
the form of neural models that are called compressed
information models (CIM). Here an original algorithm
for unsupervised learning is proposed. It creates the so
called growing neural models in a sense that the number
of neurons is gradually increasing (growing) during the
learning process, until predetermined model accuracy
(the “average minimum distance”) is satisfied. The
proposed algorithm has much faster convergence
compared with the classical neural-gas learning that
uses preliminary fixed number of neurons.
A special Knowledge Base classification scheme is
also proposed in the paper. It uses a fuzzy decision
block for computing the difference degree between each
CIM in the Knowledge Base with the CIM of the
current machine operation. The fuzzy inference
procedure uses two parameters for comparison the
CIMs, namely the decision the Center-of-Gravity and
the General Size of the CIM.
An example for classification of 45 specially
generated operations from a diesel engine of a hydraulic
excavator is used to demonstrate the whole proposed
technology and its applicability. This fuzzy
classification scheme is also able to discover new
operations that significantly differ from all previously
known operations.
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Figure 1: Example of Five Diffeent Operations of a
Turbo Diesel Engine
However if many operation data are collected over a
long period of time (many days or months of operation)
it is not easy task even for an experienced operator to
analyse and classify them into a number of predefined
groups of typical operations or as “new” or even
“strange” (possibly abnormal or faulty) operations. The
complexity of the problem arises from the fact that we
have to analyse, compare and classify huge data sets to
each other rather than classify single patterns (single
data points in the feature space), as in the standard
classification problem (Bishop, 1995; Bezdek et al.
2005). In the sequel of this paper we explain a novel
approach to classification of large data sets. It is based
on a preliminary information compression by use of
special unsupervised learning algorithm for neural
models, combined with fuzzy decision procedure for
computing the difference degree between the neural
models.

INTRODUCTION
Many industrial systems and complex machines, such as
chemical and power plants, hydraulic excavators and
other construction machines often work under different
operating conditions, depending on the load, raw
material characteristics, ambient temperature etc.
Basically, such machines and systems are equipped with
different sensors that are used for data acquisition in
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INFORMATION COMPRESSION BY USE OF
NEURAL MODELS

i =1

j = 1,2,..., K
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(1)

Here Ci j , j = 1,2,..., K denotes the center of the i-th
neuron in the K-dimensional parameter space and
0 < g i ≤ 1, i = 1,2,..., N are the normalized weights
of the neurons, computed as:

g i = mi M ; i = 1,2,..., N

(2)

where mi ≤ M , i = 1,2,..., N is the number of all data
points, x s , s = 1,2,..., mi for which the i-th neuron is a
winning neuron (i.e. the neuron with the shortest
Euclidean distance to all of these data points). Please,
N

note that ∑ mi = M and therefore
i =1

N

∑ gi = 1 .
i =1

2) The average size AS is a K-dimensional vector
Z = [ z1 , z2 ,..., z K ] with each element computed as
double “average distance” between all the neurons N
and the COG of the model, for each dimension, i.e.

zj =

2
N

N

∑
i =1

C i j − COG ( j ) , j = 1,...,K

(3)

The physical representation of the awerage size AS
in the 2-dimensional space (K=2) is a rectangle with
size z1 × z2 . A more general form of evaluating the size
of the CIM is the so called “general size” GS, which is
represented by the diagonal of this rectangle. In the Kdimenisonal space its computation is as follows:
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Figure 2: Illustration of Data Compression by
Unsupervised Learned Neural Model with 32 Neurons
The trained neural model is further used as a
compressed information model (CIM) of the original
raw data set. In order to compare two CIMs and find the
similarity degree (or the difference degree) between
them (i.e. between the respective raw data sets), we
introduce here the following two parameters: 1) the
weighted center-of-gravity COG and 2) the average
size AS of the CIM.
1) The weighted center-of-gravity COG is a point in the
K-dimensional space, computed in the following way:
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In order to evaluate in some way the “quality” of the
neural model, produced by the unsupervised learning,
we have introduced (Vachkov, 1996a, 196b) the notion
of the “Average Minimal Distance” AVmin .It is
computetd as a mean of the distances between all M
data points and their respective “winning neurons” n*:

0.6
0.4
0.2

AVmin serves is a convenient quality measure of the
neural model, since it shows “how well” the model
represents the real structure in a sense of local density
distribution of the data from the original data set. A
trained neural model that has small AVmin represents in
a better way the original (raw data) structure, compared
with another model that has bigger AVmin. However in
order to achieve a higher model accuracy, we need a
larger number of neurons N and more computation time..
When a standard unsupervised learning is used for
creating the neural model, such as the classical Neural
Gas algorithm (Martinetz, 1993; Vachkov, 2006), the
number N of the neurons is fixed (pre-determined)
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One Machine Operation
M = 800 Raw Data
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COG ( j ) = ∑ Ci j g i

When a large number of “raw” data are collected for
each machine operation, it is a good idea to initially
preprocess by converting the raw data set into a more
compact form, further called compressed information
model (CIM). However such information compression
procedure should be done carefully so that to preserve
as much as possible the original data structure and the
local density distribution of the data in the high
dimensional parameter space.
The learning methods for information compression
generally belong to the group of the competitive
unsupervised learning methods and algorithms (Bishop,
1995; Kohonen, 2001; Martinetz et al. 1993; Kasabov,
2001; Fritzke, 1994). Widely used are the SelfOrganized (Kohonen) Maps (Kohonen, 2001) and the
Neural Gas Algorithm (Martinetz et al. 1993; Fritzke,
1994). Because of their unsupervised nature, these
methods are pure “data-driven” learning techniques,
which try to locate the neurons from the neural model in
the densest area of the input space.
As a result of the unsupervised learning, the large
amount of M data is replaced by much smaller number
of N neurons (N << M) in the same parameter space.
An example for such information compression of a
raw data set consisting of 800 two-dimensional data (M
= 800; K = 2), into a neural model with N = 32
neurons is shown in Figure by using the newly
proposed growing Neural Gas algorithm. This algorithm
is explained in the next section.of the paper.
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N
neurons
in
the
K-dimensional
[Ci1 , Ci 2 ,..., C iK ], i = 1,2,..., N are determined;

before the learning. Therefore the model accuracy in
terms of AVmin will be known only after the end of the
learning.

Step 2. Analyse the performance of the current neural
model with N neurons for the complete set of M data by
computing AVmin from (5).
Step 3. Check for the stopping condition: If
AVmin ≤ AVmin0 , then the algorithm stops (a
satisfactory neural model with N neurons is created);
otherwise continue to Step 4.
Step 4. Analyse the current model-quality of each
Voronoi polygon, as follow:
Compute
the
Mean
Distances
MDn , n = 1,2,..., N for each neuron by using (6);
- Compute the Deviations DEVn , n = 1,2,..., N by (7);

THE GROWING UNSUPERVISED LEARNING
ALGORITHM
It is obvious that the standard Neural Gas learning
algorithm with fixed number of neurons N cannot
guarantee an optimal solution to the problem of “true
information compression”.
In the so called growing neural model (GNM),
proposed in (Vachkov, 2006b), AVmin serves as a
feedback for the current quality status of the neural
model. This feedback is important for the subsequent
decision whether to add new neurons or to stop learning.
For each neuron n, n = 1,2,..., N a K-dimensional
subspace, called Voronoi Polygon (Martinetz, 1993;
Fritzke, 1994; Vachkov, 2006a, 2006b) can be defined,
where n is a winning neuron for a certain number of
data from the whole data set.
The growing-type of the Neural Gas learning
algorithm presented here, performs a sequence of
learning epochs, during which the “model quality” is
gradually improved, by adding constant number of
neurons (usually only one) at each epoch, until the
predefined quality AVmin is reached.
According to the general concept of the algorithm,
the local quality of the neural model in each Voronoi
polygon n, n = 1,2,..., N of the current model is
evaluated by computing the so called Mean Distance
MDn between the n-th “winning neuron” and all

- Sort the deviations DEVn for all N neurons in a
descending order, from DEV max to DEV min .
- Then the following decision is made: “The model
quality of the Voronoi polygon where the neuron n *
with the highest deviation: DEV max = DEV is located,
n*

should be improved by inserting one or more additional
neurons in its area.” Therefore, define the number
mn* < M , as well as the list of all data points in this
polygon n * .
Step 5. Growing Step: insert a small number of
neurons N ad ≥ 1 in the area of polygon n * for further
learning. The initial positions (centers) of these
additional neurons are set to coincide with randomly
selected data from the same polygon. In the most often
cases, only one additional neuron is inserted in the
polygon n * , i.e N ad = 1 .

mn data points in this polygon, as follows:

MDn =

1 mn
∑
mn i =1

∑ ( Cn j − xi j )
K

Step 6. Perform again the fixed-type unsupervised
learning algorithm as in Step 1, but for the highly
reduced case of only N ad + 1 neurons and for the subset

2

(6)

j =1

This distance gives useful information about “how
good” is the neural model in this particular area of the
space. Then the Deviation between the desired Average
Minimal Distance AVmin0 and the computed Mean
Distance (6) for each polygon in the following way:

⎧ MDn − AVmin0, if MDn > AVmin0;
DEVn = ⎨
n = 1,2,..., N
⎩0, otherwise;

space

of only mn* data points, which are located in this
Voronoi polygon n * .
Note that the old neuron from this polygon is also
included in this reduced number of Nad + 1 neurons that
have to be trained.
Step 7. Update the total number of the neurons for the
current neural model: N ← N + N ad and Go to Step 2.
An illustration of how the proposed growing-type
learning algorithm works is given in the following Fig.
3. Here the first two consecutive epochs are only shown,
starting with an initial number of N o = 2 neurons and

(7)

The Voronoi polygon with the biggest deviation
DEV max will be the first (most urgent) candidate for
correction, by receiving (at keast) one additional neuron.
The main computation steps of the Growing-type
Learning Algorithm are given below.
The algorithm starts with a small initial number N o of

adding one new neuron ( N ad = 1 ) at each consecutive
Epoch. With a pre-deermined accuracy of AVmin0 =
0.02, the growing neural gas algorithm runs 31 epochs
in total and finally produces a growing neural model
with N = 32 neurons. This model was already displayed
in Fig. 2 from the previous Section.

neurons: N = N o ≥ 2 .
Step 1. Perform the standard fixed-type neural-gas
learning algorithm as in (Vachkov, 1996a) by using the
complete set of all M data. As a result, the centers of all
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N
neurons
in
the
K-dimensional
[Ci1 , Ci 2 ,..., C iK ], i = 1,2,..., N are determined;

before the learning. Therefore the model accuracy in
terms of AVmin will be known only after the end of the
learning.
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Voronoi polygon, as follow:
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the
Mean
Distances
MDn , n = 1,2,..., N for each neuron by using (6);
- Compute the Deviations DEVn , n = 1,2,..., N by (7);
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Figure 3:Illustration of the first two Epochs from the
Growing Neural Gas Algorithm
The next Fig. 4. shows te convergence of the growingtype neural gas learning algorithm for the same example.
As seen, the AVmin steadily decreases with the number
of neurons (number of Epochs).
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Here the Knowledge Base KB consists of a collection of
CIMs for typical (known) operations of the machine,
while the new operation (to be classified) is presented
as an additional CIM, as shown in the Figure.
The Fuzzy Rule Base (FR Base) and the Parameter Base
in Fig. 5. are necessary elements of the Fuzzy Inference
system, which makes a fuzzy evaluation by computing
the Difference Degree (DD) between the CIM from the
new operation (denoted as Model A) and each of the
CIMs from the KB (denoted as Model B). We assumed
here a two-dimensional fuzzy inference procedure:
D = F ( X 1, X 2) which uses the following two
parameters, namely the Center-of-Gravity Distance (X1)
and the Model-Size Difference (X2), as shown below:
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THE FUZZY DECISION BLOCK FOR
CLASSIFICATION OF OPERATIONS
By use of the above learning algorithm, many available
data sets from different operations could be compressed
as respective CIMs for a consequent comparison,
evaluation and classification. Here the fuzzy systems for
pattern recognition and classification are quite flexible
and therefore widely used for such purpose (Bezdek,
2005).
In this paper we propose a specialized Knowledge
based Fuzzy Inference system (called Fuzzy Decision
Block) for classification of compressed operations
(CIMs). The block diagram of the system is shown in
Fig. 5.
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CLASSIFICATION OF OPERATIONS

VB
X1

Figure 6: The Fuzzy Rule Base for Fuzzy Decision
An example of one concrete Fuzzy Rule is given below:
IF( X1 is SM AND X2 is BG ) THEN D is DIF (11)
Here the following 5 linguistic variables were assumed
for the input parameters X1 and X2:
VS = Very Small; SM = Small; MD = Medium; BG =
Big and VB = Very Big.
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By use of the above learning algorithm, many available
data sets from different operations could be compressed
as respective CIMs for a consequent comparison,
evaluation and classification. Here the fuzzy systems for
pattern recognition and classification are quite flexible
and therefore widely used for such purpose (Bezdek,
2005).
In this paper we propose a specialized Knowledge
based Fuzzy Inference system (called Fuzzy Decision
Block) for classification of compressed operations
(CIMs). The block diagram of the system is shown in
Fig. 5.
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An example of one concrete Fuzzy Rule is given below:
IF( X1 is SM AND X2 is BG ) THEN D is DIF (11)
Here the following 5 linguistic variables were assumed
for the input parameters X1 and X2:
VS = Very Small; SM = Small; MD = Medium; BG =
Big and VB = Very Big.
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The consequent D in the fuzzy rule (11) denotes the
fuzzy set for the Degree of Difference DD which
includes the following 5 linguistic variables:
EQ = Equal; VSIM = Very Similar; SIM = Similar;
DIF = Different; VDIF = Very Different.
Triangular membership functions for the input
parameters X1 and X2 were assumed, as shown in Fig. 7.
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CLASSIFICATION OF OPERATIONS FROM A
TURBO DIESEL ENGINE
In this Section we show how the whole technology,
consisting of information compression and fuzzy
decision works for classification of various operations
of a turbo diesel engine of a hydraulic excavator. For
this purpose we use the available data from 4 main
operations of the diesel engine under different loads,
namely: Light Load (LL), Normal Load (NL), Heavy
Load (HL) and Idling. In addition, data from another
(possibly faulty) operation was also used, named as
Fault. Therefore all these 5 core operations were
included in the Knowledge Base of the classification
system., according to Fig. 5.
Various operations for classification were produced
by slightly moving the original data sets for LL, NL and
HL to different locations in the parameter space. We
also changed their spread (size) by a special simulation
program. Finally, 45 operations in total were obtained,
(including the LL, NL and HL), as shown in Fig. 8.
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Large ball-type curve symbols in Fig. 8. denote the five
core operations (from the Knowledge Base), while all
other 12 curve symbols with smaller size denote the
deviated operations by simulation. The deviation of the
COG for the LL, NL and HL was by amount of +α
and −α for P1 and by + β and − β for P2, with
α = 0.1 and β = 0.1 . In addition, the general size GS of
each operation (including the main operations LL, NL
and HL) has been changed twice, as follows: a smaller
size GS1 = 0.8GS by 20% and a larger size GS2 =
1.2GS by 20%. The main 3 operations LL, NL and HL,
with normal size GS are numbered in Fig. 8. as 1, 16
and 31, respectively. .
The results from the classification are shown in the
next Fig. 9., separately for the cases of LL, NL and HL.
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fuzzy set for the Degree of Difference DD which
includes the following 5 linguistic variables:
EQ = Equal; VSIM = Very Similar; SIM = Similar;
DIF = Different; VDIF = Very Different.
Triangular membership functions for the input
parameters X1 and X2 were assumed, as shown in Fig. 7.
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Figure 9: Classification Results for All Operations:
a) Light Load; b) Normal Load; c) Heavy Load
A threshold of 0.35 was set in this case for classifying
the operations in two groups, as follows: belonging to
the respective main operation (when the difference
degree DD < 0.35) or not belonging to this operation (if
DD > 0.35). We leave the sensitive choice of the
threshold to the experience of the human operator.
In Fig. 10. two additional (artificially generated)
operations are shown, named as Op_X and Op_Y. They
have unknown status and (as seen) are largely different
from the main operations: LL, NL, HL, Idling and Fault,
but may have some similarities with some of them ,
namely: Op_X is somewhere between HL and Idling;
OP_Y is somewhere between LL and Fault.
Our classification system produced the following result:
Op_X is the closest to HL with DD = 0.52, but the
assumed threshold of 0.35 “rejects” this decision; Op_Y
is the most closest to LL with DD = 0.66, but it is also
rejected by the given threshold. Therefore, these two
operations are finally classified as “new” and quite
different operations. They could be included as “new
members” of the enlarged Knowledge Base for
classification of future operations. Thus the Knowledge
Base will gradually grow (as cumulative experience).
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the output process of the first queue constitutes the
arrival process to the second queue. Based upon
Burke’s theorem it is shown in (Weber 1979) that
in case of single server nodes with exponentially distributed service times and Poisson arrival process interchanging the nodes preserves the behavior of all
nodes and the overall behavior of the original system. An overview of known results up to the late
1970s and a collection of approximation methods can
be found in (Newell 1979).
Over the years tandem queues have been further studied since the provision of two-stage services in real life as well as in technical systems is
still customary. Many new and emerging domains
have significantly renewed current interest in tandem queues. For instance modeling and performance
evaluation of the Internet has become a vital application area where it is known that despite their
relative simplicity, tandem queues are suitable models for the structure of a variety of network components such as packet switches, routers and many
more, see for example (Gomez-Corral 2002), (Ryoki
et al 2002), (Palmowski et al 2003), (Mandjes 2004),
(Buchholz 2005), (Klimenok et al 2005), (Denteneer 2006). In these recent applications, due to
the requirements of Internet traffic modeling the assumption of exponentially distributed times has been
dropped. However, this significantly increases the
difficulty to analyze such systems, and one has to apply, e.g., matrix-geometric methods approximation
and bounding techniques, or simulation. Of course,
many other application areas can be considered, too,
and we will not be focused on Internet services.
In any case, be it Internet services or any other
type of service, providing Quality of Service (QoS)
is not possible without assuring some desired level
of performance and QoS guarantees should rely on
proper studies of the performance. Thus, one should
aim at important insights to various performance aspects, in particular delays or waiting times. The
Markovian assumption, that is exponentially distributed interarrival and service times, may be also
questionnable but seems to be better justified in most
applications other than the Internet. In particular,
exponentially distributed interarrival times consti-
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Two-Stage Services, Tandem Queue, Dependent Service Times, QoS, Waiting Times, Simulation
ABSTRACT
In many scenarios services are provided in successive
stages. While tandem queues appropriately reflect
the structure of such scenarios, the typical assumption that service times at different stages are independent often does not fit to reality. We examine,
via simulation, the impact of dependencies among
service times on expected customer waiting times.
The usual network simulation overhead caused by
event list handling is avoided by an extension of the
Lindley recursion to the two-stage case. Numerical
results are presented for exponentially and uniformly
distributed service times with different types of dependencies and varying server utilizations.
INTRODUCTION
Providing services in successive stages is a common feature of many service facilities. Consider for
instance manufacturing operations where different
steps are processed by different machines, airplane
maintenance and refueling, ordering and delivery of
goods or services, or supermarkets where the first
stage is the self service of customers collecting their
items and the second stage is the payment at the
check out. In tandem queues, customers arrive at
the first queueing node, successively pass in fixed order through a number of (not necessarily only two)
nodes and then leave the system. Hence, tandem
queues are particularly suited for modeling services
that are delivered in successive stages.
The investigation of tandem queues has a long tradition starting at the latest with the work by (Reich
1957). Already important for the analysis of tandem queues, (Burke 1956) studied departures from
Markovian single server queues and proved his famous theorem that the output process of an M/M/1
queue is a Poisson process with the same rate as
the arrival process. Obviously, in a tandem queue
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ing to light traffic nor to heavy traffic. To avoid significant overhead due to event list handling that is
usually present in queueing network simulations we
make use of an extension of the Lindley recursion to
the two-node tandem queue. Our results show that
the effects of dependencies are substantially different for the chosen types of dependencies and varying
utilizations.
In the remainder of this paper we first introduce
our terminology and notation providing a formal
model specification and we present the waiting time
recursion. Then, the simulation methodology and
the experimental settings are described, followed by
numerical results. Finally, we conclude the paper
and give directions for further research.

tuting Poisson processes well reflect many real-world
arrival processes.
The aforementionned classical works mostly considered Markovian tandem queues where service
times of any customer at the successive stages are
independent. Unfortunately, this limits the usefulness of the results not only for Internet applications.
It seems to be evident that the assumption of independent service times at the stages does not appropriately reflect reality. For example an airplane that
requires long maintenance time probably tends to require long refueling time since typically both times
depend on the airplane size. Similarly, a supermarket customer who needs a long time to collect his
items probably collects quite a lot of items and thus
requires a longer time at the check out than a customer with fewer items who needs also less time for
item collection.
Only relatively few studies of tandem queues with
dependent service times were reported. (Wolff 1982)
investigates light traffic asymptotics for expected
waiting times in tandem queues with r stages, that
means the system is considered for server utilizations
approaching zero. However, though it is stated in
Wolff’s paper that light traffic results are important
in some settings, we believe that they are of limited
interest for most practical situations. (Pinedo and
Wolff 1982) consider two node tandem queues where
customers have equal service times at both nodes
but detailed results are only provided for Markovian
queues. Thus, the case of dependent service times
deserves further investigation, in particular for more
general dependencies than just equal service times
and for non-exponential service time distributions.
In this paper we consider two-node tandem queues
with Poissonian arrivals to the systems where the
service times of customers at the two stages are dependent. The service times at the first stage is either
exponentially or uniformly distributed. In addition
to equal service times we examine cases where the
service time at the second stage is a deterministic
linear function (increasing or decreasing) of the service time at the first stage, which naturally extends
the case of equal service times where this function is
the identity. Furthermore, we introduce some kind of
”Gaussian noise” affecting the service time at the second stage, that is after a deterministic function has
been applied a normally distributed time is added.
Since dependencies among service times do not
affect the behavior of the first stage that thus can
still be treated like a standard single server queue,
we are interested in the impact of the dependencies
on the waiting time at the second stage. For this
purpose, simulation studies are performed for the
described types of dependencies, and waiting times
are compared to that of the independent case where
the complete range of possible (stability providing)
server utilizations is considered, thus neither restrict-

MODEL SPECIFICATION
In a two-node tandem queue, as depicted in Fig. 1,
customers arrive at the first queueing node, receive
service there and then proceed to the second node
and leave the system after receiving service at that
node. No arrivals from outside occur at the second
node, and no customers leave the system before passing successively through both nodes. In the following
we introduce the notation used throughout the paper and present the recursion that has been applied
for simulating waiting times. In short-hand notation
similar to the Kendall notation tandem queues are
described by A/B1 /c1 → /B2 /c2 where A denotes
the arrival process to the system and B1 , B2 , c1 , c2
the service time distributions and the queue capacities. Hence, for the systems that we consider we have
M/M/1 → /M/1 and M/U/1 → /U/1 but with dependencies among the service times at the first and
second stage not covered in this notation.
...

...

Fig. 1. Two-Node Tandem Queue

The interarrival time between the arrivals of the
n-th and the (n + 1)-th customer is denoted by Tn ,
and Sn,1 , Sn,2 are the service times of the n-th customer at stage 1 and 2, respectively. Wn,1 and Wn,2
denote the waiting times, that means the times from
the arrival of the n-th customer till service starts at
stage 1 and at stage 2. The pure waiting (queueing)
times of the n-th customer in the queues at stages 1
and 2 are denoted by Qn,1 and Qn,2 . Hence,
Qn,1 = Wn,1

and Qn,2 = Wn,2 − Sn,1 − Wn,1 .

The according steady-state properties are denoted
by T, S1 , S2 , W1 , W2 , Q1 , Q2 and λ = 1/E[T ], E[S1 ],
E[S2 ] are the mean (expected) steady state arrival
rate and service times, respectively. The server utilizations are ρi = λE[S1 ], ρ2 = λE[S2 ] and the system is stable iff ρ1 , ρ2 < 1.
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The famous Lindley recursion (Lindley 1957) for the
successive waiting times of customers in a single
server queue is given by

The extended Lindley recursion allows us to avoid
any event list handling. Instead, the waiting times
of the customers are simulated by successive random variate generation of the involved random times
T1 , T2 , . . . , S1,1 , S1,2 , S2,1 , S2,2 , . . . and computing the
according waiting times recursively. As stated before, we are interested in the mean waiting times
at the second stage. These may be estimated via
the unbiased sample mean of Q1,2 , Q2,2 , . . . , QN +M,2
from one single simulation of length N + M where
the first M waiting times have to be discarded to account for the initialization bias. However, that way
no information about the accuracy or robustness of
the results is available since variance estimation via
the sample mean requires independent and identically distributed realizations.
Therefore, we applied the classical replication/deletion approach as described for example in
(Law and Kelton 2000), that is independent simulation runs with a sufficiently large warm-up period
to determine point estimates and confidence intervals. More specifically, we performed independent
runs, where the observation period for each run was
of length (= number of served customers) 107 to
form 99% confidence intervals with a relative half
width less than 1%. All simulations have been implemented in C++, and to omit exhausting a random
number generator’s cycle length we did not use the
standard C++ random number generator but the
one described in (L’Ecuyer et al 2002).
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Wn+1 = max(Wn + Sn − Tn , 0),
where of course superscripts denoting the stage are
redundant and thus dropped.
To intuitively understand how this can be extended to tandem queues bear the meaning of the
two components of the maximum in mind. Actually
it is the differentiation of two cases as explained in
what follows. If the (n + 1)-th customer must wait
then the preceding customer has not yet completed
his service. Thus, the waiting time of the (n+1)-th is
simply the sum of the waiting and service time of the
preceding customer minus the time the (n+1)-th customer arrived later. In case of an empty system upon
arrival of the (n + 1)-th customer this becomes negative. However, arriving to an empty system means
no wait and thus in this case Wn+1 = 0.
With much the same reasoning an extension to
waiting times in tandem queues can be obtained.
Obviously, Wn,1 is exactly the waiting time in a single server queue and thus the Lindley recursion directly applies to Wn+1,1 . Now, consider how long it
takes until the (n + 1)-th customer starts his service
at stage 2, again differentiating two cases. If the customer must wait, then the preceding customer has
not yet completed service at stage 2, and the waiting time of the (n + 1)-th customer is again given
by the sum of the waiting time and the service time
of the n-th customer minus the time the (n+1)-th
customer arrived later at the system. In case that
the (n + 1)-th customer need not wait at stage 2 his
overall waiting time until service starts at stage 2 is
given by his sojourn time in stage 1, that is the sum
of the waiting time and the service time. Altogether,

EXPERIMENTAL SETTINGS
We study tandem queues with Poissonian arrival processes with arrival rate λ > 0 and either exponentially or uniformly distributed service times at the
first stage. Hence, the first queue is either an M/M/1
queue or an M/U/1 queue. Accordingly, for the independent cases the systems M/M/1→ /M/1 and
M/U/1→ /U/1 are considered and compared to the
dependent cases. Note that for M/M/1→ /M/1 due
to Burke’s theorem the second stage also behaves like
a single server M/M/1 queue and thus the results for
this system need not be simulated but can be computed exactly. The mean service time E[S1 ] has been
fixed to one, which means that for M/M/1 queues
service times are exponentially distributed with rate
µ1 = 1 and for M/U/1 queues service times are uniformly distributed on the interval (0, 2).
Two basic types of dependency, as outlined in the
introduction, are deterministic functions and Gaussian noise. Applying three simple linear deterministic functions we set the service time of any customer
at the second stage as equal to the service time at
the first stage, half of the service time at the first
stage and twice the service time at the first stage.

Wn+1,2 = max (Wn,2 + Sn,2 − Tn , Wn+1,1 + Sn+1,1 )
=

max

³

Wn,2 + Sn,2 − Tn ,

max (Wn,1 + Sn,1 − Tn , 0) + Sn+1,1
=

max

³

´

Wn,2 + Sn,2 − Tn ,

max (Wn,1 + Sn,1 − Tn + Sn+1,1 ) , Sn+1,1
=

max

³

´

Wn,2 + Sn,2 − Tn ,
´

Wn,1 + Sn,1 − Tn + Sn+1,1 , Sn+1,1 .
Then the waiting time at the second stage can be
obtained by Qn+1,2 = Wn+1,2 − Sn+1,1 − Wn+1,1 .
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his service. Thus, the waiting time of the (n+1)-th is
simply the sum of the waiting and service time of the
preceding customer minus the time the (n+1)-th customer arrived later. In case of an empty system upon
arrival of the (n + 1)-th customer this becomes negative. However, arriving to an empty system means
no wait and thus in this case Wn+1 = 0.
With much the same reasoning an extension to
waiting times in tandem queues can be obtained.
Obviously, Wn,1 is exactly the waiting time in a single server queue and thus the Lindley recursion directly applies to Wn+1,1 . Now, consider how long it
takes until the (n + 1)-th customer starts his service
at stage 2, again differentiating two cases. If the customer must wait, then the preceding customer has
not yet completed service at stage 2, and the waiting time of the (n + 1)-th customer is again given
by the sum of the waiting time and the service time
of the n-th customer minus the time the (n+1)-th
customer arrived later at the system. In case that
the (n + 1)-th customer need not wait at stage 2 his
overall waiting time until service starts at stage 2 is
given by his sojourn time in stage 1, that is the sum
of the waiting time and the service time. Altogether,

EXPERIMENTAL SETTINGS
We study tandem queues with Poissonian arrival processes with arrival rate λ > 0 and either exponentially or uniformly distributed service times at the
first stage. Hence, the first queue is either an M/M/1
queue or an M/U/1 queue. Accordingly, for the independent cases the systems M/M/1→ /M/1 and
M/U/1→ /U/1 are considered and compared to the
dependent cases. Note that for M/M/1→ /M/1 due
to Burke’s theorem the second stage also behaves like
a single server M/M/1 queue and thus the results for
this system need not be simulated but can be computed exactly. The mean service time E[S1 ] has been
fixed to one, which means that for M/M/1 queues
service times are exponentially distributed with rate
µ1 = 1 and for M/U/1 queues service times are uniformly distributed on the interval (0, 2).
Two basic types of dependency, as outlined in the
introduction, are deterministic functions and Gaussian noise. Applying three simple linear deterministic functions we set the service time of any customer
at the second stage as equal to the service time at
the first stage, half of the service time at the first
stage and twice the service time at the first stage.

Wn+1,2 = max (Wn,2 + Sn,2 − Tn , Wn+1,1 + Sn+1,1 )
=

max

³

Wn,2 + Sn,2 − Tn ,

max (Wn,1 + Sn,1 − Tn , 0) + Sn+1,1
=

max

³

´

Wn,2 + Sn,2 − Tn ,

max (Wn,1 + Sn,1 − Tn + Sn+1,1 ) , Sn+1,1
=

max

³

´

Wn,2 + Sn,2 − Tn ,
´
Wn,1 + Sn,1 − Tn + Sn+1,1 , Sn+1,1 .

Then the waiting time at the second stage can be
obtained by Qn+1,2 = Wn+1,2 − Sn+1,1 − Wn+1,1 .
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Table 1: M/M/1 → /M/1 with E[S2 ] = E[S1 ]

Hence, formally expressed for the customer service
times and the mean service times
Sn,2 := Sn,1
Sn,2 :=

1
Sn,1
2

Sn,2 := 2Sn,1

λ

⇒ E[S2 ] = E[S1 ] = 1,
⇒ E[S2 ] =

1
1
E[S1 ] = ,
2
2

⇒ E[S2 ] = 2E[S1 ] = 2.

To let the comparison of dependent and independent service times make sense all of the described
dependent cases are of course compared to the independent ones with the same mean service time,
that is for exponentially distributed service times
with rates 1, 2, 21 and with service times uniformly
distributed on the intervals (0, 2), (0, 1) and (0, 4),
respectively. Additionally accounting for the second
type of dependency, we apply in the first step the
above deterministic functions and then add a normally distributed time. More specifically, the standard normal distribution, appropriately truncated at
both tails such that no negative service times are obtained and the mean service time has the required
value. This assures that the mean of the truncated
normal distribution still equals zero and the added
distribution remains symmetric.
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Table 2: M/M/1 → /M/1 with E[S2 ] = 21 E[S1 ]
λ

NUMERICAL RESULTS
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0.126
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Tables 1–6 show the obtained numerical results for
a wide range of possible values for the arrival rate
λ in the different described settings. All tables contain the estimated mean waiting times at the second
stage denoted by Q(1) for the independent case, Q(2)
for dependence due to a deterministic function and
(3)
Q
for dependence due to a deterministic function
with additional Gaussian noise. Besides, the ratios of
the mean waiting times for dependent service times
to the mean waiting times for independent service
times are given where a ratio less than one means
that dependence decreases the mean waiting time
and a ratio greater than one means that dependence
increases the mean waiting time. Note that because
of E[S1 ] = 1 the utilization of the first server equals
the arrival rate, that is ρ1 = λ. For E[S2 ] = E[S1 ] = 1
this also holds for the utilization of the second server,
that is ρ2 = λ. For E[S2 ] = E[S1 ]/2 = 1/2 and
E[S2 ] = 2E[S1 ] = 2 the utilization of the second server
is given by ρ2 = λ/2 and ρ2 = 2λ, respectively. Consequently, to meet the stability conditions ρ1 , ρ2 < 1
for ρ2 = λ/2 = ρ1 /2 only ρ2 < 0.5 is considered and
for ρ2 = 2λ = 2ρ1 only ρ1 = λ = 2ρ1 < 0.5 is considered. Thus, giving the value of λ in lieu of ρ1 and/or
ρ2 is appropriate and sufficient.
The results indicate that the impact of dependencies is not so obvious as to provide a simple general statement of the kind that dependencies increase
mean waiting times in relatively light traffic and decreases mean waiting times in relatively heavy traffic.
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λ
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Sn,2 := 2Sn,1

λ

⇒ E[S2 ] = E[S1 ] = 1,
⇒ E[S2 ] =

1
1
E[S1 ] = ,
2
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⇒ E[S2 ] = 2E[S1 ] = 2.

To let the comparison of dependent and independent service times make sense all of the described
dependent cases are of course compared to the independent ones with the same mean service time,
that is for exponentially distributed service times
with rates 1, 2, 21 and with service times uniformly
distributed on the intervals (0, 2), (0, 1) and (0, 4),
respectively. Additionally accounting for the second
type of dependency, we apply in the first step the
above deterministic functions and then add a normally distributed time. More specifically, the standard normal distribution, appropriately truncated at
both tails such that no negative service times are obtained and the mean service time has the required
value. This assures that the mean of the truncated
normal distribution still equals zero and the added
distribution remains symmetric.
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Tables 1–6 show the obtained numerical results for
a wide range of possible values for the arrival rate
λ in the different described settings. All tables contain the estimated mean waiting times at the second
stage denoted by Q(1) for the independent case, Q(2)
for dependence due to a deterministic function and
(3)
Q
for dependence due to a deterministic function
with additional Gaussian noise. Besides, the ratios of
the mean waiting times for dependent service times
to the mean waiting times for independent service
times are given where a ratio less than one means
that dependence decreases the mean waiting time
and a ratio greater than one means that dependence
increases the mean waiting time. Note that because
of E[S1 ] = 1 the utilization of the first server equals
the arrival rate, that is ρ1 = λ. For E[S2 ] = E[S1 ] = 1
this also holds for the utilization of the second server,
that is ρ2 = λ. For E[S2 ] = E[S1 ]/2 = 1/2 and
E[S2 ] = 2E[S1 ] = 2 the utilization of the second server
is given by ρ2 = λ/2 and ρ2 = 2λ, respectively. Consequently, to meet the stability conditions ρ1 , ρ2 < 1
for ρ2 = λ/2 = ρ1 /2 only ρ2 < 0.5 is considered and
for ρ2 = 2λ = 2ρ1 only ρ1 = λ = 2ρ1 < 0.5 is considered. Thus, giving the value of λ in lieu of ρ1 and/or
ρ2 is appropriate and sufficient.
The results indicate that the impact of dependencies is not so obvious as to provide a simple general statement of the kind that dependencies increase
mean waiting times in relatively light traffic and decreases mean waiting times in relatively heavy traffic.
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Table 4: M/U/1 → /U/1 with E[S2 ] = E[S1 ]
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Such relations could be suggested by results given in
(Pinedo and Wolff 1982). The only common features
that we observe in all experiments is that the ratio of
the mean waiting time for dependent service times to
the mean waiting time for independent service times
decreases with increasing utilization, and that this
ratio is greater for service times that are subject to
an additional Gaussian noise than for service times
without that noise. Taking a look at Table 1 where
the setting of equal service times in M/M/1 → /M/1
queues considered in (Pinedo and Wolff 1982) is included, we indeed obtain results consistent with that
in (Pinedo and Wolff 1982). In particular, between
utilizations of 0.50 and 0.60 the mean waiting times
for equal service times become smaller than for independent service times. By further simulation experiments the cross-over point has been determined to
be approximately 0.58.
However, Table 1 also shows that in the same setting with additional Gaussian noise this cross-over
point is reached only between utilizations of 0.70
and 0.80. Moreover, as presented in Table 2, the
cross-over point for S1 = S2 /2 is between 0.60 and
0.70 and with additional Gaussian noise between 0.90
and 0.95. Table 3 shows similar effects where now in
all dependent settings the mean waiting times are
greater than for independent service times. Note
again that the given values of λ correspond to utilizations ρ2 ∈ {0.1, . . . , 0.9}.
Tables 4–6 show similar effects for M/U/1 → /U/1
but there are also significant differences to M/M/1
→ /M/1. It is remarkable that the ratio of the mean
waiting time for equal service times to the mean waiting time for independent service times here for all
utilizations is smaller than the corresponding ratio
in the M/M/1 → /M/1 setting. However, this does
not hold for the other types of dependency.
Given that the impact of dependencies is not obvious even for relatively simple types of dependency,
we claim that more complicated dependencies will
possess even significantly more complicated impacts
on the mean waiting time. In the light of complex
dependencies that may arise in real-world settings
this should motivate further investigations of models
with dependent service times.
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the mean waiting time for dependent service times to
the mean waiting time for independent service times
decreases with increasing utilization, and that this
ratio is greater for service times that are subject to
an additional Gaussian noise than for service times
without that noise. Taking a look at Table 1 where
the setting of equal service times in M/M/1 → /M/1
queues considered in (Pinedo and Wolff 1982) is included, we indeed obtain results consistent with that
in (Pinedo and Wolff 1982). In particular, between
utilizations of 0.50 and 0.60 the mean waiting times
for equal service times become smaller than for independent service times. By further simulation experiments the cross-over point has been determined to
be approximately 0.58.
However, Table 1 also shows that in the same setting with additional Gaussian noise this cross-over
point is reached only between utilizations of 0.70
and 0.80. Moreover, as presented in Table 2, the
cross-over point for S1 = S2 /2 is between 0.60 and
0.70 and with additional Gaussian noise between 0.90
and 0.95. Table 3 shows similar effects where now in
all dependent settings the mean waiting times are
greater than for independent service times. Note
again that the given values of λ correspond to utilizations ρ2 ∈ {0.1, . . . , 0.9}.
Tables 4–6 show similar effects for M/U/1 → /U/1
but there are also significant differences to M/M/1
→ /M/1. It is remarkable that the ratio of the mean
waiting time for equal service times to the mean waiting time for independent service times here for all
utilizations is smaller than the corresponding ratio
in the M/M/1 → /M/1 setting. However, this does
not hold for the other types of dependency.
Given that the impact of dependencies is not obvious even for relatively simple types of dependency,
we claim that more complicated dependencies will
possess even significantly more complicated impacts
on the mean waiting time. In the light of complex
dependencies that may arise in real-world settings
this should motivate further investigations of models
with dependent service times.
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We investigated tandem queues where service times
of customers at successive services stages are dependent. Simulation results obtained via an extension of the Lindley recursion have been presented for
M/M/1 → /M/1 and M/U/1 → /U/1 with different
types of dependency. The results show that dependencies significantly affect the mean waiting time at
the second stage. Compared to the independent case,
in some settings the mean waiting time is increased
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M/M/1 → /M/1 and M/U/1 → /U/1 with different
types of dependency. The results show that dependencies significantly affect the mean waiting time at
the second stage. Compared to the independent case,
in some settings the mean waiting time is increased
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only for moderately light traffic and decreased for
heavier traffic. In other settings the mean waiting
time is always increased. Thus, a simple general relation between mean waiting times for independent
and dependent service times seems not to exist and
further investigations are desirable to better understand the impact of dependencies on system performance and QoS.
Further research aims at more simulation results
as well as analytical and numerical results. Besides
more complex types of dependency, many more interarrival and service time distributions should be
considered. With regard to Internet services as special applications, heavy-tailed distributions must be
incorporated. Studying multiple service stages, that
is a series of more than two queues, is also desirable.
In particular, the Lindley recursion can be further
extended to multiple stages and utilized for simulations similarly to the two-stage case.
Concerning the performance properties, it is also
of interest to estimate the waiting time distribution
or to study variances, higher moments and quantiles of the waiting time and probabilities of extreme
or rare events such as the probability of excessive
waiting times. The estimation of the latter is very
difficult even in the independent case and can be
expected to be more complicated in the dependent
case. Hence, despite their relative simplicity, tandem
queues still pose various great challenges for research,
all of which are of high practical relevance.
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lifestyle which analogically enhances the existing
operational difficulties.
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Waste collection of large items is one of the major parts
of the process of solid waste management which consists
of generation, collection, transportation, treatment and
final disposal (Modak et al 1996). It is statistically
proved that a major proportion of the total cost for solid
waste management is spent into municipal solid waste
collection (Ludwig et al 1968). Having pinpointed the
economic significance of waste collection, it is equally
important to underline that it is also one of the most
difficult operational problems faced by local authorities
in any city. The sheer enormity of the project dictates
that well organized, well managed teams perform the
necessary duties on a daily basis, in order to sustain the
demanding hygienic standards that are expected by the
city’s residents.
In recent years, due to a number of cost, health, and
environmental concerns, many municipalities have been
forced to assess their solid waste management and
examine its cost-effectiveness and environmental
impacts, in terms of designing collection routes. During
the last decade, there have been numerous technological
advances, new developments, mergers and acquisitions
in the waste industry. The result is that both private and
municipal haulers are giving serious consideration to
new technologies such as computerized vehicle routing
software (Nuortioa et al 2005).

ABSTRACT
In the present paper the ArcGIS Network Analyst
Algorithm is introduced for best routing identification
applied in municipal waste collection of large items. The
proposed application takes into account all the required
parameters for the waste collection of large items so as
its desktop users to be able to model realistic network
conditions and scenarios. In this case, the simulation
consists of scenarios of visiting loading spots in the
municipality of Athens, in order to collect large items
that couldn’t be collected by the standard waste
collection trucks, due to size and other prohibitive
obstacles. The Network Analyst is used to estimate
interrelations between the dynamic factors, like network
traffic changes (closed roads due to natural or technical
causes, for example, fallen trees, car accidents, etc) in
the area under study and to produce optimized solutions.
The user is able to define or modify all the required
dynamic factors for the creation of an initial scenario,
and by modifying these particular parameters,
alternative scenarios can be generated leading to several
solutions. Finally, the optimal solution is identified by a
function that takes into consideration various
parameters, for example the shortest distance, road
network as well as social and environmental
implications.

In other words, the clients involved in this project have
the intention to achieve a mapping solution, which will
allow their already existing routes to become more
efficient. The optimized routes will result in reducing
costs of fuel, costs of labour, ware of trucks and time
needed for the waste collection of large items.
The paper is structured in the following sections:
Section 2, presents a theoretical overview of the related
literature. Section 3 describes the network analyst
algorithm and in Section 4 the waste collection of large
items management problem in the selected case study
area is presented. Section 5 illustrates the proposed
solution. Section 6 presents the results while Section 7 is

INTRODUCTION
Solid waste management is undoubtedly an increasingly
important element in terms of efficiency and
profitability for any municipality, particularly in
industrialized nations. Its especially complex dimension
is a result not only of the direct relationship with a
number of factors that originate the living standard of a
society, but also of our continuously rising consuming
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devoted to discussion and future works.
RELEVANT WORK

create routes usable by the Solid Waste Department in a
timely, efficient manner for the city of Richardson in
Texas.

The routing optimization problem in waste management
has been already explored with a number of algorithms.
Routing algorithms use a standard of measurement
called a metric (i.e. path length) to determine the
optimal route or path to a specified destination. Optimal
routes are determined by comparing metrics, and these
metrics can differ depending on the design of the routing
algorithm used (Parker 2001).
The last years, different kind of algorithms have been
proposed finding the optimal routes, such as:
• Simulated Annealing is a related global
optimization technique which traverses the search
space by generating neighbouring solutions of the
current solution (Kirkpatrick et al 1983).
• Tabu Search is similar to Simulated Annealing, in
that both traverse the solution space by testing
mutations of an individual solution. While
simulated annealing generates only one mutated
solution, tabu search generates many mutated
solutions and moves to the solution with the lowest
fitness of those generated (Glover et al 1997).
• Genetic algorithms (Holland 1975) use biological
methods such as reproduction, crossover, and
mutation to quickly search for solutions to complex
problems. Genetic algorithm begins with a random
set of possible solutions. In each step, a fixed
number of the better current solutions are saved
and they are used to the next step to generate new
solutions using genetic operators.
• The ant colony optimization algorithm which has
been used to produce near-optimal solutions to the
travelling salesman problem. They have an
advantage over simulated annealing and genetic
algorithm approaches when the graph may change
dynamically (Dorigo et al 1999).
• Dijkstra’s algorithm, used by Network Analyst, is a
greedy algorithm that solves the single-source
shortest path problem for a directed graph with
nonnegative edge weights (Dijkstra 1959).

NETWORK ANALYST
ArcGIS Network Analyst is a powerful extension that
provides network-based spatial analysis including
routing, travel directions, closest facility, and service
area analysis. ArcGIS Network Analyst enables users to
dynamically model realistic network conditions,
including turn restrictions, speed limits, height
restrictions, and traffic conditions at different times of
the day (ESRI 2006). The users with Network Analyst
extension are able to:
• Find efficient travel routes,
• Determine which facility or vehicle is closest,
• Generate travel directions, and
• Find a service area around a site.
In the current work, using Network Analyst, an optimum
route for the waste collection of large items is generated
in the area under study. Network Analyst uses the
Dijkstra’s Algorithm (Dijkstra 1959) in order to solve
the Routing Problem and it can be generated based on
two criteria (Lakshumi et al 2006):
1. Distance criteria: The route is generated taking
only into consideration the location of the waste
large items. The volume of traffic in the roads is
not considered in this case.
2. Time criteria: The total travel time in each road
segment should be considered as the: Total travel
time in the route = runtime of the vehicle + waste
collection of large items time. The runtime of the
vehicle is calculated by considering the length of
the road and the speed of the vehicle in each road.
The time of the waste large items collection would
be the total time consumed by the vehicle to collect
these objects from all the loading spots In the
second criteria, the length, width and the volume of
traffic are taken into account in each road segment.
Using the second criteria, several routes could be
generated during a random day in order to compare the
total travel time between these predefined time intervals.
Hence, routes could be generated during the day time or
during the night time in order to compare the total travel
time in these different time intervals during the day.

However, Network Analyst is still relatively new
software, so there is not much published material
concerning its application on solid waste management.
Only few researchers during the last years have reported
the use of the GIS Network Analyst extension in order
to solve solid waste collection problems. Karagiannidis
et al (2006) introduce a design and a pilot application of
a GIS for the optimization of waste collection in the
Municipalities of Panorama and Sikies in the
Thessaloniki, Greece. Moreover, Moussiopoulos et al
(2006) via GEOLORE (2003) program have estimated
the waste quantity produced and optimized the route of a
waste collection vehicle within a densely populated area.
Miller (2005) compares the RouteSmart 4.40, the
ArcLogistics Route and the ArcMap Network Analyst
extension on the ability of either software package to

The Network Analyst extension allows the user to
perform ”Find Best Route”, which solves a network
problem by finding the least cost impedance path on the
network from one stop to one or more stops. Network
modeling gives the opportunity to the user to include the
rules relating to the objects, arcs and events in
association with solving transportation problems
(Stewart 2004).
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Table 1: A record, called Queue, with all processed
nodes.

The Path finding Algorithm
Network Analyst software determines the best route by
using an algorithm which finds the shortest path,
developed by Edgar Dijkstra (1959). Dijkstra’s
algorithm is the simplest path finding algorithm, even
though these days a lot of other algorithms have been
developed. Dijkstra’s algorithm reduces the amount of
computational time and power needed to find the
optimal path. The algorithm strikes a balance by
calculating a path which is close to the optimal path that
is computationally manageable (Olivera 2002).

Distance
Predecessors
Queue
Next 1 2 3 4 5 6 2 3 4 5 6
node
1
2 - 2 4 ∞ ∞ ∞
1,2
3 - - 3 6 4 ∞
2 2 2
1,2,3
5 - - - 6 4 ∞
1,2,3,5
4 - - - 6 - 6
5
1,2,3,5,4
6 - - - - - 6
1,2,3,5,4,6
- - - - - - -

The algorithm breaks the network into nodes (where
lines join, start or end) and the paths between such
nodes are represented by lines. In addition, each line has
an associated cost representing the cost (length) of each
line in order to reach a node. There are many possible
paths between the origin and destination, but the path
calculated depends on which nodes are visited and in
which order. The idea is that, each time the node, to be
visited next, is selected after a sequence of comparative
iterations, during which, each candidate-node is
compared with others in terms of cost (Stewart 2004).
The following comprehensible example, which is an
application of the algorithm on a case of 6 nodes
connected by directed lines with assigned costs, explains
the steps between each iteration of the algorithm (Figure
1). The shortest path from node 1 to the other nodes can
be found by tracing back predecessors (bold arrows),
while the path’s cost is noted above the node.

Network Analyst can be very useful in a variety of
sections (ESRI 2006) in our daily life, such as in:
• Business, scheduling deliveries and installations
while including time window restrictions, or
calculating drive time to determine customer base,
taking into account rush hour versus midday traffic
volumes.
• Education, generating school bus routes honoring
curb approach and no U-turn rules.
• Environmental Health, determining effective
routes for county health inspectors.
• Public Safety, routing emergency response crews
to incidents, or calculating drive time for first
responder planning.
• Public Works, determining the optimal route for
point-to-point pickups of massive trash items or
routing of repair crews.
• Retail, finding the closest store based on a
customer's location including the ability to return
the closest ranked by distance.
• Transportation, calculating accessibility for mass
transit systems by using a complex network
dataset.

Figure 1: An example of Dijkstra’s algorithm (Orlin
2003).
Each node is processed exactly once according to an
order that is being specified below. Node 1 (i.e. origin
node) is processed first. A record of the nodes that were
processed is kept, call it Queue (Table 1). So initially
Queue={1}. When node k is processed the following
task is performed: If the path’s cost from the origin node
to j could be improved including the vertex (k,j) in the
path then, an update follows both of Distance[j] with the
new cost and Predecessors[j] with k, where j is any of
the unprocessed nodes and Distance[] is the path’s cost
from the origin node to j. The next node to be processed
is the one with the minimum Distance[], in other words
is the nearest to the origin node among all the nodes that
are yet to be processed. The shortest route is found by
tracing back predecessors.

Network Analyst software determines the best route by
using an algorithm which finds the shortest path,
developed by Edgar Dijkstra (1959). Dijkstra’s
algorithm is the simplest path finding algorithm, even
though these days a lot of other algorithms have been
developed. Dijkstra’s algorithm reduces the amount of
computational time and power needed to find the
optimal path. The algorithm strikes a balance by
calculating a path which is close to the optimal path that
is computationally manageable (Olivera 2002).
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nodes are represented by lines. In addition, each line has
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line in order to reach a node. There are many possible
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compared with others in terms of cost (Stewart 2004).
The following comprehensible example, which is an
application of the algorithm on a case of 6 nodes
connected by directed lines with assigned costs, explains
the steps between each iteration of the algorithm (Figure
1). The shortest path from node 1 to the other nodes can
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Network Analyst can be very useful in a variety of
sections (ESRI 2006) in our daily life, such as in:
• Business, scheduling deliveries and installations
while including time window restrictions, or
calculating drive time to determine customer base,
taking into account rush hour versus midday traffic
volumes.
• Education, generating school bus routes honoring
curb approach and no U-turn rules.
• Environmental Health, determining effective
routes for county health inspectors.
• Public Safety, routing emergency response crews
to incidents, or calculating drive time for first
responder planning.
• Public Works, determining the optimal route for
point-to-point pickups of massive trash items or
routing of repair crews.
• Retail, finding the closest store based on a
customer's location including the ability to return
the closest ranked by distance.
• Transportation, calculating accessibility for mass
transit systems by using a complex network
dataset.
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In this research work, a small part of Attica’s prefecture
(a suburb of Athens) was chosen as the case study area.
The municipality of Athens is empirically divided into
about 30 districts each of which has several solid waste
collecting programs for the daily needs of the city.
However, there are cases where the standard waste
garbage trucks are unable to remove certain pieces of
refuse, because of varied restrictive reasons, like size
(e.g. furniture, electrical devices, debris). Briefly, this
kind of refuse is consisted of really heavy or bulky
things whose exposure to air is almost never challenging
to the hygienic standards. That’s why it is not essential
for the refuse to be collected immediately, unless they
cause circulatory problems. In this special occasion, the
piece of refuse must be collected the moment that it is
reported.
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truck for each district. The concept is that the standard
daily waste collecting programs report to the Municipal
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Table 1: A record, called Queue, with all processed
nodes.

The Path finding Algorithm

Figure 1: An example of Dijkstra’s algorithm (Orlin
2003).
Each node is processed exactly once according to an
order that is being specified below. Node 1 (i.e. origin
node) is processed first. A record of the nodes that were
processed is kept, call it Queue (Table 1). So initially
Queue={1}. When node k is processed the following
task is performed: If the path’s cost from the origin node
to j could be improved including the vertex (k,j) in the
path then, an update follows both of Distance[j] with the
new cost and Predecessors[j] with k, where j is any of
the unprocessed nodes and Distance[] is the path’s cost
from the origin node to j. The next node to be processed
is the one with the minimum Distance[], in other words
is the nearest to the origin node among all the nodes that
are yet to be processed. The shortest route is found by
tracing back predecessors.
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truck for each district. The concept is that the standard
daily waste collecting programs report to the Municipal
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from MSWD. Furthermore, in Network Analyst, the
routes can be calculated either by user variables such as
the distance of each segment or the drive time for each
segment. Considering that this kind of refuse collection
always takes place during the night shift, the volume of
traffic in the roads is inconsiderable, so the results of
Network Analyst were generated taking into account the
distance criterion.

Solid Waste Department (MSWD) every location that
was unable to collect. The MSWD processes the
information for each district and decides on the
procedure that will be followed. An average scenario for
a district is that its assigned truck makes two weekly
trips and that each time it visits around 15 locations.
Figure 2 illustrates one of these districts, in which a
truck is in charge of the waste collection of large items
collection. The particular truck must visit all the
reported locations in order to complete its collection
program.

Therefore, the Network Analyst is used to estimate
interrelations between dynamic factors, like network
traffic changes (closed roads due to natural or technical
causes, for example, fallen trees, car accidents, etc) in
residential and commercial areas in a 24 hour schedule,
and to produce optimized solutions. The user, in the
proposed system, is able to define or modify all required
dynamic factors for the creation of an initial scenario.
By modifying these particular parameters, alternative
scenarios can be generated leading to several solutions.
Finally, the optimal solution is identified by a function
that refers to various parameters, like the shortest
distance, road network as well as social and
environmental implications. The calculated waste
collection route is then displayed on the screen and a file
consisted of the directions to drive through the specified
route is created.

The examined area is about 1.34km2, with a population
of more than 20,000 citizens and a production of about
5,000 tones of urban refuse per year. The data
concerning the area under examination was obtained
from the pertinent MSWD of Athens. The data includes
maps of the examined area with the correspondent
annotation (address and numbering labels of streets), the
building blocks and the locations of the waste large
items to be collected.
PROPOSED SOLUTION
This paper describes a study of planning vehicle routes
for the waste collection of large items in a district of
Athens using Network Analyst - a user-friendly
extension of ArcGIS, which provides efficient routing
solutions in a simple and straightforward manner. This
case study models a real-life scenario which took place
in January 2007. That date, the MSWD of Athens acted
on a routing plan concerning 15 different locations in
the examined area. In order to simulate the situation in
ArcGIS, all the relevant information was acquired from
MSWD. More precisely, when creating a network
routing solution, specific spatial data are needed for the
accurate completion of the network. For example, a
complete road network, where all the roads within the
network are connected, is significant because it allows
connection through out the system.

RESULTS
Figure 2 illustrates the addresses of the reported
locations (i.e. the loading spots) as they were pointed
out on the map using the Network Analyst application.
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Information regarding the waste collection of large items
is gathered through reports by the Municipality of
Athens (MoA), which then decides on the procedure to
be followed. In order to determine the optimum route an
accurate geographic information database system is
created with all the needed types of spatially related
parameters. These parameters involve static and
dynamic data, such as positions of the aforementioned
large items, road network, related traffic and population
density, etc.

Network Analyst gives the user the ability to produce a
map and directions for the quickest route among several
locations. The user can define the locations either
manually or through a database with the approximate
locations in respect to geographic coordinates - this
database includes information such as the address and
street name for each location. Here, the second way was
selected to distribute the locations, after acquiring them
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locations in respect to geographic coordinates - this
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Afterwards, some essential restrictions were taken into
account, such as the streets’ directions, no U-Turns rules
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MSWD, while the Network Analyst’s proposed route
was just 4.592km long. The experimental results
demonstrate that significant savings compared to the
current practice can be obtained with the use of a
computerized software optimization.
In this scenario, an optimization of 20% is succeeded,
comparatively to the empiric method that the MSWD
has used so far. Thus, the implementation of the newly
proposed collection route design by means of GIS
would be conducive to both cost and time savings.

(with the exception of the dead-ends) and also, the fact
that the truck should follow true-shape route (i.e. it
mustn’t pass over the squares).
Moreover, Network Analyst was asked to show the
results in meters, as the distance criterion was selected,
and to reorder the stop-points in order to find the
shortest route. It is worth mentioning that, in the special
case where some piece of refuse causes traffic problems,
Network Analyst can be asked to find the shortest route
starting from this certain point, so as to relieve the
traffic.

DISCUSSION AND FUTURE WORK
Computation of shortest paths is a famous area of
research in Computer Science, Operations Research and
GIS. There is a great number of ways to calculate
shortest paths depending on the type of network and
problem specification. Network Analyst is not only
capable to reproduce a satisfying number of scenarios,
but also it has the ability to be easily adapted to new
conditions.

Finally, pushing the “solve” button of Network Analyst,
the closest route for the large items collection was
produced. This proposed route is illustrated in Figure 3.
The stop-points were numbered automatically by
Network Analyst in the order they were visited. The
stop-points were slightly moved from their original
position (see Figure 2) for benefits of distinctness.
As it was mentioned above, Network Analyst calculates
the optimal route by means of Dijkstra’s Algorithm. In
particular, ArcGIS Network Analyst’s route solver
attempts to find a way through the set of stops with
minimum cost. It first computes an asymmetric origindestination cost matrix holding the travel times between
the stops using the Dijkstra’s algorithm. It then, applies
an insertion algorithm to construct an initial solution. At
each step, the insertion algorithm inserts the least-cost
unvisited stop into the current partial solution (Rice,
2006).

In the future, we are looking forward to inquire, if it is in
our interest, the extension of the use of Network Analyst
in the daily solid waste collecting programs in the
municipality of Athens. The route that the trucks follow
so far, is empirically calculated, too.
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ABSTRACT
This paper addresses the concerns of industrial users
with regard to their dependence on the natural gas
supply. Energy-intensive processes, such as sugar
refining, are currently faced with important increases in
their production costs due to the dramatic rise in the
natural gas price over the past year. They are also faced
with significant risks of supply cuts during possible gas
balancing alerts. As many users are forced to re-evaluate
their energy use and energy sources, this paper proposes
a decision model to aid the systematic assessment of
alternative power technologies for energy-intensive
processes. The paper discusses the implementation and
the use of the model referring to the case of a large EUbased sugar refinery.

While the model is customized and demonstrated
referring to the case of Sugar & Co., the decision
process implemented in the model is generally
applicable to any size of installation and type of
industrial use. The model itself can easily be customised
provided that a rationale for the rate of change in the
unit costs with the size of the installed capacity is
available for each alternative.
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their energy use and energy sources, this paper proposes
a decision model to aid the systematic assessment of
alternative power technologies for energy-intensive
processes. The paper discusses the implementation and
the use of the model referring to the case of a large EUbased sugar refinery.

The sugar refining process lends itself to combined heat
and power (CHP) generation. Natural gas combusts in
boilers to produce high pressure steam, which is then
used to drive steam turbines generating electricity. The
steam pressure drops through the turbines to a level
which is suitable for use in the refining process.
Additionally, carbonation – a part of the sugar refining
process – requires CO2 gas to react with calcium
hydroxide. This reaction forms precipitate aiding the
removal of impurities. The by-products of this process
are water and calcium carbonate, which is used as a
fertilizer. The CO2 is supplied to the carbonation
process from the natural gas combustion in the CHP
process.

The dramatic increase in the price of natural gas and the
vulnerability associated with possible supply cuts during
a “gas balancing alert” has driven the need for large
industrial users to consider alternative power sources
and technologies.

The paper presents the case of Sugar & Co. one of
largest sugar refineries in the EU, where the name of the
company has been modified due to standing
confidentiality agreements. The refinery, operating in
the sector since the 1880s has a production capacity in
excess of one million tons per year, which accounts for
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POWER ISSUES IN SUGAR REFINING

INTRODUCTION

Sugar refining is a highly energy intensive process –
approximately 2800 MJ per ton of refined sugar. Due to
the radical reform of EU sugar regime and changes in
subsidies thereafter (ictsd.org), ensuring the long term
sustainability of sugar refining facilities, requires
substantial reductions in production costs. The reform
cuts the guaranteed white sugar price by 39%, forcing
less competitive producers to leave the market. It is
expected that 40% of the total EU sugar production will
cease. Larger producers will also need to consider the
long-term sustainability of their operations in the light of
the higher gas price and assess the feasibility and the
suitability of switching to alternative fuels.

approximately 7% of the entire sugar production in the
EU. Referring to the power requirements of Sugar &
Co., estimated as 15MW, the paper will present a
decision model for the systematic assessment and
comparison of alternative power technologies.
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INTRODUCTION
The dramatic increase in the price of natural gas and the
vulnerability associated with possible supply cuts during
a “gas balancing alert” has driven the need for large
industrial users to consider alternative power sources
and technologies.

Sugar & Co. currently uses a combination of gas and
steam turbines to power its production. The plant layout
is shown in figure 1. The plant design and operation can
accommodate a wide range of alternative energy
sources. As indicated above, the sugar refining process
requires steam, electricity and CO2 gas. The required
quantities can be defined and the demand for these is
unlikely to change unproportionally to production
capacity. Specifically the plant layout permits three
possible alternative strategies:
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1) Alternative fuel for all or some of the boilers, on the
condition that demand for CO2 gas is met
2) Alternative sources for electricity that can be used or
the process and the excess sold to the grid.
3) Alternative methods to pre-heat water, thereby
reducing the energy required to fuel the boilers.
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Figure 1: Sugar & Co. Schematic of Plant Layout
Kaminaris et al (2006) propose a fuzzy logic decision
making methodology to handle the underlying
uncertainties associated with new and rapidly
developing technologies in a rapidly changing
environment. Venetsanos et al (2002) argue that the
assessment of renewable energy sources involves a
number of uncertain factors including:

The suitability of alternative energy sources cannot be
determined through financial feasibility and suitability
alone. The location and use of the land around the area
are important in the decision making process, as some
alternatives may not be aesthetically or environmentally
suitable for use in the area. Historically part of the
industrial sector, the site now forms part of and area
which is now undergoing rapid reform. A large
residential area separates the refinery and a major
airport. Moreover the refinery produces a food
ingredient hence some alternative fuel sources (such as
waste) may not be perceived as fitting energy sources
for a food producer. These issues will be considered
when selecting the alternative energy sources to be
considered in this study.

•
•
•
•
•
•

Fossil fuel price
Environmental regulations
Energy demand
Energy supply
Capital cost and further technological development
Market structure

Due to the relatively small capacity of energy
generation at the refinery (15MW total) versus the
national demand for electricity, 340,403 GW in 2004
(Office for National Statistics), the influence of national
electricity demand in this study is negligible. We further
defined the supply characteristics (the plant demand)
earlier and although process capability may change over
the medium term, it stays well definable and involves
only minor uncertainty. The market structure as
described by Venetsanos et al. is the effect of electricity
industry deregulation on the producer/consumer
relationship. This topic applies to large industrial
electricity suppliers and their customers and therefore

DESIGN FEATURES OF THE DECISION MODEL
Assessing alternative energy projects is a complex task
and research in this area is still at the early development.
The decision making methodology proposed by
Kaminaris et al (2006) was developed to evaluate
alternative technologies to replace or supplement
existing supplies in a deregulated energy market where
demand and supply are rapidly changing. The research
was based on wind, solar and hydroelectric energy and
did not involve alternatives to conventional combustible
fuels like biomass technologies. Kaminaris et al (2006)
suggested further research into this topic.
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•
•

also holds no relevance in this study. Environmental
regulations in the UK are clear and although it may take
time to apply for changes or concessions to
environmental permits; it is assumed that this will not
create uncertainty.

•

Although these factors should not create any
uncertainties, there are others factors that may involve
uncertainty and may influence the decision making in
this study. These factors include:
•
•
•

The use of available data
The sue of a combination of expert opinion and
available data
Sensitivity analysis on the uncertain variables, to
determine the influence these variables have on the
outcome of the decision making process

Approaches to deal with uncertainty in decision
making have been developed. Goodwin et al. (2004)
introduce the use of utility functions by attaching
probability to consequences for different courses of
action. This method requires a major time commitment
from the decision maker and it lacks the transparency of
the Simple Multi-attribute Rating Technique (SMART).
When expert literature is used for data gathering,
variables are often rated using linguistic information like
almost or somewhat. Although the human brain is
capable of dealing with linguistic information, it is
impossible to deal with it in a probalistic way.

Fossil fuel price
Fossil or bio-fuel sustainability
Whole life cost (this does not only take into
account the initial cost, but includes all costs from
acquisition to disposal of the asset)

The world fossil fuel price is determined by supply
and demand. Growth in energy demand is a function of
economic growth. During 2004 the global economic
output grew by 5%, fuelled by a strong growth in the
USA, Europe, Japan and China. Global demand and
shortfalls in supply, mainly caused by a decline in
OPEC spare capacity and disruptions in supply
following the hurricanes in the Gulf of Mexico caused
the fossil fuel price to reach record levels (Royal Dutch
Shell, 2005). The complexity of the European gas
supply network adds further price uncertainty.

With the development of fuzzy logic Zadeh (1956,
1973, 1974, 1975, 1976) introduced the use of linguistic
terms in decision making. The complexity and illdefinition of decision problems requires a linguistic
approach, which is not a non-mathematical way of
dealing with complex decisions, but a blend between the
quantitative and qualitative (Zadeh, 1976). Fuzzy logic
uses words in situations where numerical values are not
suitable, as the meaning of word can be more precise.
For these reasons fuzzy logic is now widely used in
optimization and decision-making (Terano et al. 1992).

For the same reason, although the long term
sustainability of fossil fuels is guaranteed, the
sustainability of the gas supply to industrial users is
uncertain. The sustainability of other sources such as
biofuel should also be the object of investigation.

Because of its ability to handle uncertainty and
linguistic variables, the use of fuzzy logic is well-suited
for this study, but, it does hold another major advantage.
Fuzzy logic can be used to map the characteristics of
very diverse energy sources into the same set of
performance measures, thereby making them
comparable. To illustrate, the fuzzy variables defined by
Kaminaris are discussed.

The actual whole life cost, defined as the sum of all
costs from acquisition to disposal including operational
and maintenance expenses, of any alternative will at best
be determined with severe uncertainty. A good example
of the miscalculation of disposal costs are the extreme
costs currently associated with asbestos removal, a
substance historically used extensively for its good
insulating properties. In this study it will be assumed
that any such irregularities will be equal for each option
and will therefore not affect the outcome of the decision
process.

For the purposes of his study, where Kaminaris
assessed the feasibility of developing an electricity
production facility based on wind, solar or hydroelectric
power, two fuzzy variables were defined. These
variables are the life cycle analysis (LCA) of the system
and the development cost (DC).

Further hidden uncertainties may exist. Unlike gas
which is nationally supplied through an extensive piping
network, the use of biomass fuels will require the
development of a supply chain. If an alternative biomass
fuel is considered, this fuel will need to be transported
from source, probably by road, to the site. Because road
transport utilise fossil fuels, the transportation cost
carries the same uncertainty as the cost of gas.

Similarly to the approach taken by Kaminaris, in this
study two fuzzy variables are defined. The aim is to
evaluate existing technologies in terms of suitability and
feasibility versus the cost and risk of natural gas, thus it
makes sense to define these variables as financial
feasibility and risk. These two variables are sub-factored
into relevant terms for each individual technology.

To minimise the influence these uncertainties will
have on the decision making process 4 strategies have
been used. These are:
• The use of expert opinion and literature in the field

Financial feasibility is measured based on the Whole
Life Cost of the project and future studies will also
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The risk for each technology is the second objective of
the decisional model, and it is intended as the risk of
supply interruption. This is measured/described by a
single attribute following the same linguistic scale
proposed for the decommissioning cost.

account for the total financial gain that can be realised
from the use of the technology in the process. The site
has limited space for a wind turbine or turbines or for
the use of solar panels, therefore placing a restriction on
the possible total financial gain. In the same way the use
of a biomass to energy technology that does not produce
the required level of CO2 gas will be restricted to only
some of the boilers, again restricting its total financial
gain. Because of the identified restrictions on the
financial gains from each technology, which are site and
process-dependant, these will not be included in the
study for Sugar & Co. but will be worth considering in
other applications.

For the case of Sugar & Co. 4 alternative energy
sources are considered. These are wind, biomass, solar,
and marine technologies.
In order to enhance the systematic characterization
and comparison among multiple alternatives, an object
oriented solution based on JavaTM classes is chosen. By
these means not only can the assessment of the four
alternatives be facilitated for the case of Sugar & Co.
but also the customization of the model for different
power (capacity) requirements can be easily
implemented alog with the representation of other
technologies. The principles of the implemenatation
follow the design specified in the following. A
technology is represented at the high level as an abstract
class, including the definition of all the high level
attributes and general behaviour for the estimation of
financial feasibility and risk, as defined above. Because
of the specific features of each technology, the actual
attributes and cost behaviour of each alternative are
specified at the detailed level within a dedicated
technology subclass. The actual instantiation and rating
of each alternative for a specified capacity is delegated
to a main application class, which also produces an
output report with a feasibility rating and a risk rating
for each alternative.

MODEL IMPLEMENTATION AND USE
The decisional model developed for this study aims at
assessing the financial feasibility and the risk associated
to the adoption of alternative energy sources against the
natural gas as baseline solution.
The first step in the model implementation is the
definition of the attributes for the financial feasibility
and for the risk of a given technology. The key
components of the financial feasibility are cost
components relating to the life-cycle of the technology.
These include the capital cost, the yearly cost of fuel, the
yearly operation and maintenance costs, and possible
decommissioning costs (when not covered by the scrap
value of the equipment). The SMART approach requires
to set weighing ctiteria for the attributes pertaining to a
given objective (financial feasibility in this case). The
weighing criteria used for this application aim at
converting each cost component into its present value to
ensure comparability. The life expectancy for each
technology is taken into account, and the same
opportunity cost of capital is assumed for all the
technologies in the value of 7.5%. The actual weights
for the different cost components are the conversion
factors used to report any future cost to its present value
equivalent. Weighed costs are further normalized to
enhance comparability. Suitable measures are defined to
measure each cost component. The capital cost and the
yearly costs of operation and maintenance are expressed
as crisp values, while the yearly cost of fuel, expected to
be uncertain, is expressed as a triangular fuzzy set. The
cost of plant decommissioning is typically covered by
the scrap velue of the equipment, and it would be
difficult to estimate as a crisp value in other cases,
therefore a linguistic scale ranging from “Lower” to
“Higher” is defined to make comparative assessments
between alternatives and the baseline solution. The
natural gas supply, referred to as the baseline solution is
assigned a reference value of “Similar”, which in a
normalized numerical scale (from 0 to 100) would
translate into a reference value of 50. In the same scale
“Lower” translates as 0 and “Higher” translates as 100.
Intermediate values are also included: “Slightly Lower”
mapping to 25 and “Slightly Higher” mapping to 75.

Table 1 and table 2 report the results calculated for
Sugar 7 Co. referring to their current power requirement
of 15MW. Table 1 reports the actual cost figures and
risk ratings, while Table 2 reports the present value
(weighed and normalized) of each cost component
together with the decision results for each alternative.
The decision results provided in table 2 indicate that a
balanced trade-off between financial feasibility and risk
of supply interruption is hard to achieve. On the one
hand wind power is the least costly solution in terms of
both installation and maintenance with zero fule costs,
however it has the highest risk of supply interruption.
On the other hand biomass is the most reliable solution
as far as availability of supply, however it comes at the
highest cost.
Marine power and possibly solar power are two
balanced alternatives to natural gas. Marine power in
particular is poverall less costly than natural gas with
just a sligltly higer risk of supply interruption. Solar
power is far more costly to install than any of the others
including natural gas, however the availability of public
incentives for the installation of solar power technology
could dramatically cut this cost and make solar power
the most effective alternative, given that marine power
can only be accessed in coastal locations.
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as crisp values, while the yearly cost of fuel, expected to
be uncertain, is expressed as a triangular fuzzy set. The
cost of plant decommissioning is typically covered by
the scrap velue of the equipment, and it would be
difficult to estimate as a crisp value in other cases,
therefore a linguistic scale ranging from “Lower” to
“Higher” is defined to make comparative assessments
between alternatives and the baseline solution. The
natural gas supply, referred to as the baseline solution is
assigned a reference value of “Similar”, which in a
normalized numerical scale (from 0 to 100) would
translate into a reference value of 50. In the same scale
“Lower” translates as 0 and “Higher” translates as 100.
Intermediate values are also included: “Slightly Lower”
mapping to 25 and “Slightly Higher” mapping to 75.

Table 1 and table 2 report the results calculated for
Sugar 7 Co. referring to their current power requirement
of 15MW. Table 1 reports the actual cost figures and
risk ratings, while Table 2 reports the present value
(weighed and normalized) of each cost component
together with the decision results for each alternative.
The decision results provided in table 2 indicate that a
balanced trade-off between financial feasibility and risk
of supply interruption is hard to achieve. On the one
hand wind power is the least costly solution in terms of
both installation and maintenance with zero fule costs,
however it has the highest risk of supply interruption.
On the other hand biomass is the most reliable solution
as far as availability of supply, however it comes at the
highest cost.
Marine power and possibly solar power are two
balanced alternatives to natural gas. Marine power in
particular is poverall less costly than natural gas with
just a sligltly higer risk of supply interruption. Solar
power is far more costly to install than any of the others
including natural gas, however the availability of public
incentives for the installation of solar power technology
could dramatically cut this cost and make solar power
the most effective alternative, given that marine power
can only be accessed in coastal locations.
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This research has developed a multicriteria decision
support system for the assessment of alternative power
sources and technologies against the natural gas supply.
The implementation and use of the system has been
demonstrated through a case study relevant to a large
sugar refining facility, requiring an installed capacity of
15 MW. While the specific decision results are linked to
the type of application and to the specified capacity
requirements, the approach is highly generalisable and
can easily be extended to accommodate different
capacities and uses. The availability of accurate data on
the variability of the unit costs with the size of the
installed capacity will allow for sensitivity tests to assess
the robustness of the solution within a range of the
nominal 15 MW. Current research is looking for reliable
correlations between the unit costs of the technology and
the total installed capacity to asses whether a limited
change in the size of the installation would change the
recommended choice of technology.
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exchange of a wide variety of data on the Web and
elsewhere.
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Semantic Interoperability
Semantic Interoperability refers to the understand ability
of the documented information for every other user or
system that retrieves it. Semantic interoperability
supports the integration of information offered from
distributed resources. There exist several standards
developed in order to help museums and other
organizations to document their resources in a common
(as possible as it is) way. These standards provide
semantic definitions and clarifications needed to
transform disparate, heterogeneous information sources
into a coherent global resource for users searching for it
over the Internet.

ABSTRACT
Nowadays a great amount of digitized material is
available on the web. Many Museums are offering on
line, full or limited access to their exhibits,
accompanying them with useful knowledge in the form
of metadata schemes. The development of these digital
repositories can be utilized by a service that collects this
information and offers modeled knowledge for elearning use. The architecture behind this service utilizes
the technology of the web services offering, on demand,
knowledge from Museums’ databases and an application
that consumes them for e-learning purposes.

Based on the above interoperability principles and the
most used standards, the proposed solution exploits the
web services technology and architecture to create a
global repository (one stop shop) for students, teachers,
researchers and simple users interested to use museums
material for educational purposes. The service offers on
free basis, museums content with copyright issues and
rights to be handled by the museums themselves. The
advantage of the service is the minimization of
administrative costs that for other subscription – based
services are the main barrier to overcome.

INTRODUCTION
According to the ICOM code of ethics, Museums have a
particular responsibility for making collections and all
relevant information available as freely as possible,
having regard to restraints arising for reasons of
confidentiality and security (ICOM Code of Ethics for
Museums 2006).
To this mission, following the evolution of the internet
as the primary communication and promotion channel
and XML, many projects have been deployed from
museums that digitized their exhibits and documented
them with the knowledge that accompanies them in the
form of metadata. In all these cases two were and still
are the basic principles that museums have to confront
to, syntactic and semantic interoperability of the content.

The paper is structured in the following sections:
Section 2, presents a theoretical overview of the related
literature. Section 3 describes the technology beneath
the proposed service while in Section 4 the proposed
solution is presented. Section 5 presents the results while
Section 6 is devoted to discussion and future works.

Syntactic Interoperability

RELATED WORK

Syntactic interoperability refers to the use of common
language to the presentation of the data (the museums’
exhibits in this presentation). The most used standard for
metadata representations is Extensible Markup
Language (XML) (World Wide Web Consortium (W3C)
2006). XML is a simple, very flexible text format
designed to meet the challenges of large-scale electronic
publishing playing an increasingly important role in the

Similar work has been undertaken from the Art Museum
Image Consortium (AMICO) and ArtsConnectEd.
AMICO was a not-for-profit organization of institutions
with collections of art, collaborating to enable
educational use of museum multimedia. AMICO
operated from 1997 to 2005 and its members had pooled
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The term Web services describes an important emerging
distributed computing paradigm that differs from other
approaches such as the Distributed Computing
Environment (DCE 2005), the Common Object Request
Broker Architecture technology (CORBA), and Java
Remote Method Invocation (Java RMI) in its focus on
simple,
Internet-based
standards
to
address
heterogeneous distributed computing. Web services
define a technique for describing software components
to be accessed, methods for accessing these components,
and discovery methods that enable the identification of
relevant service providers. Web services are
programming language-, programming model-, and
system software-neutral (W3C Working Group Note 2004).

their collective resources to create a digital library
known as The AMICO Library™, which was a licensed
digital educational resource available under subscription
to universities and colleges, public libraries, elementary
and secondary schools, and museums. It represented
works in the collections of AMICO Members (AMICO
2005).
ArtsConnectEd is another relevant product of a
partnership between the Minneapolis Institute of Arts
and the Walker Art Center. The goal of ArtsConnectEd
is to make arts education timely, engaging, interactive,
and pertinent for both teachers and students of all ages.
ArtsConnectEd offers a user-friendly Web site with
access to the combined art collections, libraries, and
archives of the Walker Art Center and The Minneapolis
Institute of Arts (ArtsConnectEd 2005).
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The key point of the proposed service is that it is open to
any Museum interested to participate in the network.
There is no need for special integration in the central
service that is developed to communicate with any
Museums services are registered to its address book.
The work that should be undertaken from the Museums
is the development of a web service that will offer their
documented information on their exhibits in a desirable
form and the registration of this web service to the
central application in order to be discovered and
consumed.
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Figure 2: Description of a web service

Museum 2

Web Services interact with applications consuming them
by exchanging messages in Simple Object Access
Protocol (SOAP) format while the contracts for the
message exchanges that implement those interactions are
described via WSDL interfaces.

Central
Service
….

Museum 3

In order Museums to be able to register their web
services to the proposed system, a Broker (server) will
be set up to host the private Universal Description,
Discovery and Integration directory (UDDI). Each
Museum’s web service should be registered to the UDDI
directory in order to be published and reveal its
functionality to the world. UDDI is an XML-based
standard for describing, publishing, and finding Web
services. Service consumers can then interrogate the
broker to locate a required web service and use it to
implement a request from a user. The proposed system
will act as a service consumer and will access all the
Museum’s web services register to the UDDI registry.

…

Figure 1: Museums network based on web services and
interoperability principles.
Most of the Museums nowadays have the required
infrastructure and specialists to support the provision of
such a web service. The benefits from such a connection
are expected numerous against the actual cost of the
development of the web service. At the end these web
services from several museums will form a growing
knowledge grid performing a specific set of operations
and will offer information for educational purposes to
users request it.

The need for statefull web services is emerging for this
specific type of application. The system has to be
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the architecture between each museum and the central
service, communicate with each other through a
Transmission Control Protocol/Internet Protocol
(TCP/IP).

informed, when contacting a Museum’s web service
registered in its private UDDI, if it’s active or not, in
order to know the time it has to wait before it returns an
answer to the user requested information. For that
reason a real time communication will be set up (in the
form of parallel web services) in order each web service
to continuously inform the system for its availability.
To successfully consume these web services
XML/SOAP messages will be used for exchanging
information with the main system. SOAP is a
lightweight protocol intended for exchanging structured
information in a decentralized, distributed environment
(Gudgin et al 2003).

To successfully consume these web services
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information in a decentralized, distributed environment
(Gudgin et al 2003).

XML is the technology used with SOAP messages that
form the requests and responses from a web service. A
client invokes a web service by sending an XML/SOAP
message, and then waits for a corresponding
XML/SOAP response. Because all communication is in
XML, web services are not tied to any one operating
system or programming language and any Museum can
build this web service on its current infrastructure.

XML is the technology used with SOAP messages that
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message, and then waits for a corresponding
XML/SOAP response. Because all communication is in
XML, web services are not tied to any one operating
system or programming language and any Museum can
build this web service on its current infrastructure.

Figure 3: Description of the proposed architecture
The advantage of the described architecture is that the
pool of available exhibits will grow rapidly as each new
museum will join in. The simple steps the museums have
to follow in order to develop and register its own web
service to the service’s UDDI are a promising factor for
the viability of the service. Administration costs for the
service, which are the most common barrier for similar
projects, are minimized since the administrator needs to
do not more than observing the successful integration of
the new Museum’s web services to the central system.

The content of these messages should comply with the
general known standard describing metadata CIDOC
Conceptual
Reference
Model
(CRM),
now
ISO/CD21127[3] which is a common used standard
enabling information exchange and integration between
heterogeneous cultural heritage relevant sources.
Expanding CIDOC’s structure with Learning Object
Model’s (LOM) metadata, a standard that specifies the
syntax and semantics to fully/adequately describe a
Learning Object, will help to make the identification of
the most adequate information on museums exhibits
more effective for the indented e-learning use.

RESULTS
The proposed service is a great choice for many
museums to communicate their content through larger
channels (one stop shops) with small effort and
expenditures. The service can be utilized and integrated
in the portals of Organizations representing Museums
(e.g. ECSITE European Network of Science Centers and
Museums) to promote the exhibits of their members.
The Web services infrastructures provide also to the
Museums the possibility to use (offer) their own web
services in many different ways (in their portals, in their
local area’s information portals, municipalities, Non
Governmental Organizations (NGOs), tourist portals,
etc). XML technology offers them also to upgrade,
change or alter their databases without effecting the
overall system’s functionality.

PROPOSED SOLUTION
The central service (consuming the museums web
services) will be able to offer the requested information
about Museums’ exhibits, their characteristics, their
creators, the place that was found or created, their use,
etc, and at the same time it will be able to filter this
information for the audience it is addressed for. This
filtering will use LOM’s metadata scheme (age,
difficulty, education, etc) to end to the adequate
information that will present to the user. This
information will be accompanied by the museum that
offering it and any restraints arising for reasons of
confidentiality and security.
The central service, to achieve the above described
functionality, includes a smart search engine that will
communicate with the web services subscribed to the
services private UDDI registry. The results, from those
“alive” web services will be presented to the user along
with more information of the museum offering them. All
the nodes described on the next diagram, which describe

DISCUSSION AND FUTURE WORK
Future work on the presented service is possible and
necessary. Many additional services can be developed in
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Museums, technological tourism, multimedia (images,
Videos, 3d presentations) presentation of related
exhibits that will accompany the original exhibits in the
Museum’s halls, etc.
Moreover the presented architecture can integrate the
benefits of the Open Grid Services Architecture (OGSA)
and OGSA-DAI. OGSA describes an architecture for a
service-oriented grid computing environment for
business and scientific use. OGSA-DAI is a middleware
to assist with access and integration of data from
separate sources via the grid
In any case, the exploitation of museum’s material for
learning purposes is an interested case that concerned
and will concern many researchers in the future as the
technology evolves and offers great additional
opportunities.
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group decisions, continuing with model overview and
presenting some results. A brief introduction and
conclusion summarize the main body.

KEYWORDS
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ABSTRACT

GROUP DECISIONS AND MULTICRITERIA
ANALYSIS

Decisions in today’s demanding business environment
often require participation of a group of decision
makers. Although decision complexity increases by the
number of the participating decision makers, in many
cases it is necessary to combine experts’ knowledge to
minimize risk. Banking sector is a domain where
decision makers face decision problems and need
appropriate methodologies and tools to support them.
However, complexity in tools and methodologies
directs them to follow less structured methodologies,
mostly heuristic based. Considering the above issues,
we present our approach towards a Group Decision
Support System, which utilizes multiagent modeling
and is oriented towards sorting decisions in the financial
sector.

Group decision making has become an essential
component of both strategic planning and everyday
operations for the majority of today’s organizations and
enterprises. Since complexity of business environment
requires sufficient knowledge from a wide range of
domains, contribution of a team of experts with key
skills is the only way to achieve efficiency in decisions.
In order to support groups’ needs, various researchers
have been working on developing tools and
methodologies, ranging from collaboration technologies
to decision support systems. Group decisions are more
complex compared to single decision making, since a
number of contradicting factors are involved such as
individuals’ personal opinions, goals and stakes
resulting in a social procedure, where negotiation and
strategy plays a critical role. Despite the inherent
complexity, within a group decision making setting, a
member is able to express personal opinions and
suggest solutions from a personal perspective. In
addition, negotiation and voting advance efficiency of
decisions and increment acceptability and adoption
since all participants contribute to the result,
smoothening thus intrabusiness disputes.
Multicriteria analysis can be incorporated as a method
to model preferences and facilitate decision making
within a group of decision makers. Modeling under a
multicriteria setting can be formulated under two major
directions. The first can be based on developing
individual multicriteria models, which capture
individuals’ preferences. In the second direction,
multicriteria model is developed for the entire team.
Each direction poses some positive and negative
aspects. For example, in the first case members’
opinions are considered individually and aggregated
initially, while in the second direction opinions of more
powerful members is dominating.

INTRODUCTION
Multiagent modeling has received significant attention
from researchers due to its potential application to
various domains, which seem to be unrelated at first
sight. However, they can be modeled using a multiagent
model and thus be studied and simulated as a
community of interacting agents. Despite the
developments in agent modeling, some domains have
not benefited so far. Research in decision support
systems is such a domain, which targets towards
supplying decision makers with appropriate tools to
assist them in optimizing their decisions. Since a
decision support system has to reflect decision makers’
preferences or decision model, building agents who
behave like decision makers is not a straightforward
process. Moreover, in the case of group decision
support, a number of critical issues have to be
considered such as individuals’ preference modeling,
negotiation protocols and coordination.
In this paper we present our approach towards a group
decision support system, which utilizes multicriteria
analysis and multiagent modeling to support a
collaborative team. The main body of the paper is
structured in three sections, starting from relevant
background information in multicriteria analysis and

CASE STUDY
Digital retail payments have evolved during the last
years mostly due to technology innovations. New actors
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enter the payments market, increase competition and
threaten banks’ dominance. Customers of payment
services are mainly retail consumers, which use
payment instruments for their purchases. In most
implementations, merchants accept consumer payments
and act as the intermediary between the bank and the
customer, since they provide access to the customer at
the point of sale, whether it is physical (EFT/POS) or
through internet (Rigopoulos et al, 2005).
Within this context, a Greek bank wishes to reorganize
its EFT/POS retailers’ base in appropriate market
segments. The objective is twofold, focusing initially to
evaluate retailers’ performance and profitability, and
finally to reorganize current marketing strategy. In
brief, each retailer participates in bank’s payment
network using a portfolio of channels and services.
Since the cost of operating such networks, including
annual maintenance fees and operational costs, is
considerable, only active users or potential active ones
are beneficial for the bank. Retailer evaluation is thus a
critical decision problem that affects bank’s profits from
payment channels (Rigopoulos et al, 2006).
Working in collaboration with the bank, we developed a
multicriteria methodology for retailer evaluation, which
aims to support the bank’s decision makers throughout
the entire decision process (Rigopoulos et al, 2006).
We focus on cooperative decisions of relative small
groups targeting to provide group support for recurrent
sorting decisions. The initial implementation is based on
the problem of sorting retailers from a bank’s customer
base. Since the desirable output of the decision process
is the classification of retailers to a number of
predefined groups according to specific criteria, we
developed a multicriteria methodology based on
outranking relations to produce the classification result.
In more details, a number of categories were defined
representing market segments. A group of bank’s
experts was formed and semi-structured questionnaires
were used to define experts’ decision criteria. A list of
criteria for retailer evaluation was formed and grouped
into financial and non-financial ones including among
others: retailer’s past years’ revenues per transaction
type, estimated future revenues, retailer’s supporting
cost and installation costs, retailer’s location suitability,
retailer’s loyalty and retailer’s availability.
For each segment, a number of merchants are selected
according to their performance on the criteria
representing the minimum threshold for a retailer to be
classified to the specific category. Each retailer is
evaluated according to its performance on the criteria
and classified on the basis of the comparison result
between the retailer and each category’s threshold
merchant.
Since this problem requires continuous classification
decisions from a group of decision makers, we attempt
to integrate an intelligent module within the Decision
Support System in order to facilitate decision making
and reduce time and effort. Based on the above context
and incorporating previous experience (Rigopoulos et

al, 2005, 2006), we propose a framework for combining
multicriteria analysis and multiagent modeling.
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Model overview

AGENT MODEL
We consider group members as multicriteria decision
makers when coming to a classification decision.
According to their preferences, they are modeled as
intelligent agents and their behavior is formatted
according to rules extracted from past decisions and
personal preference models. Contributions from experts
also refine agents’ behavior in order to produce accurate
decisions.
Decision makers are modeled as agents and individuals’
preferences define agents’ behavior. The overall model
is under development and the initial implementation
prototype is consisted of two major parts (Fig. 1).
• The multicriteria model, which supports group
decisions and is actually the core of the decision
support system. This is based on a multicriteria
classification methodology utilizing outranking
relations.
• The agent model, which models decision makers as
agents, is based on JADE (Java Agent
Development Environment).
JADE is a middleware software framework, based up
on peer-to-peer communication architecture, designed
to develop distributed multi-agent applications in
compliance with the FIPA specifications. It is written
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using the Java programming language, exploiting some
advanced features such as Java RMI, Java CORBA
IDL, Java Serialization, and Java Reflection API. Each
JADE agent is identified by a unique name, provides a
set of services, and is capable of controlling its own life
cycle. JADE also allows each agent to dynamically
discover other agents and to communicate with them. In
this framework, agents communicate by exchanging
asynchronous messages. Each instance of the JADE
run-time environment is called a container, in which a
set of agents lives. Platform consists of a special
container, known as the main container with which
other normal containers have to register as soon as they
start. Besides this ability, the main container holds the
AMS (Agent Management System) agent and the DF
(Directory Facilitator) agent. AMS is the authoritative
body of the platform which provides the naming service
for all the agents residing on that platform.
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CONCLUSION
A number of experiments were executed using the
existing bank’s retailer base. Classification results (Fig.
2,3) from the prototype system were compared with
classification deriving from existing decision process
with sufficient results. From initial findings multicriteria
analysis combined with multi-agent modeling, provides
significant results in relevant domains. Moreover, this
approach contributes to a better understanding of the
individual multicriteria decision making.
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infrastructures, because the models are described and
compiled with very specific JAVA-programs. A
solution for this problem was presented by the author at
recent Winter Simulation Conferences (Wie2002), by
converting this JAVA program into a common, highlevel XML-model description and a second conversion
into an other simulation languages like SLX. The open
question of this conversion process was the detailed
definition of the high-level modeling language. Main
requirements and possible solutions are discusses in the
following chapters.

ABSTRACT
Today, there is no universal standard for discrete simulation. Models, created with leading simulation tools
can not be exchanged between the systems. This results
in very high investments and maintenance costs for
simulation studies and some additional problems with
portability and performance in large simulations. This
paper discusses a new approach by using Service
Oriented Architectures (SOA). The integration of
SOA-interfaces in simulation systems connects them to
the common IT-infrastructure of ERP-systems, business
process modeling systems and web-services.
In
addition, the SOA standards BPMN and BPEL are also
capable for simulation modeling.

REQUIREMENTS FOR AN UNIVERSAL
MODELLING LANGUAGE
Defining a standard is a very expansive and time
consuming process. For this reason, existing standards
and procedures should be used as much as possible.
From the view of the front-end-user, the modeling
systems should provide the following characteristics :
• Readability means, that the target audience like
production controllers or managers should
understand and manage the presentation by an easy
and simple way, also like they manage the standard
IT-processes.

INTRODUCTION
The main algorithms and mathematical foundations of
simulation systems are well defined and efficient
(Wiedewitsch and Heusmann 1995). Nevertheless, the
real application of simulation systems is still difficult
(Kuljis and Paul 2000). Not more than 10% of all
industrial firms use simulation tools by a number of
reasons:
• Unlike the continuous simulation marketplace,
there is no leading discrete simulation system. As a
result, there is no universal standard for discrete
simulation. Models can not be exchanged between
the systems.
• As a result of the small market, the prices of the
systems are very high. Typical prices of more than
$50,000 are too high for medium-sized firms.
• These problems indicate the need of a new strategy
for the development of simulation tools. Like in the
database software domain, we need powerful
standards for modeling and simulation.
First steps were made by some Open-Sourcesimulation systems ideas, like DSO ( Jacobs 2004 ) or
SILK ( Kilgore 2001). The main ideas of Open Source
and the advantages for simulation tools are discussed in
detail by Kilgore in the original paper outlining the
OpenSML-project during the Winter Simulation
Conference 2001 (Kilgore 2001).
But the mentioned systems were only focused on
the simulation scenario. There is no option towards an
open and universal standard linked to the common IT-

•

•

Modularity is related to readability in that a part
time developer can make a change to the model
description or replace an entire model module
without having to understand or modify large
amounts of the remaining model.

Extendibility means that the modeling should
include not only the basic simulation application,
but also other tools like animation or optimization
applications.
• Distributed modeling is required for the
increasing number of
supply-chain-simulation
scenarios. The model description should support
different simulation systems on different hardware
and software platforms.
Concerning the IT-infrastructure, the universal
modeling language should provide the following
characteristics:
• Acknowledged standard in the computer science
community. Former simulation interoperability
standards like HLA are not known in the IT
community !
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The concept of Service Oriented Architecture (SOA)
(see (Woods 06) provides such an environment, where
loosely coupled services (modules) interact with each
other via an intermediator (Enterprise Services Bus) and
the sequencing of service execution is controlled by a
Service Orchestration Engine (SOE) (see fig.1).
Simulating processes require extremely flexible
modeling facilities as described by M.Pidd and R. Bayer
Castro in the Proceedings of the 1998 Winter
Simulation
“HIERARCHICAL
MODULAR
MODELLING IN DISCRETE SIMULATION” (Pidd
98). They describe the most common approach, in
which control rules are hard-coded into the simulation
models. A much better approach is to separate the
control rules from the event code and represent them by
external descriptions.
SOA and simulation modeling are both focused on
the description of complex systems with random
parameters, uncertainties and parallel running
processes. In result, most existing concepts and tools of
Service Oriented Architectures match the requirements
of simulation modeling (Figure 1).
Of course, the SOA concept is relatively new and the
quality of the modeling depends on the specific tools
and IT-infrastructures.

Freedom of choice of tools for managing the
model description and the conversion processes to
the simulation tools. Proprietary standards and
closed conversion tools will be not be accepted in
the actual IT world, which is focused more and
more on Open-source software licenses .
The mentioned requirements are very complex and
sophisticated. Until today, there were a lot of attempts
made, like the DEVS (Zeigler87) or using UML for
describing simulation models – but no option was
successful, concerning a wide use in practice and
research.
SOA AND SIMULATION MODELING
Similar problems like in the simulation area were
encountered also in the area of business process
modeling and reengineering. Specific problems, which
are very difficult for modeling concepts like UML are
• Description of highly parallel processes with
delays and blocking effects between the
processes
• Synchronous and asynchronous relationships
between the processes
• human interactions with a high degree of
uncertainty.
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Because BPEL is not very readable, a more
powerful high-level modeling scheme is provided by
the Business Process Modeling Notation (BPMN).
Business Rules are described with activities (shown like
boxes) and process interactions (shown with arrows)
Fig. 2 shows a typical simulation scenario generated
with the SOCON INTEGRITY designer. Any other
tool can be used too. The model is readable also for
non-simulation experts and managers.

In an SOA, a message intermediary, also known as
an Enterprise Service Bus (ESB), is used for the
loosely coupled communication of services. It acts as
an intermediary by sending, receiving and transforming
standardized messages to and from services that are
called by the business process. An Enterprise Service
Bus refers to a software architecture construct that
provides foundational services for more complex
service-oriented architectures via an event-driven and
XML-based messaging engine (the bus). An Enterprise
Service Bus generally provides an abstraction layer on
top of an Enterprise Messaging System which allows
integration architects to exploit the value of messaging
without writing code.
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Figure 2 : The BPMN-designer (by SOCON INC)

From the BPMN model the corresponding BPEL model
is generated automatically (see fig. 3). In most cases
this BPEL is very large and complicated, so it is used
only for very specific low level debugging or interface
translations.

Figure 4 : The ESB-Bus
Additional tools, like a service registry in which
physical web services are stored along with the their
URL and the input/output schemas of the services’ web
methods, support the ESB. Process Logical Endpoints
(or activities) can then be “assigned” to the web
methods. This allows a fast change of configuration
between different simulated and real endpoints.

Figure 3 : The generated BPEL-model

Figure 5 : Definition of logical endpoints
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The resulting BPEL-code of the model can be used
in two ways:
• In a first step, the BPEL-code is converted to a
simulation program or it is interpreted by a
simulation system. Because the SOA tools provide
already some simple simulation modules without
stochastic calculation, the results of the real
simulation run could be used for improvements and
for large scale tests of the SOA-business model.
• If the simulation runs are finished and no problems
are detected, the SOA-code is transferred to the real
control software of the business process in the
traditional manner.
By this dual use of the SOA model an old dream of
simulation and business process developers become
reality – the usage of ONLY ONE MODEL for the
simulated and the real world. By the usage of the
simulation model inside the SOA modeling process of
real world software, the simulation community is not
only a passive customer of SOA, but can provide very
useful services in the SOA-world.

The main advantage of SOA in simulation is the
usage of SOA for simulation modeling by itself:
• Non-simulation IT professionals are already
familiar with the SOA concepts and tools and they
are ready to integrate simulation tools with SOAinterface into larger IT-environments.
• The SOA modeling concepts BPMN and BPEL are
scientific proved and accepted by all major IT
companies. The is no danger that this standard is
not accepted or will not work in some cases.
• All defined rules in the BPMN model (see fig. 7)
can be transferred or to the simulation execution
layer of to the generator or to a real control
software system. The common rule-repository
eliminates errors by using different rules in the
simulation and the real world.
• The SOA-Webservice-bus is common accepted by
all mayor IT-software vendors like SAP, Oracle
and Microsoft. By using SOA, the simulation world
is connected to the remaining world without large
efforts. This will decrease costs for development of
interfaces many times and will increase the usage
of simulation tools in testing and optimizing large
software systems.
• Compared to the simulation specific HLA-standard
for interoperability, the SOA-BUS is capable to
connect ALL business software modules. In the
future, there is no need of new interfaces, but all
simulation and business software can use the same
interfaces. It is also possible to change between
simulated and real world software modules.
In conclusion, the SOA concept and tools will connect
the simulation to the most sophisticated software
technology for distributed real world business systems.
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find analytical solutions to problems that enable the
prediction of the behaviour of the system from a set of
parameters and initial conditions. Computer simulation
is often used as an adjunction to modelling systems for
which other analyses are mathematically too complex or
too difficult to be solved analytically.

KEYWORDS
Discrete Event Simulation, Simulation Models,
Helpdesk, SIMPROCESS.
ABSTRACT
Simulation is a method for studying complex systems
that are not solvable with standard analytical
techniques. This contribution describes usage of the one
of the simulation software called SIMPROCESS (from
CACI Products Company) to model the real helpdesk
system, where the main problem was the number of its
staff members according to the working hours.

SIMPROCESS
The simulation programme SIMPROCESS is being
developed by the American firm CACI Products
Company
(http://www.simprocess.com/).
SIMPROCESS is a hierarchical and integrated tool for
business process simulation, especially for the Business
Process Reengineering and the Information Technology.
Three main instruments are available: Process Mapping,
Discrete Simulation and Activity-Based Costing.
Process Mapping is used for visual description of the
business processes (it combines graphical representation
of the processes and activities with their text
documentation). Discrete Simulation studies the
dynamic behaviour of systems by experiments with
computer model. The changes in the system are not
monitored continuously during the discrete simulation,
but only when the significant event (start or end of a
process, arrival of an entity) occurs. The event can turn
up in any moment of the continuous time. This type of
simulation is useful for modelling of various business
processes (especially production or inventory ones).
Activity-Based Costing is a technique for accumulating
cost for a given cost object, i.e. product, customer or
process. It occurs in two phases. First, the costs of
activities are determined (activity-based process
costing), then the costs are assigned to cost objects
(activity-based object costing).

INTRODUCTION
Simulation is a method for studying complex, dynamic
and stochastic systems that are not solvable with usual
analytical techniques (e.g. queuing or inventory theory).
The first simulation models were applied to physical,
chemical, biological or technical problems, but it turned
out it is possible to use these methods to analyze the
wide range of economic processes. Simulation
nowadays means usually a technique for imitation of
some real situations, processes or activities that already
exist in reality or that are in preparation. It is an attempt
to model a real-life situation on a computer. The reasons
for this are various: to study the system and see how it
works, to find where the problems come from, to
compare more model variants and select the most
suitable one, etc. Simulation is used in many contexts,
including the modelling of natural or human systems in
order to gain insight into their functioning, simulation of
technology for performance optimization, safety
engineering, testing, training and education. Simulation
can be used to show the eventual real effects of
alternative conditions and courses of action. Key issues
in simulation include data acquisition of valid source of
information, selection of key characteristics and
behaviours, use of simplifying approximations and
assumptions within the simulation, and also fidelity and
validity of the simulation outcomes.

Main components
Processes and activities: a process can be comprised of
some interrelated activities that create a new value as an
output for subsequent processes.
Resources: the objects that serve for modelling of
limited capacities of the workers, material or means of
production that are used during the activities.
Entities: dynamic objects (customers, products,
documents) that move through the processes and use
various resources.
Connectors: connect processes and activities and define
the direction of movement of the entities.
Pads: serve for the connectors’ line-up to an activity.

It is impossible to create a simulation model without
computer. Computer simulation has become a useful
part of modelling not only the natural systems in
biology, physics and chemistry, but also the human
systems in economy. Traditionally, all systems are
modelled by mathematical models, which attempt to
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Management. The fact, that all data about the customers
are recorded at one place, is the big benefit for the
company. Subsequent data processing with regard to
the customer’s behaviour enables a company better
react to customer’s requirements and wishes.

SIMPROCESS uses various graphic components and
animation for a process representation. As the simple
illustration we show the model of petrol station that is
used at seminars at the University of Economics in
Prague (Dlouhy et al. 2005) - Figure 1.
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The next concept that is connected with CRM, and that
also includes the public relations department, is called
SPOC – Single Point of Contact. This kind of
department for the present does not exists as a whole in
companies, just is being declared that the firm’s
processes reflect system SPOC (it is useful for example
in case of accidents when both the support department
and the public relations department can react by
acceptable form of announcement and solution). The
figure 2 shows one of the possible shapes of SPOC –
this model is centred on one company and helpdesk here
is called service desk.
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Our experience shows that the system SIMPROCESS is
easy to learn and its animation effects are very popular
among students. Currently, we are testing a new
extended version of this software in which new
modelling tools are offered. One of the advantages of
SIMPROCESS is a possibility of hierarchical
modelling. When you define several hierarchical
processes consisting of several sub-processes or
activities, each individual process can be displayed on
one screen. As one of our students work in a big
company as IT Helpdesk Manager, we decided to create
a model of the helpdesk in SIMPROCESS to find how
easy or hard is to model the reality by this software.
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Figure 2: Scheme of the SPOC

Helpdesk is the specific case of the SPOC, but
sometimes it is equal, especially when helpdesk carries
out functions of the public relation department. But the
main aim of the helpdesk is gathering of errors, its
statistics, solutions and subsequent analysis.

HELPDESK DEFINITION
The popularity of the customer centres and support
centres is nowadays increasing. As it is usually a place
of the first contact with the customer, it is very
important for the firm – also because it might tell a lot
about the firm and its behaviour, culture and habits. So
the customer centre or contact centre strongly influence
the first impression of the customer about the firm.

The example of the parts of helpdesk shows Figure 3. In
contrast to call centre, helpdesk must mainly give
advice but also solve the problem in close relation
among the company’s processes. Sometimes it might be
a very specific situation and helpdesk must be able to
find out quickly and precisely what the problem is and
then find a solution or a help. This procedure requires
an expert knowledge, skilled employees and good
software.

Support centre functions not only as a contact place for
the customers but also for the subjects from inside of the
company (departments, employees, etc.). This support
or contact centres originated from call centres. Usual
call centre is a group of employees that obtain the
requirements of the customers and try to solve them.
The requirements are reported by telephone. Nowadays
these call centres made a subset of services of the
contact centres. Easily explained the contact centre is
extended call centre where other forms of inputs (email,
web pages, fax, mail) are possible and the requirements
are better recorded via using specialized software.
These contact centres participated in rise of the new
branch called CRM – Customer Relationship
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Figure 3: Example of helpdesk
HELPDESK MODELLING
Simulation models might serve as a good tool for
analysing of the real situation when a lot of uncertainty
occurs. As one of us works as the IT Helpdesk Manager
and needs a model for planning the number of operators,
we decided to try the software SIMPROCESS. First step
was to create a model that corresponds with reality and
than optimize the number of operators serving to
customers.

Separation to Different Helpdesk Parts

Separation to Different Helpdesk Parts

The ticket is differentiated according to the skills of the
operators, but the main tickets are data tickets, IT tickets
and tickets linked with the store fixtures and building
administration. The separation is based on the percent of
tickets relevant for the given part of operators. Percents
are derived from the real situation: data 32%, IT 43%,
others 25%.
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Registration and the Operating of the Incident

Registration and the Operating of the Incident

When the ticket arrives the operator starts to fulfill the
incident report. This report contains all data necessary
for the operating of the incident and also for the
statistical return system. At this point the average time
of operating the incident is recorded. The operating
means filling information, communication with the
client and with the person who might propose a
solution, or sometimes reference to the supervisor or
controller – they must ensure the solution of the delayed
ticket.
Table 1 shows the times for the ticket
registration.
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Data
IT
others

The process of creating a model was separated into 6
parts:

Time in minutes
25
15
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6. Incident Enclosure
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Every incident might be solved inside the company by
helpdesk – it is called solution in the 1.line. But
sometimes the external firms are necessary. Table 2
shows the percent of incident solutions in the 1.line and
by the external firms marked as A, B, C, D and E. On
the basis of this distribution, the solution of the incident
follows.
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Incident Generation
Table 2: Percent of incidents solution

As we described before, the operators at the helpdesk
obtain requirements of customers – it might be request,
problem, question, etc. – we call it arrival ticket or
simply ticket. There are three possible ways of entering
the ticket: by telephone, by email and from automatic
systems (all automatic reports of errors from various
monitoring systems). Considering the arrival times of
the tickets we have found out that there is no difference
among the requests. The only difference is between
week and weekend. The ticket that arrived and was
registered starts to be an incident.

Data
IT
others

1.line
40%
24%
0%

A
4%
7%
0%

B
15%
8%
14%

C
41%
55%
48%

D
0%
4%
26%

E
0%
2%
0%

Incident Solution Time
The incident solution times are based on the SLA
(Service Level Agreement) tables. These tables define
times and priorities for the operators or the service firm
to solve the incident. These times are not exact, because
sometimes it is necessary to have more time for the
solution and sometimes the incident is closed sooner.
According to this knowledge we take them as average
times - see Table 3.

For ticket (incident) generation we use exponential
distribution with parameter 2.46 minutes for working
days and 12.53 minutes for weekends (the parameter
expresses the average time between arrivals of two
incidents).
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Table 3: Incident Solution Time for Helpdesk and
Service Firms (in hours unless stated otherwise)
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IT

Data

others
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IT

Data

others
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A
B
C
D
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4
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24
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Incident Enclosure

Incident Enclosure

Incident enclosure is an activity that covers several
other activities as: verification and validation of the
solution, feedback and reactions of the customer,
physical incident enclosure in system, problem report to
other departments, creating incident reports etc. Time
for the incident enclosure for the helpdesk parts is in
Table 4.

Figure 5: Model of the IT Part
The simulation lasted 1 week of simulation time and
more simulation experiments were tried. The average
number of incidents for the given period was 2110.
About 710 stayed in system (it is because the fact that
the times of solution outside the helpdesk are higher
than 1 week) and the rest was solved (closed incidents).
The incident was in system 1.3 of a day at average,
maximum time was 4.5 days (for the closed incidents).
Tables 5 and 6 show us the percent of utilization of the
operators. It is clear, that all operators are busy the
whole working time.
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model. The number of generated tickets was between
1980 – 2210. The real week data tells us that this
number is 1995 at actual week. The resource analysis is
more complicated to confront because of the lack of real
data. As the sum of overtime work of the operators is
high, we may assume that nearly 100% usage of
resources is possible – and too high.
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optimum 7 operators were chosen, because their usage
is nearly 70% (see Table 7) but the number of incidents
that waited for resource was 50% lower and the waiting
time for the IT operators was significantly lower –
compare Figures 6 and 7. The number of incidents in
process stayed nearly the same in both cases as on
Figure 8. In case of 5 operators, they were busy nearly
all the time, but when they are 7, the situation is better –
see Figure 9.

Figure 7: Wait for Resource Histogram for 7 Operators
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Figure 9: Histogram of IT Busy Operators
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CONCLUSION

This simulation model is nowadays used for the
optimization of the number of the helpdesk’s operators,
and for the optimization of the operator’s working time
as well. The process of the model creation was easy in
SIMPROCESS, although some facts had to be
simplified, but the results showed the managers clear
recommendation which way to go. In this work the
system was specialized at one concrete helpdesk, but the
situation at other ones could be similar. The main
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success we see in the fact that we have not only found
the solution but we have persuaded the managers of the
helpdesk to believe the simulation software and to
believe the results of the simulation. They did not
suppose it to be so accurate. They adopted the method
and the results of the simulation and they were very
surprised by the perfect functionality of the helpdesk in
reality with the smaller number of the operators than
before.
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different transactions, which causes an illusion of their
contemporary behavior and dynamics. The tools serving
to it referred to the modeled time and were covered by
term scheduling statements. Although the GPSS tools
for algorithmizing the life rules and for interaction between the transaction were rather poor, the decomposition of the whole system dynamics into the transactions
caused so vehement feeling of their autonomy that even
the specialists in agent paradigm (Urban 2000) did not
hesitate to view GPSS applications as those of agents
(Florea and Kalisz 2000).
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ABSTRACT
In 1967, SIMULA 67 was presented at the IFIP
Working Conference on Simulation Programming
Languages. Although the exact definition of SIMULA
67 was a bit modified during the next year, the essential
properties of the first proposal were conserved and
respected. Among them, the properties declared later as
those characterizing the object-oriented programming
(classes, subclasses and virtuality of methods) were
introduced, but also other properties like (a) “life rules”
of running in quasi-parallel systems at a mono-processor
computers, and (b) classes local in blocks and in objects.
Although property (a) rooted in an old practice
introduced for discrete event simulation, it was ignored
in many object-oriented tools, but – combined with the
object orientation - it leads to agents. Property (b) leads
to combining simulating agents reflected in a simulation
models that could be programmed by different agents.
Applications will be presented, too.

The development of similar languages continued, namely by improving the tools for interactions between the
transactions and the algorithmic tools for describing the
life rules. Instead of transactions, one spoke on parallel
processes (Dahl 1966). The most perfect fruit of this
development was SIMULA (Dahl and Nygaard 1965
and 1966). This language assumed the full algorithmic
apparatus of Algol 60 (Backus et al. 1960), including
the true block structure, and allowed the use of scheduling statements in the blocks marked by the users as
simulation models. For the interaction between the processes, Simula offered a connection statement (called
often inspection): in its life rules, any process P could
meet a statement of a form inspect Q do S, where Q is
another process and S is interpreted according to the
same manner as the life rules of Q.

FROM PROCESSES TO AGENTS
Programming simulation models is a difficult task.
Simulation programming languages tried to help it in the
following way. Instead of describing what should
happen in the computer, the author of the model
describes the simulated system and the description is
automatically converted into the form acceptable by the
applied computer. One of the famous languages for
discrete event simulation was GPSS, applied since the
early sixties until nowadays (Gordon 1961, Schriber
1974, Schriber 1991). It reflected the fact that the
systems are often composed of elements (called
transactions) that behave according to certain rules
(algorithms, may be called life rules) and in that
behavior interact one with others. The life rules make
the transactions to be initiative like the later true agents.
The transactions can enter the system and leave it.
Similar transactions are instances of their common class
and the life rules are connected with the classes.

FROM PROCESSES TO OBJECT-ORIENTED
PROGRAMMING
In 1966, one of the authors of SIMULA, O.-J. Dahl, was
invited to be a lecturer at NATO summer school on programming languages in Villard-de-Lans (France), where
he met another lecturer C. A. R. Hoare and his lecture
published later as (Hoare 1968). Hoare introduced an
idea of hierarchical classes of data and a manner of their
referencing called remote identifying and later dot notation. The hierarchy of data classes existed so that a class
(1) introduced data structures with certain components,
and (2) could be “specialized” to its subclass that assumed other components. The dot notation told, that if R
was a reference to a data structure having an item called
W among its components, then R.W referred to “W of
R”. If W itself was a reference to a data structure that
had an item called X among its components then R.W.X
referred to “X of S where S was W of R”.

The essential help consists in automatic switching
among performing algorithms (life rules) carried out by
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introduced in ALGOL 60. The authors Dahl and
Nygaard realized that class declaration can in general be
subject of the same context rules as other declarations
(those of variables, attributes, procedures,…) and thus
they introduced local classes, namely classes local in
blocks and in objects. Summed up, the notion of class
came to a declaration of data, procedures, life rules and
(so called internal) classes. In the subclasses, the virtuality could give new contents to the procedures and to the
targets of life rules.

O.-J. Dahl often thought back on the Hoare’s ideas –
e.g. (Dahl 2002) – as on the essential impulse for his
way to object orientation. In fact, already the “old”
SIMULA had tools for producing an a priori unknown
number of instances of classes, so that the instances
were richer than those considered by Hoare: they had
life rules. Note that such instances were much better
facilitated by another aspect later related to agents –
cooperation.
Of course, accepting Hoare’s idea of class hierarchy into
the old SIMULA implied three consequences: (a) the
processes could be considered as instances of a specialization of a general class that was independent of simulation and much near to autonome agents, (b) not only
the data but also the life rules could be enriched in the
subclasses, and (c) omitting the universality of class of
processes demands (and offers) a more general way of
switching among the life rules: it was introduced under
the title quasi-parallel sequencing; also that phenomenon put the instances near to the general practice of
agent paradigm – the cooperation of the instances was
set free from the dependence on modeled time. (a) and
(c) turned the language to a general purpose programming language with suitable tools for applying agents
and for computer simulation.

While the class with life rules and procedures became a
base for reactive agent, the class containing internal
classes became a base for intelligent agents that could
use the internal classes as abstract concepts; in other
words, an instance of a class handling internal classes
can represent an agent that is a model of an intelligent
entity that thinks, using general concepts reflected by the
internal classes. Or – using yet other words – an instance
of a class that has internal classes is an image of an
agent using the language introduced by means of the
internal classes.
Such an agent can use the internal classes as any other
classes, i.e. it can form instances of them and let them
operate. It implies that such an agent can operate as a
modeling one or even as a simulation one. Also the
instances of its internal classes can carry properties of
agents, i.e. the agent can be a carrier and organizer of its
“private” agents, which does not contradict to the fact
that the same agent can cooperate with other agents.
Also the blocks with local classes represent communities
of cooperating agents, although such blocks themselves
are distant from being agents.

Very important (and independent of the Hoare’s ideas)
was the decision to include procedures into the structures defined by means of the classes, and applying the
dot notation to their calling. In general, the statement
X.F(Y), meaning “let X perform procedure F with parameter Y” may reflect a natural language phrase with subject X, verb F and complement Y. In relation to the agent
paradigm, the same statement, called by agent Z can represent a reaction F of agent X on the state caused by Z.

The new language was called SIMULA 67 and the original simulation one was renamed as SIMULA I.
Nevertheless the users of SIMULA I turned to SIMULA
67 and SIMULA I fell into oblivion. This was the
stimulus, that when SIMULA 67 became an
international standard referred by ISO in 1986, the
complement 67 was omitted, so that nowadays one calls
it simply SIMULA. Its OOP tools and properties
overpassing OOP, namely life rules, quasi-parallel
sequencing and local classes are sometimes
characterized by the words super-object-oriented
programming (Kindler 2004, SOOP Corner 1993).

Nevertheless, O.-J. Dahl and his collaborator K. Nygaard had to come to discovering another tool, generally
called virtuality: the content of a procedure introduced
in a class C can be declared in a different way in its
subclass. Virtuality was generalized also to the targets of
the transfers in the life rule algorithms.
Under the term object-oriented programming (further
OOP), the world professional community considered the
paradigm comprising classes and subclasses as encapsulations of data and procedures, and the virtuality. The
life rules were not accepted as necessary component of
OOP, nor the switching by means of scheduling statements or quasi-parallel sequencing. Their absence (in
C++, SmallTalk, late Pascal etc,) embarrassed software
preparation for agent application.

MODSIM (Herring 1990) is an object-oriented language
with life rules and scheduling statements but without
local classes, virtual targets of the transfers in the life
rule algorithms, and quasi-parallel systems. Similar
properties could be observed at NEDIS (Glushkov et al.,
1975). Nowadays, only BETA (Madsen et al. 1993)
could be classified as a tool for the super-objectoriented programming and – when we assume with a
great broadmindedness Java as an OOP language – we
could think on it as on a super-object-oriented tool, too.

TO SUPER-OBJECT-ORIENTED
PROGRAMMING
Similarly as the starting simulation language SIMULA,
also the new language included full block structuring
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characterized as a simulation model containing a model
composed of non-simulating agents. It concerned simulation of a rectification column, i.e. of a cascade system
behaving according to a complex system of non-linear
partial differential equations. For its numerical solution
at a digital computer the following special method was
applied. It was designed as a certain system of agents
that could be seen as models of experts, each of which
was using splines to follow the way to the result from his
special direction (from the front, from behind, from
above, from below and from the past); the agents
mutually communicated and modified their data in order
to come to a result that would satisfy each of them
(Kindler 2002). When the agents have computed a
vector of the results in a certain place (temperature,
enthalpy, percentages of chemical substances, percentages of liquid and gasiform components) they move
together to concentrate to the next place and so they
change the whole state of the column. It was repeated
during the whole simulation of the rectification column.

NEW RESULTS
SIMULA was widely used in a form satisfying the agent
paradigm. But this paradigm itself develops and its tools
are being slowly improved. In parallel with that, new
tools are implemented in SIMULA in order to make it
more suitable for agent practice. The following products
should be mentioned.
SIMULA 67 offered a standard tool for discrete event
simulation. It was a class called SIMULATION, containing an important internal class process and enabled the
users to prepare the models in a readable and efficient
way. Nevertheless, such an application does not allow
giving names to the simulation models. The reason
consists in security against “transplantation” errors, i.e.
against programming errors that transfer an element of a
model into another model: in general, both the models
can be in different states and such a transferred element
can carry inconsistency into the target model. When the
models cannot be named the erroneous transfer cannot
be expressed.

Several applications concerned simulation of operation
transport in production halls. In the first of them, a hall
served by automatically driven induction carriages was
simulated so that the carriages were modeled as initiatevely computing their shortest paths with respect to the
instantaneous trafficability of the transport network segments – in fact some of them could be blocked for a carriage by a barrier caused by another carriage performing
there its task (Kindler and Brejcha 1990). In the simulation model of the whole system, the carriages were represented by agents, applying their life rules for moving
and working, while their routine for computing the shortest path was implemented as a simulation model of a
fictitious system invented by Dijkstra and Lee and described at the end of (Dahl, 1966): it consisted in agents
proliferating, spreading and contemporarily moving
from the start node along the whole transport network –
Dahl in the loc. cit. uses term pulses. For them.

An analogy to SIMULATION was constructed so that it
allows giving names to simulation models but is as safe
against the transplantation as SIMULATION. The new
class enables applying a lot of steps typical for agents on
models.
Any class containing internal classes enables assembling
of their instances into a certain community and can serve
for preparing general tools for the mutual communication among them. In many cases it is suitable, but sometimes one prefers to view any instance as an autonomous
– in principle separated – agent. SIMULA allows it and
nowadays our work consists in preparing classes of such
separate agents that could be a posteriori included into
any “universe”.
SOME APPLICATIONS OF INTELLIGENT
AGENTS

A much more modern application concerned a circular
conveyor with rollers connecting working areas and collaborating with a computer that decides on the destination of every transported object, on accepting or releasing an object to the conveyor in case it is rather occupied, and on the continuing with reconfiguring, or immediate repairing in case of a fault (Berruet et al. 2004, Kindler et al. 2004). Simulation of flexible manufacturing
systems with automatically guided vehicles belongs to
the same sort of application (Tanguy et al. 2004).

The first application of SIMULA where the intelligent
agents occurred concern dynamic optimization – it can
be characterized as a model of a session of several
experts who want to determine the optimum of a discrete
event dynamic systems depending on a certain number
(in fact one to 30) of parameters; each of them has a
computer simulating his variant, during simulation the
experts share their experiences on the behavior of their
models and according it they modify their variants and –
therefore – their simulation models (Weinberger 1987,
1988). The method was applied in metallurgy, machine
production, services, project managing and neurology
and always appeared surprisingly efficient.

A rather similar studies concerned container yards where
the operation transport tools (like forklifts) were
managed by a central computer that dynamically computed shortest path for each of them, anticipating the
possible changes of the network composed of places
without containers, at which the transport tools could
move (Kindler 1997, 1999).

While the mentioned study could be characterized as a
non-simulation model of a system of simulating agents,
the next example is in a certain sense inverse: it could be
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characterized as a simulation model containing a model
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Quite new are initial studies on simulation models of
automatically controlled in-patient departments of hospitals (Křivý and Kindler 2005) and on refiguring
information systems (kindler, Klimeš and Křivý, 2007).

The intelligent transport with anticipation of possible
future states and consequences of the instantaneous
decisions is a very efficient stimulus for nesting decompositions into agents – at the upper level the agents correspond to the transporting tools and in the lower level
(nested in the agents operating in the upper level) the
agents correspond to fictitious cooperating elements that
often reflect the images of the agents of the upper level
as they exist in the “brain” of the other agents functioning the upper level (see Figure 1 where the models
are represented by rectangles with rounded corners and
the cooperating agent by the symbol of the moon).

CONCLUSIONS
What was presented in 1967 as properties of SIMULA
67, in a large measure overpassed what was later called
Object-oriented programming. The swicthing life rules,
local classes and model nesting present rather distant horizons for the development of intelligent systems modeling and – especially – simulation in the future.

Such an application concerns simulation approach to a
public personal transport in a certain Moravian region
where passengers use buses and determine their paths
(combinations of consecutive sectors of different bus
lines), using imagining various variants of the paths to
their targets (Bulava, 2002).
The study just mentioned was accepted into official documents on the region development and was a stimulus
for a study that could be characterized as similar for its
reflecting human anticipation into the model although it
does not concern transport more. It simulates possible
demographic development of the same region in future
years, including some intelligence of the interested citizens who imagine and anticipate the future changes; the
system is intended to be completed by consulting centers
for the inhabitants, equipped by simulating computers
(Bulava, 2003).
A quite different application can be observed at (Kubeczka 2002), where the “external” agents represent the
quantums of transported gas in a gas transport network
while the “internal” agents compute how the external
agents should operate. The internal agents influence the
others in the opposite direction that the external agents
do – the external ones reflect the physical move from the
inputs to the outputs, while the internal agents reflect the
“flow”of the demands (from the outputs to the inputs).
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CONCLUSIONS
What was presented in 1967 as properties of SIMULA
67, in a large measure overpassed what was later called
Object-oriented programming. The swicthing life rules,
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their life-cycle, SimISpace2 is a useful tool in the
knowledge modeling context.
The structure of the paper is as follows. First, we
briefly summarize the main characteristics of I-Space
Theory and outline what the user can expect from the
SimISpace2 environment. We also explain the
underlying concept of the simulation, including how
the properties of the basic entities – agents and
knowledge assets – are determined. Second, we
describe in detail how knowledge assets are
represented in the simulation model and what
properties they can have. We also discuss the
importance of knowledge networks, the difference
between owning and possessing knowledge, and the
value of knowledge. Third, we depict the different
properties agents can have and give a detailed
description of the various actions agents are able to
perform.

KEYWORDS
Agent-based
simulation,
strategic
knowledge
management, I-Space, knowledge flows and structures.
ABSTRACT
The purpose of this paper is to explain exactly how
SimISpace2 works, i.e. to illustrate the distinctive
features and underlying processes of this unique
simulation environment. There is no other program
available to researchers that can model strategic
knowledge management processes in such a complex
manner. By describing the inner workings of the
simulation, we demonstrate the benefit of the new
simulation software for future researchers. We show
that the simulation model is a viable research tool for
understanding the role of knowledge structures,
knowledge value and knowledge accumulation and
development strategies in various settings.
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INTRODUCTION
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SimISpace2 is an agent-based graphical simulation
environment designed to simulate knowledge
management processes, in particular knowledge flows
and knowledge-based agent interactions. Its conceptual
foundation is provided by Boisot‟s (1995; 1998) work
on the Information-Space (I-Space). So far,
SimISpace2 and its predecessor SimISpace (Boisot,
Canals, & MacMillan, 2003) have been used to study
intellectual property rights policies (Boisot,
MacMillan, & Han, 2007) and to configure simulations
that model the knowledge-transfer dilemma facing the
counter-terrorism community (MacMillan, Boisot,
Abrahams, & Bharathy, 2005). SimISpace2‟s latest
application is in the field of entrepreneurship, to
explore different opportunity recognition strategies.
“The I-Space approach is markedly different from
existing approaches for modeling the physical world.”
(MacMillan et al., 2005: 5) In contrast to other
simulations, SimISpace2 makes it possible to model the
multiple knowledge-specific activities required of the
knowledge lifecycle. One can study the effects of
knowledge management actions and do macro level
explorations of knowledge processes. By enabling the
researcher to model and analyze knowledge assets and

FUNDAMENTALS
I-Space: a conceptual framework

The Information Space, or I-Space, is a conceptual
framework that relates the degree of structure of
knowledge (i.e. its level of codification and
abstraction) to its value and diffusibility as that
knowledge develops. Tacit knowledge (low
codification and abstraction) flows very slowly
between agents and often only in face-to-face
situations. Codified and abstract knowledge, by
contrast, can diffuse rapidly throughout a population,
whether such diffusion is desired or not. The
development of knowledge from tacit to codified and
abstract can add value to knowledge to the extent that it
does not diffuse to other agents, and to the extent that it
succeeds
in shedding
noisy data
without
simultaneously shedding usable information.
Knowledge flows give rise to a six-step learning
process within an agent population – the Social
Learning Cycle or SLC – in which new knowledge is
created, shared, internalised and applied. Different SLC
configurations in the I-Space reveal the learning
strengths and weaknesses of different agent groups.
Some are given to hoarding their knowledge; others to
sharing it.
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their life-cycle, SimISpace2 is a useful tool in the
knowledge modeling context.
The structure of the paper is as follows. First, we
briefly summarize the main characteristics of I-Space
Theory and outline what the user can expect from the
SimISpace2 environment. We also explain the
underlying concept of the simulation, including how
the properties of the basic entities – agents and
knowledge assets – are determined. Second, we
describe in detail how knowledge assets are
represented in the simulation model and what
properties they can have. We also discuss the
importance of knowledge networks, the difference
between owning and possessing knowledge, and the
value of knowledge. Third, we depict the different
properties agents can have and give a detailed
description of the various actions agents are able to
perform.
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The I-Space allows us to represent an agent‟s
knowledge as a portfolio of knowledge assets that
develop over time either through acts of individual or
collective learning, or through transactions with other
agents. These interactions can be studied under
different, preset environmental contexts.
2.2

A brief description of
simulation environment

the

process and structure in the knowledge
domain.
2.3

Getting
started:
specifying
knowledge and agent groups

different

Two major forms of entities can be modeled with
SimISpace2: agents and knowledge items/assets. When
setting up the simulation, the user defines agent groups
and knowledge groups with distinct properties.
Individually definable distributions can be assigned to
each property of each group (uniform, normal,
triangular, exponential, or constant distribution). When
the simulation runs, the individual group members
(agents and knowledge items) are assigned
characteristics in accordance with the distribution
specified for the corresponding property for the group
of which they are a member.
Agents and knowledge items cannot join or leave
groups. They start off being a member of a group from
the start of the simulation and remain a member until
the end of the simulation. Even if they die, they remain
associated with their group. The static nature of group
membership here has been implemented to facilitate
easier analysis. If groups had dynamic membership, a
consistent analysis of the properties of their members
would be harder since the actual members would
change from period to period. To prevent overlapping
distributions, a participant – an agent or a knowledge
item – is only ever a member of a single group. Each
group has its own distributions for each property, and if
an agent (or knowledge item) were a member of more
than one group then conflicts would arise as to which
distribution to base their property values from.
As a result, group size is static. The number of
members is entirely determined by the start number
specified for the group by the user. During the start-ofsimulation processing (bootstrapping) the simulation
iterates through all the agents and knowledge items and
uses random-number generation to assign each agent's
and knowledge item's characteristics according to the
distribution specified for each property. That way, the
agent and knowledge groups contain agents and
knowledge items with approximately the distribution
specified for each property.

innovative

SimISpace2 is an agent-based simulation model that is
being developed to implement the main features of the
I-Space (Boisot, 1995, 1998) as a conceptual
framework. It is designed to serve as a general
knowledge management engine that, through a userfriendly graphical interface, can be adapted to a wide
range of knowledge-related applications. We start by
creating domain-specific knowledge networks that
agents are required to discover and exploit by investing
either in individual learning processes – codification,
abstraction, etc. – or in interactions with other agents.
SimISpace2 allows a user to specify different
knowledge groups, agent groups, discovery conditions,
knowledge spillover conditions, cost conditions and
reward conditions. Complex scenarios can be modeled
by assigning distributions for each of the properties of
agent and knowledge groups.
During the simulation runs, agents compete and
cooperate in performing three different kinds of
actions:


Managing knowledge (e. g. discovering,
codifying
&
abstracting,
protecting,
exploiting, disposing, etc.)
 Exchanging
knowledge
(e.g.
trading,
licensing, alliancing, joint-venturing)
 Networking and being in motion (e.g. calling
for meetings, encountering, relocating,
relaxing, exiting & entering)
The above actions and interactions form the basis for
the emergent properties of agents (e.g. stock of
knowledge, financial and experience funds, location,
etc.) and of knowledge assets (e.g. diffusion, location,
structure, obsolescence, etc).
SimISpace2 has the following innovative features
that make it different from other simulation programs:
a) It models information flows by implementing
a theoretical framework that is novel,
powerful, and growing in popularity.
b) It is the only agent-based simulation of
knowledge flows that is based on a
comprehensive
theory of agent-based
knowledge evolution (the I-Space theory).
c) It can track and analyse multiple collectivities‟
social learning processes, their discovery
strategies, and the agent interaction strategies.
d) By analysing the complex networks of agent
interactions, it can track the emergence of
institutional
structures and gain an
understanding of the reciprocal influence of

3
3.1

KNOWLEDGE ASSETS
Terminology

Knowledge in the simulation environment is defined as
a „global proposition‟. The basic entities are knowledge
items. Based on the knowledge group they belong to,
those knowledge items have certain characteristics. All
knowledge items together make up the knowledge
ocean – a global pool of knowledge. Agents access the
knowledge ocean, pick up knowledge items, and
deposit them in knowledge stores. A knowledge store is
an agent‟s personal storage place for a knowledge item.
Each knowledge store is local to an agent, i.e.
possessed by a single agent. Knowledge stores as
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containers hold knowledge items as their contents. This
happens after agents obtain a knowledge item.
Examples of a knowledge store include books, files,
tools, diskettes, and sections of an agent‟s brain. There
is only one knowledge item per knowledge store, i.e.
each knowledge item that an agent possesses has its
own knowledge store. If an agent gets a new
knowledge item (whether directly from the knowledge
ocean or from other agents‟ knowledge stores), a new
knowledge store for that item is generated to hold it.
3.2

distributions. A knowledge item‟s „exogenous
characteristics‟, i.e. the values of particular properties
for a particular individual knowledge item at a
particular point in time, depend on the distributions set
on the group level. There are also „endogenous
characteristic‟, i.e. characteristics that evolve
throughout the simulation, including those that have a
starting level determined by a distribution set on the
group level but are recalculated after each period based
on occurrences in that period. Characteristics of
knowledge stores are influenced by the characteristics
of the knowledge items they hold and the actions
agents who possess them perform. The following
subsections describe the properties of knowledge items
and knowledge stores.

Knowledge item vs. knowledge store

The concept of a knowledge item has been separated
from the concept of a knowledge store so that there is
some traceability of knowledge. If knowledge items
are taken from the same common pool and stored in
different agent‟s knowledge stores, then it is possible to
see when two (or more) agents have the same
knowledge. This is very useful for seeing how
knowledge diffuses. Contrast this to the case where
agents are allowed to arbitrarily create their own
knowledge. This would make it very difficult to
determine the provenance of knowledge, as it would be
very hard to determine when two pieces of knowledge
held by different agents are in fact the same
knowledge.
The importance of the separation between a global
pool of knowledge and local knowledge stores can also
be illustrated by looking at abstraction and codification
(which applies only to knowledge stores and not to
knowledge items). Knowledge stores are held by an
agent and held at a particular level of codification and
abstraction. This means that if the agent codifies its
knowledge and makes it more abstract, the properties
of the knowledge item are not changed but the
corresponding knowledge store gets a higher degree of
codification and abstraction. So the knowledge item is
held at a certain level of abstraction and codification in
that knowledge store. Knowledge stores are about the
form, knowledge items about the content of knowledge.
When it comes to codification and abstraction, the
simulation
uses
a
so-called
string-of-pearls
mechanism. Each time an agent codifies or abstracts
knowledge (the knowledge store that holds a
knowledge item), a new, i.e. an additional, knowledge
store is created with the new level of codification or
abstraction. The same applies to the opposite actions of
codification and abstraction: absorption and impacting.
The knowledge item in those knowledge stores is
always the same, only the level of codification and
abstraction of the knowledge stores changes as do their
indices. The string-of-pearls is a means of
implementing versioning of knowledge stores.
3.3

3.3.1
Properties of knowledge items
Obsolescence and obsolescence rate
As an „endogenous characteristic‟, the obsolescence
property for each knowledge item is recalculated at the
end of each period. Obsolescence at the end of the
period is the Obsolescence at the start plus the
obsolescence rate (On = On-1 + or). Obsolescence varies
from 0 to 1, where 1 means the knowledge is worthless
(i.e. completely obsolete). The obsolescence rate
property for each knowledge item specifies at what rate
(units per period, rather than percent per period) that
knowledge item becomes obsolete.
Base value
It is the basic value of a knowledge item, which may be
different from the price that agents set for that
knowledge item when they trade it (see further down
for more information on the value of knowledge).
Per period carrying cost
It is the cost of knowing or holding a particular
knowledge item, per period. Knowledge with a higher
level of abstraction and codification has a lower
carrying cost.
Abstraction increment & codification increment
It is the increment by which abstraction and
codification can increase. Note that a knowledge item
itself does not have a level of abstraction or
codification – only a knowledge store has a level of
abstraction and codification. However, knowledge
items have an abstraction increment and a codification
increment, that helps determine how fast the
knowledge stores containing them can be abstracted
and codified. Whether a smaller or a larger proportion
of the abstraction or codification increment is used is a
function of the experience an agent has accumulated.
Diffusion
Diffusion is calculated as the percentage of agents who
possess a particular piece of knowledge. When
calculating the number of agents, those agents who are
cropped (i.e. those who died after exhausting their
resources), exited (and not re-entered), or have merged,
are not counted. Those agents formed out of merger are
counted, but not those parent agents forming the
merger. The diffusion property for each knowledge
item is calculated dynamically at the end of each period

Properties / Characteristics

Each knowledge item belongs to a particular
knowledge group. As already mentioned, the properties
of those knowledge groups can be set by assigning
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(endogenous characteristic). As it is an emergent
property of the simulation, it is not a property that can
be set in advance. Consequently, diffusion rate is not
allowed to be stored or set, as rate of diffusion is also
an emergent property of the system. Diffusion has two
components. First, it is a consequence of voluntary
exchange through agent interactions such as trading,
joint ventures (JVs), alliances, licensing. Second, it
results from spillovers through scanning. Those
spillovers reflect the degrees of codification and
abstraction of knowledge stores (and, by implication,
of knowledge elements in the stores), as more abstract
and codified knowledge is easier to scan. Since
scanning is more likely to happen on more codified and
abstract knowledge, diffusion will be faster for more
codified and abstract knowledge. Patented and
copyrighted knowledge is also easy to scan, but it is
harder to exploit (see further down for details).

the density of knowledge links. Depending on the
knowledge group properties, each of the linked
knowledge items has a different starting degree of
codification and abstraction.
Linked knowledge is important for the individual
discovery process. The more codified and abstract a
knowledge item gets, the higher the probability that the
agent who possesses that knowledge item (who holds it
in his knowledge stores) sees the knowledge items that
are linked to that particular knowledge item. The same
applies for knowledge items that get less codified and
abstract (through absorbing and impacting of the
knowledge stores): as absorbing and impacting
advances, it is more probable that the agent sees the
associated network. However, there is a big difference
between going up in the I-Space (codifying and
abstracting) and going down in the I-Space (absorbing
and impacting). Going up in the I-Space makes it more
probable to see the more codified and abstract
knowledge items in the network. Going down in the ISpace makes it more probable to see the less codified
and abstract knowledge items in the network. When
talking about more or less codified and abstract
knowledge items in the network, the „starting degree‟
of codification and abstraction is referred to.
Ontological connections are created by the user at
the beginning of the simulation. The agent tries to
discover the connections (linked knowledge items)
epistemologically by investing in
increased
codification and abstraction (or absorption and
impacting). The agent‟s experience and investment
increases the number of knowledge items that are
visible to the agent and hence amenable to
appropriation.

3.3.2
Properties of knowledge stores
Location
Knowledge stores have a specific two-dimensional
location (X/Y) in the SimWorld. Both X and Y can
have values of between 0 and 100.
Codification & abstraction
Abstraction and codification have values of between 0
and 1. Codification and abstraction are properties of
knowledge stores, and not properties of knowledge
items. This is because knowledge items are held by
multiple agents and one agent‟s investment in
codification or abstraction does not influence the
codification and abstraction of the same knowledge
item in other agents‟ knowledge stores. So, knowledge
items do not have a level of abstraction and
codification. Only in knowledge stores is there a level
of abstraction and codification. This is because
abstraction and codification are local (i.e. particular to
a given knowledge store, which resides in some
location), as opposed to global. However, the user can
set a „starting degree‟ of codification and abstraction
for each knowledge group. Once a particular
knowledge item is scanned by an agent, this property
determines the level of codification and abstraction of
the knowledge store that holds the newly obtained
item. Therefore, there are knowledge groups with
knowledge items that will start more codified and
abstract and knowledge groups with knowledge items
that will start less codified and abstract.
3.4

3.4.2

Discovered through investment (DTI)
knowledge
DTI knowledge is a special kind of knowledge, which
is discovered through investing in related (child)
knowledge. DTI knowledge items cannot be discovered
through scanning (an agent‟s action to obtain
knowledge items). The user chooses up to five
knowledge items to be children of a DTI knowledge
item (DTI network; separate from linked knowledge).
The only way for an agent to discover DTI items is to
successfully scan the children and then to abstract and
codify them beyond a user-specified value. Once this
level is reached the agent automatically obtains the DTI
knowledge item. Investing in the child items, i.e.
scanning, codifying and abstracting them, is the
primary means of discovering DTI knowledge. By
specifying the value characteristics of the DTI
knowledge item, the user can indirectly determine the
value of the respective DTI network.

Knowledge networks

3.4.1
Linked knowledge
When configuring the simulation, the user can specify
links between individual knowledge items in the
knowledge ocean (also across knowledge groups). This
results in knowledge networks. Agents cannot link
knowledge themselves during the simulation runs,
since knowledge links are defined as being natural, and
discovered, rather than man-made. Links are set by the
user a priori and created during the start-of-simulation
processing. This also allows the user to specify exactly

3.5

Owning vs. possessing knowledge

An agent can own or possess knowledge. Agents
possess the knowledge if they possess a knowledge
store that contains the knowledge item. This happens
after they have scanned a knowledge item or acquired
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(endogenous characteristic). As it is an emergent
property of the simulation, it is not a property that can
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copyrighted knowledge is also easy to scan, but it is
harder to exploit (see further down for details).

the density of knowledge links. Depending on the
knowledge group properties, each of the linked
knowledge items has a different starting degree of
codification and abstraction.
Linked knowledge is important for the individual
discovery process. The more codified and abstract a
knowledge item gets, the higher the probability that the
agent who possesses that knowledge item (who holds it
in his knowledge stores) sees the knowledge items that
are linked to that particular knowledge item. The same
applies for knowledge items that get less codified and
abstract (through absorbing and impacting of the
knowledge stores): as absorbing and impacting
advances, it is more probable that the agent sees the
associated network. However, there is a big difference
between going up in the I-Space (codifying and
abstracting) and going down in the I-Space (absorbing
and impacting). Going up in the I-Space makes it more
probable to see the more codified and abstract
knowledge items in the network. Going down in the ISpace makes it more probable to see the less codified
and abstract knowledge items in the network. When
talking about more or less codified and abstract
knowledge items in the network, the „starting degree‟
of codification and abstraction is referred to.
Ontological connections are created by the user at
the beginning of the simulation. The agent tries to
discover the connections (linked knowledge items)
epistemologically by investing in
increased
codification and abstraction (or absorption and
impacting). The agent‟s experience and investment
increases the number of knowledge items that are
visible to the agent and hence amenable to
appropriation.

3.3.2
Properties of knowledge stores
Location
Knowledge stores have a specific two-dimensional
location (X/Y) in the SimWorld. Both X and Y can
have values of between 0 and 100.
Codification & abstraction
Abstraction and codification have values of between 0
and 1. Codification and abstraction are properties of
knowledge stores, and not properties of knowledge
items. This is because knowledge items are held by
multiple agents and one agent‟s investment in
codification or abstraction does not influence the
codification and abstraction of the same knowledge
item in other agents‟ knowledge stores. So, knowledge
items do not have a level of abstraction and
codification. Only in knowledge stores is there a level
of abstraction and codification. This is because
abstraction and codification are local (i.e. particular to
a given knowledge store, which resides in some
location), as opposed to global. However, the user can
set a „starting degree‟ of codification and abstraction
for each knowledge group. Once a particular
knowledge item is scanned by an agent, this property
determines the level of codification and abstraction of
the knowledge store that holds the newly obtained
item. Therefore, there are knowledge groups with
knowledge items that will start more codified and
abstract and knowledge groups with knowledge items
that will start less codified and abstract.
3.4

3.4.2

Discovered through investment (DTI)
knowledge
DTI knowledge is a special kind of knowledge, which
is discovered through investing in related (child)
knowledge. DTI knowledge items cannot be discovered
through scanning (an agent‟s action to obtain
knowledge items). The user chooses up to five
knowledge items to be children of a DTI knowledge
item (DTI network; separate from linked knowledge).
The only way for an agent to discover DTI items is to
successfully scan the children and then to abstract and
codify them beyond a user-specified value. Once this
level is reached the agent automatically obtains the DTI
knowledge item. Investing in the child items, i.e.
scanning, codifying and abstracting them, is the
primary means of discovering DTI knowledge. By
specifying the value characteristics of the DTI
knowledge item, the user can indirectly determine the
value of the respective DTI network.

Knowledge networks

3.4.1
Linked knowledge
When configuring the simulation, the user can specify
links between individual knowledge items in the
knowledge ocean (also across knowledge groups). This
results in knowledge networks. Agents cannot link
knowledge themselves during the simulation runs,
since knowledge links are defined as being natural, and
discovered, rather than man-made. Links are set by the
user a priori and created during the start-of-simulation
processing. This also allows the user to specify exactly

3.5

Owning vs. possessing knowledge

An agent can own or possess knowledge. Agents
possess the knowledge if they possess a knowledge
store that contains the knowledge item. This happens
after they have scanned a knowledge item or acquired
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it through licensing, an alliance or a merger (see further
down for details on individual action types). It can also
be the result of an original endowment of knowledge
the user specifies when determining the simulation
settings. Possession ends when the agent finishes
possessing the knowledge store that contains the
knowledge item. This happens after the agent disposes
of all knowledge stores containing the knowledge item,
or when the agent dies (i.e. is cropped, or merges with
another agent).
An agent may possess a piece of knowledge, but
not own it. Ownership indicates when an agent has
legal rights to benefit from a knowledge item (e.g. via
trade, JV, licensing, etc.). Ownership happens through
patenting or copyrighting (of a knowledge item).
Knowledge, i.e. the knowledge store containing the
knowledge item, must be above a certain codification
and abstraction level (0.5 for both) in order to be
patentable. Knowledge must be above a certain
codification level (0.5) in order to be copyrightable.
This means that knowledge can only be owned once
the knowledge store has reached a certain level of
codification and abstraction (however, all knowledge
can be possessed). An agent cannot patent or copyright
a knowledge item that also another agent holds at a
codification level of  0.5 (for details see description
of the codification and abstraction process further
down). All of the agent‟s knowledge stores that hold a
patented or copyrighted knowledge item are considered
to be owned by that agent.
Ownership also happens when the knowledge is
bought in a trade or acquired through a joint-venture,
an alliance, or a merger. This means, that multiple
agents may jointly own a piece of knowledge, e.g.
when the knowledge is joint-ventured. It also means
that some actions, e.g. trade, bring about transfer of
ownership, in which case ownership for one agent (the
seller) ends and ownership for another agent (the
buyer) begins. Ownership ends when the agent dies
(i.e. is cropped or merges with another agent) or when
the agent disposes of all knowledge stores containing
the knowledge item. It also ends when knowledge, i.e.
a knowledge store containing a knowledge item, is sold
in a trade or when the duration of the patent or
copyright ends. Note that in these cases though the
agent loses ownership it still possesses the knowledge.
Not all knowledge is owned, e.g. with tacit knowledge,
we are more concerned with possessing than with
owning. An agent possessing knowledge will be able to
exploit it and learn from it whether or not that agent
owns it (see further down for details). Strengthening an
ownership claim on particular knowledge – patenting
or copyrighting – however decreases the ability of
others who only possess it to exploit it.
3.6

then be transformed into a trade amount or license
amount or exploit amount. This is done according to
the level of abstraction and codification of the
knowledge store which holds the knowledge item, and
according to the diffusion of the knowledge item. The
user can define an industry specific table of revenue
multipliers based on abstraction and codification level.
When determining amounts, the abstraction and
codification level of the knowledge store is read, and
then the corresponding relevant abstractioncodification-multiplier from the industry-specific
revenue-multiplier-for-abstraction-and-codificationlevel table is looked up. In the I-Space, the value of
knowledge is a function of both utility (how codified
and abstract) and scarcity (how far diffused). Usually,
the higher the codification and abstraction level, the
higher the revenue multiplier, i.e. more codified and
abstract knowledge is worth more. More codified and
abstract knowledge, however, is also more likely to be
diffused. This erodes the value of knowledge. In
addition to that, the calculations include obsolescence,
which also has a negative effect on value: completely
obsolete knowledge is worthless. Whereas revenue
multipliers depend on the characteristics of the
knowledge store (level of codification and abstraction),
obsolescence solely depends on the properties of the
knowledge item.
Note the distinction between capital value and
rental value of knowledge. When knowledge is traded,
it is traded for its capital value, and this is a once off
transfer of funds. In contrast, when knowledge is
licensed, the revenue of the license is recurring
revenue, charged by the licensor, to the licensee, at the
end of every period, for the duration of the license.
The trade amount is calculated as follows:
Trade amount = (base value) x [(relevant abstractioncodification-multiplier for knowledge store) /
(diffusion for knowledge item)] x (price multiplier
attribute for that agent) x (1 - obsolescence for
knowledge item)
The price multiplier is used to account for the fact that
certain agents routinely price knowledge higher than
others.
The exclusive license amount is:
Exclusive license amount = (base value) x 6% x
[(relevant
abstraction-codification-multiplier
for
knowledge store) / (diffusion for knowledge item)] x (1
- obsolescence for knowledge item)
The non-exclusive license amount is:
Non-exclusive license amount = (base value) x 3% x
[(relevant
abstraction-codification-multiplier
for
knowledge store) / (diffusion for knowledge item)] x (1
- obsolescence for knowledge item)
The exploit amount is:
Exploit amount = (base value) x (efficiency as
exploiter) x [(relevant abstraction-codificationmultiplier for knowledge store) / (diffusion for
knowledge item)] x (1 – obsolescence for knowledge
item)

What is knowledge worth?

Agents can capitalize on their knowledge by
exploiting, trading or (exclusively and non-exclusively)
licensing it. The base value of a knowledge item will
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it through licensing, an alliance or a merger (see further
down for details on individual action types). It can also
be the result of an original endowment of knowledge
the user specifies when determining the simulation
settings. Possession ends when the agent finishes
possessing the knowledge store that contains the
knowledge item. This happens after the agent disposes
of all knowledge stores containing the knowledge item,
or when the agent dies (i.e. is cropped, or merges with
another agent).
An agent may possess a piece of knowledge, but
not own it. Ownership indicates when an agent has
legal rights to benefit from a knowledge item (e.g. via
trade, JV, licensing, etc.). Ownership happens through
patenting or copyrighting (of a knowledge item).
Knowledge, i.e. the knowledge store containing the
knowledge item, must be above a certain codification
and abstraction level (0.5 for both) in order to be
patentable. Knowledge must be above a certain
codification level (0.5) in order to be copyrightable.
This means that knowledge can only be owned once
the knowledge store has reached a certain level of
codification and abstraction (however, all knowledge
can be possessed). An agent cannot patent or copyright
a knowledge item that also another agent holds at a
codification level of  0.5 (for details see description
of the codification and abstraction process further
down). All of the agent‟s knowledge stores that hold a
patented or copyrighted knowledge item are considered
to be owned by that agent.
Ownership also happens when the knowledge is
bought in a trade or acquired through a joint-venture,
an alliance, or a merger. This means, that multiple
agents may jointly own a piece of knowledge, e.g.
when the knowledge is joint-ventured. It also means
that some actions, e.g. trade, bring about transfer of
ownership, in which case ownership for one agent (the
seller) ends and ownership for another agent (the
buyer) begins. Ownership ends when the agent dies
(i.e. is cropped or merges with another agent) or when
the agent disposes of all knowledge stores containing
the knowledge item. It also ends when knowledge, i.e.
a knowledge store containing a knowledge item, is sold
in a trade or when the duration of the patent or
copyright ends. Note that in these cases though the
agent loses ownership it still possesses the knowledge.
Not all knowledge is owned, e.g. with tacit knowledge,
we are more concerned with possessing than with
owning. An agent possessing knowledge will be able to
exploit it and learn from it whether or not that agent
owns it (see further down for details). Strengthening an
ownership claim on particular knowledge – patenting
or copyrighting – however decreases the ability of
others who only possess it to exploit it.
3.6

then be transformed into a trade amount or license
amount or exploit amount. This is done according to
the level of abstraction and codification of the
knowledge store which holds the knowledge item, and
according to the diffusion of the knowledge item. The
user can define an industry specific table of revenue
multipliers based on abstraction and codification level.
When determining amounts, the abstraction and
codification level of the knowledge store is read, and
then the corresponding relevant abstractioncodification-multiplier from the industry-specific
revenue-multiplier-for-abstraction-and-codificationlevel table is looked up. In the I-Space, the value of
knowledge is a function of both utility (how codified
and abstract) and scarcity (how far diffused). Usually,
the higher the codification and abstraction level, the
higher the revenue multiplier, i.e. more codified and
abstract knowledge is worth more. More codified and
abstract knowledge, however, is also more likely to be
diffused. This erodes the value of knowledge. In
addition to that, the calculations include obsolescence,
which also has a negative effect on value: completely
obsolete knowledge is worthless. Whereas revenue
multipliers depend on the characteristics of the
knowledge store (level of codification and abstraction),
obsolescence solely depends on the properties of the
knowledge item.
Note the distinction between capital value and
rental value of knowledge. When knowledge is traded,
it is traded for its capital value, and this is a once off
transfer of funds. In contrast, when knowledge is
licensed, the revenue of the license is recurring
revenue, charged by the licensor, to the licensee, at the
end of every period, for the duration of the license.
The trade amount is calculated as follows:
Trade amount = (base value) x [(relevant abstractioncodification-multiplier for knowledge store) /
(diffusion for knowledge item)] x (price multiplier
attribute for that agent) x (1 - obsolescence for
knowledge item)
The price multiplier is used to account for the fact that
certain agents routinely price knowledge higher than
others.
The exclusive license amount is:
Exclusive license amount = (base value) x 6% x
[(relevant
abstraction-codification-multiplier
for
knowledge store) / (diffusion for knowledge item)] x (1
- obsolescence for knowledge item)
The non-exclusive license amount is:
Non-exclusive license amount = (base value) x 3% x
[(relevant
abstraction-codification-multiplier
for
knowledge store) / (diffusion for knowledge item)] x (1
- obsolescence for knowledge item)
The exploit amount is:
Exploit amount = (base value) x (efficiency as
exploiter) x [(relevant abstraction-codificationmultiplier for knowledge store) / (diffusion for
knowledge item)] x (1 – obsolescence for knowledge
item)

What is knowledge worth?

Agents can capitalize on their knowledge by
exploiting, trading or (exclusively and non-exclusively)
licensing it. The base value of a knowledge item will
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The more efficient agents are, the more revenue they
are able to generate. Trading and licensing are – from a
conceptual perspective – mutually agreed prices, so
efficiency does not influence revenues there. Since the
price is agreed in a two-party exchange, efficiency only
influences the cost of a trade action or a license action
(see description of action specific properties further
down for how efficiency influences the cost of
performing an action). Exploitation is a one-sided
action, so if agents are efficient at it, they will make
more money in revenues.
4

experience an agent has accumulated also influences
whether a smaller or a larger proportion of the
abstraction or codification increment is used.
Experience funds is not updated at the end of each
period, it is only changed during / after each successful
action.
Financial funds
As an „endogenous characteristic‟, the financial funds
of each agent need to be recomputed at the end of each
period. The „per period carrying cost‟ for all
knowledge items held by the agent during a period is
subtracted from the agent's financial funds. The exact
amount subtracted depends on the abstraction and
codification of that knowledge. Knowledge with a
higher level of abstraction and codification has a lower
carrying cost. That is, the actual amount subtracted
from the financial funds is the „per period carrying
cost‟ times (2 minus (abstraction times codification)).
This is because codification and abstraction should
lower the cost of carrying knowledge. Note that
financial funds are also updated during each action –
costs of action are subtracted if the action can be
successfully taken, and the revenues from the action
are added to financial funds (and payments resulting
from the action are subtracted). The licensing costs and
revenues are also subtracted from or added to an
agent‟s financial funds each period for the length of the
license. Remember that license amounts are per
period, whereas trade amounts are once off. At the end
of each period, an agent has subtracted from its
financial funds the license amount for each knowledge
item for which it is licensee and has added to its
financial funds the license amount for each item for
which it is licensor. At the end of each period, the
agent‟s income per period (i.e. income from external
sources, not relating to specific transactions) is added
to their financial funds and their expense per period
(i.e. expenses from external sources, not relating to
specific transactions) is subtracted from their financial
funds. Agents currently cannot go into credit, i.e.
agents cannot have negative financial funds.
Income and expense per period
Income per period is the base income per period from
external sources, not relating to specific transactions,
i.e. it does not include money made from trading,
licensing, and other transactions. Thereby, income per
period is merely a fixed, recurring income. Similarly,
agents can have base expenses per period from external
sources. Those do not relate to specific transactions,
i.e. they do not include costs of taking actions, or costs
relating to trading, licensing, and other transactions.
Thus, expense per period is merely a fixed, recurring
cost.
Vision
Vision determines how far the agent can see spatially.
An agent‟s vision is a certain radius from its current
location within which it can scan and call for meetings.
Thereby, it establishes the size of the market within
which the agent operates. Some will be village markets
and some will be global markets.

AGENTS

The „SimWorld‟ is populated by agents. Depending on
the agent group, those agents have certain
characteristics and perform numerous actions.
4.1

Properties / Characteristics

Each agent belongs to a particular agent group. As
already mentioned, the properties of those agent groups
can be set by assigning distributions. The value of a
particular property for a particular individual agent at
the start of the simulation depends on the distributions
set on the group level. The agent‟s property values
(agent‟s characteristic) will change over time as the
simulation proceeds. There are various properties that
agents can have. They can be either general properties
or action specific properties.
The user can directly endow agent groups with a
prior stock of knowledge, i.e. they can specify which
particular knowledge items agents possess from period
one on. In addition to that, „agent-knowledge-densities‟
come out as emergent properties of a simulation. There
are various action-types which allow agents to acquire
knowledge (e.g. trade, license, etc.) and each agent has
some propensity of indulging in that action-type.
4.1.1
General properties for agents
Location
Agents have a specific two-dimensional location (X/Y)
in the SimWorld. Both X and Y can have values of
between 0 and 100. For simplicity, it is assumed that
more than one agent and knowledge store can occupy
the same co-ordinate in space. This rule pertains to
actions such as agent relocating. If an agent re-enters
the SimWorld, having exited earlier, its co-ordinate is
randomly assigned.
Experience funds
Agents have financial funds and experience funds. The
financial funds are reduced / increased when a purchase
/ sale (i.e. trade) is made. The experience fund is not
usually reduced, and may increase during both
purchase and sale. When an action is undertaken, the
base experience gained or lost is added to the base
experience fund and the base financial cost is
subtracted from the financial funds (see further down
for more details). Agent experience has the following
effects: agents with higher experience have lower costs,
higher efficiency, and higher effectiveness. The
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The more efficient agents are, the more revenue they
are able to generate. Trading and licensing are – from a
conceptual perspective – mutually agreed prices, so
efficiency does not influence revenues there. Since the
price is agreed in a two-party exchange, efficiency only
influences the cost of a trade action or a license action
(see description of action specific properties further
down for how efficiency influences the cost of
performing an action). Exploitation is a one-sided
action, so if agents are efficient at it, they will make
more money in revenues.
4

experience an agent has accumulated also influences
whether a smaller or a larger proportion of the
abstraction or codification increment is used.
Experience funds is not updated at the end of each
period, it is only changed during / after each successful
action.
Financial funds
As an „endogenous characteristic‟, the financial funds
of each agent need to be recomputed at the end of each
period. The „per period carrying cost‟ for all
knowledge items held by the agent during a period is
subtracted from the agent's financial funds. The exact
amount subtracted depends on the abstraction and
codification of that knowledge. Knowledge with a
higher level of abstraction and codification has a lower
carrying cost. That is, the actual amount subtracted
from the financial funds is the „per period carrying
cost‟ times (2 minus (abstraction times codification)).
This is because codification and abstraction should
lower the cost of carrying knowledge. Note that
financial funds are also updated during each action –
costs of action are subtracted if the action can be
successfully taken, and the revenues from the action
are added to financial funds (and payments resulting
from the action are subtracted). The licensing costs and
revenues are also subtracted from or added to an
agent‟s financial funds each period for the length of the
license. Remember that license amounts are per
period, whereas trade amounts are once off. At the end
of each period, an agent has subtracted from its
financial funds the license amount for each knowledge
item for which it is licensee and has added to its
financial funds the license amount for each item for
which it is licensor. At the end of each period, the
agent‟s income per period (i.e. income from external
sources, not relating to specific transactions) is added
to their financial funds and their expense per period
(i.e. expenses from external sources, not relating to
specific transactions) is subtracted from their financial
funds. Agents currently cannot go into credit, i.e.
agents cannot have negative financial funds.
Income and expense per period
Income per period is the base income per period from
external sources, not relating to specific transactions,
i.e. it does not include money made from trading,
licensing, and other transactions. Thereby, income per
period is merely a fixed, recurring income. Similarly,
agents can have base expenses per period from external
sources. Those do not relate to specific transactions,
i.e. they do not include costs of taking actions, or costs
relating to trading, licensing, and other transactions.
Thus, expense per period is merely a fixed, recurring
cost.
Vision
Vision determines how far the agent can see spatially.
An agent‟s vision is a certain radius from its current
location within which it can scan and call for meetings.
Thereby, it establishes the size of the market within
which the agent operates. Some will be village markets
and some will be global markets.

AGENTS

The „SimWorld‟ is populated by agents. Depending on
the agent group, those agents have certain
characteristics and perform numerous actions.
4.1

Properties / Characteristics

Each agent belongs to a particular agent group. As
already mentioned, the properties of those agent groups
can be set by assigning distributions. The value of a
particular property for a particular individual agent at
the start of the simulation depends on the distributions
set on the group level. The agent‟s property values
(agent‟s characteristic) will change over time as the
simulation proceeds. There are various properties that
agents can have. They can be either general properties
or action specific properties.
The user can directly endow agent groups with a
prior stock of knowledge, i.e. they can specify which
particular knowledge items agents possess from period
one on. In addition to that, „agent-knowledge-densities‟
come out as emergent properties of a simulation. There
are various action-types which allow agents to acquire
knowledge (e.g. trade, license, etc.) and each agent has
some propensity of indulging in that action-type.
4.1.1
General properties for agents
Location
Agents have a specific two-dimensional location (X/Y)
in the SimWorld. Both X and Y can have values of
between 0 and 100. For simplicity, it is assumed that
more than one agent and knowledge store can occupy
the same co-ordinate in space. This rule pertains to
actions such as agent relocating. If an agent re-enters
the SimWorld, having exited earlier, its co-ordinate is
randomly assigned.
Experience funds
Agents have financial funds and experience funds. The
financial funds are reduced / increased when a purchase
/ sale (i.e. trade) is made. The experience fund is not
usually reduced, and may increase during both
purchase and sale. When an action is undertaken, the
base experience gained or lost is added to the base
experience fund and the base financial cost is
subtracted from the financial funds (see further down
for more details). Agent experience has the following
effects: agents with higher experience have lower costs,
higher efficiency, and higher effectiveness. The
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Price multiplier
Some agents habitually sell at a higher price than other
agents. Hoarders have a high price multiplier – greater
than 1 – whereas Sharers have a low price multiplier –
less than 1. The price multiplier characteristic is
normally assigned a value between 0.5 and 1.5.
Activity rate
Activity rate is the number of actions that an agent
takes per period. By setting the activity rate, users can
set up groups that work frantically (many actions per
period) and groups that are laid back (with few actions
per period). To create agents that work-hard-and-playhard, one can set the activity rate high, but set the
propensity for the relax action high as well, meaning
that the agent will relax often. Whereas vision affects
the range of an agent‟s interaction, activity rate affects
the rate of interaction.

Base financial cost
It is the base cost of participating in a particular action.
Every action has a financial cost, which must be paid
for by the agent when embarking on that action. The
agent must pay this cost, from its financial funds,
immaterial of whether the action succeeds or not.
Financial funds are updated during each action – costs
of action are subtracted if the action can be
successfully taken. If agents have insufficient funds to
undertake an action, then the action cannot be
successfully taken, and their financial funds are not
depleted. The final cost particular to an agent when
undertaking an action equals the base financial cost for
that action divided by efficiency for that action.
Base experience gained or lost
It is the amount of experience gained, or lost, by
participating in an action-type. Each action undertaken
by the agent normally increases the agent‟s base
experience by a certain amount. There is only one
experience fund per agent, no accumulated experience
per action-type.
Experience threshold required
It is the minimum amount of experience required to
undertake a specific action.

4.1.2
Action specific properties for agents
Propensity
Propensity refers to the likelihood of performing a
particular action. Propensity is specified for each
action-type. Each time an agent takes an action it must
decide which particular action to take. The agent will
attempt to embark on a given action-type with the
probability (in this case, the propensity) drawn from
the distribution associated with the propensity property
for that action type for the respective agent group. That
is, propensity is the probability of the agent attempting
a particular action, each time the agent takes an action.
Again, agents may take zero or more actions per
period, according to their activity rate. The propensities
across all action-types for a given agent must sum to 1.
If the sum comes out to more than one or less than one,
then the propensities are scaled to 1. This is the reason
for why, when it comes to creating distributions, each
propensity attribute must have a constant distribution
and the sum of the constant distribution values for all
the propensity properties for a particular agent group
must sum to 1.
Effectiveness
Effectiveness is used to determine the likelihood of
succeeding in a particular action-type. Whether an
action succeeds depends on the effectiveness of all
agents participating in the action. The average of the
effectiveness of all agents participating in the event
gives the probability of the action succeeding, given
the action is undertaken. It is assumed that the
environment does not introduce any additional random
variation. Effectiveness is partly a function of the
agent‟s experience fund. This gives agents a good
reason to invest in such funds.
Efficiency
Efficiency is a weighting factor, used to adjust cost of
participation in an action-type. In other words, it is a
cost modifier for an action. As applies to effectiveness,
efficiency is partly a function of the agent‟s experience
fund. This gives agents a good reason to invest in such
funds.

4.2

Actions

The artificial agents in the simulation are able to
perform various actions and thereby to adopt different
role types. All actions – aside from entering – require
the agent to be inside the SimWorld. Actions are
assumed to have zero duration, start and end in the
same period and are purposefully taken by agents. This
stands in contrast to states that have some duration and
that are inferred by the system based on the actions
taken in the previous periods. For example, the system
will infer that the agent starts owning a knowledge item
if the agent bought the knowledge item during the
period; similarly the system will infer that the previous
owner finishes owning the knowledge upon selling
(“owning” is a state). An agent will be permitted to
undertake an action, if and only if, the environment and
the agent state permit the action. Most importantly, an
agent can only perform an action, if it has sufficient
financial funds and experience. An agent will not be
able to undertake an action if it cannot pay the cost of
action. Entry into the SimWorld is only possible, if the
agent is outside and alive and the carrying capacity of
the SimWorld has not been exceeded. Also, an agent
can only license or trade a piece of knowledge if they
own the knowledge item. The state of the world as well
as that of the agent (and the knowledge) changes after
an action is successfully undertaken. What follows next
is a description of each action-type. When deciding
what to do in a period, agents pick from this list of
actions.
Scanning (storing)
An agent can scan knowledge. Scanning means picking
up a random knowledge item, whether from the
knowledge ocean or from other agents‟ knowledge
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Price multiplier
Some agents habitually sell at a higher price than other
agents. Hoarders have a high price multiplier – greater
than 1 – whereas Sharers have a low price multiplier –
less than 1. The price multiplier characteristic is
normally assigned a value between 0.5 and 1.5.
Activity rate
Activity rate is the number of actions that an agent
takes per period. By setting the activity rate, users can
set up groups that work frantically (many actions per
period) and groups that are laid back (with few actions
per period). To create agents that work-hard-and-playhard, one can set the activity rate high, but set the
propensity for the relax action high as well, meaning
that the agent will relax often. Whereas vision affects
the range of an agent‟s interaction, activity rate affects
the rate of interaction.

Base financial cost
It is the base cost of participating in a particular action.
Every action has a financial cost, which must be paid
for by the agent when embarking on that action. The
agent must pay this cost, from its financial funds,
immaterial of whether the action succeeds or not.
Financial funds are updated during each action – costs
of action are subtracted if the action can be
successfully taken. If agents have insufficient funds to
undertake an action, then the action cannot be
successfully taken, and their financial funds are not
depleted. The final cost particular to an agent when
undertaking an action equals the base financial cost for
that action divided by efficiency for that action.
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4.1.2
Action specific properties for agents
Propensity
Propensity refers to the likelihood of performing a
particular action. Propensity is specified for each
action-type. Each time an agent takes an action it must
decide which particular action to take. The agent will
attempt to embark on a given action-type with the
probability (in this case, the propensity) drawn from
the distribution associated with the propensity property
for that action type for the respective agent group. That
is, propensity is the probability of the agent attempting
a particular action, each time the agent takes an action.
Again, agents may take zero or more actions per
period, according to their activity rate. The propensities
across all action-types for a given agent must sum to 1.
If the sum comes out to more than one or less than one,
then the propensities are scaled to 1. This is the reason
for why, when it comes to creating distributions, each
propensity attribute must have a constant distribution
and the sum of the constant distribution values for all
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Effectiveness
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agents participating in the action. The average of the
effectiveness of all agents participating in the event
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the action is undertaken. It is assumed that the
environment does not introduce any additional random
variation. Effectiveness is partly a function of the
agent‟s experience fund. This gives agents a good
reason to invest in such funds.
Efficiency
Efficiency is a weighting factor, used to adjust cost of
participation in an action-type. In other words, it is a
cost modifier for an action. As applies to effectiveness,
efficiency is partly a function of the agent‟s experience
fund. This gives agents a good reason to invest in such
funds.

4.2

Actions

The artificial agents in the simulation are able to
perform various actions and thereby to adopt different
role types. All actions – aside from entering – require
the agent to be inside the SimWorld. Actions are
assumed to have zero duration, start and end in the
same period and are purposefully taken by agents. This
stands in contrast to states that have some duration and
that are inferred by the system based on the actions
taken in the previous periods. For example, the system
will infer that the agent starts owning a knowledge item
if the agent bought the knowledge item during the
period; similarly the system will infer that the previous
owner finishes owning the knowledge upon selling
(“owning” is a state). An agent will be permitted to
undertake an action, if and only if, the environment and
the agent state permit the action. Most importantly, an
agent can only perform an action, if it has sufficient
financial funds and experience. An agent will not be
able to undertake an action if it cannot pay the cost of
action. Entry into the SimWorld is only possible, if the
agent is outside and alive and the carrying capacity of
the SimWorld has not been exceeded. Also, an agent
can only license or trade a piece of knowledge if they
own the knowledge item. The state of the world as well
as that of the agent (and the knowledge) changes after
an action is successfully undertaken. What follows next
is a description of each action-type. When deciding
what to do in a period, agents pick from this list of
actions.
Scanning (storing)
An agent can scan knowledge. Scanning means picking
up a random knowledge item, whether from the
knowledge ocean or from other agents‟ knowledge
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stores. An agent can scan any knowledge item in the
knowledge ocean, but can only scan knowledge items
in knowledge stores within its vision. An agent can
scan knowledge possessed or owned (patented or
copyrighted) by other agents. Agents only try to pick
up knowledge items that they do not already possess at
that level of abstraction and codification. If a
knowledge item is successfully scanned, it starts off in
a new knowledge store possessed (but not owned) by
the agent. Depending on the origin of the knowledge
item, the new knowledge store picks up the level of
codification and abstraction from the knowledge group
the knowledge item belongs to (knowledge item from
knowledge ocean) or from the knowledge store it found
the item in (knowledge item from another agent). The
ease with which knowledge is scanned is a function of
the degree of codification and abstraction of the
knowledge involved. Knowledge items in knowledge
stores with higher abstraction and codification have a
higher propensity of being scanned, so the program
weights the probability of being scanned by the
abstraction and codification levels of the knowledge
chosen. Remember the special role of networks. The
more an agent codifies and abstracts the knowledge
stores of a particular knowledge item which is linked in
the knowledge ocean, the more likely it is that the
agent will discover, through scanning, those linked
knowledge items that have a high starting level of
codification and abstraction. The more an agent
absorbs and impacts the knowledge stores of a
particular knowledge item which is linked in the
knowledge ocean, the more likely it is that the agent
will discover those linked knowledge items that have a
low starting level of codification and abstraction. Also
remember that once an agent has scanned all the child
items of a DTI knowledge item and has codified and
abstracted them up to a certain level, then the agent
automatically gets the DTI knowledge item associated
to that DTI network (see earlier).
Learning
An agent can learn existing knowledge. Learning
enables agents to exploit the knowledge items they
learned of. Before knowledge items can be exploited,
learning has to take place. Agents can only learn from a
knowledge store they possess. Their chances of
successfully learning are higher for more codified
knowledge.
Abstracting and Codifying
An agent can abstract and codify a knowledge store
(two separate actions). Abstraction increases
knowledge
abstraction;
codification
increases
knowledge codification. Both actions only occur on
knowledge stores (not on knowledge items). The agent
must possess the knowledge store to carry out
abstraction or codification. The abstraction level and
codification level of the knowledge store is updated
after each abstracting or codifying action. Abstraction
and codification of the knowledge store increases by
the abstraction increments or respectively the
codification increments of the (single) knowledge item

in the store. The exact increase is weighted by the
agent‟s experience: agents with more experience get a
larger proportion of the abstraction or codification
increment. The knowledge can be abstracted and
codified without any limits. However, the level of
abstraction and the level of abstraction cannot exceed
1.
Absorbing and impacting
We speak of absorption if an agent‟s knowledge gets
more uncodified, and of impacting if an agent‟s
knowledge gets more concrete. They can be considered
as negative codifying and abstracting. However, the
user can set separate characteristics for each of them.
Patenting and Copyrighting
An agent can patent or copyright knowledge (two
separate actions) for a certain duration and with a
specific strength. An agent can only patent or copyright
a knowledge item it possesses. For patenting the agent
has to hold the knowledge item in a knowledge store
that has an abstraction level of at least 0.5 and a
codification level of at least 0.5. For copyrighting, the
knowledge store must have a codification of at least
0.5. That is, an agent can only invest in patenting after
it has invested in codifying and abstracting. For
copyrighting the agent has to have invested in
codifying. Each patent and each copyright has a
particular strength and duration. The user can assign a
distribution for both characteristics of both actions
(general setting for all knowledge). Once an agent
patents or copyrights an item, it owns that item. As a
consequence, all of the agent‟s knowledge stores that
hold the newly patented or copyrighted knowledge
item are then eligible for the actions that require
ownership (trading, licensing, etc.). An agent may not
patent or copyright a knowledge item that is already
possessed by another agent in a knowledge store that
has a codification level of  0.5. The codification level
of  0.5 ensures that there is a possible „race to
codify/abstract that brings patent reward‟ and that
possessed knowledge in lower regions of the I-Space
(ideas / thoughts in an agent‟s head) do not inhibit
other agents to patent / copyright their already
developed knowledge. Patents or copyrights are not
diffusion blocking. They just restrain other agents from
doing certain things with their knowledge items, e.g.
selling, licensing, successfully exploiting.
Exploiting
An agent can exploit knowledge to gain value.
Exploitation means capitalizing on internalized
knowledge. This means that an agent must learn the
knowledge prior to exploiting it, i.e. perform the
learning action on the knowledge item. The financial
funds of the exploiter agent are increased by the value
of the exploiting (see exploit amount above). An agent
can exploit a piece of knowledge that it possesses, even
if it does not own it. The higher the strength of the
patents and copyrights held on the knowledge by other
agents, the lower the probability of successfully
exploiting, if the agent does not have a license for that
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exploiting, if the agent does not have a license for that
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knowledge. If the agent holds the patent or copyright or
has a license for the knowledge, then their chance of
successfully exploiting the knowledge is high.
Meeting
An agent can meet with another agent. Only agents
who have initiated the meeting (initiator) and those
who have responded positively are allowed to attend.
An agent can only meet with agents within its vision.
Meeting is a prerequisite for a trade, license, merger,
joint venture and alliance.
Buying / selling knowledge (trading)
An agent can buy (sell) knowledge stores from (to)
another agent for a certain price (sale amount). In
contrast to scanning, buying only targets knowledge
that is owned by other agents. Meeting is a prerequisite
for trading, and mutual consensus is necessary. Agents
can only sell knowledge stores that they own, i.e.
knowledge that is copyrighted or patented. This also
implies that if you want to trade knowledge, it must be
up to a certain level of codification and abstraction.
The buyer acquires ownership and the seller loses
ownership. This means that the patent or copyright is
terminated for the seller, and the rest of the patent or
copyright (remaining time) is transferred to the buyer.
Note that the seller still possesses the knowledge and is
still in a position to learn and to exploit it. An agent can
only attempt to acquire a knowledge item that it does
not already own at that level of abstraction and
codification (since agents would be wasting money
buying something they already own). The trading price
is determined using the formula for trade amount
mentioned earlier. The financial funds of the seller
agent are increased by the sale value for the trade, and
the financial funds of the buyer agent are decreased by
the sale value for the trade.
Licensing – exclusive and non-exclusive
An agent can license knowledge, exclusively or nonexclusively (two separate actions), to another agent for
a certain per period license amount / fee. Meeting is a
prerequisite for licensing, and mutual consensus is
necessary. Agents can only be licensor for knowledge
that they own. Furthermore, agents only attempt to be
licensee for a knowledge item that they do not already
own at that level of abstraction and codification. The
exclusive licensor gives the knowledge to one licensee.
That is, only one exclusive license can be given. The
non-exclusive licensor gives the knowledge to various
licensees for joint possession. That is, multiple nonexclusive licenses may be given. The licensee does not
acquire ownership of the knowledge. Though they own
the knowledge, licensors may not exploit the
knowledge – only the licensees may exploit the
knowledge. For simplicity the special type of license
where licensors can continue to exploit their
knowledge is omitted from the simulation. At the end
of each period, and for the duration of the license, the
financial funds of the licensor agent are increased by
the license amount. Similarly, for the duration of the
license, and at the end of each period, the financial
funds of the licensee agent are decreased by the license

amount. The price of the license, i.e. the license
amount, is determined using the formula for license
amount shown earlier.
Forming joint ventures
An agent can form joint ventures with another agent.
The goal is to exchange knowledge (a knowledge
store). Meeting is a prerequisite for a joint venture, and
mutual consensus is necessary. Agents can only joint
venture knowledge that they own. An agent does not
lose ownership of the knowledge when it is jointventured. The partner in the joint venture gains (joint)
ownership of the joint-ventured knowledge, i.e. gets a
copy of the patent or copyright. If one of the partners
trades or licenses the joint-ventured knowledge, the
revenues are split.
Making alliances
An agent can form an alliance with another agent.
Meeting is a prerequisite for making an alliance, and
mutual consensus is necessary. When an alliance is
made, both parties gain (joint) ownership of all the
knowledge that is held by the other party. If one party
trades or licenses that knowledge later, the revenues are
split. An alliance is equivalent to the joint-venturing of
all knowledge held by both agents joining the alliance.
Merging
An agent can merge with another agent to form a new
entity (agent). Meeting is a prerequisite for merging,
and mutual consensus is necessary. When an agent is
merged, the old agents cease to exist, and a new agent
comes into being. On merger, assets are pooled, but 20
percent of financial funds and experience funds are
liquidated on merger to account for the costs of merger.
Also, on merger, the new agent gains ownership of all
the knowledge owned by the merged agents, and the
merged agents, which are now dead, lose ownership of
that knowledge. For the new agent‟s properties the
program randomly picks of the properties of the agents
that are merging.
Disposing
An agent can dispose a knowledge store. Agents cannot
dispose of knowledge items since these are eternal
propositions.
Relocating
An agent can relocate a certain distance. Relocating
implies moving closer to / further from other agents or
knowledge stores. The distance an agent moves per
relocation depends on the respective agent group‟s
distance settings for the relocate action (i.e. on the
distribution of the distance property of the relocate
action for the particular agent group). Relocation is
important in the context of scanning and for calling a
meeting as it affects what you see and who you see. As
agents can only scan and call for meeting within the
radius of their vision, they are only able to pick up
knowledge or meet people in a different area by
moving / relocating. When agents relocate, they leave
their knowledge stores behind (N.B.: A new knowledge
store is always given the same location as the agent).

126

knowledge. If the agent holds the patent or copyright or
has a license for the knowledge, then their chance of
successfully exploiting the knowledge is high.
Meeting
An agent can meet with another agent. Only agents
who have initiated the meeting (initiator) and those
who have responded positively are allowed to attend.
An agent can only meet with agents within its vision.
Meeting is a prerequisite for a trade, license, merger,
joint venture and alliance.
Buying / selling knowledge (trading)
An agent can buy (sell) knowledge stores from (to)
another agent for a certain price (sale amount). In
contrast to scanning, buying only targets knowledge
that is owned by other agents. Meeting is a prerequisite
for trading, and mutual consensus is necessary. Agents
can only sell knowledge stores that they own, i.e.
knowledge that is copyrighted or patented. This also
implies that if you want to trade knowledge, it must be
up to a certain level of codification and abstraction.
The buyer acquires ownership and the seller loses
ownership. This means that the patent or copyright is
terminated for the seller, and the rest of the patent or
copyright (remaining time) is transferred to the buyer.
Note that the seller still possesses the knowledge and is
still in a position to learn and to exploit it. An agent can
only attempt to acquire a knowledge item that it does
not already own at that level of abstraction and
codification (since agents would be wasting money
buying something they already own). The trading price
is determined using the formula for trade amount
mentioned earlier. The financial funds of the seller
agent are increased by the sale value for the trade, and
the financial funds of the buyer agent are decreased by
the sale value for the trade.
Licensing – exclusive and non-exclusive
An agent can license knowledge, exclusively or nonexclusively (two separate actions), to another agent for
a certain per period license amount / fee. Meeting is a
prerequisite for licensing, and mutual consensus is
necessary. Agents can only be licensor for knowledge
that they own. Furthermore, agents only attempt to be
licensee for a knowledge item that they do not already
own at that level of abstraction and codification. The
exclusive licensor gives the knowledge to one licensee.
That is, only one exclusive license can be given. The
non-exclusive licensor gives the knowledge to various
licensees for joint possession. That is, multiple nonexclusive licenses may be given. The licensee does not
acquire ownership of the knowledge. Though they own
the knowledge, licensors may not exploit the
knowledge – only the licensees may exploit the
knowledge. For simplicity the special type of license
where licensors can continue to exploit their
knowledge is omitted from the simulation. At the end
of each period, and for the duration of the license, the
financial funds of the licensor agent are increased by
the license amount. Similarly, for the duration of the
license, and at the end of each period, the financial
funds of the licensee agent are decreased by the license

amount. The price of the license, i.e. the license
amount, is determined using the formula for license
amount shown earlier.
Forming joint ventures
An agent can form joint ventures with another agent.
The goal is to exchange knowledge (a knowledge
store). Meeting is a prerequisite for a joint venture, and
mutual consensus is necessary. Agents can only joint
venture knowledge that they own. An agent does not
lose ownership of the knowledge when it is jointventured. The partner in the joint venture gains (joint)
ownership of the joint-ventured knowledge, i.e. gets a
copy of the patent or copyright. If one of the partners
trades or licenses the joint-ventured knowledge, the
revenues are split.
Making alliances
An agent can form an alliance with another agent.
Meeting is a prerequisite for making an alliance, and
mutual consensus is necessary. When an alliance is
made, both parties gain (joint) ownership of all the
knowledge that is held by the other party. If one party
trades or licenses that knowledge later, the revenues are
split. An alliance is equivalent to the joint-venturing of
all knowledge held by both agents joining the alliance.
Merging
An agent can merge with another agent to form a new
entity (agent). Meeting is a prerequisite for merging,
and mutual consensus is necessary. When an agent is
merged, the old agents cease to exist, and a new agent
comes into being. On merger, assets are pooled, but 20
percent of financial funds and experience funds are
liquidated on merger to account for the costs of merger.
Also, on merger, the new agent gains ownership of all
the knowledge owned by the merged agents, and the
merged agents, which are now dead, lose ownership of
that knowledge. For the new agent‟s properties the
program randomly picks of the properties of the agents
that are merging.
Disposing
An agent can dispose a knowledge store. Agents cannot
dispose of knowledge items since these are eternal
propositions.
Relocating
An agent can relocate a certain distance. Relocating
implies moving closer to / further from other agents or
knowledge stores. The distance an agent moves per
relocation depends on the respective agent group‟s
distance settings for the relocate action (i.e. on the
distribution of the distance property of the relocate
action for the particular agent group). Relocation is
important in the context of scanning and for calling a
meeting as it affects what you see and who you see. As
agents can only scan and call for meeting within the
radius of their vision, they are only able to pick up
knowledge or meet people in a different area by
moving / relocating. When agents relocate, they leave
their knowledge stores behind (N.B.: A new knowledge
store is always given the same location as the agent).

126

Exiting and entering
An agent can exit the SimWorld. It can do so in any
particular period with its current rent earnings. An
example of exiting is retiring to the Bahamas to live a
life of luxury. Once the agent has exited, the only
action possible for the agent is entrance. An agent can
enter the SimWorld if it is outside the simulation
world. Being in SimWorld is a particular state an agent
has or has not. It indicates when an agent is alive and is
a citizen of the SimWorld (i.e. has not retired).
Relaxing
An agent can relax for a specified duration. Relaxing
means that the agent will undertake no action. The
duration specifies the number of periods the agent is
relaxing for. Actions are not queued while the agent is
relaxing; they simply do not try to undertake any
actions whatsoever. Agents will only start trying to
undertake actions after their relaxation duration is over.
Relaxation is currently the only action-type that has a
duration. The simulation determines the duration
randomly by assigning a value between 1 and 10.
The death of an agent – cropping
Agents die if there are insufficient resources to sustain
them. The agent‟s financial funds must be zero or
negative for the crop action type to occur. Cropping
happens each period after the updating of financial
funds which happens during end-of-period processing.
Once the agent is cropped, no action is possible for the
agent, since the agent is dead. After cropping, states
like „owning‟ and „is in SimWorld‟ are updated,
because a dead agent can no longer own anything or be
in the SimWorld. All agents with financial funds of
zero must be cropped. This goes almost without saying
since an agent without financial funds cannot afford to
perform any action as they cannot afford the costs of
performing any action. However, the simulation still
needs to crop / kill them, so the user can see which
agents died and when. It is assumed that dead agents
cannot have an estate, and that they merely forfeit
ownership when they die, rather than have ownership
vest in the estate of the deceased agent. Note that an
agent also dies when it merges. A merger results in a
new agent living. Being dead or alive is a particular
state an agent has.
5
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Having described the special features of this unique
agent-based graphical simulation environment in detail,
the informed reader can see that SimISpace2 is an
exceptional tool to simulate knowledge management
processes. The user can model and analyze very
complex scenarios to study agents‟ (inter-)actions
together with knowledge assets and their life-cycles.
There are numerous practical problems that can be
simulated using SimISpace2. Examples of practical
applications would be intellectual property rights,
cognitive arms races (e.g. two pharmaceutical firms
racing
to
discover
a
new
molecule),
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5

countries competing to attract intellectual capital, and
intra-firm technology transfer strategies.
6
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Having described the special features of this unique
agent-based graphical simulation environment in detail,
the informed reader can see that SimISpace2 is an
exceptional tool to simulate knowledge management
processes. The user can model and analyze very
complex scenarios to study agents‟ (inter-)actions
together with knowledge assets and their life-cycles.
There are numerous practical problems that can be
simulated using SimISpace2. Examples of practical
applications would be intellectual property rights,
cognitive arms races (e.g. two pharmaceutical firms
racing
to
discover
a
new
molecule),
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flicts between agents have to be solved. Usually, the
simulator applies one of the following scheduling policies: simple activation, double buffer and event-based
[10]. In this paper, a new agent activation process
where an agent is activated according to a context that
it has chosen is proposed. Our proposal, called EASS
(Environment as Active Support for Simulation), belongs to the last category of simulator and takes into
account the different scheduling policies. The activation context of an agent can depend on a time cycle
(simple activation) or on a specific event (event-based
simulation). To take into account the double buffer
approach, the model has to integrate a action conflict
problem-solving engine.
The remainder of the paper is organized as follows.
The next section shows the advantage of placing a
medium, the environment, at the center of multi-agent
simulation. This is followed by the presentation of an
example that will be used throughout this paper to illustrate our proposal. The components of EASS, i.e.
the simulation environment, the simulation agents and
the simulation control, are then described and performance is assessed empirically. The papers concludes
with general remarks and suggestions for future research.

Abstract— When designing agent-based simulation, the
choice of a coordination model is a key issue, since one
of the difficulties is to link the activation of the agents
with their context efficiently. Current solutions separate the activation phase from the action phase of the
agents, and each action phase is based on local agent
context analysis which is time-expensive. Moreover, because the link between the context and the action is an
internal part of the agent, it is more difficult to modify
the way the agent reacts to the context without altering
the way the agent is implemented. Our proposal, called
EASS (Environment as Active Support for Simulation),
is a new approach for agent activation, where the context is analysed inside the environment and conditions
the activation of the agents. The main result of contextual activation is to simplify the achievement of complex
simulations and to decrease run-time. The EASS model
has been implemented within the kernel of MadKit, a
multi-agent platform, and the first results are given.
Keywords—agent-based simulation, environment, contextual activation

Introduction
The general purpose of simulations is to model a complex reality [7] to reproduce, understand and evaluate
it. The quality of a simulator is basically assessed using
two criteria: how close it is to reality and how easy it
is to interpret. The agent paradigm thus facilitates the
modeling of independent entities interacting in an organized framework. This approach offers several interesting properties [8]: it supports structure preserving
modeling of the simulated reality, simulation of proactive behavior, parallel computations, and dynamic simulation scenarios [4]. However, few models are based
on the multi-agent paradigm because one of the difficulties in both the design and the understanding of
MASs comes from the lack of central controls and the
ensuing conflicting, uncertain, incomplete and delayed
knowledge on the part of the agents.
One of the main problems in the design of a multiagent simulation is the choice of a scheduling policy and
more precisely the role of the simulator in the agent
activation process. If the agents schedule their own behaviors, then the simulator has to synchronize them.
This is well-adapted to simulations where agents do
not have the same internal time models (discrete versus
linear), or have different units of time (seconds versus
years) [6], and a global virtual time has to be defined in
order to enable coordination between agents. This constraint implies synchronization mechanisms that have
to be considered during the modeling phase, and which
limit the proactiveness of the agents. If the scheduler of
the simulator manages agent activation, then the con-

Towards a contextual activation
In agent-based simulation platforms, the activation
phase of the agents is separated from the action phase
of the agents, and each action phase is based on a local
agent context analysis. When there is a global scheduling policy, the standard process is to activate each agent
at each time cycle, so that it computes its context locally in order to choose an action that it will perform.
For example, in Cormas [3] or Mason [9], for each
agent the scheduler activates the same method that the
multi-agent designer has to overload. In the TurtleKit
simulation tool of Madkit [5] largely inspired by Logobased multi-agent platforms such as the StarLogo system (http://education.mit.edu/starlogo/) or NetLogo
(http://ccl.northwestern.edu/netlogo/), an agent has
an automaton that is applied by the scheduler. Each
state of this automaton corresponds to an action.
Context computation involves retrieving and analysing
the data. The problem is that computing the context
locally increases the complexity of the agent simulation
design. Consequently the simulation designer has only
two ways of changing the parameters of the simulation.
The first is to modify the global scheduler, for instance
in Cormas the “prepare and schedule” interface is used
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to give the parameters of the scheduler. The second is
to modify the behavior of the agents, i.e. their reaction
to their local context, which often implies a modification of the way the agent is implemented. Our objective
is to explicitly link each agent activation to a specific
context. The reification of the link between context
and activation of the agent is called contextual activation and is managed by the environment.
This principle is similar to the contextual interaction
proposed by the EASI (Environment as Active Support
of Interaction) model [1]. In EASI, the environment is a
medium enabling interactions to be shared. EASI modeling is a direct application of the Property-Based Coordination principle [13] (PBC) for interaction. The PBC
is defined as a coordination principle for multi-agent
systems in which every entity composing the system, including the agents, exhibits observable properties, and
an agent uses the observable properties to manage the
interactions, perceptions and actions inside the system.
Our proposal is to apply the PBC principle for the activation process of the agents. The objective is that
the agents dynamically choose their activation context
(the local scheduling policy) and leave the management
of the simulation system (the global scheduling policy)
to the environment. Moreover, the environment is the
temporal reference of the MAS, the agents managing
their own internal time scale.
The result is an improvement of the control of the
simulation. The environment ensures a centralized control in which the agents involved can dynamically modify their link to the simulation. By centralized control, we mean a global scheduling policy in which each
agent modifies its own scheduling policy according to
its state. By link, we mean the choice of the elementary
action that the agent has to perform.

A robot agent can interact to establish a contract
with another robot agent to shift a packet. A robot
agent which is committed to another robot agent by a
contract is unavailable. The robot agents have a field
of perception which depends on the distance between
the robot agent and message. This property limits the
circle of messages that can be received by the robot
agent. A robot agent has a specific behavior for interaction according to two contexts. The first is the
context contact, where a robot agent close to a packet
tries to contact another available robot agent with the
complementary skill to shift a packet and waits for it
to arrive. The second is the context contact reiteration,
where it reiterates the contact-making operation if no
robot agent has answered.
Simulation system environment
This section focuses on the modeling of the environment. The environment ensures the global scheduling
policy and is the temporal reference of the MAS. In order to apply the PBC, the environment must contain
the descriptions of the components of the MAS.
Formal description
The environment is a set of m entities, Ω =
{ω1 , ω2 , . . . , ωm }, and a set of k filters, F =
{f1 , f2 , . . . , fk }. An entity ωl is the description of a
component of the MAS (agent, object, percept) using observable properties. In the example, the set of
entities Ω corresponds to the set of robot agent descriptions A, the set of message descriptions IO and
the set of packet descriptions O. A filter fj is the
description of constraints on the observable properties of the entities. P is the set of observable properties, noted P = {pi | i ∈ I}. I is a finite set
without assumptions on the data type (string, integer,
etc). An observable property pi is a function which
gives the value associated with an entity ωl , where
∀pi ∈ P, pi : Ω → di ∪ {unkown, null}. di , the domain
description of the function pi , is a finite set of qualitative or quantitative data. The value unknown is used
when an agent does not want to give information about
this property, and the value null is used when the property does not exist for the agent. The value of a property can be modified dynamically at run-time, except if
it is null. A null value expresses the absence of a property, and this cannot be changed at run-time. Figure 1
shows a simple instantiation of our environment modeling. Here there are four entities, Ω = {ω1 , ω2 , ω3 , ω4 }
that are respectively the descriptions of packet 1, robot
agents A and B and message M sgB1 . The set of observable properties represented in figure 1 is not complete. For A, the set of observable properties is PA =
{id, skill, available, position, vision, perception, idp }; for
IO, this set is PIO = {id, sender, receiver, type, idp };
and for O, this set is PO = {id, position}. For example, the description domain davailable of the property
available is {true, f alse}. With this property, an agent
announces if it is processing a packet as in the case of
the entity ω3 where the value available(ω3 ) is f alse.

Illustrative example
This paper presents an agent-based simulation of
robots, inspired by the application ”Packet World” [12].
The objective of the robot agents is to cooperate in order to shift packets. The robot agents and the packets
are situated on a grid, i.e. a two-dimensional space environment. A robot agent can move randomly or in a
given direction, and it possesses only one skill. It can
either carry or raise a packet, but the two skills are required to shift a packet. Each robot agent has a field of
vision and the context of a robot agent is related to its
field. A robot agent is close to a packet if the distance
between the packet and the robot agent is equal to 1.
A robot agent is unavailable if it has found a packet.
A robot agent reacts according to three contexts.
The first is the context packet seeking where the robot
agent randomly moves on the grid. The second is the
context packet discovery where the robot agent has
found a packet in its field of vision. Then, if there
is no available robot agent with the same skill close to
the packet, the robot agent moves towards the packet.
The third is the context packet proximity where a robot
agent waits for the arrival of another robot agent with
the complementary skill to shift the packet.
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ENVIRONMENT
Ω : set of entities
ω1 : <id, 1>, <position, (4, 5)>
ω2 : <id, 2>, <available, unknown>
<position, (10, 5)>,<skill, ”carry”>
ω3 : <id, 3>, <available, f alse>
<position, (4, 4)>,<skill, ”raise”>
ω4 : <id, 4>, <sender, 3> ,
<id p , 1>

tional. This definition means that the same interaction object io can be perceived according to different
contexts, or on the contrary that several interaction
objects io can be perceived in the same context. Contrary to the activation filter, the trigger of an interaction filter depends on an interaction object io (here,
io is a message). However, in the activation case, if
the agent activation is conditioned by an interaction
object io, then the conditions of the io description are
added to the context C description of the filter. In our
example, the interaction filter that enables the reception of a request message is: frequest1 (a, m, {a1 }) =
[available(a) = true] ∧ [sender(m) =?x1 ] ∧ [id(a1 ) =
?x1 ] ∧ [skill(a) =?x2 ] ∧ [skill(a1 ) 6=?x2 ] ∧ [type(m) =
request] ∧ [position(a) =?x3 ] ∧ [position(a1 ) =?x4 ] ∧
[perception(a) >= pcc(?x3 , ?x4 )] where pcc is a function which returns the value of the shortest path between two points. This filter ensures that an agent a
receives a request message m if a is available with the
skill which completes the skill of the sender agent a1
and if the distance between a and a1 is less than the
perception field of the agent a, i.e. a can perceive the
message.
One of the main advantages of using the same formal
definition for all filters is that interaction and activation
modeling is homogeneous, thus giving a simple way to
describe the simulation process, as is shown in the next
section which discusses filter-activated actions.

put/retract filter
put message
description relation

MAS components
packet 1
robot A
robot B

F : set of filters
filter 1

letter box
matching

filter 2
Msg B1
filter 3

Fig. 1. Overview of the environement

Here, the entity ω1 does not have this property in its
description, so the value available(ω1 ) is null. In addition, the entity ω2 does not wish to give its available
state, so the value available(ω2 ) is unknown.
In the EASS model, two categories of filter exist with
different uses. The filters that link the context to interactions are interaction filters, and the filters that
manage the simulation process are simulation filters.
The second category includes the activation filters that
link the context to the activation of agents. In order to
keep a homogeneous model for interaction and activation management, the definition of a filter is built using
the Symbolic Data Analysis (SDA) theory [2] (for more
details see [11]).
In SDA, a symbolic object is a coherent description of entities. An assertion is a special case of a
symbolic object and is written ∀ωl ∈ Ω, as(ωl ) =
∧i=1,...,q [pi (ωl )Ri vi ] where Ri is a comparison operator
and vi is either a variable, or the value unknown or a
value belonging to di . The value of an assertion for any
particular entity ω ∈ Ω is true if that assertion holds for
that entity, or false if not. An example of an assertion
is as(ω) = [skill(ω) = ”carry”] ∧ [available(ω) = true];
this assertion is the description of the available entities
which have the skill carry.
A filter f is a symbolic object. For agent a and
context C ⊂ Ω, an activation filter is f (a, C) =
∧i∈Ia [pi (a)Ri vi ] ∧c∈C (∧i∈Ic [pi (c)Ri vi ]). Ia ⊂ I (respectively Ic ) are the indices ranging over P that are
used in f for selecting the agent (respectively the context). Ri and di are respectively the comparison operators and the values of the descriptions that define the
conditions to be held by a and C. An activation filter
is triggered when the conditions on the description of
agent a and context C are verified. For agent a, the
interaction object io ∈ IO and the context C ⊂ Ω, an
interaction filter is f (a, io, C) = ∧i∈Ia [pi (a)Ri vi ] ∧i∈Iio
[pi (io)Ri vi ] ∧c∈C (∧i∈Ic [pi (c)Ri vi ]). Iio ⊂ I are the indices ranging over P that are used in f for selecting
the interaction object. This filter is the conjunction of
at least two conditions, the first being related to the
receptor a (first argument) and the second being related to the interaction object io (second argument).
The third argument that describes the context is op-

Environment specifications
The set of filters F contains the interaction and simulation filters that are inside the environment. When a
filter is triggered, this activates an action for an agent
to perform. This action depends on the filter category.
In the case of interactions, this means that an agent can
perceive an interaction object. This is ensured by the
action receive that each agent must implement to receive interaction objects. It adds the interaction object
with the information about its context to the ”message box” of the agent. The objective of the activation filter is to trigger the appropriate reaction of the
agent according to its context, which is why an action
act is associated with each filter. This action is implemented by all the simulation agents and its parameters
are the context and a label corresponding to the action
associated to this context (see paragraph on Simulation
Agents).
In addition, in the EASS model the environment ensures the simulation validation process including the
time management. Consequently, the environment is
the temporal reference for the simulation agents and
each agent has its internal time. The environment
time is discrete and is the global time of the simulation. At a given time cycle, the simulator ensures that
the agents which are ready to act are activated; this is
done only once per time cycle. This control is guaranteed by the environment thanks to the comparison of
the global time with the internal time of the agent in
each activation filter. Therefore, the internal time of
agents must be observable, which implies the addition
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ω1 : <id, 1>, <position, (4, 5)>
ω2 : <id, 2>, <available, unknown>
<position, (10, 5)>,<skill, ”carry”>
ω3 : <id, 3>, <available, f alse>
<position, (4, 4)>,<skill, ”raise”>
ω4 : <id, 4>, <sender, 3> ,
<id p , 1>

tional. This definition means that the same interaction object io can be perceived according to different
contexts, or on the contrary that several interaction
objects io can be perceived in the same context. Contrary to the activation filter, the trigger of an interaction filter depends on an interaction object io (here,
io is a message). However, in the activation case, if
the agent activation is conditioned by an interaction
object io, then the conditions of the io description are
added to the context C description of the filter. In our
example, the interaction filter that enables the reception of a request message is: frequest1 (a, m, {a1 }) =
[available(a) = true] ∧ [sender(m) =?x1 ] ∧ [id(a1 ) =
?x1 ] ∧ [skill(a) =?x2 ] ∧ [skill(a1 ) 6=?x2 ] ∧ [type(m) =
request] ∧ [position(a) =?x3 ] ∧ [position(a1 ) =?x4 ] ∧
[perception(a) >= pcc(?x3 , ?x4 )] where pcc is a function which returns the value of the shortest path between two points. This filter ensures that an agent a
receives a request message m if a is available with the
skill which completes the skill of the sender agent a1
and if the distance between a and a1 is less than the
perception field of the agent a, i.e. a can perceive the
message.
One of the main advantages of using the same formal
definition for all filters is that interaction and activation
modeling is homogeneous, thus giving a simple way to
describe the simulation process, as is shown in the next
section which discusses filter-activated actions.
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Here, the entity ω1 does not have this property in its
description, so the value available(ω1 ) is null. In addition, the entity ω2 does not wish to give its available
state, so the value available(ω2 ) is unknown.
In the EASS model, two categories of filter exist with
different uses. The filters that link the context to interactions are interaction filters, and the filters that
manage the simulation process are simulation filters.
The second category includes the activation filters that
link the context to the activation of agents. In order to
keep a homogeneous model for interaction and activation management, the definition of a filter is built using
the Symbolic Data Analysis (SDA) theory [2] (for more
details see [11]).
In SDA, a symbolic object is a coherent description of entities. An assertion is a special case of a
symbolic object and is written ∀ωl ∈ Ω, as(ωl ) =
∧i=1,...,q [pi (ωl )Ri vi ] where Ri is a comparison operator
and vi is either a variable, or the value unknown or a
value belonging to di . The value of an assertion for any
particular entity ω ∈ Ω is true if that assertion holds for
that entity, or false if not. An example of an assertion
is as(ω) = [skill(ω) = ”carry”] ∧ [available(ω) = true];
this assertion is the description of the available entities
which have the skill carry.
A filter f is a symbolic object. For agent a and
context C ⊂ Ω, an activation filter is f (a, C) =
∧i∈Ia [pi (a)Ri vi ] ∧c∈C (∧i∈Ic [pi (c)Ri vi ]). Ia ⊂ I (respectively Ic ) are the indices ranging over P that are
used in f for selecting the agent (respectively the context). Ri and di are respectively the comparison operators and the values of the descriptions that define the
conditions to be held by a and C. An activation filter
is triggered when the conditions on the description of
agent a and context C are verified. For agent a, the
interaction object io ∈ IO and the context C ⊂ Ω, an
interaction filter is f (a, io, C) = ∧i∈Ia [pi (a)Ri vi ] ∧i∈Iio
[pi (io)Ri vi ] ∧c∈C (∧i∈Ic [pi (c)Ri vi ]). Iio ⊂ I are the indices ranging over P that are used in f for selecting
the interaction object. This filter is the conjunction of
at least two conditions, the first being related to the
receptor a (first argument) and the second being related to the interaction object io (second argument).
The third argument that describes the context is op-

Environment specifications
The set of filters F contains the interaction and simulation filters that are inside the environment. When a
filter is triggered, this activates an action for an agent
to perform. This action depends on the filter category.
In the case of interactions, this means that an agent can
perceive an interaction object. This is ensured by the
action receive that each agent must implement to receive interaction objects. It adds the interaction object
with the information about its context to the ”message box” of the agent. The objective of the activation filter is to trigger the appropriate reaction of the
agent according to its context, which is why an action
act is associated with each filter. This action is implemented by all the simulation agents and its parameters
are the context and a label corresponding to the action
associated to this context (see paragraph on Simulation
Agents).
In addition, in the EASS model the environment ensures the simulation validation process including the
time management. Consequently, the environment is
the temporal reference for the simulation agents and
each agent has its internal time. The environment
time is discrete and is the global time of the simulation. At a given time cycle, the simulator ensures that
the agents which are ready to act are activated; this is
done only once per time cycle. This control is guaranteed by the environment thanks to the comparison of
the global time with the internal time of the agent in
each activation filter. Therefore, the internal time of
agents must be observable, which implies the addition

130

of the observable property time to the description of
the agent. When the value of the observable property
time is greater than the time of the environment then
the agent is not activated. This control implies that
the internal time of an agent is updated automatically
when it is activated.
The activation of the agents depends on the filters
inside the environment. In order to ensure a default
activation, the filter fdef ault is systematically added to
the environment and its triggering depends on the comparison between the global time (tE ) and the internal
time of the agent. This filter is written fdef ault (a, ∅) =
[time(a) < tE ] where a ∈ A.
In order to update the environment time, the filter
ftime compares the internal time of the agents with
the global time (tE ) and is written ftime (null, A) =
∧a∈A [time(a) >= tE ]. It is triggered when the internal
time of all the agents is greater than or equal to the
global time. This triggering process updates the global
time t to t + 1. This filter is a simulation filter.
This modeling offers two advantages: (1) an agent
can choose to be inactive for a period in the simulation,
thus enabling a gain in run-time; (2) the same agent
cannot be activated more than once in the same time
cycle.
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action1
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act
(beh2 , cont2) (beh2 , cont3 ) (beh2 , cont4 )

action2

behavior2
action3

Fig. 2. Relation between agent behaviors and activation filters

tivation context for the agent. In this way of modeling
the activation process, we put context analysis into the
environment. The same behavior can be activated from
various filters and thus in various contexts. Conversely,
the same filter can be used for several behaviors, enabling an agent to modify its reaction to the same context. This approach facilitates the implementation of
various scenarios. Figure 2 depicts the relation between
the agent behaviors and its activation filters.
When trying to take the consequence of the execution of a complex behavior by an agent into account,
the difficulty depends on whether or not it is possible
to interrupt it. If a complex behavior can be interrupted, the link between the agent and its environment
is not modified because it is the standard execution of
the simulator, and the agent is in charge of the correct
execution of its behavior. If a complex behavior cannot be interrupted, the agent uses its observable property time to simulate an appointment. Thus, if time is
equal to the sum of current time and duration of the
complex behavior, then no filter (contextual activation
or fdef ault ) can be triggered. Therefore it is necessary
to add a new filter ff ree that activates the agent to keep
the execution of the complex behavior at each time cycle. In order to take this characteristics into account
in the agent model, we have added an observable property complex to the agent description. The filter is
ff ree (a) = [complex(a) = true] ∧ [time(a) >= tE ] with
a ∈ A.

Simulation agents
The activity of an agent is modeled using an automaton, called the behavior automaton (Figure 3). Each
state of the automaton is a reference to a behavior
which is a coherent sequence of actions. If the behavior
is linked to one action, it is elementary, whereas if it
is associated with several actions, it is complex. The
transition from one state to another corresponds to the
context. The context is perceived via the filters for the
contextual activation and can also be identified through
local processing which consists in recovering a partial
state of the environment. Our model manages these
two processes in the same simulation. Each agent has
its own scheduler which manages the behavior automaton which specifies the next action to be performed.
The activation filters use only one generic action act
for the agent activation, and this action corresponds to
the call of the agent scheduler. In order for the right
behavior to be activated, a label is associated with each
behavior of the agent and is a parameter of the action
act. The definition of a label is a couple (id, context)
where id is the identifier of the label and context is
the set of information related to the context. Thus the
agent knows which behavior has to be carried out as
well as information related to the activation context.
To build the behavior automaton of each agent, the
designer first has to identify the activation contexts of
each behavior, and then build the corresponding activation filters for each context. Each agent has a set of activation filters. A filter becomes active when the agent
adds it to the environment, and is desactivated when
the agent retracts it. The agent dynamically chooses
the activation filters that it adds to the environment;
each additional activation filter triggers a particular ac-

Simulation control
As in the interaction model EASI [11], the filters
belong to the set F. However, as described above,
there are more than one kind of filter in the EASS
model. Some of these filters are necessary for interaction, others for activation. To design a simulation
using EASS, the designer has to schedule when each
filter will be evaluated. From our point of view there
are two scheduling levels: the global scheduling level
which controls the execution of the simulation, and the
local scheduling level which controls the behavior of an
agent.
At the global scheduling level, the problem is that
the agents must be activated under the same simulation state. Our proposal is to control execution of the
simulation by an execution automaton where a state
is a package of filters. A package groups filters that
can be triggered at the same cycle of the simulation.
By default, the execution automaton is composed of
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of the observable property time to the description of
the agent. When the value of the observable property
time is greater than the time of the environment then
the agent is not activated. This control implies that
the internal time of an agent is updated automatically
when it is activated.
The activation of the agents depends on the filters
inside the environment. In order to ensure a default
activation, the filter fdef ault is systematically added to
the environment and its triggering depends on the comparison between the global time (tE ) and the internal
time of the agent. This filter is written fdef ault (a, ∅) =
[time(a) < tE ] where a ∈ A.
In order to update the environment time, the filter
ftime compares the internal time of the agents with
the global time (tE ) and is written ftime (null, A) =
∧a∈A [time(a) >= tE ]. It is triggered when the internal
time of all the agents is greater than or equal to the
global time. This triggering process updates the global
time t to t + 1. This filter is a simulation filter.
This modeling offers two advantages: (1) an agent
can choose to be inactive for a period in the simulation,
thus enabling a gain in run-time; (2) the same agent
cannot be activated more than once in the same time
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tivation context for the agent. In this way of modeling
the activation process, we put context analysis into the
environment. The same behavior can be activated from
various filters and thus in various contexts. Conversely,
the same filter can be used for several behaviors, enabling an agent to modify its reaction to the same context. This approach facilitates the implementation of
various scenarios. Figure 2 depicts the relation between
the agent behaviors and its activation filters.
When trying to take the consequence of the execution of a complex behavior by an agent into account,
the difficulty depends on whether or not it is possible
to interrupt it. If a complex behavior can be interrupted, the link between the agent and its environment
is not modified because it is the standard execution of
the simulator, and the agent is in charge of the correct
execution of its behavior. If a complex behavior cannot be interrupted, the agent uses its observable property time to simulate an appointment. Thus, if time is
equal to the sum of current time and duration of the
complex behavior, then no filter (contextual activation
or fdef ault ) can be triggered. Therefore it is necessary
to add a new filter ff ree that activates the agent to keep
the execution of the complex behavior at each time cycle. In order to take this characteristics into account
in the agent model, we have added an observable property complex to the agent description. The filter is
ff ree (a) = [complex(a) = true] ∧ [time(a) >= tE ] with
a ∈ A.

Simulation agents
The activity of an agent is modeled using an automaton, called the behavior automaton (Figure 3). Each
state of the automaton is a reference to a behavior
which is a coherent sequence of actions. If the behavior
is linked to one action, it is elementary, whereas if it
is associated with several actions, it is complex. The
transition from one state to another corresponds to the
context. The context is perceived via the filters for the
contextual activation and can also be identified through
local processing which consists in recovering a partial
state of the environment. Our model manages these
two processes in the same simulation. Each agent has
its own scheduler which manages the behavior automaton which specifies the next action to be performed.
The activation filters use only one generic action act
for the agent activation, and this action corresponds to
the call of the agent scheduler. In order for the right
behavior to be activated, a label is associated with each
behavior of the agent and is a parameter of the action
act. The definition of a label is a couple (id, context)
where id is the identifier of the label and context is
the set of information related to the context. Thus the
agent knows which behavior has to be carried out as
well as information related to the activation context.
To build the behavior automaton of each agent, the
designer first has to identify the activation contexts of
each behavior, and then build the corresponding activation filters for each context. Each agent has a set of activation filters. A filter becomes active when the agent
adds it to the environment, and is desactivated when
the agent retracts it. The agent dynamically chooses
the activation filters that it adds to the environment;
each additional activation filter triggers a particular ac-

Simulation control
As in the interaction model EASI [11], the filters
belong to the set F. However, as described above,
there are more than one kind of filter in the EASS
model. Some of these filters are necessary for interaction, others for activation. To design a simulation
using EASS, the designer has to schedule when each
filter will be evaluated. From our point of view there
are two scheduling levels: the global scheduling level
which controls the execution of the simulation, and the
local scheduling level which controls the behavior of an
agent.
At the global scheduling level, the problem is that
the agents must be activated under the same simulation state. Our proposal is to control execution of the
simulation by an execution automaton where a state
is a package of filters. A package groups filters that
can be triggered at the same cycle of the simulation.
By default, the execution automaton is composed of
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ior triggered by a filter may change according to the
scenario. For example, using the filter f2 related to
the context packet proximity, the associated behavior is the waiting behavior for the scenarios without
any communication (S1, S2) and the contact behavior for the scenarios with communication (S3, S4, S5,
S6). The filter fdef ault is related to the behavior randomly move, and corresponds to the context packet
seeking. The filter f1 is related to the context packet
discovery and enables a robot to move towards the
closest detected packet if no available robot with the
same skill is close to the packet. This filter is written
f1 (a, e ∈ O) = [position(e) =?x1 ]∧[position(a) =?x2 ]∧
[vision(a) >= pcc(?x1 , ?x2 )] ∧px∈O ([position(px) =
?x3 ] ∧ [pcc(?x1 , ?x2 ) <= pcc(?x3 , ?x2 )]) ∧a1x∈E(A1 )
([position(a1x) =?x4 ] ∧ [pcc(?x4 , ?x1 ) 6= 1]) ∧
[time(a) < tE ] where E(A1 ) is the set of entities ω ∈ A
which satisfy [skill(a) = skill(ω)] ∧ [idpacket (ω) =
id(e)]. This filter activates an agent a which detects
a packet e in its field of vision and this packet is
the closest one of the agent a. The filter f2 related
to the context packet proximity is written f2 (a, e) =
[idp (a) = id(e)] ∧ [position(a) =?x1 ] ∧ [position(e) =
?x2 ] ∧ [pcc(?x1 , ?x2 ) = 1] ∧ [time(a) < tE ]. This filter
is triggered when the distance between an agent a and
a packet e is equal to 1. The filter f3 is related to the
context packet shifting and triggers the moment when
the two agents shift the packet.
The interactions are ensured by the filters freceipt1 ,
freceipt2 and faccept . The filter freceipt2 is a specialization of freceipt1 where the receiver is the agent nearest
to the sender. The filter faccept is triggered when an
agent adds an accept message inside the environment
in response to a request message. With freceipt2 and
faccept , our interaction protocol is similar to a Contract
Net Protocol; the filter freceipt2 is used to find the best
receiver and the filter faccept closes the ”negotiation”.
For the evaluation of the model, we consider six scenarios:
S1: {f1 } + Local Agent Context Analysis (LACA),
S2: {f1 , f2 , f3 },
S3: {f1 } + LACA + {freceipt1 , faccept },
S4: {f1 , f2 , f3 , f4 , f5 } + {freceipt1 , faccept },
S5: {f1 } + LACA + {freceipt2 , faccept },
S6: {f1 , f2 , f3 , f4 , f5 } + {freceipt2 , faccept }
S1 and S2 show the difference between a scenario with
an activation phase and a local context analysis (S1),
and a contextual activation inside the environment
(S2). The scenarios S3 and S5 are the extensions of
scenario S1 with communication. S4 and S6 illustrate
the unified modeling of the contextual activation and
the interactions. We have chosen two different interaction policies in order to show the facility with which
one can generate different simulations without modifying the architecture of the agents.
We have run various simulations according to the
number of robot agents, the number of packets and the
value of the field of vision on a grid (150 × 150) and
have evaluated our model in terms of run-time.
On average, S2 is faster than S1. A larger field of vi-
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two states: one state is related to the ”technical” management of the simulation, the other to the activation
of the agents. For example, ftime is triggered when the
simulation is in the ”technical” state. The advantage of
grouping the interaction filters in a specific state of the
automaton is that the model of activation and interaction is homogeneous with its automaton which defines
the order of filter execution. The transitions between
states of the execution automaton are triggered by the
value of a variable state. The value of this variable is
managed by a filter fstate that is designed according to
the needs of the designer.
At the local scheduling level, the problem is that several filters could be triggered in the same time cycle for
the same agent. Our proposal is to control the behavior
of an agent by a priority level given to each filter. Let
priority be an application that gives the importance of
a filter, where priority : F → N. The filter with the
highest priority is evaluated before a filter with a lower
priority in the same filter package. For an agent, the
trigger of the activation filter with the highest priority
desactivates the others, using the update of the value
given by the property time. If an agent has no activation filter that has been triggered at the current time
cycle, then the filter fdef ault is used. This filter belongs
to the activation state and has the lowest priority. It is
thus triggered by default for an agent only if its internal
time has not been updated.
We have two levels of simulation control: (1) control
of the simulation process using the execution automaton; (2) control of the activation of the agents using the
priorities of the filters. These two levels of control define a new way to control the behavior of a simulation
system. For our example, figure 3 depicts the relation
between the behavior automaton and the execution automaton.
Results with the example ”Packet World”
The simulation shows in figure 3 was assessed using six scenarios as shown below. Figure 3 gives the
behavior automaton of robot agents. A filter is associated with each activation context, but the behav-
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ior triggered by a filter may change according to the
scenario. For example, using the filter f2 related to
the context packet proximity, the associated behavior is the waiting behavior for the scenarios without
any communication (S1, S2) and the contact behavior for the scenarios with communication (S3, S4, S5,
S6). The filter fdef ault is related to the behavior randomly move, and corresponds to the context packet
seeking. The filter f1 is related to the context packet
discovery and enables a robot to move towards the
closest detected packet if no available robot with the
same skill is close to the packet. This filter is written
f1 (a, e ∈ O) = [position(e) =?x1 ]∧[position(a) =?x2 ]∧
[vision(a) >= pcc(?x1 , ?x2 )] ∧px∈O ([position(px) =
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[time(a) < tE ] where E(A1 ) is the set of entities ω ∈ A
which satisfy [skill(a) = skill(ω)] ∧ [idpacket (ω) =
id(e)]. This filter activates an agent a which detects
a packet e in its field of vision and this packet is
the closest one of the agent a. The filter f2 related
to the context packet proximity is written f2 (a, e) =
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context packet shifting and triggers the moment when
the two agents shift the packet.
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freceipt2 and faccept . The filter freceipt2 is a specialization of freceipt1 where the receiver is the agent nearest
to the sender. The filter faccept is triggered when an
agent adds an accept message inside the environment
in response to a request message. With freceipt2 and
faccept , our interaction protocol is similar to a Contract
Net Protocol; the filter freceipt2 is used to find the best
receiver and the filter faccept closes the ”negotiation”.
For the evaluation of the model, we consider six scenarios:
S1: {f1 } + Local Agent Context Analysis (LACA),
S2: {f1 , f2 , f3 },
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S1 and S2 show the difference between a scenario with
an activation phase and a local context analysis (S1),
and a contextual activation inside the environment
(S2). The scenarios S3 and S5 are the extensions of
scenario S1 with communication. S4 and S6 illustrate
the unified modeling of the contextual activation and
the interactions. We have chosen two different interaction policies in order to show the facility with which
one can generate different simulations without modifying the architecture of the agents.
We have run various simulations according to the
number of robot agents, the number of packets and the
value of the field of vision on a grid (150 × 150) and
have evaluated our model in terms of run-time.
On average, S2 is faster than S1. A larger field of vi-
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two states: one state is related to the ”technical” management of the simulation, the other to the activation
of the agents. For example, ftime is triggered when the
simulation is in the ”technical” state. The advantage of
grouping the interaction filters in a specific state of the
automaton is that the model of activation and interaction is homogeneous with its automaton which defines
the order of filter execution. The transitions between
states of the execution automaton are triggered by the
value of a variable state. The value of this variable is
managed by a filter fstate that is designed according to
the needs of the designer.
At the local scheduling level, the problem is that several filters could be triggered in the same time cycle for
the same agent. Our proposal is to control the behavior
of an agent by a priority level given to each filter. Let
priority be an application that gives the importance of
a filter, where priority : F → N. The filter with the
highest priority is evaluated before a filter with a lower
priority in the same filter package. For an agent, the
trigger of the activation filter with the highest priority
desactivates the others, using the update of the value
given by the property time. If an agent has no activation filter that has been triggered at the current time
cycle, then the filter fdef ault is used. This filter belongs
to the activation state and has the lowest priority. It is
thus triggered by default for an agent only if its internal
time has not been updated.
We have two levels of simulation control: (1) control
of the simulation process using the execution automaton; (2) control of the activation of the agents using the
priorities of the filters. These two levels of control define a new way to control the behavior of a simulation
system. For our example, figure 3 depicts the relation
between the behavior automaton and the execution automaton.
Results with the example ”Packet World”
The simulation shows in figure 3 was assessed using six scenarios as shown below. Figure 3 gives the
behavior automaton of robot agents. A filter is associated with each activation context, but the behav-
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run-time of the simulation. Moreover, our model proposes a new way to parameterize the model through
the dynamic management of the filters, i.e. the link
between the simulation process and the agent behavior.
All changes are made without modifying the way the
agents are implemented. Not only is the interpretation
of the result facilitated but, in addition, formalization
using concepts from Symbolic Data Analysis gives powerful tools to design and analyze the results of the simulation. Our proposal has been implemented and tested,
the first results are encouraging. This evaluation needs
to be improved using a more complex example including both cognitive and reactive agents, like the crisis
management.
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Conclusion
This paper has presented a new contextual activation
processing for agent-based simulation. Our proposal
is based on the Property-Based Coordination principle
which argues that the components of a multi-agent system have to be observable through a set of properties.
The main objective is to make it easier and more efficient to share their context. As far as simulation, there
are theoretical and practical advantages. From a theoretical viewpoint, the same unifying framework proposed for interaction and activation simplifies the development of complex multi-agent simulations. From a
practical viewpoint, because the environment processes
some of the tasks usually performed by the agents, the
design of the agents is made easier, thus improving the
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among many alternatives results from assessing the
internal consistency of arguments (a.k.a. “explanatory
coherence”), rather than from closeness to patterns
formerly and deliberately stored in memory (Keil 2006).
In this paper we propose an extension for modeling
decision makers in a team and we investigate the role of
group communication on the decision making process.
While other contributions have explored this topic using
constraint satisfaction modeling, (Hopfield 1982,
Marchiori and Warglien 2005), in this paper we suggest
the use of such models to represent the process of
inferential reasoning through causality rather than
pattern matching, thus reproducing a different and
broader class of cognitive phenomena.

ABSTRACT
We model individual decision making in unfamiliar
settings using constraint satisfaction networks. We
investigate to what extent team communication might
overcome the limits of partially informed and
heterogeneous agents, allowing them to improve their
choices in dyadic decision making settings (in terms of
compatibility with the choices that they would
undertake if fully informed). We show that
communication has a non-monotonic effect: while
initial increases in communication strength result in
better performance, when one exceeds an optimal
degree, performance declines up to a point in which
independent agents perform better than agents
communicating in teams. We show that this is largely
due to the fact that too much communication confuses
agents, blocking the process of sorting alternatives out.
Similar considerations on non-monotonicity still holds if
we substitute independent choice under communication
with group choice based on voting. However, the latter
rule, compared to the former one, shows lower
performance for all communication strengths.

THE MODEL
We model decision making in unfamiliar settings
building on a peculiar class of connectionist networks,
namely constraint satisfaction networks, originally
proposed by Rumelhart et al. (1986). We refer to
Thagard’s variation of this model, the ECHO model
(1992b), in which connections are not initialized to store
in memory a series of patterns but, on the contrary,
result from the interplay of various causality
assumptions between specific units of the network,
along a line that dates back to Pierce’s abduction theory
(Hartshorne et al. 1931-1958).
Agents are denoted by their schemata, which represents
how they make sense of the world on the basis of their
available data and causal assumptions: in the decision
making process, agents consider dyadic theories or
interpretations of a setting – e.g.: a go/no go decision to
enter in a new market – each composed by a series of
hypotheses causally explaining bits of evidence. It is
assumed that these competing theories have been
elaborated on the basis of the agent’s logical reasoning,
knowledge and access to evidence (the process by
which the agent collects evidence and elicits
hypothetical statements goes beyond the interest of this
paper).
Through an iterative algorithm of relaxation, the model
displays a general assessment of the concurrent theories
and selects the most coherent and convincing
interpretation among the two.
It is worth to stress the main difference of this model
with respect to “standard” pattern matching models
based on constraints satisfaction. According to the latter

INTRODUCTION
In familiar settings, decision making is usually based on
probabilities drawn from experienced frequencies and,
in the connectionist tradition, choice has been typically
modeled as a pattern matching activity in which criteria
for selecting one alternative among others refer to the
closeness of an initial stimulus to patterns stored in
memory.
Conversely, unfamiliar settings challenge intelligent
agents since no previously encountered event is
considerably similar to the one at point and no
previously memorized pattern provides an effective
solution. Focusing on this kind of issues, we build on
Thagard (1989, 1992a, 1992b, 2000) and we propose a
decision making model in which agents, in absence of
conditional
probabilities
derived
from
direct
observation, interpret novel settings ascribing causal
links between observed events and explanatory
hypotheses. In our model, the criteria for selecting one
Proceedings 21st European Conference on Modelling and Simulation
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models, a series of patterns Xi, for i=1, …, n, are stored
into the network through a careful selection of the
weights and the aim of the relaxation process is to
assess the ability of the model to recognize the correct
pattern Xi when the signal coming from the environment
is noisy (the initial activation is Xi + E). Conversely, in
the ECHO model, each weight is assigned on the basis
of the existence of an explanatory relationship that links
two different units of the network according to a rule
that will be explained in the next Subsection, and,
similarly to other constraint satisfaction models, such as
Axelrod (1997), the aim of the relaxation process is to
observe what solution the model displays.

simplicity, we restrict our analysis to simple direct
causality, thus longer causal chains are not considered.
Positive connections between units of evidence and
explanatory units represent direct causal relations (e.g.,
event x is causally explained by hypothesis y) and their
intensity is coded through positive weights, such that
higher weights correspond to higher causal
relationships.
In order to introduce positive feedback between cohypotheses, positive connections are also introduced
between explanatory units (from the same theory) that
jointly explain the same set of evidence units.
Finally, competitive relationships are modeled by
introducing negative connections between explanatory
units from opposing theories, that jointly explain the
same set of units of evidence.

Structure of the model
Agents.
An agent is modeled as a constraint satisfaction network
of n units representing either scraps of available
evidence (a.k.a. evidence units) or hypotheses giving
causal explanations for one or several evidences (a.k.a.
units of hypothesis, explanatory units or explainers);
moreover, special evidence units (units that are only
connected with evidence units) are introduced in the
model in order to clamp evidence units to positive
activation values (see below for the details).
Explanatory units are grouped into two competing sets
(in the following: theories “A” and “B”), representing
!
alternative interpretations of the problem setting. Thus,
the network can be imagined as a three-layer graph, in
which the top layer represents explanatory units
belonging to theory A, the middle layer represents
evidence units, while the bottom layer collects the
explanatory units belonging to theory B.
Units’ Activation.
!
Units’ initial activation represents the agent’s original
beliefs regarding the units, that is, the agent’s
preliminary confidence on the environmental evidence
and on the various theories’ features.
Units’ activations, that may take values in the [-1, 1]
interval, are updated overtime according to the
relaxation rule (see below); the fixed point that is
reached represents the final belief of the agent regarding
the units of the model.
This steady state may highlight that the agent favors one
theory over the other if all explanatory units from one
theory - say A - are positive while vice versa occurs for
the units of the other theory - say B. If such a
configuration does not occur, the model does not give a
clear indication in terms of choice of one theory over
the other, suggesting a case in which the agent does not
judge the collected evidence and/or the supporting
hypotheses conclusive.

Formal Procedure for Connections’ Initialization.
Let s = ( s1 ,..., si ,..., sn ) = ( a1 ,..., a k ,b1 ,...,bl ,e1 ,...,em ) " | Rn be
the vector of the activations of all the units of the
network, where k and l represent the number of
! explanatory units belonging, respectively, to theory A
and B, m is the number of evidence units (note that
n = k + l + m ). Let also f = ( f1 ,..., f i ,..., f n ) " | Rn
(with f i = 0 for i = 1,...,k + l ) be the vector of the
activations of the special evidence units.
Let W be a n x n null matrix. Define " as the excitatory
!
default value for assigning positive connections among
! units and!" as the inhibition default value for assigning
negative connections among units. Then, the weights
!
w ij (for i = 1,...,n, j = 1,...,n ) are assigned according to
the following steps:
!
Step 1. Positive connection between an explanatory unit
and a unit of evidence: for each unit of type e that is
!
causally explained by one or more explanatory units of
type a:
i.
let i corresponds to the position of the unit e in
s;
ii.
compute the number r of explanatory units of
type a that explain si;
iii.
for each one of the r explanatory units of type
a that explain si:
!
a. let j correspond to the position of the unit
a in s ;
b. set w ij = w ji = " / r ;
iv.
repeat step 1. for theory B.
Step 2. Positive connections between explanatory units
! to the same theory: for each couple of units
that belong
of type!a that are co-hypotheses (they jointly explain
one or more units of evidence:
i.
let i correspond to the position of one unit of
type a in s and j correspond to the position of
the other unit in s ;
n

Connections.
Connections or weights in each agent’s network wij are
set in order to reflect the competitive or cooperative
relationship that exists between two units of the network
(see Thagard 1992b for the full rationale). For sake of

ii.

set w ij = w ji =

!

"w

ie

# I,

e=k+l +1

"1 if w ie = w je
where !I = #
;
$ 0 otherwise
repeat step 2. for theory B.

iii.!
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$ 0 otherwise
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set w ij = w ji =

Step 3. Negative connections between explanatory units
belonging to different theories: for each couple of units,
one belonging to theory A and the other one belonging
to theory B, that competitively explain one or more
units of evidence:
i.
let i correspond to the position of the unit of
type a in s and j correspond to the position of
the unit of type b in s ;
ii.
set p as the number of units of evidence that
are jointly explained by si and sj;
iii.
set q as the overall number of co-hypotheses
!
(of type a !and b) that jointly explain the units
of evidence at step ii;
iv.
set w ij = w ji = "p /(q / 2) .

!

literature and we will study the issues of convergence
and of multiplicity of local maxima (fixed points).
Group interaction.
A group is a set of p agents modeled as a “network of
agents’ networks” (Hutchins 1995; Marchiori and
Warglien 2005). Communication between two agents is
modeled by linking each unit sj of one agent with the
corresponding unit sj of the other agent. In this respect,
communication is here intended as a parsimonious
activity of beliefs exchange, in which only the
activation of the units, and not the schemata is shared.
In this group model, the vector of units is represented by
the union of the p agents’ vector of units (s), while the
weight matrix contains both the individual weight
matrices (that are arranged as n " n blocks along the
main diagonal) and the communication matrices (that
are arranged as n " n blocks outside the main diagonal).
The strength of communication is modeled through the
! parameter " # 0 ; note that for
communication intensity
" = 0 no communication occurs and the model reduces
! union of independent agents. Also, we assume
to a mere
the simplest form of communication: each agent
!
communicates with everyone
else with the same
strength (each communication matrix has "# over the
main diagonal and 0 elsewhere). This model is still a
constraint satisfaction network and we apply the same
relaxation rule for modeling individual decision making
!
under team communication.

Note that W is symmetric, w ii = 0 for i = 1,...,n and
w ij = 0 for i = 1+ k + l,...,n and j = 1+ k + l,...,n .
!
Relaxation rule.
!
Units’ activation values
are updated through an
!
! the degree of coherence of the
algorithm
that increases
network in the sense that it performs a gradient-descent
path towards levels of activation of the units that better
satisfy constraints (see McClelland and Rumelhart
!
1989, Hertz et al. 1991 for a treatment of similar rules).
At each iteration, units’ activation levels are
synchronously updated according to the following rule
(Thagard 1992b, 2000):

# net j (max" s j (t)) if net j > 0,
s j (t + 1) = (1 " d)s j (t) + $
% net j (s j (t) " min) otherwise
(1)
!

i

!

Let us first describe the baseline model, that is, a model
in which an agent has an accurate knowledge of all the
relevant environmental evidence (ei), explanatory units
(ai and bi), and causal connections (wij). We refer to this
baseline model as the full information and knowledge
(FIK) treatment. For tractability purposes, we restrict, in
running all subsequent simulations, to the case in which
k = l = m = 4 . Table 1 shows the FIK treatment.

(2)

Table 1: List of Explainers in the FIK Treatment

!

unit of
evidence
e1
e2
e3
e4
tot. nr.

is the net input to unit j, computed as the sum of the
activation of all the units weighted by the connections
! each of these units with unit j. Note also that,
wij linking
in the case of evidence units, the net input also includes
the value of the corresponding special evidence unit. It
is worth to mention that the formal treatment of this
model is still incomplete. In particular, there is no proof
of convergence of the system to a stationary state, nor of
coherence maximization, since through relaxation the
system might settle on a local maximum. However,
there is an considerable body of literature (Thagard
1989, 1991, 1992a, 199b, Nowak and Thagard 1992a,
1992b, Eliasmith and Thagard 1997) that has shown
convergence towards fixed points in finite time. In the
simulations reported in the next Section, we will employ
a choice of parameters consistent with previous

explainers in
theory A
a1, a2, a3
a3
a2, a3, a4
a3, a4
9

explainers in
theory B
b1
b2, b3
b3, b4
b4
6

Figure 1 represents the schemata and shows the
cooperative (solid lines) and the competitive (dashed
lines) connections (cooperative links among explainers
and actual weights wij, that are omitted for clarity).
In the next Section we will use this treatment as a
benchmark for comparing the performance of agents
having an incomplete description of the schemata
represented in Figure 1; this treatment will be referred
as partial information and knowledge (PIK).
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where sj(t) is the activation of unit j at time t, d is a
decay parameter that, at each iteration, weakens the
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These bounded agents are modeled using a table of
explainers that represents a subset of the corresponding
table in the FIK treatment.
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A3

E1

E2

E3

B1

B2

B3

change over a large parametric space, a deeper
robustness analysis has not been performed, and, in the
following, we report sensitivity analysis results only on
communication intensity.

These bounded agents are modeled using a table of
explainers that represents a subset of the corresponding
table in the FIK treatment.

RESULTS
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Full Information and Knowledge Treatment

Full Information and Knowledge Treatment

Figure 2 shows the results of a simulation of 50 agents
with random initial activation values under the FIK
treatment. Axes measure the normalized Euclidean
distance of the vector of activations from the two
“ideal” vectors of activations represented by sA=(1, 1, 1,
1, -1, -1, -1, -1, 1, 1, 1, 1) and sB=(-1, -1, -1, -1, 1, 1, 1,
1, 1, 1, 1, 1). Each line represents the path that one
agent follows during the relaxation process while the
dots represent the fixed-points.
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Table 2 summarizes p=5 different partially informed
agents. Note that agents have full knowledge over
theory B, but only partial knowledge over theory A. The
reason for this design will be given in the next Section.
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theory B, but only partial knowledge over theory A. The
reason for this design will be given in the next Section.
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Figure 2: Paths of Convergence of 50 Randomly
Initialized Agents, FIK Treatment
Statistics from 10000 random trials are collected in
Table 4.
Table 4: Number of Fixed Points and Size (=Frequency)
of the Basins of Attractions in the FIK Treatment

For each setting that we are going to analyze, we derive
our results via Monte Carlo simulations with randomly
generated initial activation values, from a uniform
distribution in the interval [-1, 1]. Random initial values
are employed as a way to study to what extend final
outcomes are affected by initial beliefs of the agent: by
randomly initializing the activation of the units we
obtain an estimate of the numbers of fixed points and of
the size of their basins of attraction.
A final remark regarding the parameterization of the
model: we have run all the instances of the model
according to a choice of parameters (d=0.05, α=0.04,
β=-0.06, sj=0.01 for j=1, …, n, fj =0.1 for j=k+l+1, …,
n) that has been commonly employed in the previous
literature on ECHO, and it has shown a remarkable
capability of fitting data from various empirical
domains. While some sensitivity analysis on these
parameters have shown us that qualitative results do not

Fixed
Points
2

Th. A
67%

Th. B
33%

Inconclusive
outcome
0

The relaxation rule converges in less than 500 iterations
into one of the following two fixed points:
s1=(0.4296, 0.6149, 0.7470, 0.6017, -0.3441, -0.3278,
-0.4221, -0.3054, 0.6877, 0.6967, 0.6907, 0.6965);
s2=( -0.2989, -0.5105, -0.4857, -0.4113, 0.5689, 0.4767,
0.6331, 0.6499, 0.6784, 0.6727, 0.6813, 0.6837);
corresponding, respectively, to selecting theory A and
theory B. Overall, the simulation tells us that in the
baseline problem the final outcome is affected by initial
activations, and that theory A has a larger basin of
attraction than theory B (with an observed frequency of
67% and 33% each). Note also that in this setting, the
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model never relaxes toward an “inconclusive outcome”.
We take these results as a reference point for evaluating
performance of agents in all the PIK treatments.

According to team members’ initial activations, agents
can choose theory A (s4), theory B (s6) or be unable to
choose (s5) and basins of attraction have sizes,
respectively, of about 19.36%,, 71.80% and 8.84%.

model never relaxes toward an “inconclusive outcome”.
We take these results as a reference point for evaluating
performance of agents in all the PIK treatments.

Partially Informed Agents

Partially Informed Agents

Partially Informed Agents without Communication.
Partially informed agents have been ad hoc designed in
order to induce choices that are at some degree nonconsistent with the FIK case. Figure 3 reports the
outcome of a simulation of 50 agents of type 1 with
random initial activation values (results for agents 2-5
are very similar and hence are omitted).

Partially Informed Agents without Communication.
Partially informed agents have been ad hoc designed in
order to induce choices that are at some degree nonconsistent with the FIK case. Figure 3 reports the
outcome of a simulation of 50 agents of type 1 with
random initial activation values (results for agents 2-5
are very similar and hence are omitted).

s4
s5

According to team members’ initial activations, agents
can choose theory A (s4), theory B (s6) or be unable to
choose (s5) and basins of attraction have sizes,
respectively, of about 19.36%,, 71.80% and 8.84%.

s4
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Figure 4: Paths of Convergence of 50 Randomly
Initialized Agents, PIK Treatment with Communication
Despite the emergence of this inconclusive outcome,
which signals that communication might sometimes
confuse agents instead of helping decision making,
performance under this communication setting is around
45%, a value considerably higher than the performance
with no communication (33%).
Finally, sensitivity over communication strength are
reported in Tables 4 and 5.

s3

Figure 3: Paths of Convergence of 50 Randomly
Initialized Agents, FIK Treatment, No Communication
In this case, all trials converge to the fixed-point:
s3=(-0.2447, -0.4658, -0.2447, -0.3893, 0.5284, 0.3413,
0.5917, 0.6144, 0.6843, 0.7035, 0.6816, 0.7136);
that corresponds to theory B. Similar results hold for
agents 2-5. A simple metric for measuring the
performance of partially informed agents is represented
by the frequency in which the choice under PIK is equal
to the one under FIK (given the same initial activation).
Only 33% of times agents in PIK select the same theory
selected in FIK. In the next Subsection, we will use this
as a benchmark to evaluate if communication in teams
can increase this level of performance.

Table 4: Number of Fixed Points, Size of the Basins of
Attractions in the PIK Treatment, for various
Communication Strength (Data Pooled over Agents 1-5)

δ

The Role of Communication.
Figure 4 shows the results (for agent 1) from a
simulation with 50 teams of 5 agents each, with random
initial activation values and " = 0.5 (results for agents
2-5 are not shown because they are very similar).
Statistics from 2000 random trials (with groups of 5
agents) show that the relaxation process converges in
!
less than 1500 iterations
into one of the following three
fixed points (again, we only report agent 1 fixed-points,
results for agent 2-5 are qualitatively indistinguishable):
s4=(0.6626, 0.7741, 0.6745, 0.7053, -0.5896, -0.3934,
-0.6300, -0.5356, 0.7683, 0.735, 0.7704, 0.7338);
s5=(0.6483, 0.5915, 0.5704, 0.2623, -0.5443, 0.6014,
0.6112, 0.6233, 0.7658, 0.7895, 0.8048, 0.7902);
s6=(-0.6018, -0.7199, -0.6166, -0.6542, 0.7449, 0.6211,
0.7641, 0.7682, 0.7683, 0.7922, 0.7670, 0.7950).
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41

14.19%
6.88%
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28.56%

30.75%
64.56%

Table 4 shows that increases in communication strength
have a direct effect on the number and frequency of
inconclusive outcomes.
Table 5: Performance Measures (Frequency of
Compatibility of One Agent’s Choice under PIK–FIK
Treatments. Data Pooled over Agents 1-5)
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2-5 are not shown because they are very similar).
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0.6112, 0.6233, 0.7658, 0.7895, 0.8048, 0.7902);
s6=(-0.6018, -0.7199, -0.6166, -0.6542, 0.7449, 0.6211,
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have a direct effect on the number and frequency of
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0
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33%
33.98%
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1
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Table 5 collects performance of individual decision
making at various communication strength, highlighting
a clear non-monotonic relationship between the two
variables: while, at the beginning, increases in the
communication strength result in improvements, when
one exceeds an optimal threshold, performance declines
until independent agents perform better than agents
communicating in teams. Table 5 offers an alternative
measure of performance, based on a group voting
procedure (majority rule). In this case performance is
always lower than the ones reported with the previous
metric, suggesting that peer pressure or conformity to
the majority might be less effective for implementing
effective decision making in teams of interacting agents.
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CONCLUSIONS
In this paper, we investigated the impact of imperfect
information on decision making performance by
individual agents in unfamiliar settings and we assessed
to what extent communication might better outcomes.
We showed a non-monotonic effect of communication.
For low levels of communication, group interaction
results in better individual performance. However, once
the optimal degree is passed, performance declines up to
a point in which individuals are better alone then in
teams. We claim that this phenomenon is due to the
confounding effects of too much communication, which
makes agents unable to sort out alternatives. The
introduction of a voting procedure based on the majority
rule, highlights similar non-monotonical results, but
with lower performance for all communication levels.
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CONCLUSIONS
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with lower performance for all communication levels.
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logistic processes, logistic entities and services may be
represented as software agents interacting with each
other to build up the logistic process. For the time
being the entities will be integrated in a multi-agent
based simulation platform which has been developed
within rhe CRC 637.

Planning, Scheduling, Agents, Simulation, Logistics.
ABSTRACT
Decision making in a real-world domain like logistics is challenging for an autonomous technical
system like a software agent. In this paper the problem of planning in such an environment is addressed.
Classical planning and probabilistic criteria-directed
scheduling components are tied together by a metalevel control and supplemented by a sophisticated
world model and a risk management module to form
a plan-based decision support system for autonomous
control of logistic entities. The system is designed to
be integrated in a multi-agent based simulation for
evaluation and will later be used to support autonoumous decision making in real-world logistic domains.

A. Planning for Autonomous Logistic Processes
Logistics planning and monitoring poses a technically challenging problem. The various types of
planning activities include packing, scheduling, and
route planning with several constraints.
The problem is highly distributed, yet interconnected (as the organisations are autonomous). Dynamic situations enter the system, e.g., in the form
of changed logistics requests. The simplest plans involve interaction between the components that are
distributed in the logistic networks.
In our approach the whole logistic system consisting of packets, vessels, routes, storage facilities, etc.
is modelled as a multi-agent system. Each entity is
capable of local planning, deciding, and optimising
and can furthermore negotiate with other entities.
Because the complexity of the local problem is by
orders of magnitude lower than a global optimisation
approach we are able to model the logistic problem
at a much more fine grained level. As such we can
give entities quite some reasoning power for themselves. This includes the ability to identify and assess
possible risks such as being late (and having to pay
a penalty), to rot or thaw, or to be damaged by
improper handling.
Therefore, planning for a logistic domain is a realtime problem with relaxed timing constraints of hours
or even days rather than seconds. Domain actions
like loading, delivering, or monitoring goods do not
utilise the full computational power of the agents
underlying hardware. Although deliberating can be
done concurrently to acting it is constrained by onboard computational resources, which may be very
limited regarding computing power and memory.

I. INTRODUCTION
The dynamic nature of modern transport networks
increases the complexity of decision-making in today’s
logistics. An exact or even heuristics-based solution
for global optimisation becomes almost impossible
[Scholz-Reiter et al., 2007]. Since the distribution of
planning and decision-making to autonomous components is a widely accepted promising solution to
handle complex problems [Jennings, 2001], we consider it an appropriate set-up also for logistic systems.
Autonomous logistic processes—as they are proposed in the CRC 637, “Autonomous Logistic Processes – a Paradigm Shift and its Limitations”1 —aim
at managing logistic entities in a highly distributed
way by transferring decision-making competencies
to the logistic entities, e.g. in transportation, transshipping facilities, means of transport, or even single
freight items, represented by autonomous software
systems. These entities coordinate in dynamic, transorganisational, and even competitive environments
to perform the processes depending on their respective goals and abilities.
A logistics system based on the above principles
allows the transfer of more decision competence from
the logistics service provider to autonomous representatives of the logistics system user. For autonomous
1 see

In this paper we concentrate on the planning facilities of individual agents as this is one of the core
components of the local intelligence assumed for autonomous logistic entities. In the remainder we will
first discuss different approaches for planning in a real-
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world domain like logistics (sec. II). Section III gives
insight into the architecture and needed components
we propose for a suitable planning framework. Finally
we discuss the current status and further directions
in the sections IV and V.

One approach for handling the complexity of
POMDPs is the use of dynamic decision networks
as an underlying representation for large POMDPs
[Dean et al., 1995]. This reduces the complexity and
simplyfies the representation of the problem. Unfortunately the size of our domain still leaves too much
computational complexity, which cannot be handled
by the representation in a satisfactory manner and
therefore renders this approach unfeasible (cf., [Wagner et al., 1997], [Boutilier et al., 1999]). Just to
give one illustrating example: in an experiment described in [Zhang, 2001] computing a solution for a
POMDP with 35 state variables takes about 1600 seconds. As the overall complexity of this approach is in
EXP (N )—where N is the number of state variables—
and our domain requires an order of magnitude more
states we’d expect computation times calculable in
month rather than seconds.

II. PLANNING IN REAL-WORLD SCENARIOS
Since there exist numerous approaches for all
classes of planning problems discussing all of them
in detail would go beyond the scope of this paper.
Therefore, we will briefly describe some important
general classes of planning approaches. Due to the
fact that the properties of the domain depicted in
the introduction result in a hard planning problem,
many planning systems belonging to the introduced
classes can be ruled out in advance.
A. Classical Planning
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C. Soft Real-Time Computation

Classical planning based on theorem proving dates
back to the 1960’s. The widely known STRIPS system
was introduced in [Fikes and Nilsson, 1971]. STRIPSlike planners can cope with “fully observable, deterministic, finite, static, and discrete” environments
[Pollack, 1992]. All these restrictions are not acceptable for our domain.
Furthermore, time is in no way represented here
since the STRIPS-like representations are based on situation calculus [Fikes and Nilsson, 1971]. Therefore,
essential parts of the logistic domain are left out in a
scenario description for a STRIPS-like planning system, e.g., earliest start times for actions required by
the date of allocation of manufactured commodities
or deadlines for achieving a goal which are necessary
to define the arrival window for transported goods.
Even though numerous approaches exist that address one or the other restriction, none of them can
remove all of them. Nevertheless, some approaches of
the class of plan-space planners which is a subclass
of classical planners will become relevant again in
section III as a part of the proposed system.

The main aspect of systems in the class of real-time
computation is that timing constraints are given for
performing certain operations and achieving goals.
In the case of soft real-time systems the constraints
are not hard which means that a missed deadline
reduces the utility but does not prevent the system
from reaching a goal [Stankovic and Ramamritham,
1990].
Several approaches and systems have been proposed and implemented to address these problems
but still include major shortcomings. Among them
are: CIRCA, which lacks the probabilistic effects of
actions in multiple dimensions and a complex model
of ressources [Musliner et al., 1993]; PRS and its
successor UMPRS, which work in a more reactive
fashion and are not able to predict future behaviour
of the system [Ingrand et al., 1992], [Lee et al., 1994];
RA and its successor IDEA do not model uncertainty
and do not use heuristics [Muscettola et al., 1998],
[Muscettola et al., 2002]; 3T does not model uncertainty in the results of actions in a quantitative way
[Bonasso et al., 1997].
In the remainder of this section we will present two
existing state-of-the-art approaches to soft real-time
computing, which address certain problems that are
also present in our domain. The applicability of these
approaches to our domain is discussed.

B. Decision Theoretic Approaches
This class of approaches can handle uncertainty,
observations, the concept of utility, and in some extensions also partial observability [Boutilier et al.,
1999].
Much work has been done on Markov Decision Processes (MDPs) and extensions thereof that are able to
cope with partial observability [Boutilier et al., 1999].
But still the algorithms for solving these problems do
not scale well in large domains: computing an optimal
solution for a Partially Observable Markov Decision
Process (POMDP) is a NEXP-TIME-complete problem, exponential in the size of the state space as
well as in the size of the horizon [Boutilier et al.,
1999]. Therefore, an optimal POMDP-based solution
of the problem becomes unfeasible for our domain
(cf., [Wagner et al., 1997], [Wagner et al., 2006]).

C1. SRTA
The Soft Real-time Architecture is described in
[Horling et al., 2006]. It is designed to address the
complexity of acting in a real-world environment that
features properties like autonomy and distributed
control, indeterminism, temporal constraints, shared
resources, and an incomplete, inconsistent world view.
The system is meant to be a component of an
intelligent agent and is responsible for supporting a
high-level domain-dependent reasoner by planning,
scheduling, acting and observing.
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C2. Meta-level Control
The systems described up to now reason about how
to act in their environment but do not consider how
to trade off the use of their computational resources
between deliberation and performing domain actions.
[Raja and Lesser, 2007] take into account that the
meta-level actions like sensing, planning and communicating take time, which could also be used for
executing domain actions. This problem, which occurs only in real-time domains, is addressed by a
learning, decision-theoretic meta-planning process
that dynamically adepts policies for making decisions
on the meta level.
It is shown, that the approach is superior to others, which do not reason about the computational
resources that are consumed during meta-level reasoning in order to optimise acting in real-time environments.

Fig. 1. SRTA’s system structure (from [Horling et al., 2006,
p. 4])

III. A FRAMEWORK FOR AUTONOMOUS
PLAN-BASED DECISION-MAKING

The structure of the presented system is depicted
in figure 1. A central component is the Design-ToCriteria Planner (DTC, 2) that accepts goals formulated as a hierarchical task network encoded in
the TAEMS language [Wagner et al., 2006] and produces several plans achieving the given goals with
different characteristics ranked by the preferences of
a high-level reasoning layer.
The plan generated by the DTC planner is evaluated in the Partial Order Scheduler (3), which adds
causal links to plans, tries to parallelise as much as
possible, and uses a Resource Modeller (4) and a
Schedule Merging (5) component to integrate the new
plan with currently active ones.
The Parallel Execution Module (6) and the Conflict
Resolution (7) component trigger the execution, monitor the performance, report the results, or react on
unexpected behaviour of actions. The reactions, e.g.,
in case of a delayed action reach from only checking if
the delay violates any constraints of the current schedule, over minor modifications of the schedule that still
allow for achieving all current goals, to reporting the
problem to a higher level.
The system is described as being capable of planning, scheduling and acting in a real-word scenario
in soft real-time. Since it forms a subcomponent of
an intelligent agent there are some aspects outside
its scope, e.g., domain-specific problem solving, and
communicating and negotiating with other agents.
Furthermore it has to be noticed, that the aim of this
approach is not to find an optimal but a satisficing
solution.
A central component of SRTA, the DTC planner,
is analysed in detail in [Jung and Petta, 2004]. The
authors discuss inconsistencies and semantic issues
regarding the input language TAEMS and the scheduling process itself. Additionally, they present their
own implementation of the planner (VIE-CDS) taking
into account their comments on the DTC planner.

In section II we described different approaches to
planning for complex real-world environments. Soft
real-time computation and the systems built therein
seem to be the most promising ones for the logistic
domain since there we have to deal with a soft realtime problem. Howsoever, the problem in a logistic
domain is slightly different because the timing constraints are not in an order of magnitude of seconds
but of hours or even days. Additionally, the actions
an intelligent agent performs in the domain do not
utilise the full computational power of the system,
so that communication, negotiation and deliberation
can be done concurrently to actions like delivering
goods. This is the main motivation of this work since
it allows the system to optimise its strategy while domain actions are performed. These properties of our
domain imply that neither the satisficing approach of
SRTA nor the Meta-Level Control approach are well
suited for our problem since they address difficulties
that are not present in the domain of logistics.
Nevertheless, the approach we present here will
incorporate Hierarchical Task Networks for planning
and scheduling as well as Partial Order Planning for
establishing causal links—which is a well suited combination for addressing complex real-world problems
[Schattenberg et al., 2007].
A. System Structure
The system described in the following is depicted
in figure 2. It is based upon the VIE-CDS scheduler
which is an implementation of the Design-To-Criteria
planner described in section II-C1. Besides this core
component which is responsible for dealing with timing constraints, uncertainty and resources we incorporate a domain problem solver that produces the hierarchical TAEMS task structures needed by VIE-CDS.
A meta-level control component inspired by [Raja
and Lesser, 2007] but yet taking another approach is
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[Schattenberg et al., 2007].
A. System Structure
The system described in the following is depicted
in figure 2. It is based upon the VIE-CDS scheduler
which is an implementation of the Design-To-Criteria
planner described in section II-C1. Besides this core
component which is responsible for dealing with timing constraints, uncertainty and resources we incorporate a domain problem solver that produces the hierarchical TAEMS task structures needed by VIE-CDS.
A meta-level control component inspired by [Raja
and Lesser, 2007] but yet taking another approach is
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responsible for coordinating planning and scheduling
processes, triggering and monitoring domain actions
and dealing with the dynamic, uncertain and only
partially observable nature of the environment. The
planning framework described here is meant to be
one component of the decision procedure of an intelligent agent, which employs risk management as
one major decision criteria (cf., [Lorenz et al., 2005]).
Therefore the meta-level control utilises an external
risk-management component for schedule ranking. In
the following we will describe the main components
of the system in detail.

done by the problem solver described in section III-A1.
This allows for the scheduling component to focus
on finding a schedule that best fits the given criteria.
The search is guided by several heuristics that exploit
the hierarchical structure of the problem definition
and respect the preferences in terms of duration, costs,
quality and certainty of the evaluated schedules [Jung
and Petta, 2004].
A3. Risk Management
When generating executable plans for an autonomous entity in a real-world domain it is crucial
to incorporate some sort of risk deliberation in order
to increase the reliability of autonomous decisions (cf.
[Lorenz et al., 2007]).
For the purpose of this paper we assume the risk
management component (5) as an oracle capable of
assessing rankings to plans and world states. It takes
a world model, which can be either the current state
of the agents beliefs or a predicted possible world
generated by the planner, and the plan to evaluate
as arguments, and returns a risk annotation for the
plan given the world.
More details on the risk management and it’s interplay with other components of the surrounding
agent framework can be found in [Lorenz et al., 2005],
[Lorenz et al., 2007], and [Langer et al., 2005].

Fig. 2. Structure of the proposed system

A1. Domain Problem Solver
The domain problem solver (2) can be seen as a
component that cares about the more fine-grained details that have to be considered for solving problems in
a certain domain. Plan-space planners are of use here
since they produce plans that are inherently flexible,
contain an explicit causality structure and are open
for several extensions needed for our domain [Weld,
1994]. Since uncertainty, timing constraints and resource usage is taken care of by VIE-CDS the problem
solver is a straight-forward planner that mainly creates alternatives for reaching a goal and produces a
causal structure captured in a partially ordered plan
that can be translated into a TAEMS task hierarchy
(3). The task hierarchy explicitly models alternatives
that have been implicit in the set of partially ordered
plans. Thus, by building a causal structure the domain problem solver prepares the problem on domain
level for being solved by a general criteria-directed
scheduler.

A4. Meta-Level Control
This is the central component that coordinates
the activities of the agent by invoking the different
subcomponents described above. Its main task is
to decide, which goals to accept and how to achieve
them. In order to do this, it experimentally adds new
goals to the current ones and evaluates the expected
impact on the utility by generating schedules with the
problem solver and the scheduler, and reviewing them
using the risk management component. Since the risk
management is able to identify which knowledge is
crucial for lowering risks and therefore raising the
chances for a higher general utility, this enables the
meta level to add information gathering actions that
were not taken into account during the planning and
scheduling process. After several iterations of those
what-if scenarios the expected utility converges and
the most promising goals with the related task structures are selected and added to the already active
goals.
This process of selecting goals can be done all the
time while the system waits for domain actions to
finish or new events to occur. Since these actions
can take several hours in a logistic domain and new
goals may occur only rarely there will also be slack
time that can be used to create contingent plans for
the event of an action failing to produce the desired
outcome.
Compared to SRTA described in section II-C1 preventing the costly use of the DTC scheduler (VIECDS) has a low priority in our system which is due

A2. VIE-CDS: A Criteria-Directed Scheduler
As described in section II-C1 this component (4)
takes a hierarchical task structure and various preferences for controlling the scheduling process as input
and produces a list of schedules ranked by a utility
value given the preferences. Additionally, the preferences allow for controlling the duration as well as the
quality of the planned process.
The input for this component—the TAEMS task
structures—does not encode conditions and effects of
actions in a STRIPS-like manner. It rather models
the problem on a more abstract level in a hierarchical
way. This implies that alternatives for reaching a goal
must have been generated before which in our case is
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to the more relaxed timing constraints in the logistic
domain. This is the reason why the components of
SRTA that reduce the computational complexity at
the expense of optimality are left out in our architecture.
Reasoning about the meta-level control as described
in section II-C2 seems not to be necessary since the
process of deliberation does not reduce the resources
available for performing domain actions.

tions for autonomous logistics.
V. FURTHER RESEARCH
After having shown that our approach gives viable
results in principle, we need to incorporate the specialised components like risk management and goal
selection.
The next step to take is the integration of the risk
management component (5). This will allow us to
use our system within the deliberation cycle of an
autonomous agent and enable the evaluation in a contention against simple, yet faster, deliberation strategies. This will show us in how far the general utility
is increased by the more complex reasoning process.
In order to achieve comparability the performance of
a prototypical implementation of a straight-forward
approach has to be measured within our domain. Relevant logistic keymeasures have been identified for
comprehensive evaluation scenarios within the CRC
637.
One task still open in our work is the reasoning
on the selection of goals within the meta-level of our
system. Possible strategies have to be worked out
and implemented in the months to come.
Another important point not yet addressed explicitly, is the resulting performance of the system concerning the general utility of a group of agents, i.e., a
transport-provider company in terms of a logistic scenario. Consideration of this aspect involves dealing
with the coordination of actions within a group of
agents and the possible concurrency of action execution. This is currently not the main focus of our work
but future extensions of our system regarding this
issue are possible since the underlying representation
of the problem in the TAEMS language can model
commitments made by and to other agents.
Like already emphasised in the introduction the
computational resources of the system may be
bounded. Therefore, it has to be further evaluated in
how far the already modular structure of the system
can be exploited to source out complex computations
like planning, scheduling, and risk management.

B. Expected Characteristics
The system is designed to have a wider focus than
SRTA since it includes high-level reasoning while
SRTA is a more low-level subcomponent [Horling
et al., 2006]. At the same time our system tries to
use all spare time to optimise its actions and does not
stop when a satisficing solution is found. In change
to the more optimal solutions that are expected to
be produced, the computational complexity will be
higher, too. Nevertheless, these characteristics will be
suitable to the logistic domain with its more relaxed
timing requirements.
Additionally the meta-controlling component (1)
more explicitly addresses the partially observable nature of the environment by trying to identify the critical information needed to consolidate the certainty
measurements of the considered schedules. This reasoning allows for adding information gathering actions that reduce the risks that arise from incomplete
knowledge.
IV. CURRENT STATUS AND FINDINGS
At the current point of our research the domain problem solver component (2) and the criteriadirected scheduling component (4) are fully integrated
into the system depicted in figure 2. It is already
apparent that the combination of a domain problem
solver and a criteria-directed scheduler can produce
viable schedules in a complex domain like logistics in
reasonable computation time. Translation of generated plans into a TAEMS task hierarchy allows for
optimisations regarding durations, costs, quality, and
certainty—all of which are affecting the performance
of the system. Since the full integration into the
surrounding agent architecture is still outstanding
a complete evaluation could not yet be conducted.
However the schedules generated by our system span
enough variety to allow a ranking of different plans
based on risk management.
For the evaluation of our and other approaches the
system is integrated into the deliberation process of
software agents representing logistic entities. The
agents are living within a simulation platform based
on a multi-agent framework that is capable of running
autonomous agents within a simulated probabilistic
environment of real-world complexity (cf. [Becker
et al., 2006]). A number of different scenarios can
be used to directly compare the performance of our
approach with existing and forthcoming implementa-
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example of DDoS) and elaborate well-grounded
recommendations on the choice of efficient defense
mechanisms. In (Kotenko 2005) we suggested the
ontology of DDoS attacks and defense mechanisms, the
specifications of DDoS and defense agents’ team, the
formal model of computer network and software
prototypes and experiments with them. In (Kotenko et
al. 2006) we defined more exactly the used agent-based
approach and considered a new simulation environment
developed on OMNeT++ INET Framework. In this
paper, based on the main ideas considered in (Kotenko
2005; Kotenko et al. 2006) we evolve our approach and
simulation
environment
for
comprehensive
investigation of DDoS attacks and defense and consider
different experiments on investigation various attack
defense methods. The rest of the paper is structured as
follows. Section 2 shortly outlines suggested approach
for simulation. Section 3 describes the simulation
environment developed. Section 4 presents the
taxonomy of input and output parameters for
simulation. Sections 5 and 6 present the testing
methodology for defense mechanisms investigation and
the results of experiments fulfilled. Conclusion outlines
the main results and future work directions.

KEYWORDS
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Simulation of Internet attacks, Simulation Tools for
Communications and Networks, Security, DDoS.
ABSTRACT
The paper considers the simulation environment which
has been developed for comprehensive investigation of
Internet attacks and defense (on an example of
Distributed Denial of Service (DDoS) actions and
protection mechanisms). This environment offers the
following features: agent-oriented approach to
simulation; packet-based simulation of attacks and
defense systems, and capability to add new attacks and
defense methods and investigate them. The suggested
approach for simulation is considered. The main
components of the simulation environment are
specified. The testing methodology for defense
investigation is described, and the results of
experiments are outlined.
1. INTRODUCTION
One of the most dangerous classes of the Internet
attacks is DDoS. Distributed, dynamical and
cooperative character of such attacks complicates attack
detection and protection. Realizing effective DDoS
defense system is a very complicated problem. Effective
defense includes the mechanisms of attack prevention,
attack detection, tracing the attack source and attack
counteraction (Mirkovic et al. 2004; Xiang et al. 2004;
Yuan et al. 2005). Adequate protection can only be
achieved by cooperation of different distributed
components (Mirkovic et al. 2004).

2. SIMULATION APPROACH
We try to use the agent-oriented approach for
simulation of security processes in the Internet. It
supposes that the cybernetic counteraction is
represented as the interaction of different teams of
software agents (softbots) (Kotenko 2005; Kotenko et
al. 2006). The aggregated system behavior becomes
apparent by means of the local interactions of particular
agents in dynamic environment that is defined by the
model of computer network. We distinguish at least two
agent teams: the attack team and the defense team.

We think it is possible to find adequate solutions on
protection against the Internet attacks, including DDoS
attacks, by simulation of present and new attacks and
defense mechanisms. It is very important to use right
powerful simulation approach and simulation
environment which give a researcher an opportunity to
comprehensively investigate various modes of attack
and defense operation, analyze efficiency of defense
(for example, false positives, false negatives; reaction
time), develop new methods, etc. Our goal is to develop
the simulation environment which can help investigate
the Internet attacks and defense mechanisms (on an

DDoS attacks agents are divided into two classes:
“daemon” and “master”. Daemons are attack executors.
Master coordinates them. On the preliminary stage
daemons and master are deployed on available (already
compromised) hosts. Then the phase of team
establishing takes place. Daemons send to master the
messages with information that they are alive and ready
to work. Master stores this information about team
members and their status. The malefactor sets the
mutual team goal – to start the DDoS attack in the given
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moment of time. Master receives the attack parameters.
Its goal is to send it to all available daemons. Then
daemons begin to act. Their local goal is to execute the
master instruction. They begin to send the attack
packets to the given host in the given mode. Master
examines daemons periodically to know that they are
workable. Master controls the given attack mode by
receiving the replies from daemons. When a daemon
does not answer, master decides to change attack
parameters. For example, it can send the commands to
change the attack intensity to all or particular daemons.
Daemons can execute the attack in several modes. This
influences on the possibility of defense team to detect
and block the attack and to trace and defeat the attack
agents. The mode can be specified, for example, by the
intensity of packet sending (packets per second) or
(and) the method of IP address spoofing.

can be increasing (daemons send more and more
packets every moment of time) or fluctuating.
DDoS attack parameters
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Possibility of exposure
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Defense agents are classified into the following classes:
information processing (“sampler”); attack detection
(“detector”);
filtering
(“filter”);
investigation
(“investigator”). Sampler processes the network packets
and creates the model of normal functioning for the
given network (in the learning mode). Then in normal
mode it analyses and compares the traffic with the
model of normal traffic. It picks out the addresses of
hosts that do not correspond to the model and sends
them to detector. The detector goal is to decide to begin
the attack on the basis of sensor and sampler data.
Detector sends the list of attack addresses received from
sensor or (and) sampler to filter and investigator. Filter
blocks traffic on the basis of detector data. Investigator
goal is to trace and defeat the attack agents. After
receiving the message from detector it examines the
received addresses for the presence of attack agents and
tries to defeat them.
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3. INPUT AND OUTPUT PARAMETERS FOR
SIMULATION
We differentiate the input parameters which specify
DDoS attack and defense mechanisms.

•

The scheme of DDoS attack parameters is founded on
attack taxonomy (Mirkovic et al. 2002). The following
criteria were selected (Figure 1):
• Victim type. Application, host or network can be
chosen. It is necessary to set victim IP address and
port.
• Attack type. Brute-force (UDP/ICMP flood,
smurf/fraggle, etc.) or semantic (TCP SYN,
incorrect packets, hard requests).
• Impact on the victim. One can choose the disruptive
attack (when all daemons attack simultaneously) or
degrading (when daemons join the attack one by
one). It is easier to detect the attack in the first case.
• Attack rate dynamics. It can be constant or variable
when the intensity changes in time. The function of
attack packets rate is given to daemons. The change

•

•
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Persistence of agent set. The set of agents can be
persistent (all daemons participate in attack) or
variable. In last case master can divide all daemons
to several groups which attacks alternately.
Possibility of exposure. The attack can be
discovered when it is possible to distinguish the
attack packets. We distinguish non-filterable and
filterable attacks. Non-filterable attack: the attack
packets are formed to be indistinguishable from
legitimate. Filterable attack: the attack packets can
be discovered by field values, size, etc.
Source addresses validity. Attacker can use the valid
(real) or spoofed source address sending the attack
packets. One can replace the address to the random
chosen or to the address from the same subnet as the
daemon. This address can be routable or nonroutable.
Degree of automation. Attack can proceed fully
automatic after setting the parameters or by the
malefactor control. In such a case he (she) can
interfere and change one of parameters on all phases
of attack. The communication mechanisms between
daemons and master can be direct (master knows the
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Possibility of exposure. The attack can be
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chosen or to the address from the same subnet as the
daemon. This address can be routable or nonroutable.
Degree of automation. Attack can proceed fully
automatic after setting the parameters or by the
malefactor control. In such a case he (she) can
interfere and change one of parameters on all phases
of attack. The communication mechanisms between
daemons and master can be direct (master knows the

addresses of all daemons) or indirect (agents
communicate via a server).
•

In the experiments that are presented in the paper the
following attack parameters were used: Victim type –
host (server that provides some service to clients);
Attack type – brute-force (UDP flood); Impact on the
victim – disruptive; Attack rate dynamics – constant,
variable; Agents’ set permanency – constant, variable;
Possibility of exposure – discoverable filterable attack;
Source addresses validity – valid (real), spoofed:
constant, random; Degree of automation – semiautomatic with direct communication.

•
•
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components are autonomous and can combine their
efforts.
Covered defense stages. The stages (mechanisms)
the defense method can implement are as follows:
(1) attack prevention; (2) attack detection; (3) attack
source detection; (4) attack counteraction.
Attack detection technique. There are two types of
detection: misuse and anomaly. One chooses one
detection method or the set of methods.
Attack source detection technique. Attack source
detection (or “traceback”) can be realized by packet
signatures, packet marking, generation of auxiliary
packets, etc.
Attack prevention/counteraction technique. One can
use filtering (of packets or flows), resource
management (differentiation, change of quantity,
roaming) and authentication.
Technique for gathering of model data. Data can be
generated by learning or from external sources.
Determination of deviation from model data. One
can use thresholds, rules (for packets and
connections), determination of fluctuation in
probabilistic traffic parameters, data mining (from
traffic statistics), etc. (depending of defense
mechanism).

The output parameters used to estimate the defense
mechanisms are as follows: List of detectable attacks;
Time of attack detection (from the start of attack); Time
of attack reaction (time from detection to
counteraction); Percent of false positives; Percent of
false negatives; Computational complexity (quantity of
computational resources used), etc.
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The approach used for simulation assumes the presence
of the following main simulation environment
components (Figure 3):
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The scheme of DDoS defense parameters is built on the
basis of classification proposed by authors. The criteria
selected are as follows (Figure 2):
• Deployment location: source, intermediate or
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(1) Basic Simulation Framework (discrete event
simulator); (2) Internet Simulation Framework (package
for Internet simulation or network simulator); (3) Multiagent Simulation Framework; (4) DDoS Simulation
Framework (the library of attack and defense
mechanisms). To choose the Internet simulation tool the
comprehensive analysis of the following network
simulators was carried out: NS2, OMNeT++ INET
Framework, SSF Net, J-Sim INET Framework and
some others. We have chosen discrete event simulator
OMNeT++ for Basic Simulation Framework and
network simulator OMNeT++ INET Framework as
Internet Simulation framework (Omnet++ 2006). On the
basis of these tools we have implemented Multi-agent
Simulation Framework and DDoS Simulation
Framework. Internet Simulation Framework is the
OMNeT++ INET Framework simulation suite which
allows the realistic simulation of Internet nodes and
protocols. The highest IP simulation abstraction level is
the network consisting of IP nodes. IP node can
represent router or host. IP node in INET Framework
corresponds to the computer representation of Internet
Protocol. The modules of IP node are organized as
operating system process IP datagram. The module that
is responsible for the network layer (implementing IP
processing) and the “network interface” modules are
mandatory. In addition one can plug the modules that
implement higher layer protocols: transport (UDP, TCP,
including TCP Sockets; routing (MPLS, LDP, RSVP,
OSPF-TE) and application (HTTP, Telnet), etc.

including victim type (host), DoS attack type (UDP
flood, TCP flood, etc.), attack rate dynamics (function
of attack packets sending rate), spoofing technique, etc.
Also one needs to set up the defense parameters,
including deployment location (defended, intermediate,
source subnet), detection technique, model data
gathering technique and its parameters (time interval
and time shift of data collection), etc. It is suggested to
use open library of different DDoS attacks and defense
mechanisms. The main goal is to use the simulation
environment for investigation of defense solutions based
on state-of-the-art in the Internet protection, and
generating valuable recommendations on choosing the
best defense.
The example of multi-window user interface of the
simulation environment is depicted in Figure 4. At the
basic window of visualization (Figure 4, right), a
simulated computer network is displayed. The window
for simulation management (Figure 4, upper left) allows
looking through and changing simulation parameters. It
is important that you can see the events which are very
valuable for understanding attack and defense
mechanisms on the time scale. The time scale is
depicted above windows with text description of events.
One can see in Figure 4 the events of TCP connection
establishing, the actions of sensor, initiation of attack,
etc. It is possible to open different windows which
characterize functioning (the statistical data) of
particular hosts, protocols and agents. For example, at
the upper right of Figure 4 the filtering table of one of
the hosts is displayed. The applications (including
agents, Figure 4, upper middle) are deployed on the
hosts (Figure 4, bottom left) in the modeling
environment. Their installation is fulfilled by
connecting to the modules serving transport and
network layers of protocol stack simulated in
OMNeT++ INET Framework.

Multi-agent Simulation Framework allows realizing
agent-based simulation. It consists of modules
representing the intelligent agents implemented as
applications. There were used the elements of abstract
FIPA architecture (FIPA 2006) during agent modules
design and implementation. Agent communication
language is implemented for the agent interactions. The
message transmission occurs above the TCP protocol
(transport layer). Agent directory is mandatory only for
agent that coordinates other agent in its team. Agent can
control the other modules (including DDoS Framework
modules) due to messages. There was implemented the
agent directory for agents “master” and “detector” that
coordinate agent actions in their teams. For daemon
there were implemented two transport modules (for
communications and attacks). There was implemented
filtering table module to let the filter apply filtering
rules. Sensor and sampler were provided by the network
layer to let them process and collect the network data.
This is aimed to create the model of normal traffic.

The example of the basic window of visualization
(where a simulated computer network is displayed) is
depicted in Figure 5. The studied network represents a
set of hosts and channels. Hosts can fulfill different
functionality depending on their parameters or a set of
internal modules. The routers are labeled with the oval
sign “ ”. Attack agents are deployed on the hosts
marked with red color. Defense agents are located on
the hosts marked with green color. Above the colored
hosts there are the strings that indicate the
corresponding state of deployed agents. Other hosts are
standard and generate the standard network traffic. The
hosts are connected with the data channels which
parameters can be changed.

DDoS Simulation Framework consists of DDoS attack
and defense modules and the modules that expand IP
node from INET: the filtering table and the packet
analyzer. Attack and defense modules are the
applications and are deployed on the network layer of
IP node. To set the DDoS attack conditions it is
necessary to define the corresponding parameters,

5. DEFENSE TESTING METHODOLOGY
We are trying to investigate different active and passive
defense mechanisms against DDoS attacks. The main
idea of testing methodology used is to run a large series
of experiments for various values of input parameters,
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Figure 4. Example of simulation environment user interface
measuring the effectiveness and efficiency parameters
of analyzed defense mechanisms and its combination as
well as fulfilling its comprehensive analysis. In one
paper we can present only limited subset of experiments
accomplished. Let us describe at first the main
parameters of network topology and channels, network
configuration, attacks and defense team configuration
used in the experiments described in the paper.

is a random value with exponential PDF and mean 2000
bits; Think time is a random value with normal PDF
with mean 2 and dispersion 3 sec; Idle interval is a
random value with normal PDF with mean 36 and
dispersion 12 sec; Reconnect interval is 30 sec.
Attack team configuration. Attack team consists of
daemons deployed on the standard network hosts that
are randomly connected to the routers of the basic
network and of agent-master that is deployed on the
a_srv host. The initial parameters of attack team are:
The amount of daemons is 10; the address of master for
the team interaction – a_srv[0]; the port of master for
the team interaction – 2000; the port of daemons for
sending the attack packets – 2001; attack target address
– d_srv; attack target port – 2001; attack start time –
300 seconds; attack rate and IP-address spoofing
technique are the input parameters.

Network topology and channels parameters. To create a
topology for testing, we used the generator of networks
that are close to the real Internet networks. The
following basic network topology parameters were set:
minimum amount of connection is 2, the amount of
routes in simulated networks is 10, the probabilistic
value γ = 2.25 (Mahadevan et al. 2005). Routers are
connected with the fiber-glass data channels with the
following parameters: propagation delay is 1 microsec;
datarate is 2.4 Gbit. Other hosts are connected by
Ethernet data channels with propagation delay is 0.1
microsec; datarate is 100 Mbit.

Defense team configuration. Detector is deployed on
the host d_det, sampler – d_firewall, filter – d_r,
investigator – d_inv. The base parameters of the defense
team are as follows: defended server address – d_srv;
detector address for team interactions – d_det; detector
port for team interactions – 2000; Sampler parameters
are the input parameters. They depend on the studied
defense mechanism.

Network configuration. Clients are randomly connected
to the routers of the basic network. The amount of
clients is an input parameter for experiments (its initial
value is 10). The defended server is d_srv. The basic
parameters of network clients are as follows: server
address "d_srv"; server port – 80; start time is a random
value with the exponential probability distribution
function (PDF) and mean 5 sec; one request per session
is used; request length is a random value with normal
PDF with mean 350 and dispersion 20 bits; reply length

In the paper we demonstrate the results for three
defense methods: Hop Count Filtering (HCF), Source
IP address monitoring (SIPM), Bit per Second analysis
(BPS).
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greatest BPS value. In the normal
mode if the BPS parameter for some
address exceeds the determined
threshold then the packets from this
host are dropped. This parameter is
calculated every tshift seconds on
the previous dt seconds.
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the previous dt seconds.

The following effectiveness and
efficiency parameters of defense
mechanisms were studied: rate of
dropped legitimate traffic (false
positive rate); rate of admitted
attack traffic (false positive rate);
attack
reaction
time.
These
parameters
were
studied
in
dependence on the following input
parameters: network configuration
(the amount of legitimate clients);
attack intensity; IP address spoofing
technique used in attack; internal
parameters of defense mechanisms
and their combinations. The method
Figure 5. Example of computer network for simulation
of spoofing may be as follows: (1)
Without spoofing (“no spoof”) – the
Hop count Filtering (HCF) (Jin et al. 2003). It is used
real address of host is used; (2) “constant” – an address
the assumption that packets from the same subnet pass
is randomly chosen, then it is used for sending the
through the same hops on the way from sender to
attack packets; (3) “random” – with every new attack
receiver. The count of hops is estimated due to packet
packet a new address is randomly chosen from the
TTL field. It is decremented on each router. In learning
given range of addresses. This range does not intersect
mode, the table based on requests to defended host is
with the range of addresses used in the given network;
created. It consists of IP addresses grouped by their hop
(4) “random real” – with every new attack packet a new
count. The system calculates the hop count of incoming
address is randomly chosen from the given range of
packet and compares it with the given value in normal
addresses. This range is in the range of addresses used
mode. If the hop count differs, the packet is dropped.
in the given network. The examples of studied internal
parameters of defense mechanisms are as follows:
Source IP address monitoring (SIPM) (Peng et al.
learning time; the amount of learning examples; interval
2003). The assumption is used that in the beginning of
dt for SIPM and BPS methods; time shift tshift for
attack there are a lot of packets which are sent from new
SIPM and BPS methods; threshold nIP for the amount
IP addresses and directed to the defended host
of new IP-addresses for SIPM method.
addresses. In learning mode, the table of legitimate
addresses based on clients’ requests is created. Both in
normal and learning modes the system calculates the
6. SIMULATION RESULTS
amount of new IP addresses for given interval dt with
The experiments showed that the attack intensity and
given shift tshift. So the amount of new IP addresses is
network configuration do not influence essentially on
calculated every tshift seconds for previous dt seconds.
the nature of studied dependences. But BPS method
In learning mode the maximum value (threshold) nIP of
stops to detect the attack with the decrease of attack
new addresses amount is estimated. Then, in normal
intensity because it fails to confront big traffic with the
mode, if the amount of new addresses is lower than
given addresses. Network configuration including
threshold, these addresses are stored. If it exceeds the
clients’ amount influences on the learning time of
threshold during several intervals (this aggregation is
methods. It is because the methods are to process data
called cumulative sum method, CUSUM), then packets
from as most as possible nodes amount. It is necessary
from new addresses are dropped.
to note that for the attack with not spoofed address the
investigation agent can defeat the attack agents,
Bit per Second traffic analysis (BPS). It is used the
therefore the attack intensity decreases. This causes the
assumption that traffic from one IP address should not
decrease of attack admissions.
exceed some critical threshold. In the learning mode it
is calculated the amount of transmitted bits per second
Figure 6 represents the dependences of false positive
(BPS) during the given interval for every client
and false negative rates on the learning time for BPS
requesting defended host. The system determines the
method. One can see that if the learning time increases
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then the dropped legitimate traffic rate abruptly
decreases for all address spoofing techniques (Figure 6,
first graph). But at the same time the amount of
admitted attack traffic increases for the random and
random real spoofing techniques (for the remaining two
methods the amount remains on the same level) (Figure
6, second graph). One could say that, if the learning
time was short, the BPS method “closes” the defended
system and drops both the legitimate and attack traffics.
For the long-term learning this method admits the
bigger part of legitimate traffic, but at the same time it is
vulnerable to the random and random real address
spoofing techniques. The latter is because this method
fails to confront the big traffic to the permanently
changing address set. The optimal learning time is about
60 seconds. For this time false positive rate is about 10–
20% and the false negative rate is from 15 till 40% for
the various address spoofing techniques.

admits as legitimate as well as attack traffic. Method
shows poor results and can detect only 20% attack
traffic with the average learning time about 50 seconds,
but only for the attack with “random real” address
spoofing technique.
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Figure 6. Dependences of false positive and false
negative rates on the learning time for BPS method
Figure 7 shows the dependences of false positive and
false negative rates on the learning time for HCF
method. On the second graph of this figure one can see
that the method succeeded to resist only the attack
which used the “random real” address spoofing
technique (spoofed addresses are from the same
network as the legitimate clients). This is because of the
following method feature. HCF method can detect only
attack packets in which the attacker used the addresses
recorded while learning. In the other cases the method
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Figure 8 depicts the dependences of false positive and
false negative rates on the learning time for SIPM
method. As for BPS, if learning time increases then the
dropped legitimate traffic rate abruptly decreases for all
address spoofing techniques (Figure 8, first graph). But
the learning time does not influence essentially on the
admitted attack traffic rate with the exception of random
real spoofing technique (Figure 8, second graph). With
long-time learning the method “remembers” all client
addresses and if attacker uses one of such address it will
be admitted. At the same time this method better (in
comparison with BPS and HCF) resists to the attacks
with all address spoofing techniques. Method can work
acceptably with relative short learning time but needs
additional tuning: the new IP-addresses threshold and
CUSUM threshold are to be chosen correctly. The
smaller the first threshold is the more sensitive the
method is and the bigger the false positive rate is.
Optimal learning time is about 25 seconds, where false
positive rate is less than 10% and false negative rate is
from 15 to 30%.
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Figure 9. Dependences of false positive and false
negative rates on the learning time for BPS, HCF, SIPM
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Figure 9. Dependences of false positive and false
negative rates on the learning time for BPS, HCF, SIPM
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Figure 9 shows the dependences of false positive and
false negative rates on the learning time for BPS, HCF
and SIPM for the maximum learning time (125
seconds). One can see (Figure 9, first graph) that all
methods except BPS have no false positives and
legitimate traffic is completely admitted. But the BPS
false positive rate is small and appears only with attack
using “random real” spoofing technique. The smallest
attack admission rate (Figure 9, second graph) is
provided by SIPM and BPS methods. However the
latter is more sensible to attack intensity and to attack
spoofing technique.
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seconds). One can see (Figure 9, first graph) that all
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legitimate traffic is completely admitted. But the BPS
false positive rate is small and appears only with attack
using “random real” spoofing technique. The smallest
attack admission rate (Figure 9, second graph) is
provided by SIPM and BPS methods. However the
latter is more sensible to attack intensity and to attack
spoofing technique.
Figure 10 depicts the dependences of false positive and
false negative rates on different address spoofing
techniques for BPS, HCF and SIPM for the optimal
learning times. SIPM method provides the smallest
false positive rate (less than 8%). False negative rate for
BPS and SIPM are roughly the same for different
spoofing techniques: from 15 till 30%. HCF has
unsatisfactory false negative rate.
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an attack at the end of each interval. In the case of
disrupt attack (that is represented in this paper) interval
can be short enough. Its increase influences only on
reaction time and decrease leads to the drastic loss of
attack sensibility (Figure 13). With dt <1 the false
positive rate increases (Figure 13, first graph). At the
same time the biggest amount of attack traffic is
admitted, but the false negative rate decreases (Figure 8,
second graph). With increasing dt the false positive rate
stays the same for all address spoofing technique,
except “constant” while false negative rate sudden
decreases and then is not changed. The sensibility can
be compensated by the short time interval shift. The
most acceptable dt is about 5 seconds.

Figure 11. Dependence of reaction time on various
spoofing techniques for BPS, HCF and SIPM methods
This amount of time is spent mainly on interaction
between sampler, detector and filter and on applying
filtering rules. HCF method allows only local filtering
(on the same host where HCF method was deployed).
This feature causes such small attack reaction time on
attack with “random real” address spoofing technique.
Figure 12 represents the dependence of false positive
and false negative rates on address spoofing technique
for BPS, HCF and SIPM defense methods working
together (for the maximum learning time 125 seconds).
One can see that such regime provides smaller rates of
dropped legitimate traffic and admitted attack traffic
than for each of methods separately. This is because the
methods discover different parts both legitimate and
attack traffic from the whole traffic. That is together
these methods “compensate” each other, and their joint
use is more effective than independent one.

(1)

Figure 12. Dependence of reaction time on various
spoofing techniques for BPS, HCF and SIPM methods
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Figure 13. Dependence of false positive and false
negative rates on the interval dt of data collection
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more computational expenses.
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The threshold for the new IP-addresses nIP influences
on the attack admission rate most of all. If the learning
was held for the maximum time and mechanism learned
all constant “clients” of defended system, then the
threshold can be very little. In this case the amount of
attack admissions is minimal: the packets with new IPaddresses will be most likely the attack packets.
However it is usually hard to learn all possible clients.
It is interesting that for the optimal learning time,
threshold nIP influences on false positive rate as
follows. With little threshold nIP one can see more false
positive, than with the achievement of some value and
above it (Figure 14). This is because mechanism does

The dependence of false positive and false negative on
the internal SIPM parameters was also studied: dt —
interval for data collection; tshift — interval time shift;
nIP — threshold for the amount of new IP-addresses;
Threshold for nIP exceeding was 1. Interval for data
collection (dt) influences on the possibility of detecting
attacks with various impact on the victim and rate
dynamics. The bigger interval allows to resists to
degrading DDoS attack when the packets with new IPaddresses arrive gradually. The smaller interval ensures
quicker reaction on attack, since it is decided if there is
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not have enough records of legitimate addresses and
high threshold can not influence on attack detection.
The optimal threshold nIP is 6.
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7. CONCLUSION
The main results of the work we described in the paper
consist in implementing the agent-based simulation
environment intended for simulation of DDoS attacks
and defense. The goal of the paper was to show the
possibilities of the simulation environment developed.
The agent-based simulation environment allows to
investigate attacks and defense methods and to provide
valuable recommendations on choosing the best
defense. The environment allows simulating a wide
spectrum of DDoS attacks and defense mechanisms.
Various experiments with this environment have been
fulfilled. In the paper we demonstrated by agent-based
simulation the effectiveness parameters for three
different defense methods: Hop Count Filtering (HCF),
Source IP address monitoring (SIPM), Bit per Second
analysis (BPS). The results of these experiments have
been outlined in the paper.
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extensions were defined (Hu et al., 2005) which allow
variable structure models to be dealt with. All of this
relies on adding/removing component models,
adding/removing couplings among models and
adding/removing input/output ports to models.
Changing the interface of a component is a critical
aspect because it may require modifications to the
component behaviour.

ABSTRACT
This paper proposes a component-based software
architecture (Theatre) hosted by Java, which enables
modelling and discrete-event simulation of complex and
dynamically reconfigurable systems, possibly on top of
a distributed computing context. At the “programming
in-the-small” level, Theatre rests on light-weight
reactive components (actors or agents) which interact to
one another by asynchronous message-passing. Actor
behaviour is modelled by a finite state machine. Actors
can be easily composed to create new reusable
components. At the “programming in-the-large” level a
subsystem of actors can be assigned to an execution
locus (theatre). A theatre provides to local agents the
basic message scheduling, dispatching, communication
and mobility services. The paper describes componentbased M&S support of Theatre and demonstrates its
practical use through examples.

A modelling language directly founded on the
specification of adaptive, dynamic structure discrete
systems is Kiltera (Posse & Vangheluwe, 2007). Kiltera is
formally based on a process algebra with two-way
communications and timing constructs, which is useful
to specify systems whose structure can change
dynamically through the concept of link mobility, i.e.
the possibility of altering the channel interconnection
infrastructure among system components (processes).
At current time, though, Kiltera is not assisted by
concrete tools for making simulation of complex
modelled systems, e.g. on a distributed context.
This work argues that mobile agent systems offer a
natural yet challenging computing infrastructure where
to build and simulate dynamic structure systems.

INTRODUCTION
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INTRODUCTION

The work described in this paper aims at the
development of language structures and software tools
for modelling and simulation of complex systems which
are component-based, timed, mobile and whose
structure can change during runtime (Hu et al.,
2005)(Jang et al., 2003)(Jang & Agha, 2006)(Posse &
Vangheluwe, 2007)(Cicirelli et al., 2007b). Such
systems are not adequately supported by conventional
M&S tools where structure is often assumed to be static
and dynamism only relates to state changes caused by
the occurrence of events. However, many systems exist
(e.g. predator/prey models in biology, adaptive
networks in telecommunication systems accommodating
for the presence of mobile users, and so forth) which
require structure dynamism for them to be effectively
modelled and analyzed.

Jang et al. in (Jang et al., 2003)(Jang & Agha, 2006)
propose a distributed agent architecture based on the
Actors Model (Agha, 1986) especially designed and
implemented for modelling and simulation of large
adaptive systems. The approach is characterized by the
techniques it uses for ensuring efficient communications
despite agent mobility, and the provisions e.g. for colocating highly interacting agents thus conserving
bandwitdth during distributed simulation. The agent
architecture was applied to modelling and distributed
simulation of unmanned aerial vehicles which cooperate
to one another in order to fire moving targets. In the
application, agent discovery as well as patterns of
interaction and coordination are intrinsically dynamic
and challenge for the availability of suitable runtime
infrastructures.

The work described in this paper aims at the
development of language structures and software tools
for modelling and simulation of complex systems which
are component-based, timed, mobile and whose
structure can change during runtime (Hu et al.,
2005)(Jang et al., 2003)(Jang & Agha, 2006)(Posse &
Vangheluwe, 2007)(Cicirelli et al., 2007b). Such
systems are not adequately supported by conventional
M&S tools where structure is often assumed to be static
and dynamism only relates to state changes caused by
the occurrence of events. However, many systems exist
(e.g. predator/prey models in biology, adaptive
networks in telecommunication systems accommodating
for the presence of mobile users, and so forth) which
require structure dynamism for them to be effectively
modelled and analyzed.

Jang et al. in (Jang et al., 2003)(Jang & Agha, 2006)
propose a distributed agent architecture based on the
Actors Model (Agha, 1986) especially designed and
implemented for modelling and simulation of large
adaptive systems. The approach is characterized by the
techniques it uses for ensuring efficient communications
despite agent mobility, and the provisions e.g. for colocating highly interacting agents thus conserving
bandwitdth during distributed simulation. The agent
architecture was applied to modelling and distributed
simulation of unmanned aerial vehicles which cooperate
to one another in order to fire moving targets. In the
application, agent discovery as well as patterns of
interaction and coordination are intrinsically dynamic
and challenge for the availability of suitable runtime
infrastructures.

In the context of DEVS (Zeigler et al., 2000) –Discrete
Event System Specification- and particularly in the
DEVSJAVA
environment
(DEVSJAVA)
some

Theatre (Cicirelli et al., 2007b) is a software
architecture (Shaw & Garlan, 1996) which belongs to
the family of actor (agent) computational models and
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rests on asynchronous message-passing. Key features of
Theatre are: (i) the adoption of a lightweight notion of
actors, which does not introduce internal threads and
thus favours time predictability in real-time applications
and the achievement of good performance in distributed
simulations; (ii) the use of a runtime executive which
can reason upon “real” or virtual time, and which can
be customized through programming in order to fulfil
specific application needs; (iii) a direct embedding in
Java through a minimal API, which can exploit
common transport layers like Java Socket, Java RMI
and recently HLA/RTI infrastructure (iv) the use of an
efficient mobility mechanism which is a key for model
adaptivity.

Messages are first-class citizens: they can be sent and
transparently buffered and managed according to
different control disciplines. It is up to a theatre control
machine to superimpose to messages the most apt
control structure, tuned to the application needs.
The controller component of the control machine is in
charge of repeating a basic loop. At each iteration, first
the (or a) most imminent message is selected among
pending messages, then the message is dispatched to its
relevant destination actor. Message processing
constitutes an atomic action and extends the control
thread of the controller. At message processing
termination, the controller loop is re-entered and
continues with the next iteration.

This paper focuses on the component-based modelling
and simulation capabilities of Theatre. The
compositional mechanism is illustrated which facilitates
the construction of component off-the-shelf reusability
units which are not distinguishable from elementary
components. The paper demonstrates the practical use
of Theatre and shows a variable structure system
concerning a distributed adaptive relocation server
model.

An actor responds to an incoming message by executing
basic actions as in the following:
x (new) creating new actors
x (send) sending messages to known actors
(acquaintances)
including
itself
(proactive
behaviour)
x (defer) deferring a message to future when the
message cannot be accepted in current state.
Deferred messages are automatically re-sent as
soon as the actor changes its state
x (become) making a state transition in the actor
automaton. The next state depends on the arrived
message and current status.

AN OVERVIEW OF THEATRE
A system consists of a collection of interacting theatres.
Each theatre offers the runtime executive to a collection
of application actors. In particular, a theatre furnishes
to local actors the basic services of message
scheduling/dispatching and timing, as well as mobility
and communication mechanisms. Communication is
based on one-way asynchronous message passing: the
send operation is non-blocking.

A lean Java framework (API) provides basic actor
mechanisms. Actor classes derive directly or indirectly
from the Actor abstract base class. Message classes are
heirs of Message abstract base class which associates
with a message its actor receiver. Main operation
signatures in Actor are as follows:

An actor (see Fig. 1) is characterized by its message
interface, hidden data variables and behaviour which is
modeled as a finite state machine.

public void send( Message m, long… at )
protected int currentStatus()
protected void become( int next_status )
protected void defer( Message m )
protected long now()
protected void handler( Message m )

actor
message
interface

state variables

Method send() can carry also zero, one or multiple time
information. An instantaneous message does not have
the at parameter. A typical timed message is
accompanied by its occurrence time. Message temporal
information is meaningful to a control machine which
reasons upon time (e.g. a simulation machine). Current
time is available to actors through the now() method
whose exact implementation is responsibility of a
control machine. Actor design purposely hides to actors
the identity of a particular control machine.

m1
m2
m3
behaviour (message
handler)

The handler() method is activated by the controller with
the incoming message as an argument. handler() codifies
the actor finite state machine.

Fig. 1. Structure of an actor
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compositional mechanism is illustrated which facilitates
the construction of component off-the-shelf reusability
units which are not distinguishable from elementary
components. The paper demonstrates the practical use
of Theatre and shows a variable structure system
concerning a distributed adaptive relocation server
model.

An actor responds to an incoming message by executing
basic actions as in the following:
x (new) creating new actors
x (send) sending messages to known actors
(acquaintances)
including
itself
(proactive
behaviour)
x (defer) deferring a message to future when the
message cannot be accepted in current state.
Deferred messages are automatically re-sent as
soon as the actor changes its state
x (become) making a state transition in the actor
automaton. The next state depends on the arrived
message and current status.

AN OVERVIEW OF THEATRE
A system consists of a collection of interacting theatres.
Each theatre offers the runtime executive to a collection
of application actors. In particular, a theatre furnishes
to local actors the basic services of message
scheduling/dispatching and timing, as well as mobility
and communication mechanisms. Communication is
based on one-way asynchronous message passing: the
send operation is non-blocking.

A lean Java framework (API) provides basic actor
mechanisms. Actor classes derive directly or indirectly
from the Actor abstract base class. Message classes are
heirs of Message abstract base class which associates
with a message its actor receiver. Main operation
signatures in Actor are as follows:

An actor (see Fig. 1) is characterized by its message
interface, hidden data variables and behaviour which is
modeled as a finite state machine.

public void send( Message m, long… at )
protected int currentStatus()
protected void become( int next_status )
protected void defer( Message m )
protected long now()
protected void handler( Message m )

actor
message
interface

state variables

Method send() can carry also zero, one or multiple time
information. An instantaneous message does not have
the at parameter. A typical timed message is
accompanied by its occurrence time. Message temporal
information is meaningful to a control machine which
reasons upon time (e.g. a simulation machine). Current
time is available to actors through the now() method
whose exact implementation is responsibility of a
control machine. Actor design purposely hides to actors
the identity of a particular control machine.

m1
m2
m3
behaviour (message
handler)

The handler() method is activated by the controller with
the incoming message as an argument. handler() codifies
the actor finite state machine.

Fig. 1. Structure of an actor
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Message classes can directly be embedded in a userdefined actor class. In alternative, messages can be part
of an interface which extends the MessageIF interface
which defines the send() method according to the same
signature as in Actor. An actor class then implements a
message interface which acts as a contract with its
peers. Actors normally have no need to override the
send() method of MessageIF: they can rely on the
version inherited from Actor. The send() method can be
redefined in order to favour compositionality (see later
in this paper).

specified by an UML2 component diagram (Fig. 2)
which shows ports, connectors and interfaces.
In Fig. 2 one Generator generates jobs towards a Buffer,
and one Concumer gets jobs from the Buffer and
consumes them. Generator has an output port input
which is bound to the required interface InputIF (socket
notation). Similarly, Consumer has an output port get
which requires the GetIF interface. The Buffer has an
input port which provides both InputIF and GetIF
interfaces (ball or lollipop notation). InputIF and GetIF
are respectively a contract for the Generator and the
Consumer which can actually work with any actor which
provides (implements) the required contract.

An actor is always created as a local object of a theatre.
After that, the actor can migrate to a different theatre.
A theatre maintains information about local executing
actors. After migration, on the original theatre a
forwarder (proxy) version of the actor is kept. Would
an actor come back to a theatre where a proxy version
of itself exists, the actor status is copied upon the proxy
which then switches to normal actor status. The
approach ensures that Java actor references persist
despite migration. Migration rests on a customization of
Java serialization mechanism and minimal recourse to
reflection for copying actor data statuses (Cicirelli et
al., 2007b). For communication efficiency, in the case
a message experiments multiple hops before reaching
its destination, the addressing information on the sender
theatre will be automatically updated with current
destination of the receiver theatre.

The interpretation of ports and connectors is
straightforward. An output port corresponds to an
acquaintance, i.e. an actor to which messages are sent
asking for some services. An input port corresponds to
the this actor, i.e. the actor who effectively provides the
services (messages) specified in the exported interface.
As a consequence, connectors between actors are
simply Java references.
A port can be associated with a multiplicity factor to
indicate the number of times the port is repeated in the
component. For an output port, that is the number of
required acquantainces (interacting partners). The
realization of a given actor topology as in Fig. 2 is a
matter of configuration and can occur, in a case, at
system start up time when the main program creates the
actor instances and links them by establishing the
acquaintance network.

The control machines of a distributed simulation system
based on Theatre cooperate to one another for time
synchronization. Both conservative (Cicirelli et al.,
2006a)(Cicirelli et al., 2007b) and optimistic (Cicirelli
et al., 2007a) synchronizations are possible.

For client-server interactions like those between
Consumer and Buffer in Fig. 2, it is assumed that the
GetIF interface (see also Fig. 4) specifies the Get
message and within it a reply JobArr message which the
buffer fills in with the returned job and then sends back
to the requestor. All of this has an obvious analogy with
postal letters which anticipate the message to be used
for giving an answer to the sender.

ACTORS AS COMPONENTS
A component (Brown & Wallnau, 1998) is a “non
trivial, nearly independent, and replaceable part of a
system that fulfills a clear function in the context of a
well-defined architecture. A component conforms to
and provides the physical realization of a set of
interfaces”.

Generator

Java Programming Style
Actors can directly be programmed in Java. In the
following, the supported type-safe programming style is
clarified using the example of Fig. 2. Figg. from 3 to 6
show respectively the Java code of InputIF, GetIF,
Generator and Consumer.

input

InputIF

Buffer
Consumer

public interface InputIF extends MessageIF{
public final class Input extends Message{
private Job job;
public Input( Job job ){ this.job = job; }
public Job getJob(){ return job; }
}
}//InputIF

GetIF
get

Fig. 2. Actors, ports and connectors
Actors naturally adher to the software component
vision. The architecture of a subsystem of actors can be

Fig. 3. The InputIF message interface
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2006a)(Cicirelli et al., 2007b) and optimistic (Cicirelli
et al., 2007a) synchronizations are possible.

For client-server interactions like those between
Consumer and Buffer in Fig. 2, it is assumed that the
GetIF interface (see also Fig. 4) specifies the Get
message and within it a reply JobArr message which the
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public class Consumer extends Actor implements MessageIF{
private static class End extends Message{}
public static final byte IDLE=0, BUSY=1;
private GetIF get; //output port
private Job job;
private int consumed=0;
public Consumer( GetIF get ){
this.get=get;
get.send( new GetIF.Get( this ) );
}
protected void handler(Message m) {
switch( currentStatus() ){
case IDLE:
if( m instanceof GetIF.Get.JobArr ){
GetIF.Get.JobArr dispMsg =(GetIF.Get.JobArr)m;
job = dispMsg.getJob();
send( new End(), now()+job.getSize() );
become( BUSY );
}
break;
case BUSY:
if( m instanceof End ){
get.send( new GetIF.Get( this ) );
job = null; consumed++;
become( IDLE );
}
}
}//handler
public String toString(){
return "No of consumed job="+consumed;
}//toString
}//Consumer

The Generator implements a timed reactivation through
the local (hidden) message Next. Interarrival time
between consecutive generated jobs is uniformly
distributed within G0..G1. Each generated job has also a
temporal size which expresses its service time. The size
is uniformly distributed within S0..S1.
public interface GetIF extends MessageIF{
public static class Get extends Message{
public static class JobArr extends Message{
private Job job;
public Job getJob(){ return job; }
public void setJob( Job job ){ this.job = job; }
}
private MessageIF sender;
private JobArr reply;
public Get( MessageIF sender ){
this.sender = sender;
reply = new JobArr();
}
public MessageIF getSender(){ return sender; }
public JobArr getReply(){ return reply; }
}//Get
}//GetIF

Fig. 4. The GetIF message interface
public class Generator extends Actor{
private static class Next extends Message{}
public static final byte ACTIVE=0;
private InputIF input; //output port
private int G0, G1, S0, S1;
private int jobCount=0;
private Random random=new Random();
public Generator( InputIF input , int G0, int G1, int S0, intS1 ){
this.input=input; this.G0=G0; this.G1=G1;
this.S0=S0; this.S1=S1;
int d=G0+random.nextInt( G1-G0 );
send( new Next(), now()+d );
become( ACTIVE );
}
protected void handler( Message m ){
switch( currentStatus() ){
case ACTIVE:
if( m instanceof Next ){
int d = G0+random.nextInt( G1-G0 );
int s = S0+random.nextInt( S1-S0 );
Job job = new Job( jobCount++, now(), s );
input.send( new InputIF.Input(job) );
send( m, now()+d );
}
}
}//handler
}//Generator

Fig. 6. The Consumer
The Buffer component is implemented as an unbounded
buffer of jobs. The actor can find itself into one of three
states: EMPTY (no buffered job), REQ_PEND (a request
for job is pending) and NOT_EMPTY (one or more jobs
buffered). Since only one consumer is admitted, at most
one pending request can exist at each time. This is
mirrored in the REQ_PEND state where only an Input
message is expected. The arrival of a job causes it to be
replied to the requester and the buffer to come back to
EMPTY state.
Fig. 7 depicts a skeleton main which configures the
subsystem in Fig. 2 and launches simulation on a
standalone machine. The simulation time limit is
furnished as an argument to the constructor of the
Simulation control machine.
public class Driver{
public static void main( String... args ){
ControlMachine cm=new Simulation( 1000 /*tEnd*/ );
Buffer b=new Buffer();
… input values for G0, G1, S0, S1
Generator g=new Generator( b, G0, G1, S0, S1 );
Consumer c=new Consumer( b );
cm.controller(); //simulation start
System.out.println( c ); //statistics output
}
}//Driver

Fig. 5. The Generator
Actor Consumer (Fig. 6) is a simple server. It cyclically
requests a job to the buffer; when a job arrives it
consumes the job by a timed End message sent to itself.
For demonstration purposes, the behaviour is organized
in two states: IDLE (awaiting a job from buffer) and
BUSY (consuming the arrived job). At the end of the
consuming activity, a new job is requested and so forth.

Fig. 7. Configuration and launch of a simulation
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Job job = new Job( jobCount++, now(), s );
input.send( new InputIF.Input(job) );
send( m, now()+d );
}
}
}//handler
}//Generator

Fig. 6. The Consumer
The Buffer component is implemented as an unbounded
buffer of jobs. The actor can find itself into one of three
states: EMPTY (no buffered job), REQ_PEND (a request
for job is pending) and NOT_EMPTY (one or more jobs
buffered). Since only one consumer is admitted, at most
one pending request can exist at each time. This is
mirrored in the REQ_PEND state where only an Input
message is expected. The arrival of a job causes it to be
replied to the requester and the buffer to come back to
EMPTY state.
Fig. 7 depicts a skeleton main which configures the
subsystem in Fig. 2 and launches simulation on a
standalone machine. The simulation time limit is
furnished as an argument to the constructor of the
Simulation control machine.
public class Driver{
public static void main( String... args ){
ControlMachine cm=new Simulation( 1000 /*tEnd*/ );
Buffer b=new Buffer();
… input values for G0, G1, S0, S1
Generator g=new Generator( b, G0, G1, S0, S1 );
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cm.controller(); //simulation start
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}
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Fig. 5. The Generator
Actor Consumer (Fig. 6) is a simple server. It cyclically
requests a job to the buffer; when a job arrives it
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in two states: IDLE (awaiting a job from buffer) and
BUSY (consuming the arrived job). At the end of the
consuming activity, a new job is requested and so forth.
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Composition and Coupled Models
Components off-the-shelf can be built by composing
existing actors in order to form a new component
(coupled model or composite) which can immediately
be reused as a unit. The new component behaves as a
folder for the internal components which in turn can be
elementary actors or composed actors (hierarchical
composition). A composite is not distinguishable from a
normal actor. It exhibits to its external environment a
collection of input/output ports together with required
and provided interfaces. Such interfaces are then
delegated to internal components.

corresponding to its required interfaces. The composite
then creates and links together the instances of its
internal components. Sub-components which generate
output external messages, are supposed to be directly
connected to composite acquaintances.
Internal routing of external incoming messages is
achieved by overriding the send() method of MessageIF,
so as to forward these messages to delegated subcomponents. Forwarding is accomplished by invoking
the send() method of the delegate.
Fig. 9 summarizes the configuration of Node by
showing operations in its constructor. Fig. 10 depicts
the overridden send() method.

An example of a composite is portrayed in Fig. 8 which
relates to a computing Node which hides a Buffer, a
Dispatcher and a collection of Servers. Node has an input
port exporting the InputIF message interface, and two
output ports respectively associated with required StatIF
and OutputIF interfaces. Node receives external
generated jobs through the input port, and stores them
in the Buffer.

public Node( StatIF stat, OutputIF out ){
create Buffer instance b
create Server instances s1, s2 and s3
create Dispatcher instance d as
new Dispatcher( b, stat, out, s1, s2, s3)
}//Node

Composition and Coupled Models
Components off-the-shelf can be built by composing
existing actors in order to form a new component
(coupled model or composite) which can immediately
be reused as a unit. The new component behaves as a
folder for the internal components which in turn can be
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normal actor. It exhibits to its external environment a
collection of input/output ports together with required
and provided interfaces. Such interfaces are then
delegated to internal components.
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the overridden send() method.
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Dispatcher and a collection of Servers. Node has an input
port exporting the InputIF message interface, and two
output ports respectively associated with required StatIF
and OutputIF interfaces. Node receives external
generated jobs through the input port, and stores them
in the Buffer.

Fig. 9. Node configuration

Node

corresponding to its required interfaces. The composite
then creates and links together the instances of its
internal components. Sub-components which generate
output external messages, are supposed to be directly
connected to composite acquaintances.

public Node( StatIF stat, OutputIF out ){
create Buffer instance b
create Server instances s1, s2 and s3
create Dispatcher instance d as
new Dispatcher( b, stat, out, s1, s2, s3)
}//Node

Fig. 9. Node configuration

Node
Buffer

GetIF

public void send( Message m, long… at ){
if( m instanceof InputIF.Input ) b.send(m,at);
…
}//send

StatIF

Stats
Generator
InputIF

[3]

Server

ServerIF

Dispatcher
OutputIF

Sink

Fig. 10. Node’s send() method
Fig. 8. A Node composite

It should be noted that although a coupled model can
implement multiple interfaces, it only needs one
redefinition of the send() method, which queries the
incoming message type through the instanceof operator
for detecting the target delegate.

The Dispatcher requests one job at a time to the Buffer
and assigns it to an idle Server (here, a fixed number of
servers is assumed). Server behaviour is similar to that
of Consumer in Fig. 6, except it now follows a push
instead of a pull model. In other words, instead of
asking the buffer for a job, it now waits for a job
submission from the Dispatcher. When a server
terminates with its job, the Dispatcher gets informed of
this fact and sends the processed job to an external Sink.
In addition, information about each served job (its id,
generation time, service finish time etc.) are captured in
a message according to the StatIF interface and sent out
for proper statistical processing.

A RELOCATION SERVER MODEL
The computing model of Theatre makes it possible to
design and execute variable structure systems. As in
Kiltera (Posse & Vangheluwe, 2007) adaptivity depends
on link mobility, i.e. the possibility of reconfiguring
during runtime the interconnection infrastructure of
components by adjusting the acquaintance network of
the system. The approach preserves the contract of
component interfaces and is very flexible when paired
with the mobile agent capabilities of actors which can
migrate among the theatres allocated to different
physical nodes of a distributed system.

Node composition is specified by its internal structure
diagram. Fig. 8 indicates that input messages coming
from the external Generator are actually routed to the
internal Buffer. All of this is witnessed by the dashed
(<<delegate>>) dependency relationship which states that
the InputIF message interface is really implemented by
Buffer. In a similar way, requests toward Stats and Sink
are effectively originated (delegated) by the internal
Dispatcher.

The following describes the design, implementation and
distributed execution of a relocation server system
which models a collection (pipeline) of interconnected
computing nodes. Each node receives from its
environment a stream of jobs, stores them in a buffer
and ultimately processes them using a variable number
of server components. An example of an open system
with three nodes is portrayed in Fig. 11. A system can
also be configured as a ring.

From the programming point of view, a coupled model
is easy to build. At its construction time, the composite
receives, among the other, the acquaintances
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Fig. 13 shows an abstract description of Dispatcher
behaviour. The actor maintains a set of available
servers. Let N be the number of free servers at any
moment. At start time, the dispatcher receives the intial
number of assigned servers and sends a Get message to
the buffer in order to achieve the first job.

InputIF

AskIF

AskIF

OutputIF

AskIF
StatIF

OutputIF

Fig. 11. A pipeline of nodes

Fig 14. shows in pseudo-code the
events/actions in its three possible states.

The Node component in Fig. 11 only differs from the
one in Fig. 8 because it has an AskIF interface for
interacting with peer nodes. From the Node internal
structure diagram depicted in Fig. 12, one can see that
AskIF is delegated to the Dispatcher sub component.

when ACTIVE{
on a JobArr{
assign job to a server and send a next Get to buffer
if( no idle server ) become( FULL_BUSY)
}
on a Move{
send a SendBack to sender with the received server
}
on a SendBack or ServerEnd{
add received server to the list of idle servers
if( ServerEnd ) send job info for stats calculation
}
on a Ask{
send a Move to the requestor with a server
if( no idle server ) becomes( FULL_BUSY )
}
}

A system is assumed to work with a fixed number of
servers. Servers cannot be dynamically generated
because they model physical computing resources.
However, a high loaded node, that is a node with a
pending job but without idle servers, can ask for a
server to its neighbours. A node which receives a
request, can reply to it with a server if one is available,
otherwise ignores the request. Buffer and Server in Fig.
12 are identical to those of Fig. 8. The Dispatcher,
though, is now in charge of handling the server
relocation issues.
AskIF

when FULL_BUSY{
on a JobArr{
send a Timeout to itself waiting for a server
become( JOB_PEND )
}
on a Move{
send a SendBack to sender with the received server
}
on a SendBack or ServerEnd{
add received server to the list of idle servers
if( ServerEnd ) send job info for stats calculation
become( ACTIVE )
}
}

[2]
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Fig. 12. Node internal structure diagram
ServerEnd Move
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Fig. 13 shows an abstract description of Dispatcher
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servers. Let N be the number of free servers at any
moment. At start time, the dispatcher receives the intial
number of assigned servers and sends a Get message to
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Fig 14. shows in pseudo-code the
events/actions in its three possible states.
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Table 1. Simulation parameters per node
Job interarrival time
2-4 tu
Job size
8-15 tu
Timeout time
1 tu
Number of servers
4
As one can see, the positive effect of server relocation
immediately appears as soon as the number of nodes is
increased above 1. The reduction in buffer size almost
stabilizes when the number of nodes goes beyond five.
In reality, with OnDemProt the buffer size slightly
increases when the number of nodes grows toward ten,
mirroring the fact that the freely diffusion of servers in
the system caused by the protocol tends to favour
“selfish” nodes and to slightly penalyze “suffering”
nodes. Reduction in the average buffer size obviously
improves job processing, by diminishing the job mean
waiting time (Fig. 16) which has definitely the same
evolution of the buffer size.

When a job is pending and the dispatcher has no idle
server (see state JOB_PEND in Fig. 14) the dispatcher
asks neighbours and waits (using a Timeout message) a
given amount of time for a server to become available.
In the case a server notifies its existence before the
timeout expires, the timeout is invalidated. The timeout
message is re-sent at its expiration would the server
missing condition persist. An invalidated timeout is
simply ignored when subsequently received. This
mechanism which avoids direct cancellation of a
message in the message queue of the control machine,
was adopted because it is more compliant with general
requirements of distributed simulation.

0,6
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Average Buffer Size

For the purposes of simulation experiments, a second
protocol for server relocation was also designed and
implemented. The variation consists in the introduction
of a debit concept for server movement. A node which
receives a server from a neighbour, annotates the
identification of the furnishing node. As soon as the
dispatcher of a debitor node has no pending job but has
at least one idle server, it exhausts one debit by
anticipating restitution of the server to its creditor node.
In the following the former protocol which freely
distributes servers on-demand will be referred to as
OnDemProt, whereas the second protocol based on
debits will be denoted as DebtProt.
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Fig. 15. Average buffer size vs. number of nodes
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Simulation Experiments
A closed system with a variable number of nodes was
configured and equally partitioned between two theatres
allocated for execution on two Win platforms Pentium
IV 3.4Ghz, 1GB RAM, interconnected by a 1GB
Ethernet switch, using HLA/RTI (Cicirelli et al.,
2007b). Server relocation exploits the agent migration
capability of Theatre actors.

OnDemProt

3
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Fig. 16. Job mean waiting time vs. number of nodes
From Figg. 15 and 16 it emerges that DebtProt
outperforms OnDemProt. Both buffer size and job
waiting time regularly decrease and stabilize as the
number of nodes is augmented. Results confirm the
intuition that DebtProt tries to keep equilibrated the
number of servers in each node.
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Figg. 15 and 16 portray respectively the average buffer
size and the job mean waiting time vs. the number of
nodes separately in the two cases of OnDemProt and
DebtProt protocols. Each point in the figures is the mean
of five runs, each lasting 107 time units.
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The number of nodes was varied from one (single
isolated node) to ten and the average size of buffers and
the mean waiting time of jobs were measured. For the
experiments, each node was fed by a similar uniform
traffic of jobs (see Generator in Fig. 5). Table 1 depicts
the adopted simulation parameters which refer to a
single node (tu=time unit).

The dispatcher can find itself in one of three states:
ACTIVE (at least one server is idle), FULL_BUSY (no
server is available) and JOB_PEND (waiting for a
server). The dispatcher can receive a JobArr message
carrying a job from the buffer, a ServerEnd message
from a server which has terminated its service, an Ask
message from a neighbour node which requests a
server, a Move message from a neighbour node thus
responding to a causal Ask request by sending a server,
a SendBack message from a neighbour node which
kindly returns a moved but not really useful server. The
dispatcher has an own Timeout message which is sent to
itself as a timeout mechanism.
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size and the job mean waiting time vs. the number of
nodes separately in the two cases of OnDemProt and
DebtProt protocols. Each point in the figures is the mean
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server). The dispatcher can receive a JobArr message
carrying a job from the buffer, a ServerEnd message
from a server which has terminated its service, an Ask
message from a neighbour node which requests a
server, a Move message from a neighbour node thus
responding to a causal Ask request by sending a server,
a SendBack message from a neighbour node which
kindly returns a moved but not really useful server. The
dispatcher has an own Timeout message which is sent to
itself as a timeout mechanism.

Simulation Experiments
A closed system with a variable number of nodes was
configured and equally partitioned between two theatres
allocated for execution on two Win platforms Pentium
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the mean waiting time of jobs were measured. For the
experiments, each node was fed by a similar uniform
traffic of jobs (see Generator in Fig. 5). Table 1 depicts
the adopted simulation parameters which refer to a
single node (tu=time unit).

From Figg. 15 and 16 it emerges that DebtProt
outperforms OnDemProt. Both buffer size and job
waiting time regularly decrease and stabilize as the
number of nodes is augmented. Results confirm the
intuition that DebtProt tries to keep equilibrated the
number of servers in each node.
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Variable structure systems challenge for the availability
of suitable modelling and simulation frameworks. This
paper suggests Theatre as a concrete software
architecture enabling M&S of adaptive systems. Theatre
is founded on the concept of actors (agents) as the basic
components. Theatre also supports composition of
existing components (basic of composed) in order to
facilitate construction of reusable coupled models.
A lean and efficient implementation of Theatre in Java
was realized which supports both centralized and
distributed simulation of complex dynamic structure
systems. Theatre can work with common transport
layers like Java Socket, Java RMI and recently
HLA/RTI which also provides, among others, time
management services. As an example, the paper reports
modelling and distributed simulation of a relocation
server model, under two different protocols of server
movements. Prosecution of the research aims at
x experimenting with complex variable structure
systems using e.g. biological or social paradigms
x using Theatre as a starting point for supporting
other formalisms, e.g. PDEVS (Zeigler et al.,
2000). A preliminary prototype which maps
PDEVS models on to actors is described in a recent
paper (Cicirelli et al., 2006b)
x developing graphical tools which allow visual
modelling and automatic code generation of basic
and coupled components.

AUTHORS BIOGRAPHIES
FRANCO CICIRELLI holds a PHD in computer science
from the University of Calabria (Unical), DEIS. As a
postdoc, he is making research on agent and service
paradigms for the development of distributed systems, parallel
simulation, Petri nets, distributed measurement systems. He
holds a membership with ACM.

REFERENCES
Agha G. Actors: A model for concurrent computation in
distributed systems. The MIT Press, 1986.
Brown A.W. and K.C. Wallnau. The current state of
CBSE. IEEE Software, 15(5):37-46, 1998.
Cicirelli F., A. Furfaro, L. Nigro. A distributed agentbased simulation model for large wireless sensor
networks. In Proc. of Agent Directed Simulation
Symposium (ADS’06), SCS SpringSim, pp. 115-122,
2006a.
Cicirelli F., A. Furfaro, L. Nigro. A DEVS M&S
framework based on Java and actors. In Proc. of 2nd
European Modelling and Simulation Symposium
(EMSS’06), pp. 337-342, 2006b.
Cicirelli F., A. Furfaro, L. Nigro. Distributed
simulation of modular time Petri nets: an approach
and a case study exploiting temporal uncertainty.
Real-Time Systems, Vol. 35/2, Springer, pp. 153179, 2007a.
Cicirelli F., A. Furfaro, A. Giordano, L. Nigro. An
agent infrastructure for distributed simulations over
HLA and a case study using unmanned aerial
vehicles. In Proc. of 40th Annual Simulation
Symposium, Norfolk (VA), USA, 26-28 March, pp.
231-238, 2007b.

ANGELO FURFARO, PHD, is a computer science assistant
professor at Unical, DEIS, teaching object-oriented
programming. His research interests are centred on: multiagent systems, modeling and analysis of time-dependent
systems, Petri nets, parallel simulation, verification of realtime systems, distributed measurement systems. He is a
member of ACM.
LIBERO NIGRO is a full professor of computer science at
Unical,
DEIS,
where
he
teaches
object-oriented
programming, software engineering and real-time systems
courses. He directs the Software Engineering Laboratory
(www.lis.deis.unical.it). His current research interests
include: software engineering of time-dependent and
distributed systems, real-time systems, Petri nets, modeling
and parallel simulation of complex systems, distributed
measurement systems. Prof. Nigro is a member of ACM and
IEEE.
FRANCESCO PUPO, PHD, is a computer science assistant
professor at Unical, DEIS, teaching Java introductory
programming and computer architecture courses. His research
interests include: Petri nets, discrete-event simulation and
real-time systems. Dr. Pupo is a member of ACM.

163

CONCLUSIONS

DEVSJAVA Reference Guide, www.acims.arizona.
edu.
Hu X., B.P. Zeigler and S. Mittal. Variable structure
in DEVS component-based modelling and
simulation. Simulation, 81(2):91-102, Feburary
2005.
Jang M.-W., S. Reddy, P. Tosic, L. Chen, and G.
Agha. An actor-based simulation for studying uav
coordination. In Proc. of the 15th European
Simulation Symposium (ESS 2003), pages 593–601,
Delft, The Netherlands, October 2003.
Jang M.-W. and G. Agha. Agent framework services to
reduce agent communication overhead in large-scale
agent-based simulations. Simulation Modelling
Practice and Theory, 14(6):679–694, 2006.
Posse E. and H. Vangheluwe. Kiltera: a simulation
language for timed, dynamic structure systems. In
Proc. of 40th Annual Simulation Symposium,
Norfolk (VA), USA, 26-28 March, 2007.
Shaw M. and D. Garlan. Software architecture:
perspective on an emerging discipline. PrenticeHall, 1996.
Zeigler B.P., T.G. Kim and H. Praehofer. Theory of
modeling and simulation. 2nd Edition, New York:
Academic Press, 2000.

Variable structure systems challenge for the availability
of suitable modelling and simulation frameworks. This
paper suggests Theatre as a concrete software
architecture enabling M&S of adaptive systems. Theatre
is founded on the concept of actors (agents) as the basic
components. Theatre also supports composition of
existing components (basic of composed) in order to
facilitate construction of reusable coupled models.
A lean and efficient implementation of Theatre in Java
was realized which supports both centralized and
distributed simulation of complex dynamic structure
systems. Theatre can work with common transport
layers like Java Socket, Java RMI and recently
HLA/RTI which also provides, among others, time
management services. As an example, the paper reports
modelling and distributed simulation of a relocation
server model, under two different protocols of server
movements. Prosecution of the research aims at
x experimenting with complex variable structure
systems using e.g. biological or social paradigms
x using Theatre as a starting point for supporting
other formalisms, e.g. PDEVS (Zeigler et al.,
2000). A preliminary prototype which maps
PDEVS models on to actors is described in a recent
paper (Cicirelli et al., 2006b)
x developing graphical tools which allow visual
modelling and automatic code generation of basic
and coupled components.

AUTHORS BIOGRAPHIES
FRANCO CICIRELLI holds a PHD in computer science
from the University of Calabria (Unical), DEIS. As a
postdoc, he is making research on agent and service
paradigms for the development of distributed systems, parallel
simulation, Petri nets, distributed measurement systems. He
holds a membership with ACM.

REFERENCES
Agha G. Actors: A model for concurrent computation in
distributed systems. The MIT Press, 1986.
Brown A.W. and K.C. Wallnau. The current state of
CBSE. IEEE Software, 15(5):37-46, 1998.
Cicirelli F., A. Furfaro, L. Nigro. A distributed agentbased simulation model for large wireless sensor
networks. In Proc. of Agent Directed Simulation
Symposium (ADS’06), SCS SpringSim, pp. 115-122,
2006a.
Cicirelli F., A. Furfaro, L. Nigro. A DEVS M&S
framework based on Java and actors. In Proc. of 2nd
European Modelling and Simulation Symposium
(EMSS’06), pp. 337-342, 2006b.
Cicirelli F., A. Furfaro, L. Nigro. Distributed
simulation of modular time Petri nets: an approach
and a case study exploiting temporal uncertainty.
Real-Time Systems, Vol. 35/2, Springer, pp. 153179, 2007a.
Cicirelli F., A. Furfaro, A. Giordano, L. Nigro. An
agent infrastructure for distributed simulations over
HLA and a case study using unmanned aerial
vehicles. In Proc. of 40th Annual Simulation
Symposium, Norfolk (VA), USA, 26-28 March, pp.
231-238, 2007b.

ANGELO FURFARO, PHD, is a computer science assistant
professor at Unical, DEIS, teaching object-oriented
programming. His research interests are centred on: multiagent systems, modeling and analysis of time-dependent
systems, Petri nets, parallel simulation, verification of realtime systems, distributed measurement systems. He is a
member of ACM.
LIBERO NIGRO is a full professor of computer science at
Unical,
DEIS,
where
he
teaches
object-oriented
programming, software engineering and real-time systems
courses. He directs the Software Engineering Laboratory
(www.lis.deis.unical.it). His current research interests
include: software engineering of time-dependent and
distributed systems, real-time systems, Petri nets, modeling
and parallel simulation of complex systems, distributed
measurement systems. Prof. Nigro is a member of ACM and
IEEE.
FRANCESCO PUPO, PHD, is a computer science assistant
professor at Unical, DEIS, teaching Java introductory
programming and computer architecture courses. His research
interests include: Petri nets, discrete-event simulation and
real-time systems. Dr. Pupo is a member of ACM.

163

A Multi-Agent Routing Protocol with Congestion
Control for MANET

A Multi-Agent Routing Protocol with Congestion
Control for MANET

Kazuya NISHIMURA and Kazuko TAKAHASHI
School of Science and Department
Kwansei Gakuin University
2-1, Gakuen, Sanda, Hyogo, 669-1337, JAPAN
E-mail: kazuya19820925@yahoo.co.jp ktaka@kwansei.ac.jp

Kazuya NISHIMURA and Kazuko TAKAHASHI
School of Science and Department
Kwansei Gakuin University
2-1, Gakuen, Sanda, Hyogo, 669-1337, JAPAN
E-mail: kazuya19820925@yahoo.co.jp ktaka@kwansei.ac.jp

Despite these advantages, a MANET has several
drawbacks that are not found in fixed networks. For
example, the frequent change in network topology due
to the mobility of the nodes causes a great deal of control information to flow onto the network. The small
capacity of batteries and the bandwidth limitation of
wireless channels are other factors. Moreover, data access focused at a single point may incur impossibility of
communication and make quality of service worse. This
becomes a serious consideration, especially with recent
trends to transferring large volumes of data including
video.
Two types of routing protocols are used in a
MANET: basically divided into two types: proactive
and reactive.
In proactive routing such as DSDV [Perkins and
Bhagwat 1994], WRP [Murthy and Garcia-LunaAceves1995] and CSGRF [Chiang et al. 1997], routing
information is kept as a table and the table is updated
every time the topology changes. The routing table is
constituted in advance by periodically exchanging information among nodes. This consumes considerable
bandwidth and battery power, although no overhead is
incurred at the time of sending a packet. It is more effective when the nodes are less mobile and the number
of packets is large.
In reactive routing such as AODV [Perkins and Royer
1999] and DSR [Johnson and Maltz 1996], the best
route is determined every time the request of sending a
packet occurs. The routing overhead is less than that of
proactive routing, since a route is determined only on
demand. Routing overhead is lower. However, a large
number of messages flow if there is no route, since the
source node broadcasts a request. This protocol is effective when the nodes are highly mobile and the number
of packets is small.
ZRP [Haas 1997] is a hybrid model of proactive and
reactive models. Both types have recently been standardized.
In general, these protocols are not very effective for
ad-hoc network routing, since a considerable amount of
control data must be exchanged to adapt to changes in
the environment. In all these protocols, it is the node
that sends the control message.
On the other hand, another routing method based on
mobile multi-agents has been proposed [Amin and Mikler 2002a][Amin and Mikler 2002b][Caro and Dorigo

Abstract— This paper discusses a routing protocol that
uses multi-agents to reduce network congestion for a
Mobile Ad hoc NETwork (MANET). MANET is a multihop wireless network in which the network components
such as PC, PDA and mobile phones are mobile. The
components can communicate with each other without
going through a server. Two kinds of agents are engaged in routing. One is a Routing Agent that collects
information about network congestion as well as link
failure. The other is a Message Agent that uses this information to get to their destination nodes. MAs correspond to data packets and determine their direction
autonomously using an evaluation function. We developed both a simulation environment and protocols, and
performed simulations under different conditions of mobility and traffic patterns to demonstrate the effectiveness of our approach.
Keywords— agent-based modeling, communication networks and protocols, network simulation, multi-agent
systems, mobile ad-hoc network

I. Introduction
Recent advances in portable computing devices and
wireless communication technology have brought about
an explosive growth in the number of mobile terminals and users. A Mobile Ad hoc NETwork (MANET)
is a multihop wireless network in which the network
components such as personal computers, personal digital assistants and wireless phones are mobile (Figure 1) [Basagni et al. 2004][Toh 2001]. MANET provides an effective method for constructing an inexpensive network anywhere without requiring specialized
nodes or access points. It is considered to be promising for use in networks in case of disasters and emergency situations, and uses a distributed control system
by which all the nodes communicate with each other
without a supervisor.
mobile phone
mobile phone
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PC
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server

PC
PC

PC
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(b) communication in MANET

Fig. 1. Communication in MANET
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Despite these advantages, a MANET has several
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1999] and DSR [Johnson and Maltz 1996], the best
route is determined every time the request of sending a
packet occurs. The routing overhead is less than that of
proactive routing, since a route is determined only on
demand. Routing overhead is lower. However, a large
number of messages flow if there is no route, since the
source node broadcasts a request. This protocol is effective when the nodes are highly mobile and the number
of packets is small.
ZRP [Haas 1997] is a hybrid model of proactive and
reactive models. Both types have recently been standardized.
In general, these protocols are not very effective for
ad-hoc network routing, since a considerable amount of
control data must be exchanged to adapt to changes in
the environment. In all these protocols, it is the node
that sends the control message.
On the other hand, another routing method based on
mobile multi-agents has been proposed [Amin and Mikler 2002a][Amin and Mikler 2002b][Caro and Dorigo
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such as PC, PDA and mobile phones are mobile. The
components can communicate with each other without
going through a server. Two kinds of agents are engaged in routing. One is a Routing Agent that collects
information about network congestion as well as link
failure. The other is a Message Agent that uses this information to get to their destination nodes. MAs correspond to data packets and determine their direction
autonomously using an evaluation function. We developed both a simulation environment and protocols, and
performed simulations under different conditions of mobility and traffic patterns to demonstrate the effectiveness of our approach.
Keywords— agent-based modeling, communication networks and protocols, network simulation, multi-agent
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I. Introduction
Recent advances in portable computing devices and
wireless communication technology have brought about
an explosive growth in the number of mobile terminals and users. A Mobile Ad hoc NETwork (MANET)
is a multihop wireless network in which the network
components such as personal computers, personal digital assistants and wireless phones are mobile (Figure 1) [Basagni et al. 2004][Toh 2001]. MANET provides an effective method for constructing an inexpensive network anywhere without requiring specialized
nodes or access points. It is considered to be promising for use in networks in case of disasters and emergency situations, and uses a distributed control system
by which all the nodes communicate with each other
without a supervisor.
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at which point it disappears. Routing is performed
by agents autonomously and locally. Agents do not
communicate with each other directly but rather do so
through the routing table.
Onishi et al. revised this model so that the RA also
brings the time required to travel from the destination
to the current node and the number of hops. This history is also stored on the routing table [Onishi et al.
2002].
Kawarazaki et al. considered the case in which
some of nodes become inactive because of the poweroff. They proposed a new model, which is effective
in situations when the number of active mobile nodes
changes [Kawarazaki and Takahashi 2003].
These models are not particularly realistic since they
assume that node can process an unlimited number of
messages at any time. Simulations they performed are
insufficient since they apply only to a restricted topology and traffic pattern.

1998][Minar et al. 1999a][Minar et al. 1999b]. It was
inspired mainly by research on swarm intelligence. In
this method, each node has a table that holds part
of the routing information and agents exploring nodes
bring information to update these tables. It is the agent
that brings the control message, that updates the routing table, and that determines the next node to visit.
Agents react autonomously in the face of a changing environment. Therefore, this adaptive approach is more
suitable for a dynamic network topology.
Minar has proposed a dynamic routing protocol using mobile agents [Minar et al. 1999a][Minar et al.
1999b], and Onishi et al. revised this model [Onishi
et al. 2002]. Kawarazaki et al. extended it to take battery capacity into account [Kawarazaki and Takahashi
2003]. However, in these studies, simulations were performed for a single fixed configuration. They did not
examine how the protocol works with different numbers
of nodes, various mobility, or diverse traffic patterns. In
this paper, we extend this protocol to be more generic,
so that it can be effective in the face of network congestion. We developed both a simulation environment and
protocols, and performed simulations under the several
conditions to compare the result using our new protocol with that using the previous one. As a result, the
former shows the good performance under all the conditions. We also compare the performance of our new
routing protocol with that of AODV which is considered to be a de facto standard in the state-of-the-art
routing.
This paper is organized as follows. In section II, we
describe the dynamic routing model using multi-agents.
In section III, we present the simulation conditions, and
in section IV, we describe and evaluate the results. In
section V, we compare our method with the related
works. And finally, in section VI, we show the conclusion.

B. Extended Model with Congestion Control
We propose a model in which all the nodes are mobile
and information about network congestion is collected
and distributed by RAs.
We assume that all the links are uniform, that is, each
link has the same length and the same reliability. We
also assume that it takes one unit time for any agent to
move to an adjacent node. Packet sizes are uniform and
large data volumes are simulated by allowing multiple
packets (MAs) to be sent simultaneously from a single
source to the same destination.
Each node can process one MA per unit time and
if multiple MAs arrive at a node, they are held in the
queue of the node. If the length of the queue is over the
threshold, then congestion occurs. On the other hand,
we ignore the population of RAs, since they are distributed uniformly, and they are less resource-intensive
than MAs.

II. A Model

B.1 Routing Agent

A. Minar’s Model

Each RA has its own history which consists of its
source node Dest, the current time T ime, the number
of hops Hop from the starting node, the adjacent node
Adj that the RA has last visited and the number of
MAs on Adj at T ime. When an RA visits a node,
it puts the information (Dest, T ime, Hop, Adj, M es) in
the routing table of that node.
Each node has a routing table that stores k
fresh routing information records from itself to every
node D: hD, {(T1 , H1 , A1 , M1 ), . . . , (Tk , Hk , Ak , Mk )}i,
where T1 > T2 > . . . > Tk . We call k the number of
entries. For each i (1 ≤ i ≤ k), Ti is a time of visiting
the adjacent node Ai , Hi is the number of hops and
Mi is the number of MAs on Ai . When RA with the
history (Dest, T ime, Hop, Adj, M es) visits a node N ,
the routing information on that node

Minar proposes a dynamic routing model in which
a network is composed of two kinds of nodes: fixed
nodes and mobile nodes [Minar et al. 1999a][Minar et
al. 1999b]. Each node is a wireless terminal with links
to adjacent nodes. Mobile nodes are dispatched randomly to move in random directions at constant speed,
while fixed nodes are located at regular intervals. This
is a fully distributed dynamic network.
Each node has a routing table that stores route information for every destination. Routing Agent (RA)
starts from every node and moves to an adjacent node
at every time. A node visited next is selected at the
equivalent probability. The RA brings its own history
of movement and updates the routing table of the node
it is visiting. If a predefined wandering time has expired, then the RA disappears. Message Agent (MA),
corresponding to a data packet, born at a source node,
starts from that node, determines the next node by
looking up the routing table of the node it is currently
on. It repeats moving until it gets to its destination,

h{Dest, (T1 , H1 , A1 , M1 ), . . . , (Tk , Hk , Ak , Mk )}i
is updated to
hDest, {(T ime, Hop, Adj, M es),
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Minar proposes a dynamic routing model in which
a network is composed of two kinds of nodes: fixed
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al. 1999b]. Each node is a wireless terminal with links
to adjacent nodes. Mobile nodes are dispatched randomly to move in random directions at constant speed,
while fixed nodes are located at regular intervals. This
is a fully distributed dynamic network.
Each node has a routing table that stores route information for every destination. Routing Agent (RA)
starts from every node and moves to an adjacent node
at every time. A node visited next is selected at the
equivalent probability. The RA brings its own history
of movement and updates the routing table of the node
it is visiting. If a predefined wandering time has expired, then the RA disappears. Message Agent (MA),
corresponding to a data packet, born at a source node,
starts from that node, determines the next node by
looking up the routing table of the node it is currently
on. It repeats moving until it gets to its destination,
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Hj

(T1 , H1 , A1 , M1 ), . . . , (Tk−1 , Hk−1 , Ak−1 , Mk−1 )}i.
B.2 Message Agent
Let p denote the average possibility of a link failure at
a unit time. Then 1 − p denotes the average reliability
of a link at that unit time.
Consider that a MA starts from source node S to
destination node D at an instant t. When it visits a
node, it looks up the routing table of that node, to
determine the node to move next. The agent evaluates
the reliability of each route and selects the best one as
follows.
Let information about D in the routing table of S
be hD, {(T1 , H1 , A1 , M1 ), . . . , (Tk , Hk , Ak , Mk )}i. Consider a route Rj : Nj0 (= S) → Nj1 (= Aj ) → Nj2 →
H
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Fig. 3. Screenshot of a system

the model using JAVA and tested it under different traffic patterns and condition of mobility. Figure 3 shows
a screenshot of our system.
We also implemented AODV as a comparison. The
algorithm was based on [IETF 2003], with a mechanism
for congestion control of our design.
Our simulation compared the performance of the following three algorithms under various conditions:
1. multi-agents without a congestion control(MR1)
2. multi-agents with a congestion control (MR2)
3. AODV with congestion control(AODV)
The basic conditions of the simulation are shown in
the Table I. The items without the mark ∗ remained
unchanged throughout all experiments.
All the nodes are mobile and move in random directions. When a mobile node reaches the edge of the simulation area, it is reflected so as never to leave the area.
For MR1 and MR2, packets are sent 200 seconds after
the start of the simulation, since it takes some time for
the information collected by RAs to be reflected in the
routing tables.
We performed simulations under the following conditions:
• Ex1: The basic condition.
• Ex2: The nodes have high mobility.
– Node speed is changed to 0.2/sec.

H

j
= Πi=1
(1 − p)(t−Tj )+i+Mj −1
= (1 − p)Hj (t−Tj )+Hj (Hj −1)/2+Hj (Mj −1)

Let P1 , . . . , Pk0 be different adjacent nodes of S (k 0 ≤
k). Then, the evaluation of Pj 0 (1 ≤ j 0 ≤ k 0 ) is defined
as:
V (Pj 0 ) = Σkj=1 (Vj s.t. j = j 0 )
A node Pj 0 is determined as the next node if V (Pj 0 )
is the highest.
In general, if the number of hops is small or if the
amount of information is large, then the reliability of
the route is high. Thus, this evaluation function is reasonable and reflects the freshness of the information.
This calculation is based on the formula shown in
[Onishi et al. 2002]. However, we adopt an estimated
visiting time for computing reliability, whereas elapsed
passed time is used in [Onishi et al. 2002].
III. Simulation
We did not use an existing simulator such as Network
Simulator(NS) [Fall and Varadhan 2001], but instead
designed and implemented both the simulation environment and the protocols ourselves. We implemented
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. . . → Nj j−1 → Nj j (= D) (1 ≤ j ≤ k). From the
routing table, we know that the elapsed time from the
point at which the RA visited Aj to the current time
is t − Tj , and the expected time that will elapse before the MA will arrive at Nji is i + Σil=1 wjl , where
wjl denotes the waiting time at node Nji . Thus, the
time interval from the instant in which the RA visited
Aj to the instant in which the MA will arrive at Nji is
t−Tj +i+Σil=1 wjl (Fig. 2). No information exists on the
congestion of nodes other than Aj in the routing table
of S. However, due to the high probability that congestion or link failure at nodes far from S will change
by the time an MA starting from S visits such nodes,
and it is not meaningful to reflect this information as
congestion. Therefore, we approximate Σil=1 wjl by the
waiting time at the adjacent node, that is, Mj − 1.
Thus, the estimated reliability of a link Nji−1 to Nji
is (1−p)(t−Tj )+i+Mj −1 . The estimated reliability of the
route Rj is determined as the product of the estimated
reliabilities of all the links along the route:
Vj

1

S
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a screenshot of our system.
We also implemented AODV as a comparison. The
algorithm was based on [IETF 2003], with a mechanism
for congestion control of our design.
Our simulation compared the performance of the following three algorithms under various conditions:
1. multi-agents without a congestion control(MR1)
2. multi-agents with a congestion control (MR2)
3. AODV with congestion control(AODV)
The basic conditions of the simulation are shown in
the Table I. The items without the mark ∗ remained
unchanged throughout all experiments.
All the nodes are mobile and move in random directions. When a mobile node reaches the edge of the simulation area, it is reflected so as never to leave the area.
For MR1 and MR2, packets are sent 200 seconds after
the start of the simulation, since it takes some time for
the information collected by RAs to be reflected in the
routing tables.
We performed simulations under the following conditions:
• Ex1: The basic condition.
• Ex2: The nodes have high mobility.
– Node speed is changed to 0.2/sec.
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k). Then, the evaluation of Pj 0 (1 ≤ j 0 ≤ k 0 ) is defined
as:
V (Pj 0 ) = Σkj=1 (Vj s.t. j = j 0 )
A node Pj 0 is determined as the next node if V (Pj 0 )
is the highest.
In general, if the number of hops is small or if the
amount of information is large, then the reliability of
the route is high. Thus, this evaluation function is reasonable and reflects the freshness of the information.
This calculation is based on the formula shown in
[Onishi et al. 2002]. However, we adopt an estimated
visiting time for computing reliability, whereas elapsed
passed time is used in [Onishi et al. 2002].
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We did not use an existing simulator such as Network
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designed and implemented both the simulation environment and the protocols ourselves. We implemented
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TABLE I: Basic condition of the simulation

Terrain
Ratio of link range
Link failure rate
Threshold of the queue
The number of entries
Number of RAs
Number of MAs (packets)
Number of nodes
Node placement
Speed of node moving∗
Frequency of sending MA∗
The number of source nodes∗
The number of goal nodes∗
Simulation time
The times of simulation

TABLE I: Basic condition of the simulation
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0.01
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0.1/sec
1/sec
10(random)
1(random)
200 sec
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Ex3: Traffic pattern changed so that a greater
number of MAs is sent at once.
– Frequency of sending MA is changed to 10 at every 10 seconds.
• Ex4: Traffic pattern changed so that packets are
sent from specific source nodes to bonbard a single
destination node.
– The number of source nodes changed to two specific nodes, the number of destination nodes
changed to one specific node far from both start
nodes, and the frequency of sending MA is also
changed to 5 at every 2 seconds.
Ex4 is performed to examine the advantage of MR2
over MR1, under the condition of frequent congestion.
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IV. Results and Evaluation

IV. Results and Evaluation

Figure 4 and Table II show the results of our simulation.
In the Figure, reachability denotes the total number
of MAs (packets) that reached the destination, and time
denotes the time elapsed after starting to send MAs.
In Table II, reached time indicates the time when all
the MAs reached their destinations. For the case of
AODV, this value is not measured because of packet
loss. Congestion denotes the number of nodes in which
congestion appears. And hops means the average number of hops.
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congestion appears. And hops means the average number of hops.

A. Comparison between MR2 and MR1

A. Comparison between MR2 and MR1

In all cases, packets reached their destinations earlier in MR2, and the total number of congested nodes
is much lower in MR2. Thus, it follows that the traffic
is lower in MR2. In Ex4, several data packets were concentrated in just a few routes so congestions occurred
at many nodes along these routes. Therefore, many
MAs took detours to escape congestion. This resulted
in a large number of hops. It follows that when an MA
can decide ahead of time that a congested node exists
in its route, then it will arrive at its destination faster
by taking a detour than it can by waiting for its turn

In all cases, packets reached their destinations earlier in MR2, and the total number of congested nodes
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is lower in MR2. In Ex4, several data packets were concentrated in just a few routes so congestions occurred
at many nodes along these routes. Therefore, many
MAs took detours to escape congestion. This resulted
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can decide ahead of time that a congested node exists
in its route, then it will arrive at its destination faster
by taking a detour than it can by waiting for its turn
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Fig. 4. Transition of the numbers of reached packets – Ex1 (basic
condition), Ex2 (high mobility), Ex3 (large amount of traffic),
Ex4 (intensive distribution)
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reached time
congestion
hops

MR1
147.7
45.2
5

Ex1
MR2
125.7
18.0
6

AODV
–
55.7
4

MR1
135.3
28.2
6

Ex2
MR2
122.1
19.7
6

AODV
–
32.1
4

MR1
147.2
51.5
5

Ex3
MR2
116.0
11.6
6

AODV
–
28.7
4

MR1
306.9
345.3
14

Ex4
MR2
260.7
111.8
17

AODV
–
163.7
8

reached time
congestion
hops

MR1
147.7
45.2
5

Ex1
MR2
125.7
18.0
6

AODV
–
55.7
4

TABLE II: Comparison of the results

enough information for the estimation process to work.

at the congested node. This decision is based on the
evaluation function shown above, and the experimental
results bear out the effectiveness of that function.

Marwaha et al. developed AODV+Ant in which
AntNet and AODV run simultaneously [Marwana et
al. 2002]. In AntNet, a node starts sending data without delay if it has a route to a destination, but it must
wait for a long time to collect information if it does
not. In contrast, in AODV, end-to-end delay and routediscovery latency are smaller. The system has shown
good performance by combining the advantages of these
two methods. In addition, AODV’s ability to maintain
local connectivity could reduce the redundant sending
of agents.

B. Comparison between MR2 and AODV
Packets are never lost in MR1 and MR2, while many
are lost in AODV, especially in the case of high mobility.
The number of hops in AODV is smaller in all cases.
This is because while all possible routes are compared
simultaneously in AODV, RAs do not always find all
possible routes in MR2. Therefore, if a route is found, it
is the best one in AODV; however, route-finding rarely
succeeds because of link failure, especially under the
condition of high mobility. As a result, reachability is
low. Congestion in AODV is rather low since considerable number of packets are lost.
The performance of AODV can be increased by tuning the AODV algorithm, for example, by resending
a packet when it is lost. However, repeating packetsending may generate more congestion.

Several differences exist between our model and these
AntNet-based models. The first one is that routing
agents explore the network randomly in our model
while agents are sent in a specific direction in AntNetbased models. Second, the data packet is also considered to be an agent that determines the next node in
our model, while it is not considered as an agent in
AntNet-based models. Third, in our model, a node
does not have a learning function, since its routing table is updated every time an RA visits.

V. Related Works
Lots of systems have been proposed based on dynamic routing using multi-agents.
AntNet, one such system, uses a model that imitates
swarm behavior [Caro and Dorigo 1998]. Two kinds of
agents called forward agents and backward agents are
used to collect information. The forward agent computes the cost of moving from the source node to the
destination, while the backward agent moving in the
opposite direction updates the routing table stored at
each node using the information given by the forward
agent. Each node in the network executes reinforcement learning using these information. The probabilistic packet control realizes dynamic routing.
AntNet was originally developed for a fixed network,
and several works exist that extend AntNet to be effective for MANET.
In AntHocNet[Caro et al. 2004], multiple routes are
found by agents and data are spread stochastically over
these routes. Agents are always alert to link failures
and they stop sending messages via broken routes. This
mechanism results in load balancing and adds robustness to link failures. In AntHocNet, a packet is sent
stochastically using the information of congestion or
link failure, while in our model, a packet is sent via
the current best route. In AntHocNet, congestion is
estimated using the processing time at the MAC layer.
When congestion does occur, its effect on routing is
not immediate, since it takes some time to accumulate

Other studies have investigated the application of
multi-agent framework to the dynamic routing in
MANET.
Tatomir and Rothkrantz proposed a model in which
the routing table learns using the information that is
collected by agents [Tatomir and Rothkrantz 2004].
Choudhury et al. proposed a new protocol MARP
which predicts the change of topology [Choudhury et
al. 2004]. No exploring agent exists that collects information, but each data packet is considered to be an
agent that learns using its own history to select the
next node.
Zhou and Zincir-Heywood proposed the protocol
MAR [Zhou and Zincir-Heywood 2004], in which each
data packet is considered to be an agent that explores
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communicate with one another to exchange this routing
information.
In some of these models, agent movements is designed to avoid congestion. In those models, the proper
distribution of agents to collect information is a prime
consideration while the congestion of data packets is
ignored. On the other hand, in our model, agents that
collect information are distributed uniformly and their
jobs are light, and our new protocol can control the
congestion of packets.
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TABLE II: Comparison of the results
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al. 2004]. No exploring agent exists that collects information, but each data packet is considered to be an
agent that learns using its own history to select the
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Zhou and Zincir-Heywood proposed the protocol
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communicate with one another to exchange this routing
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In some of these models, agent movements is designed to avoid congestion. In those models, the proper
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In this paper, we have proposed a routing protocol that reduces network congestion for MANET using multi-agents. We use two kinds of agents: Routing Agents to collect information about congestion and
to update the routing table at each node, and Message Agents to move using this information. To evaluate the best route, we developed a function based on
the reliability of links and showed its effectiveness with
simulations under various conditions. The definition
of the evaluation function is the most critical problem.
The evaluation function defined in this paper is not
the best one, but it is almost impossible to determine
a generic one since it is affected by too many factors,
which include, for example, the positional relationship
of source nodes to destination nodes, the change over
time of the frequency of sending packets and the movement of nodes. Moreover, we must consider the case
when nodes may not be uniform, and may have different battery states or performance. In the future, we will
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limits of its effectiveness. The evaluation function itself
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the security problem on how the public space evacuates
people in an emergency is coming to the surface.
In our previous paper (2006), an architecture-based
model for underground space evacuation simulation
(AMUSE) was introduced, in which the focus is located
on the architectural clues that drive the agent’s
movement through the space. All the other factors
investigated in the existing evacuation simulation
models such as fire, smoke, toxic gases, alarm,
signalling, etc. (Kuligowski and Peacock 2005) are
excluded.
The outline of this paper is as follows: First, we will
describe the development of AMUSE including the list
of architectural clues and the related evacuation
strategies. Next, the Doorway clue is taken as an
example of all the clue types to be investigated. With it
a basic research method is explained, followed by the
analysis of the data. Finally, as a sub-model of AMUSE,
the decision making model of the Doorway clues is
setup altogether with some preliminary conclusions.

ABSTRACT
In this research, an agent-based simulation model
AMUSE is being developed for the evacuation
behaviour of humans induced by the architectural
characteristics of the environment. From previous
research the architectural characteristics are interpreted
as a list of so-called architectural clue types, which are
related to three groups of evacuation strategies with a
different priority. The Doorway clue is taken as an
example of all the clue types to be investigated. With it
a basic research method is explained. With an initial sixvariable decision making model, a set of virtual scenes
were constructed and implemented in a Head-CAVE
system, in which 102 subjects were tested as in an
evacuation game. With the Binary Logistic Regression
the utility function of the model is estimated indicating
how these variables affect human choice on any pair of
doorways in a scene. Finally, as a sub-model of
AMUSE, the decision making model of the Doorway
clues is setup, from which evidence was found that the
distance from the decision point to the doorway is not
always the most important factor as it is assumed in
other evacuation models.

THE DEVELOPMENT OF AMUSE
From previous research a list of so-called architectural
clue types was deduced, namely Outdoors, Exits, Stairs,
Slopes, Escalator, Raised Ceilings, Columns and
Doorways (Sun and Vries 2006). Based on these
architectural clue types, 3 evacuation strategies are
introduced ordered in a priority from high to low.
Strategy I. Go to the safety
Any architectural clue indicating itself as a safety
termination of the evacuation such as Outdoors and
Exits in the subject’s view will be picked as a target to
approach.
Strategy II. Go to the higher floor

INTRODUCTION
As many mega cities in China, Shanghai is entering a
period of booming underground space development in
the next 20 years. As the government planned, the
subway system will increase from 82 km to more than
400 km by the year 2010, and the number of daily
passengers will increase from 1.3 million to 6 million.
With the big step of the underground space development,
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Angle between the view direction and the doorway,
defined as A1;
Angle between the view direction and the doorway
axis, defined as A2;
Besides the above variables, the left-right preference
will be considered as another variable LR.

Any architectural clue indicating itself useful to get the
subject closer to the ground level such as Stair,
Escalator, Slope in the subject’s view will be picked as
a target to approach.
Strategy III. Try the more likely way
Any architectural clue indicating that it might lead to a
probable way out such as Columns / Doorways leading
to other spaces with lower or higher Ceilings in the
subject’s view will be picked as a target to approach.
The assumption is that from all the architectural clues in
sight, the agent selects the one with the highest priority
and performs a related strategy (Lawson 2001). If there
are several clues with the same priority, for example
three Exits in the same view, the subject has to pick the
most probable one by a choice mechanism through
paired wise comparison. In the following table, we
summarized how the architectural clue types are divided
into three groups for the three strategies.
TABLE 1: Grouped Architectural Clue Types by Strategies

TABLE 1: Grouped Architectural Clue Types by Strategies

Evacuation Strategy
Go to the safety
Go to the higher floor
Try the more likely
way

Evacuation Strategy
Go to the safety
Go to the higher floor
Try the more likely
way

Architectural Clue Type
Outdoors / Exits
Stairs / Slopes / Escalator
Doorways with
or without various Ceiling
/ Columns

The agent uses its vision to perceive the environment
and recognize the above clues in the 3-dimensional
space to support the decision making during the
evacuation simulation. The pixel-based recognition
algorithm of the clues in the agent’s vision will be
presented in another publication. In the following
section the research method is described to determine
the decision making parameters that lead to the selection
of a specific evacuation strategy.

Figure 1: The Definition of the Variables of Doorway.
The paired choice mechanism enables the agent to
choose the more likely doorway among the several
doorways in the same view to escape to, which depends
on the probability predicted for each doorway option by
Equation 1.

RESEARCH METHOD

p ( ai | C ) =

The development of AMUSE raises a lot of questions,
such as: are the priorities right, what about the
preference between architectural clues with the same
priority and finally, does the interpretation leads to valid
behaviour of the agents? In this paper we will focus on
the second question and on one priority level, namely
the Strategy III ‘Try the more likely way’, because the
research methodology here is basic to the rest of the
research project.
We initially set up a six-variable decision making model
for the paired choice of the Doorway clues according to
the geometry definition from the view of an agent. The
variables are in the following and illustrated in Figure 1.
Distance from the entrance to observation point,
defined as D;
Width of the doorway, defined as W;
Height of the doorway, defined as H;

exp[U (ai )]
2

=

exp( xi β )

2

∑ exp[U (a )] ∑ exp( x β )
j =1

j

j =1

(1)

j

Where:

p(ai | C ) is the probability that choice alternative ai (a
specific doorway) is chosen from set C (several
doorways in the same view).
U(ai ) = β0 + β1D + β2W + β3H + β4 A1+ β5 A2 + β6 LR

β 0 is a constant, β i

is the parameter for every variable.

The above equation is based on the statistic choice
model Binary Logistic Regression, which is used as a
model in the following experiment design. Through it
we can measure the relative importance of attributes
influencing human’s choices on the doorways. Hereby,
human’s responses to the doorway options are observed
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From previous experiments we learned that the scenes
with a wide angle view presented on a flat screen have a
big distortion on the subject’s depth perception, which
plays an important role in the measurement of the
human behaviour (Sun, de Vries and Dijkstra 2007).
There are precedents of research on human behavior in
built environment done in virtual environment. To
provide the subjects with a nearly 170 degree view
(Turner and Penn 2002), such experiments generally use
CAVE systems (Achten, Jessurun, and de Vries 2004).
In this research, we built a Head-CAVE system with
three LCDs, as shown in Figure 2.

in hypothetical situations designed in controlled
experiments in such a way as to satisfy the assumptions
of the statistical choice model. To maximize statistical
efficiency, attribute profiles and choice sets are
designed according to the principles underlying the
design of statistical experiments. It results in two sets of
32 scenes as indicated in Table 2.
Table 2: The Two Scene Sets
Scene Set A
Left Doorway
A2
W
D

Scene
ID

A1

01

5

0

02

30

…

…

31
32

H

A1

3

30

2.5

30

45

5

45

4

…

…

…

…

5

45

5

45

4

30

0

2.5

30

3

Right Doorway
A2
W
D

H
4
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In the experiment, the subjects’ choices in every scene
will be recorded and used as statistic samples for Binary
Logistic Regression. According to the paired choice
mechanism, two doorway options in a scene are
recorded into two samples as in Table 3, in which p(ai |
C) = 1 if the doorway is chosen otherwise p(ai | C) = 0.

Figure 2: The Head-CAVE System.
According to the previous scene configurations in Table
2, two scene sets (A and B) were constructed in virtual
space, each set containing 32 scenes. Every scene has
two doorway options on the sides, each with different
attributes values. The subjects observed two doorway
options in every scene through the T-window as showed
in Figure 3. All the choices were recorded in the format
indicated in Table 3.

TABLE 3: Two Samples of One Choice in A Scene.
Scene ID
01
01
Etc.

p
1
0

D
30
45

W
5
2.5

From previous experiments we learned that the scenes
with a wide angle view presented on a flat screen have a
big distortion on the subject’s depth perception, which
plays an important role in the measurement of the
human behaviour (Sun, de Vries and Dijkstra 2007).
There are precedents of research on human behavior in
built environment done in virtual environment. To
provide the subjects with a nearly 170 degree view
(Turner and Penn 2002), such experiments generally use
CAVE systems (Achten, Jessurun, and de Vries 2004).
In this research, we built a Head-CAVE system with
three LCDs, as shown in Figure 2.

in hypothetical situations designed in controlled
experiments in such a way as to satisfy the assumptions
of the statistical choice model. To maximize statistical
efficiency, attribute profiles and choice sets are
designed according to the principles underlying the
design of statistical experiments. It results in two sets of
32 scenes as indicated in Table 2.

H
4
3

A1
5
30

A2
45
0

LR
0
1

5

In the experiment, the subjects’ choices in every scene
will be recorded and used as statistic samples for Binary
Logistic Regression. According to the paired choice
mechanism, two doorway options in a scene are
recorded into two samples as in Table 3, in which p(ai |
C) = 1 if the doorway is chosen otherwise p(ai | C) = 0.

Scene ID
01
01
Etc.

p
1
0

D
30
45

W
5
2.5

H
4
3

A1
5
30

A2
45
0

LR
0
1

With enough such samples, Binary Logistic Regression
could help us to figure out all the parameters in
Equation 1, which can tell us the different importance of
the six variables in the initial decision making model
and explain how they influence the human’s choice
when the escaper faces with any two doorway options in
the view. Then we can build the decision making model
of the Doorway clue as a sub model of AMUSE.

EXPERIMENT

EXPERIMENT
Figure 3: The Observed Scene with Two Doorway
Options through the T-window of the HEAD-CAVE.
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According to the previous scene configurations in Table
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To measure all the parameters from human behaviour, a
Head-CAVE system was setup, on which an experiment
is designed and carried out.

Figure 2: The Head-CAVE System.

To measure all the parameters from human behaviour, a
Head-CAVE system was setup, on which an experiment
is designed and carried out.

Figure 3: The Observed Scene with Two Doorway
Options through the T-window of the HEAD-CAVE.
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Scene Set B

Altogether 102 subjects took part in the evacuation
experiment, which was designed to be something like a
first person shooting game, such as DOOM. Every
subject can see a timer on the screen and hear from his
earphone a heartbeat as well as an alarm urging him to
evacuate. In the Head-CAVE system, the subject is
faced with scenes from the two sets of experiment at
random. He is required to imagine himself in an
underground space and to get out of there as soon as
possible by choosing either the left or the right doorway.
He is also required to act on instinct. The subject who
escapes the building in the least time wins. Actually,
every subject experiences all 64 scenes no matter how
he makes his choices. So every subject is required to go
through the experiment only once. We found that under
the effect of the sound, the timer, and the dramatic game,
the subjects were all rather absorbed in the experiment.

A1

TABLE 5: The Main Variables of the Model
Scene Set A
S.E.

Wald

df

Sig.

Exp(B)
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1
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.059

1236.418
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7.834
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1

.000
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Sig.

Exp(B)
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722.204

1
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D

-1.472
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641.336

1
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.229

.344
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41.480

1

.000

1.410

From the data above, we found that the decision making
model of the Doorway clues has three main variables,
namely D, W and A1. And the ratio of the two levels of
the variable influences its weight in the model.
Based on the different weights of the model, we also
discovered that the assumption in other existing
evacuation models that people always evacuate to the
nearest doorway is inaccurate, or at least tenable only
under certain circumstances. In scene set A, the width of
the doorways had a crucial effect on the observer’s
decision (with a weight twice that of the distance and
making up 60% of the total weight); whereas in the
scene set B, the weights of the width and the distance
became rather the same (each 26% of the total weight).
From this trend, we deduced that when the ratio of the
distances from the two doorways to the observer is
higher than 1:2, the weight of the distance will continue
increasing while the weight of the width will fall, which
means that the distance will play a crucial part in
effecting the evacuation behavior. Therefore, only then
the nearest-doorway assumption is tenable.
This conclusion can be used to correct the judgment on
the pedestrian flow made by architects in designing a
plan. It is obvious that when the ratio of the distances
from the two doorways to the evacuees is lower than 1:2
the architect can guide evacuation by widening one of
the doorways, as show in Figure 4. Otherwise, the
misusage of the nearest-distance assumption and the

We used Binary Logistic Regression (Forward Stepwise
LR) in SPSS to analyze the results. The most significant
variables (Sig. equals 0.000) are shown in Table 5, from
which we can find that in the initial six-variable model,
A1, W, D are the three main ones, which correlate to the
subjects’ decision making process of the Doorway clues
strongly.
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TABLE 4: The Encoded Samples of One Scene.
Scene ID
p D W H A1 A2 LR
01
1 0 1
1
0
1
0
01
0 1 0
0
1
0
1

B

Wald
188.635

The experiment was conducted with two scene sets.
Between the two sets, the ratio of the two levels of the
same variable is different, which is used to indicate if
the ratio itself will influence the weight. In Scene Set A
the ratio of the variable D is 1:1.5, the ratio of the
variable W is 1:2 and the ratio of the variable A1 is 1:6;
whereas in Scene Set B, the ratio of D rises to 1:2, the
ratio of W rises to 1:3 and the ratio of A1 rises to 1:11.
We observed: In Scene Set A, the main variables and
their weights in order are: W (2.058), D (-.992), A1 (.352); In Scene Set B: W (1.564), D (-1.472), A1 (-.779).
Here, a positive weight means that the larger variable
value the higher chance the doorway being chosen,
while a negative weight means the larger value the less
chance.

In every scene there were only two doorway options, a
single choice of a subject brings about two statistical
samples, each concerning one doorway. Each sample
contains one dependent variable (p) and six independent
variables (D, W, H, A1, A2, LR), as in Table 3. When a
doorway is chosen, p is recorded as 1, or else 0. If the
doorway is on the left, LR is recorded as 1, or else 0.
For the reasonable comparison among the six variables’
weights, the smaller values of the other five independent
variables are encoded into 0, and the larger ones into 1.
As an example, Table 3 was encoded into Table 4.
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could increase fitness in the context of evolution.
Among some models of emotions that are described
through the computational process exists different
approaches to the proper concept of emotion. Each
model results of the definition that is given to the
emotional process. Since analysis of needs/satisfactions
of the human being [24, 25], passing through the
analysis of characteristics of the superior nervous system
[26,
28],
physiological
changes
[23,
31],
neurobiological processes [27], appraisal mechanism
and analysis of the psychology of individual personality
[20, 21].

KEYWORDS
Multi-Agent Simulation,
Programming.

Emotional Behaviors, Mind

ABSTRACT
This paper presents the evaluation of computational
mind model based on temperamental decision
algorithms with emotional behaviors. Our computational
model of emotion is inspired on appraisal theory and on
superior nervous system characteristics. We define the
model for temperamental agent with emotions. In this
paper we prove that teams of the agents with different
temperaments have different performances in the same
simulation scenario. The result shows that strategies
based on temperamental decision mechanism strongly
influence system performance and there are evident
dependencies between emotional states of agents and
their temperamental type, as well as dependencies
between the team performance and team configuration,
and this enables us to conclude that modular approach to
emotional programming based on temperamental theory
is a good choice to develop computational mind models
for emotional behavioral Multi-Agent systems.

Emotions and temperament

For our project we define emotions as a set of external
and internal responses which depends on the set of rules
based on agent beliefs, desires and intentions. To
proceed with development of our computational model
of emotional we need to use some kind of quantitative
measure to evaluate emotional state. But what is
“Emotional state”? Interesting definition was given by
Mehrabian [21] for this concept. He defined it as
transitory conditions of the organism – conditions that
can vary substantially, and even rapidly, over the course
of a day. He also defined “emotional traits” (i.e.
Temperament) as conditions that are stable over periods
of the year or even a lifetime. As described in Pavlov's
theory [28], all human and animal behaviors are
coordinated by the Central Nervous System (CNS).
Therefore we can't study emotional agents without
considering the particularities of the CNS and,
consequently, the particularities of temperamental
theory.

INTRODUCTION
Emotions are part of our lifes. They help us focus
attention, remember, prioritize, understand and
communicate. The possibility of computation of
emotions is the exciting and interesting task. The
emotions
influence
decision-making
processes,
socialization, communication, learning and many other
important issues of our life.
Why program emotions?

The classical definition for “Temperament” follows: it is
a specific feature of Man, which determines the
dynamics of his mental activity and behaviour. Two
basic indexes of the dynamics of mental processes and
behaviours are distinguishable at present: activity and
emotionality. In this paper we will analyze an emotional
model for the agents with temperament. We will use a
complex approach to emotion/temperament concepts:
based on physiological (CNS) characteristics and on
psychological characteristics of the agents.

Implementation of emotions in an artificial organism is
an important step for different areas of intervention,
since academical inquiry [1-10], education [13-15],
communication [11, 16], entertainment and others [12,
17-19, 29, 30]. Researchers who focused on the
functions of emotion for computational models trying to
describe some of behavioral responses to reinforcing
signals, communications which transmit the internal
states or social bonding between individuals, which
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To create a more flexible and efficient emotion-based
behavior system, the appraisal model is implemented in
mixture with Pavlov's temperamental theory [28] which
studies the basic reasons for different temperamental
behaviors and Eysenck's [26] neurophysiological
interpretation of the basic values of temperament.

The scientific explanation of temperaments was given
by Ivan Pavlov's study about the types of higher nervous
activity. Pavlov discovered three properties of the
processes of excitation and braking [28, 37]:
1. the force of the processes of excitation and braking;
2.
3.

the steadiness of the processes of excitation and
braking;

Paper Structure
The paper is organized as follows. Section 2 summarize
the model characteristics we have implemented to
perform the tests. Section 3 describes the evaluations
experiences performed in different scenarios. Section 4
presents the conclusion and future work.

the mobility of the processes of excitation and
braking.

We use Pavlov's theory as the basis to define the model
of temperament. Pavlov correlated the types of nervous
systems with the psychological types of temperaments
isolated with it and revealed their complete similarity.
Thus, temperament is a manifestation of the type of
nervous system into the activity, the behavior of man.
As a result the relationship of the types of nervous
system and temperaments appears as follows:
4. Strong, balanced, mobile type - sanguine
temperament;
5.

Strong, balanced,
temperament;

inert

type

-

6.

Strong, unbalanced, with the predominance of
excitation - choleric temperament;

7.

Weak type - melancholic temperament.

TEMPERAMENTAL AND EMOTIONAL MODEL
We choose the approach to emotional programming
through the implementation of artificial personalities
and the integration of the emotional model based on the
appraisal theory. The innovation of our approach
consists in the duality of our emotional character: it
processes the information and gives the output using two
different engines, physiological and psychological. In
our model the temperament of the agent is defined as the
configuration of his mechanical engines and the
personality functions which simulates his psyche as the
decision mechanism. The emotional response of the
agent possesses a dual mechanism: it is physiological
(such as motor and sensor force, face expression,
mobility) and psychological (such as a vector which
defines his internal emotional state).
We also need to emphasize the difference between the
agent’s temperamental state and agent’s emotional state.
Temperament, as we already defined, is the steady
characteristics of the agent which is “innate” and do not
suffer alterations during the agent’s life. On the other
side, the emotional state of the agent is the dynamic set
of values which depends on the external influences, and
on the agent’s temperament.
And emotions have a role of heuristic relating events to
goals, needs, desires, beliefs of an agent and evaluate
their personal relevance and help decision-making.
So, for instance, two agents with different temperaments
and the same emotional states on some temporal period,
which receive the same external input will have different
responses on both, the physiological and the
psychological mechanism. We also define different sets
of needs and motivations for each temperamental type
by the influence of the agent’s performance and stimuli
on the team work. It is not the goal of this paper to
describe all temperamental needs and the detailed
structure of the temperamental decision mechanism.
This modular, but complementary approach, is the core
of the innovation of our emotional system and our
aspiration of its usability.

phlegmatic

Analysis of emotional states leads to the conclusion that
human emotions such as anger, fear, depression, elation,
etc. are discrete and we need to define some kind of
values to have a basic framework to describe each
emotional state using the same scale. After studying the
appraisal theory we find the Mehrabian model [20, 21]
more suitable for computational needs since it defines
three dimensions to describe each emotional state and
provides an extensive list of emotional labels for points
in the Pleasure, Arousal and Dominance (PAD) space
and gives an impression of the emotional meaning of
combinations of Pleasure, Arousal and Dominance
(PAD).
Three dimensions of the PAD temperamental model
define a three-dimensional space where individuals are
represented as points, personality types are represented
as regions and personality scales are represented as
straight lines passing through the intersection point of
the three axes. Mehrabian uses +P, +A and +D to refer
pleasant, arousable and dominant temperament.
Respectively, and by using -P, -A and -D to refer
unpleasant, unarousable and submissive temperament,
respectively. Since most personality scales load on two
or more of the PAD temperament dimensions,
Mehrabian defines them using the four diagonals in
PAD space as follows:
Exuberant (+P+A+D) vs. Bored (-P-A-D)
Dependent (+P+A-D) vs. Disdainful (-P-A+D)
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3.
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braking;
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the model characteristics we have implemented to
perform the tests. Section 3 describes the evaluations
experiences performed in different scenarios. Section 4
presents the conclusion and future work.

the mobility of the processes of excitation and
braking.

We use Pavlov's theory as the basis to define the model
of temperament. Pavlov correlated the types of nervous
systems with the psychological types of temperaments
isolated with it and revealed their complete similarity.
Thus, temperament is a manifestation of the type of
nervous system into the activity, the behavior of man.
As a result the relationship of the types of nervous
system and temperaments appears as follows:
4. Strong, balanced, mobile type - sanguine
temperament;
5.

Strong, balanced,
temperament;

inert

type

-

6.

Strong, unbalanced, with the predominance of
excitation - choleric temperament;

7.

Weak type - melancholic temperament.

TEMPERAMENTAL AND EMOTIONAL MODEL
We choose the approach to emotional programming
through the implementation of artificial personalities
and the integration of the emotional model based on the
appraisal theory. The innovation of our approach
consists in the duality of our emotional character: it
processes the information and gives the output using two
different engines, physiological and psychological. In
our model the temperament of the agent is defined as the
configuration of his mechanical engines and the
personality functions which simulates his psyche as the
decision mechanism. The emotional response of the
agent possesses a dual mechanism: it is physiological
(such as motor and sensor force, face expression,
mobility) and psychological (such as a vector which
defines his internal emotional state).
We also need to emphasize the difference between the
agent’s temperamental state and agent’s emotional state.
Temperament, as we already defined, is the steady
characteristics of the agent which is “innate” and do not
suffer alterations during the agent’s life. On the other
side, the emotional state of the agent is the dynamic set
of values which depends on the external influences, and
on the agent’s temperament.
And emotions have a role of heuristic relating events to
goals, needs, desires, beliefs of an agent and evaluate
their personal relevance and help decision-making.
So, for instance, two agents with different temperaments
and the same emotional states on some temporal period,
which receive the same external input will have different
responses on both, the physiological and the
psychological mechanism. We also define different sets
of needs and motivations for each temperamental type
by the influence of the agent’s performance and stimuli
on the team work. It is not the goal of this paper to
describe all temperamental needs and the detailed
structure of the temperamental decision mechanism.
This modular, but complementary approach, is the core
of the innovation of our emotional system and our
aspiration of its usability.

phlegmatic

Analysis of emotional states leads to the conclusion that
human emotions such as anger, fear, depression, elation,
etc. are discrete and we need to define some kind of
values to have a basic framework to describe each
emotional state using the same scale. After studying the
appraisal theory we find the Mehrabian model [20, 21]
more suitable for computational needs since it defines
three dimensions to describe each emotional state and
provides an extensive list of emotional labels for points
in the Pleasure, Arousal and Dominance (PAD) space
and gives an impression of the emotional meaning of
combinations of Pleasure, Arousal and Dominance
(PAD).
Three dimensions of the PAD temperamental model
define a three-dimensional space where individuals are
represented as points, personality types are represented
as regions and personality scales are represented as
straight lines passing through the intersection point of
the three axes. Mehrabian uses +P, +A and +D to refer
pleasant, arousable and dominant temperament.
Respectively, and by using -P, -A and -D to refer
unpleasant, unarousable and submissive temperament,
respectively. Since most personality scales load on two
or more of the PAD temperament dimensions,
Mehrabian defines them using the four diagonals in
PAD space as follows:
Exuberant (+P+A+D) vs. Bored (-P-A-D)
Dependent (+P+A-D) vs. Disdainful (-P-A+D)

Relaxed (+P-A+D) vs. Anxious (-P+A-D)

Relaxed (+P-A+D) vs. Anxious (-P+A-D)

Docile (+P-A-D) vs. Hostile (-P+A+D)

Docile (+P-A-D) vs. Hostile (-P+A+D)
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To create a more flexible and efficient emotion-based
behavior system, the appraisal model is implemented in
mixture with Pavlov's temperamental theory [28] which
studies the basic reasons for different temperamental
behaviors and Eysenck's [26] neurophysiological
interpretation of the basic values of temperament.

The scientific explanation of temperaments was given
by Ivan Pavlov's study about the types of higher nervous
activity. Pavlov discovered three properties of the
processes of excitation and braking [28, 37]:
1. the force of the processes of excitation and braking;
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to be appraisal dimensions. He argues that any emotion
can be expressed in terms of values on these three
dimensions, and provides extensive evidence for this
claim [20]. This makes his three dimensions suitable for
a computational approach. Mehrabian also provides an
extensive list of emotional labels for points in the PAD
space [21] and gives an impression of the emotional
meaning of the combinations of Pleasure, Arousal and
Dominance. The emotional-state of an agent can thus be
understood as a continuously moving point in an ndimensional space of appraisal dimensions.
To perform emotional evaluation of the events received
by the agents we have defined appraisal banks which
relate the events with the Pleasure, Arousal and
Dominance values. We have defined three appraisal
banks, one related to survival, second related to the
goals and the last one related to the specific
temperamental needs of the agent. To evaluate the
weight of the event received by the agent in PAD values
we define Pleasure as the conductance of the goal. For
instance if the agent sees the goal and no obstacle is
present his pleasure is high, while if he sees a threat or
looses the goal this is highly unpleasant. Arousal is the
amount of attention each event needs, for instance to
avoid threats the attention of the agent is needed and
lose it needs no attention. Dominance is a measure that
defines the amount of freedom of the agent. For
example, if the agent sees a lot of obstacles then his
dominance decrease. According to Mehrabian [21]
arousal is highly correlated with activity and alertness so
changing the Arousal we can control the Mobility of the
agent.
To perform emotional evaluation of the events received
by the agent we defined appraisal banks which relate
each event with its PAD values. We defined three
appraisal banks related to survival, points and goal.
Appraisal-results are integrated using following formula,

Bilayer architecture
We assume bilayer architecture for our emotional
model. One layer is physiological and describes the
superior Nervous system from the Pavlov perspective.
The other layer is psychological and works with the
appraisal model created by Mehrabian.
Temperament

Propertie

s

layer

Pleasure
Arousal
Dominance

Physiological
layer

Force
Steadiness

Psychological

Affected
Emotional
State

Face
Motors
Sensors

Figure 1: Temperamental Architecture
Physiological Layer
The physiological layer of our model have a role of the
simplified Central Nervous System as it was described
by the Pavlov. In his theory all temperamental
characteristics are based on force, mobility and
steadiness of the processes of excitation and breaking.
We decided to describe this as physiological
characteristics of the agents. This layer was well
described in our previous work [39].
In our multi-agent system the force of excitation and
braking processes is represented by the force of the
motor and reach of the sensors.
The mobility of the agent is represented by its
“persistence” to reach the goal and avoid negative
emotions. For instance if some agent is “comfortable” in
some place, and his mobility is low, he will not look to
move to search other places. He will slow his motors
and just stay in the same place until his emotional state
changes and forces him to move quickly. At the same
time, one agent who has a high mobility will search new
places and new directories even if he is comfortable
enough in some temporal phase.
The steadiness of the agent is the velocity of his
emotional state variation. For example, more balanced
agents have a slow variation of emotional state. For this
we introduce the variable called Anxiety which is used
to increase or decrease the Pleasure variable. The value
of Anxiety depends on the temperament of the agent.

Et + 1 = Et +

n

∑

i= 0

∆ PADti

where Et is the emotional-state at time t, Et+1 is the new
emotional-state, n is the number of appraisal banks and
ΔPADti the appraisal-result vector of bank i at time t.
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we define Pleasure as the conductance of the goal. For
instance if the agent sees the goal and no obstacle is
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The physiological layer of our model have a role of the
simplified Central Nervous System as it was described
by the Pavlov. In his theory all temperamental
characteristics are based on force, mobility and
steadiness of the processes of excitation and breaking.
We decided to describe this as physiological
characteristics of the agents. This layer was well
described in our previous work [39].
In our multi-agent system the force of excitation and
braking processes is represented by the force of the
motor and reach of the sensors.
The mobility of the agent is represented by its
“persistence” to reach the goal and avoid negative
emotions. For instance if some agent is “comfortable” in
some place, and his mobility is low, he will not look to
move to search other places. He will slow his motors
and just stay in the same place until his emotional state
changes and forces him to move quickly. At the same
time, one agent who has a high mobility will search new
places and new directories even if he is comfortable
enough in some temporal phase.
The steadiness of the agent is the velocity of his
emotional state variation. For example, more balanced
agents have a slow variation of emotional state. For this
we introduce the variable called Anxiety which is used
to increase or decrease the Pleasure variable. The value
of Anxiety depends on the temperament of the agent.

Et + 1 = Et +
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∑
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∆ PADti

where Et is the emotional-state at time t, Et+1 is the new
emotional-state, n is the number of appraisal banks and
ΔPADti the appraisal-result vector of bank i at time t.

Psychological Layer

EVALUATION

Psychological Layer

EVALUATION

Psychological layer of our model is the evaluation
mechanism which works in order to analyze all external
events received by the agent through his different
sensors (obstacle, vision, etc...) and actualize the
internal emotional state of the agent.
Our approach does not prescribe a specific set of
appraisal dimensions. We have chosen the Pleasure,
Arousal, Dominance (PAD) personality-trait and
emotional-state scales by Albert Mehrabian [21]
because these dimensions are generally not considered

A simulation environment based on a Cyber-Mouse [34,
35] competition simulator was used to test and evaluate
the strategies used on the work. A set of robotic
experiments was conducted in order to test the
performance of the system.
Cyber-Mouse is a modality included in the MicroMouse competition organized by Aveiro University
(Portugal). This modality is supported by a software
environment, which simulates both robots and a
labyrinth. All virtual robots have the same kind of body.

Psychological layer of our model is the evaluation
mechanism which works in order to analyze all external
events received by the agent through his different
sensors (obstacle, vision, etc...) and actualize the
internal emotional state of the agent.
Our approach does not prescribe a specific set of
appraisal dimensions. We have chosen the Pleasure,
Arousal, Dominance (PAD) personality-trait and
emotional-state scales by Albert Mehrabian [21]
because these dimensions are generally not considered

A simulation environment based on a Cyber-Mouse [34,
35] competition simulator was used to test and evaluate
the strategies used on the work. A set of robotic
experiments was conducted in order to test the
performance of the system.
Cyber-Mouse is a modality included in the MicroMouse competition organized by Aveiro University
(Portugal). This modality is supported by a software
environment, which simulates both robots and a
labyrinth. All virtual robots have the same kind of body.
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the detailed description of each header and abbreviation
of the Table 3.
Table 1: Scenario Descriptions

It is composed of a cylindrical shape, equipped with
sensors, actuators, and command buttons. The simulator
estimates sensor measures which are sent to the agents.
Reversely, receives and apply actuating orders coming
from agents.
Agents are given the following challenge: starting from
their position in starting grid they must visit the target
area and then return the their starting point. Score
depends on fulfillment of challenge goals and on
penalties suffered. Technically speaking, the task of the
robots is to go from their starting position to the target
area signalled by an infra-red light emitting beacon, and
then return to their starting position. The final score
depends on the distance from the starting to the ending
point, on the time taken to return and on possible
penalties due mainly to collisions with walls and other
robots.
We make the evaluations using teams with 9 agents. We
define different teams of the temperamental agents to
perform the evaluation of team performance. To test our
model we analyze homogeneous teams of Choleric,
Phlegmatic, Sanguine and Melancholic agents and
heterogeneous teams with different temperamental
agents in the same team.
To perform our tests, we evaluated the agent's
performance on reaching the goal and the appraisal
values modifications during the simulation time. We
performed the evaluation of an entire team of the agents,
in order to compare their performance with other teams
of agents. During these evaluations we tried to analyze
the difference between distinct temperamental teams and
compare them in general terms (PAD scale and emotion
valence), as well as their performance on reaching the
goal.
We perform the evaluation by three different simulation
scenarios:
First scenario has few obstacles (walls) and a small
arena. These conditions enable fast detection of the
beacon to the agents, but force the interaction between
agents across the simulation arena.
Second scenario has more obstacles (walls) and a larger
arena. In this scenario the goal is very difficult to
accomplish and the agents have enough space for team
interaction (grouping or isolation).
Third scenario has a lot of obstacles (walls) and a small
arena. In this scenario the goal is very difficult to
accomplish, and the agents have fewer space for team
interaction (grouping or isolation).
We analyze our agent's performance on these three
simulation scenarios and try to discover the advantages
and disadvantages of using temperamental agents with
this kind of simulation. We perform 10 interactions for
each team/simulation scenario. The PAD values are
presented in [-10, 10] interval instead of [-1, 1].
Note: To understand the evaluation results Table 3,
please see the Table 1 and the Table 2 which contains

Eval Description
1C

Choleric Team in the Small Simple Scenario

2C

Choleric Team in the Large Complex Scenario

3C

Choleric Team in the Small Complex Scenario

1S

Sanguine Team in the Small Simple Scenario

2S

Sanguine Team in the Large Complex Scenario

3S

Sanguine Team in the Small Complex Scenario

1M

Melancholic Team in the Small Simple Scenario

2M

Melancholic Team in the Large Complex Scenario

3M

Melancholic Team in the Small Complex Scenario

1P

Phlegmatic Team in the Small Simple Scenario

2P

Phlegmatic Team in the Large Complex Scenario

3P

Phlegmatic Team in the Small Complex Scenario

1H

Heterogeneous Team in the Small Simple Scenario

2H

Heterogeneous Team in the Large Complex Scenario

3H

Heterogeneous Team in the Small Complex Scenario

Table 2: Labels for Tables 3a and 3b
Title

Description

Eval.

The type of evaluation performed. We will use the index

%

Percentage of the agents which has accomplished the goal

B.T.

Best Time of the team across the all simulations

A.T.

Average Time of the agents team

Motor

Average value of the motor strength

Sensor

Average value of the sensor strength

Anx.

Average value of the Anxiety (or Emotional Stability)

P

Average Pleasure of the team

A

Average Arousal of the team

D

Average Dominance of the team

E.S.

Average Emotional State of the team

The evaluation results follows:
Table 3a: Evaluation Results
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Eval. %

B.T.

A.T.

Motor

Sensor Anx.

1C

26,00

31,60

155,18

11,11

10,22

4,81

2C

16,00

67,80

165,43

11,22

10,44

5,89

3C

7,40

136,20

172,22

11,00

10,00

6,00

1S

33,00

19,00

147,95

10,89

10,30

20,04

2S

5,00

172,50

179,72

10,85

10,30

20,74

the detailed description of each header and abbreviation
of the Table 3.
Table 1: Scenario Descriptions

It is composed of a cylindrical shape, equipped with
sensors, actuators, and command buttons. The simulator
estimates sensor measures which are sent to the agents.
Reversely, receives and apply actuating orders coming
from agents.
Agents are given the following challenge: starting from
their position in starting grid they must visit the target
area and then return the their starting point. Score
depends on fulfillment of challenge goals and on
penalties suffered. Technically speaking, the task of the
robots is to go from their starting position to the target
area signalled by an infra-red light emitting beacon, and
then return to their starting position. The final score
depends on the distance from the starting to the ending
point, on the time taken to return and on possible
penalties due mainly to collisions with walls and other
robots.
We make the evaluations using teams with 9 agents. We
define different teams of the temperamental agents to
perform the evaluation of team performance. To test our
model we analyze homogeneous teams of Choleric,
Phlegmatic, Sanguine and Melancholic agents and
heterogeneous teams with different temperamental
agents in the same team.
To perform our tests, we evaluated the agent's
performance on reaching the goal and the appraisal
values modifications during the simulation time. We
performed the evaluation of an entire team of the agents,
in order to compare their performance with other teams
of agents. During these evaluations we tried to analyze
the difference between distinct temperamental teams and
compare them in general terms (PAD scale and emotion
valence), as well as their performance on reaching the
goal.
We perform the evaluation by three different simulation
scenarios:
First scenario has few obstacles (walls) and a small
arena. These conditions enable fast detection of the
beacon to the agents, but force the interaction between
agents across the simulation arena.
Second scenario has more obstacles (walls) and a larger
arena. In this scenario the goal is very difficult to
accomplish and the agents have enough space for team
interaction (grouping or isolation).
Third scenario has a lot of obstacles (walls) and a small
arena. In this scenario the goal is very difficult to
accomplish, and the agents have fewer space for team
interaction (grouping or isolation).
We analyze our agent's performance on these three
simulation scenarios and try to discover the advantages
and disadvantages of using temperamental agents with
this kind of simulation. We perform 10 interactions for
each team/simulation scenario. The PAD values are
presented in [-10, 10] interval instead of [-1, 1].
Note: To understand the evaluation results Table 3,
please see the Table 1 and the Table 2 which contains

Eval Description
1C

Choleric Team in the Small Simple Scenario

2C

Choleric Team in the Large Complex Scenario

3C

Choleric Team in the Small Complex Scenario

1S

Sanguine Team in the Small Simple Scenario

2S

Sanguine Team in the Large Complex Scenario

3S

Sanguine Team in the Small Complex Scenario

1M

Melancholic Team in the Small Simple Scenario

2M

Melancholic Team in the Large Complex Scenario

3M

Melancholic Team in the Small Complex Scenario

1P

Phlegmatic Team in the Small Simple Scenario

2P

Phlegmatic Team in the Large Complex Scenario

3P

Phlegmatic Team in the Small Complex Scenario

1H

Heterogeneous Team in the Small Simple Scenario

2H

Heterogeneous Team in the Large Complex Scenario

3H

Heterogeneous Team in the Small Complex Scenario

Table 2: Labels for Tables 3a and 3b
Title

Description

Eval.

The type of evaluation performed. We will use the index

%

Percentage of the agents which has accomplished the goal

B.T.

Best Time of the team across the all simulations

A.T.

Average Time of the agents team

Motor

Average value of the motor strength

Sensor

Average value of the sensor strength

Anx.

Average value of the Anxiety (or Emotional Stability)

P

Average Pleasure of the team

A

Average Arousal of the team

D

Average Dominance of the team

E.S.

Average Emotional State of the team

The evaluation results follows:
Table 3a: Evaluation Results
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Eval. %

B.T.

A.T.

Motor

Sensor Anx.

1C

26,00

31,60

155,18

11,11

10,22

4,81

2C

16,00

67,80

165,43

11,22

10,44

5,89

3C

7,40

136,20

172,22

11,00

10,00

6,00

1S

33,00

19,00

147,95

10,89

10,30

20,04

2S

5,00

172,50

179,72

10,85

10,30

20,74

3S

0,10

172,80

179,83

11,00

10,00

20,00

80

3S

0,10

172,80

179,83

11,00

10,00

20,00

1M

11,11

110,80

173,53

6,00

5,00

8,00

2M

0,11

137,90

163,66

6,00

5,00

8,00

3M

0,00

180,00

180,00

6,00

5,00

8,00

1P

33,00

96,80

161,70

11,00

10,00

22,00

2P

22,00

148,00

174,20

11,00

10,00

22,00

3P

11,00

169,70

178,86

11,00

10,00

22,00

1H

70,37

17,60

124,57

9,89

8,89

14,67

2H

22,00

138,20

174,16

9,89

8,89

14,67

3H

3,70

173,90

179,32

9,89

8,89

14,67
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Figure 2: Team performance vs Appraisal Emotional
State
To explain the nature of this influence we think that the
implementation of the Pavlov's temperamental theory
results in agents executing different grouping activities
to satisfy their temperamental needs, so, this could
influence the PAD values and consequently the
Emotional State of the agent. Also we can analyze the
influence of the system goals on the Emotional State of
the agent (from the Appraisal Bank), and the decision
temperamental mechanism works in order to accomplish
some of these goals (avoid the walls, reach the beacon,
etc). So, even having no trivial dependence between the
implementation of these two layers, there are similar
goals which are defined and this could explain the
dependence between the agent performance and his
Emotional State.
Figure 3 shows values of the Team Performance and the
Emotional State for each simulation scenario. The
superior line represents the Percentage of the agents
which has accomplished the goal and the lower line
presents the Average Emotional State of the agents
during the simulation. Therefore the better performance
corresponds to the first simulation scenario for all teams
except the Melancholic Homogeneous team, while
Phlegmatic homogeneous and Heterogeneous teams
have good performance in the other scenarios. Agents
Emotional state is good in the first and third scenarios,
specially for the Choleric and Heterogeneous team, in
contrast Melancholic and Phlegmatic teams Emotional
State isn't so good.

Table 3b: Evaluation Results
Eval.

P

A

D

E.S.

1C

1,53

-0,41

1,53

0,70

2C

-1,29

2,16

-1,29

-63,14

3C

0,06

0,14

0,06

-34,91

1S

-0,48

1,61

-0,48

-23,36

2S

0,22

0,38

0,22

-79,37

3S

-0,43

0,53

-0,42

-29,36

1M

0,13

1,14

0,13

-40,19

2M

0,03

0,57

0,03

-69,94

3M

1,45

-0,86

1,45

-59,98

1P

-0,54

1,77

-0,54

-43,34

2P

-1,39

2,11

-1,39

-61,17

3P

-1,05

1,65

-1,05

-45,55

1H

1,16

-0,06

1,16

7,68

2H

0,04

0,7

0,04

-75,13

3H

0,26

0,04

0,26

-35,00

Evaluations

On Figure 2 we can observe the dependencies between
Team Performance and Emotional State of the agents.
The superior line represents the Percentage of the agents
which has accomplished the goal and the lower line
presents the Average Emotional State of the agents
during the simulation. In our architecture the
performance of the agents doesn't depend on appraisal
mechanism which only controls the psychological layer
of the agent and only influences his PAD values and the
emotional state. The agents performance only depends
on temperamental (physiological) configuration of the
agent (motors, sensors, anxiety, etc..) and his decision
layer based on temperamental characteristics. So, we
can see that the temperamental decision mechanism
clearly influence the emotional state of the agent during
the simulation.
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Figure 3: Team Performance and Emotional State by
different scenarios
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Figure 2: Team performance vs Appraisal Emotional
State
To explain the nature of this influence we think that the
implementation of the Pavlov's temperamental theory
results in agents executing different grouping activities
to satisfy their temperamental needs, so, this could
influence the PAD values and consequently the
Emotional State of the agent. Also we can analyze the
influence of the system goals on the Emotional State of
the agent (from the Appraisal Bank), and the decision
temperamental mechanism works in order to accomplish
some of these goals (avoid the walls, reach the beacon,
etc). So, even having no trivial dependence between the
implementation of these two layers, there are similar
goals which are defined and this could explain the
dependence between the agent performance and his
Emotional State.
Figure 3 shows values of the Team Performance and the
Emotional State for each simulation scenario. The
superior line represents the Percentage of the agents
which has accomplished the goal and the lower line
presents the Average Emotional State of the agents
during the simulation. Therefore the better performance
corresponds to the first simulation scenario for all teams
except the Melancholic Homogeneous team, while
Phlegmatic homogeneous and Heterogeneous teams
have good performance in the other scenarios. Agents
Emotional state is good in the first and third scenarios,
specially for the Choleric and Heterogeneous team, in
contrast Melancholic and Phlegmatic teams Emotional
State isn't so good.

Table 3b: Evaluation Results
Eval.

P

A

D

E.S.

1C

1,53

-0,41

1,53

0,70

2C

-1,29

2,16

-1,29

-63,14

3C

0,06

0,14

0,06

-34,91

1S

-0,48

1,61

-0,48

-23,36

2S

0,22

0,38

0,22

-79,37

3S

-0,43

0,53

-0,42

-29,36

1M

0,13

1,14

0,13

-40,19

2M

0,03

0,57

0,03

-69,94

3M

1,45

-0,86

1,45

-59,98

1P

-0,54

1,77

-0,54

-43,34

2P

-1,39

2,11

-1,39

-61,17

3P

-1,05

1,65

-1,05

-45,55

1H

1,16

-0,06

1,16

7,68

2H

0,04

0,7

0,04

-75,13

3H

0,26

0,04

0,26

-35,00

On Figure 2 we can observe the dependencies between
Team Performance and Emotional State of the agents.
The superior line represents the Percentage of the agents
which has accomplished the goal and the lower line
presents the Average Emotional State of the agents
during the simulation. In our architecture the
performance of the agents doesn't depend on appraisal
mechanism which only controls the psychological layer
of the agent and only influences his PAD values and the
emotional state. The agents performance only depends
on temperamental (physiological) configuration of the
agent (motors, sensors, anxiety, etc..) and his decision
layer based on temperamental characteristics. So, we
can see that the temperamental decision mechanism
clearly influence the emotional state of the agent during
the simulation.

80
70
60
50
40
30
20
10
0

%
E.S.

-10
-20
-30
-40
-50
-60
-70
-80
1C

1H

1M

1P

1S

2C

2H

2M

2P

2S

3C

3H

3M

3P

3S

Figure 3: Team Performance and Emotional State by
different scenarios

185

[2]Sloman, A., Croucher, M., Why Robots will have
Emotions, IJCAI, 1981.
[3]Sarmento, L., An Emotional-Based Agent Architecture,
Msc Thesis, Faculty of Science of Porto University,
Portugal, 2004
[4]Picard, R. W., Affective Computing, MIT Press, 1997
[5]Velásquez, J., Modeling emotion-based decision-making.
In Dolores Cañanero, editor, Proceedings of the 1998
AAAI Fall Symposium Emotional and Intelligent: The
Tangled Knot of Cognition, pages 164–169, Orlando, FL,
USA,
1998.
http://www.ai.mit.edu/people/jvelas/papers/VelasquezFS98.ps.
[6]Cañamero, L., Designing emotions for activity selection.
Technical Report TR - DAIMI PB 546, Univesity of
Arhaus, 2000. http://citeseer.nj.nec.com/384344.html.
[7] Cañamero, L., A hormonal model of emotions for behavior
control. Presented as poster at the Fourth European
Conference on Artificial Life (ECAL ’ 97), Brighton, UK,
1997.
http://citeseer.nj.nec.com/canamero97hormonal.html.
[8]Cañamero, L., Issues in the design of emotional agents. In
AAAI Fall Symposium on Emotional and Intelligent: The
tangled knot of cognition, pages 49–54, Menlo Park, CA,
1998. http://citeseer.nj.nec.com/437878.html.
[9]Frijda, N. H., The Emotions. Cambridge University Press,
1986.
[10]Frijda, N. H., Emotions are functional, most of the time.
In Paul Ekma and Richard The Nature of Emotion Fundamental Questions. Oxford University Press, 1994.
[11]Gebhard, P., ALMA – A Layered Model of Affect,
Proceedings of the Fourth International Joint Conference
on Autonomous Agents and Multiagent Systems
(AAMAS'05), 29-36, Utrecht, 2005
[12]Pereira, D., Oliveira, E., Moreira, N., Sarmento, L.,
"Towards an Architecture for Emotional BDI Agents", In
IEEE Proceedings of EPIA, Covilhã, December 2005
[13]Dias, J., Paiva, A., “Feeling and Reasoning: a
Computational Model for Emotional Characters”, in EPIA
Affective Computing Workshop, Covilhã, Springer, 2005
[14] Prada, R., Teaming Up Humans and Synthetic Characters
- PhD Thesis, UTL-IST, Lisboa, Dezembro de 2005.
[15]Prada, R., Paiva, A.: Believable groups of synthetic
characters. AAMAS2005: 37-43 ACM-Press
[16]Bartneck, C., How convincing is Mr. Data's smile:
Affective expressions of machines. User Modeling and
User-Adapted Interaction, 11, pp. 279-295. 2001
[17]Ortony, A., Clore, G. L., Collins, A., “The Cognitive
Structure of Emotions.” Cambridge University Press,
Cambridge, UK, 1988.
[18]Petta, P., “The role of emotions in tractable architectures
for situated cognizers.” In Robert Trappl, Paolo Petta, and
Sabine Payr, editors, Emotion in Humans and Artifacts.
MIT Press, Cambridge, MA, 2002.
[19]Russel, J.A., A Circumplex Model of Affect. Journal of
Personality and Social Psychology, 1980, No. 39, pp.
1161-1178.
[20]Mehrabian, A. Pleasure-Arousal-Dominance: A General
Framework for Describing and Measuring Individual
Differences in Temperament. Current Psychology:

CONCLUSIONS AND FUTURE WORK
A main goal of this project was to develop and test a
new model of a computational emotional mind using
two different temperamental theories. For tackling this
domain, we initially study the basics of psychology and
different approaches to evaluate emotional life of
personality from temperamental perspective. As a rule,
the theories of emotions can not say too much about the
role of emotions in the development of personality and
about their influence on thought and action. The
majority of the researchers of emotions are connected
only with one of the components of the emotional
process. Although some theories develop the separate
aspects of the interrelations of emotion and reason,
actions and personality, much still must be done both on
the theoretical and on the empirical levels.
In this work we have tried to implement emotional
agents using two different approaches: appraisal theory
with the PAD model and the central nervous system
theory. We approach the concept of emotion from the
physiological and psychological perspective, defining
the personality of the agent and analyzing the different
components of agent behaviors. We have simulated a
kind of homogeneous and non-homogeneous society
with different personalities and analyzed their group and
individual performances.
We can conclude that our approach produce very good
results showing the dependence between two different
layers (physiological and psychological) which where
implemented independently. Hence, as it already has
been proved theoretically from psychological
perspective, which define that our emotional process are
dependent on our temperamental type, we could state
that our architecture is consistent and show the same
interaction between two layers. This let us a large room
for future improvement and research on this area.
In order to improve our model we want to implement
sub-layers for modular emotional evaluation of the
external events. Also we want to study different search
algorithms applied to our system to evaluate the impact
of emotions and temperament on search strategies. Other
possible development is the introduction of visual
emotional feedback using the face expressions such as
proposed by the Russel [19]. Also we are aiming at the
introduction of additional objects in the simulation
environment with different degree of thread/satisfaction
and definition of the universal conditions for appraisal
banks possible to use for different emotional appraisal
systems.
Other evaluation strategies will be performed, such as
comparison of team performance with different number
of agents and pair/impair number of agents in the team.
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modeling of realistic individual and crowd behaviours
of large number of people. While there are existing
work on crowd simulation study using commercial-offthe-shelf simulation packages with built-in agent-based
modeling and BDI (Belief-Desire-Intention) behaviour
architecture (Shendarkar et al. 2006), modeling detailed
complex human behaviours that result from interactions
between tens of thousands of individuals will incur high
computational cost. This approach is thus infeasible for
the generation and evaluation of prompt “what-if”
scenarios to handle rapidly evolving crowd situations.

KEYWORDS
Crowd Simulation, Agent-based Simulation, Distributed
Simulation, HLA, Ontology, Behaviour Model.
ABSTRACT
Crowd control has become increasingly important in
urbanized military operations such as peace keeping,
riot control, disaster management, emergency
evacuation, and rescue operations. In this paper, we
describe an architecture for simulating virtual crowd to
aid in the training, planning and decision making
process in the area of military operations. Our system
makes use of the light-weight agent-based simulation
system, RePast, the JESS inference engine coupled with
the Protégé ontology knowledge-base, the commercialoff-the-shelf game engine Unreal Tournament and the
High Level Architecture to realize a distributed and
extensible architecture for modeling virtual crowd.

In this paper, we describe our work in designing and
implementing a federated agent-based distributed crowd
simulation architecture. Our system makes use of the
light-weight agent-based simulation system, RePast, the
JESS inference engine coupled with the Protégé
ontology knowledge-base, the commercial-off-the-shelf
game engine Unreal Tournament and the High Level
Architecture to realize a distributed, scalable and
extensible architecture for modeling virtual crowd. For
the rest of the paper, we will describe how these
components relate to each other and discuss some of the
issues in integrating these components.

INTRODUCTION
Crowd control has become increasingly important in
urbanized military operations such as peace keeping,
riot control, disaster management, emergency
evacuation, and rescue operations. However, the lack of
an enemy in these operations should not be confused
with a lack of adversaries (Heal 2000). Economical,
political and cultural factors can sometime cause crowd
to turn violent if appropriate rules of engagement are
not used. Given the military challenges and risks
imposed by the crowds, there is an urgent need to
develop a system for military personnel to get prepared
for handling various situations, to formulate strategies
and answer “what-if” scenarios, and to evaluate
hundreds of contingency plans so as to prioritize
resources and time during an operation.

RELATED WORK
Crowd simulation is an essential tool used in social
studies to analyze group behaviour and norms.
Increasingly, it is also being used by defense agencies
all around the world to study civil-military scenarios
such as riot control and peace keeping mission, as well
as emergency situations such as terrorists attack and
bomb blast.
Being a highly multi-discipline research areas, existing
work in the field of crowd simulation focus on many
different areas that include behaviour modeling,
visualization, interoperability and scalability. In this
section, we briefly review the work carried out by some
of the research groups in these areas.

One way to do so is to create a synthetic virtual
environment and use Modeling & Simulation (M&S)
techniques to emulate urbanized military operations.
Crowd modeling and simulation is an essential
component of such an environment. For such crowd
simulation to be useful, the system must support the
*

In the area of visualization, the Virtual Reality Lab
(VRlab) at the Swiss Federal Institute of Technology
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modeling of realistic individual and crowd behaviours
of large number of people. While there are existing
work on crowd simulation study using commercial-offthe-shelf simulation packages with built-in agent-based
modeling and BDI (Belief-Desire-Intention) behaviour
architecture (Shendarkar et al. 2006), modeling detailed
complex human behaviours that result from interactions
between tens of thousands of individuals will incur high
computational cost. This approach is thus infeasible for
the generation and evaluation of prompt “what-if”
scenarios to handle rapidly evolving crowd situations.
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urbanized military operations such as peace keeping,
riot control, disaster management, emergency
evacuation, and rescue operations. In this paper, we
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aid in the training, planning and decision making
process in the area of military operations. Our system
makes use of the light-weight agent-based simulation
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the Protégé ontology knowledge-base, the commercialoff-the-shelf game engine Unreal Tournament and the
High Level Architecture to realize a distributed and
extensible architecture for modeling virtual crowd.
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(EPFL) is a world leading laboratory in real-time
Virtual Humans, multimodal interaction, immersive
Virtual Environments, and Augmented Reality. The
focus of this research group is on visualization,
rendering and animation of virtual crowd (Ciechomski
et al. 2005), as well as in the area of behaviour
modeling (Thalmann and Monzani 2002).

an existing application with different agents being
executed by different federates.
OVERALL ARCHITECTURE
In this section, we give an overall view of the crowd
simulation architecture proposed in our project. The
subsequent sections will further elaborate on each of the
key components of the system. As shown in Figure 1,
the system comprises the following five key
components:

The Virginia Modeling, Analysis and Simulation Centre
(VMASC) focuses on investigating psychologicallybased crowd model for military simulation in urban
settings. This research group focuses more on the
backend engine of crowd simulation, e.g. cognitive
model and scenario generation (Nguyen et al. 2005), as
well as interoperation between different components of
a crowd simulation (e.g. between the behaviour module
and the physical simulation module) using the High
Level Architecture (HLA) standards (McKenzie et al.
2004). Another focus of the group is on surveying and
documenting crowd scenario based on real historical
events (e.g. from video clip archive and documentary)
so that it can be reproduced and used as a reference
scenario in crowd simulation.

•

Behaviour Representation and Cognitive Models

•

Ontology and Knowledge Repositories

•

Agent-based Simulation Architecture

•

High Level Architecture

•

Animation & Visualization Component

BEHAVIOUR REPRESENTATION AND
COGNITIVE MODELS
Existing work on crowd behaviour modeling can be
generally classified into the microscopic approach and
macroscopic approach. Most computational models for
crowd modeling and simulation adopt the microscopic
approach where each individual agent is equipped with
a set of decision rules to determine what to do in the
next time step (Helbing et al. 2000). The crowd
behaviours are then naturally generated as some
emergent phenomena due to the interactions of the
individual agents. There are two major limitations to
this approach. First, it is not computationally efficient,
thus it is hard for real-time simulation of a large crowd.
Second, there is a gap between the (ad hoc) rules and
the results from the social and psychological studies on
crowd behaviours.

With the growing interest in using intelligent agents in
computer games and virtual environments, research and
development in computer game has increasingly drawn
on technologies and techniques originally developed in
the large scale distributed simulation community, such
as the IEEE High Level Architecture standard (Kuhl et
al. 2002) for simulator interoperability to provide
solution for interoperation as well as scalability.
Distributed simulation allows an existing complex
simulation model (e.g. with detailed cognitive
behaviour model required for crowd simulation) to be
distributed into separate smaller model to improve the
execution speed. (Lees et al. 2002) described an HLAcompliant agent toolkit for building cognitively rich
agents, and showed that HLA can be used to distribute
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The macroscopic approach is mainly adopted by the
sociology and psychology communities where the
crowd is treated as a whole. Although there are rich
observations on crowd behaviours, it is still not clear
how these observations can be used to construct the
computational models for crowd simulations.

the ontology and allows for knowledge updating and
sharing.
One of the widely used tools for editing and managing
ontology is Protégé (http://protege.stanford.edu).
Ontologies developed in Protégé can be converted into
Java classes and used by agent systems such as JADE
(Bellifemine et al. 1999) for knowledge sharing.
Instances of the concepts and relationships between
concepts can also be stored in a knowledge repository
through the Protégé JDBC database back-end. This
allows fast and efficient updating and querying of the
ontology outside the Protégé environment by different
components of the crowd simulation. Ontologies
developed in Protégé can also be used together with
inference engine such as the Java Expert System Shell
(JESS) (Friedman-Hill 2003) for rule-based reasoning
(Eriksson 2003) and knowledge acquisition (Lebbink et
al. 2002).

In our system, a two-level cognitive model architecture
is adopted. The lower level is used to model individual
behaviours, and the top level model is used to represent
group dynamics and crowd psychology. This two-level
architecture is a natural reflection of the interaction
amongst individuals, and between an individual and a
crowd in real-life situations. A crowd can emerge by the
interaction amongst individuals and environmental
factors (e.g. a crowd of demonstrators can be formed
impromptu or by an organized mobilization effort).
Individuals involved in this emerging process may
change their behaviours after a crowd is formed. When
an individual joins a crowd, the behaviour of the
individual in the crowd will be determined by both the
group/crowd psychology model and individual
behaviour model.

Existing work in the use of ontology in crowd
simulation are mainly restricted to describing concepts
in the environment (Paiva et al. 2005) as well as for
path planning purpose (Yersin et al. 2005). There are
also existing work in using ontology for 3D modeling
and visualization of simulation (Park and Fiskwick
2004). However, each of these works only uses
ontology to address a specific part of the modeling,
simulation and visualization process. There is a lack of
research work in integrating and using the same set of
ontology for the entire process of environment
representation, cognitive reasoning, simulation, and
visualization.

Our two-level cognitive model architecture is a step
towards bridging the gap between the macroscopic and
the microscopic approaches. It is a natural reflection of
the interaction amongst individuals, and between an
individual and a crowd in real-life situations.
In addition, the computational model of crowd
behaviour will be based on careful study of the
observations
from
existing
cases
and
psychological/social theories on crowd behaviour. Thus,
the resulting crowd behaviour will be more realistic.

In our system, the Protégé ontology knowledge
repository is used with the JESS inference engine to
keep track of the environment and the behaviours of
individuals in the system. The agent-base simulation
will provide updates on changes in both the
environment as well as the status of agents and human
players. These changes will be updated into the
knowledge-base and the JESS engine will modify the
behaviours of individuals accordingly based on the
cognitive model.

In many crowd simulation systems, the crowd
behaviours are scripted to allow for minimum or no
human control (Musse and Thalmann 2001). These
crowd behaviour models lack non-determinism and
variety which are essential to human-in-the-loop
simulations. These models are suitable for animations
such as those used in the movie industry. However, they
are not generally suitable for dynamic systems like
emergency/crisis management simulations at which we
are targeting. Our generic cognitive architecture will
allow a user to directly control the crowd behaviour as a
whole by generating some events in the environment or
indirectly changing the behaviour of the crowd by
controlling the behaviour of an individual in the crowd.

AGENT-BASED SIMULATION ARCHITECTURE
Agent-based simulation system is an ideal choice for
crowd modeling and simulation (Nguyen et al. 2005,
Musse and Thalmann 2001, Pan et al. 2005). However,
one important issue that is often neglected by most of
the existing crowd modeling and simulation systems is
scalability.
For an agent-based simulation, the
following operations may need to be carried out in
every simulation step: perform reasoning for each agent,
execute actions generated, and change agents’ states and
environment accordingly. A large-scale, interactive
crowd simulation may consist of hundreds of virtual
participants, represented by agents, and human players.
Thus, it may not be possible for a sequential, agent-

ONTOLOGY AND KNOWLEDGE-BASE
“An ontology defines a common vocabulary for
researchers who need to share information in a domain.
It includes machine-interpretable definitions of basic
concepts in the domain and relations among them” (Noy
and McGuinness 2001). A knowledge repository
captures instances of the concepts and relationships of
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based crowd simulation system to meet the real-time
requirements of such simulation. The scalable, federated
simulation architecture proposed in this project
addresses this issue. Although a federated architecture
is also proposed in other research work (Nguyen et al.
2005), it only addresses the interoperability and
extensibility of the crowd federate. Scalability related
problems in federated crowd modeling and simulation
such as partitioning of virtual environment, agent state
sharing, and agent migration are not investigated.

framework based
repositories.
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ontology

and

knowledge

HIGH LEVEL ARCHITECTURE
The High Level Architecture (HLA), developed by the
US Department of Defense provides the infrastructure
needed for large-scale distributed simulation. The HLA
defines the rules and specifications to support
reusability and interoperability of different simulators
(Kuhl et al. 2002). In HLA terminology, a simulation
component is referred to as a federate. A federation is
then a set of federates working together to achieve a
given goal. Each federate interacts with one another
over the Runtime Infrastructure (RTI) (DMSO 2002). A
set of simulation models developed independently can
be put together to form a larger simulation (or
federation). Using the HLA, each participating federate
in the federation can define the objects and interactions
that are shared with others in its simulation object
model (SOM), but its internal behavior (and data) is
completely invisible to the outside world.

JADE (Bellifemine et al. 1999) is a Java-based, generalpurpose middleware for the development of distributed
multi-agent applications based on peer-to-peer
architecture. It complies with the FIPA (The Federation
for Intelligent Physical Agents) specifications so that
JADE agents can interoperate with other FIPA
compliant agents. JADE also provides a semantics
framework to allow agents to interpret meanings of the
exchanged messages according to the formal semantics
specified. In addition, it also supports agent life cycle
management, agent code and execution state migration,
and complex interaction protocols. Although JADE has
certain features required by our crowd modeling and
simulation (e.g. support for agent communication,
migration and semantics), it is not developed
specifically for simulation (Tobias and Hofmann 2004).
JADE agents are also heavy weight and not suitable for
our case where hundreds of agents might be created in
each simulation federate.

In our current crowd simulation system, the HLA is
used to interoperate the RePast federate with the
UT2004 visualization federate. For the next phase of
our work, we will also be studying the partitioning of
the RePast simulation model into multiple federates and
synchronizing them using HLA.
We developed an HLA adaptor for the RePast agent
simulation, as well as an HLA adaptor for the UT2004
game engine. The RePast HLA adaptor converts events
in the RePast simulation (e.g. creation of an individual,
changes in the environment, change of movement
direction of individual) into HLA object updates. The
UT2004 adaptor receives HLA interactions, object
creations and updates, and sends commands to the
UT2004 game engine to realize the desired
visualization.

Swarm (Minar et al. 1996) and RePast (Collier 2003)
are multi-agent software platforms for the simulation of
complex adaptive systems. Both systems are developed
specifically for agent-based simulation and are able to
support large number of agents. However, they are not
designed to support distributed multi-agent systems, and
thus have minimal support for inter-agent
communication and no support for agent migration. In
addition, both systems also provide very minimal
support for simulation model development (Tobias and
Hofmann 2004).

ANIMATION AND VISUALIZATION

In our system, the RePast agent simulation system is
chosen to model the environment and the actions of the
humans in a user-defined scenario. We adapted the
RePast agent simulation system to bridge the gap
between general-purpose multi-agent system and agentbased simulation system. RePast already provides a
light-weight agent structure so that a large number of
agents can be executed within a simulation federate. By
implementing an HLA adaptor for RePast, we further
added the necessary mechanisms for RePast to support
event scheduling and distributed execution. Also, in
order to provide support for complex behaviour
modeling, the RePast agent simulation system is also
linked to the JESS inference engine with behaviour
models and behaviour repositories, and a semantics

Many research work have been carried out on the
generation of human avatars and human-like motions.
Creating crowds for complex environment is extremely
time-consuming and error-prone. While the ultimate
aim of this project is to create fast and efficient
visualization techniques that can render a scene based
on the RePast simulation in real-time using commercial
packages such as Maya, for the initial implementation
phase, we choose to leverage on the visualization
capabilities of the commercial game engine Unreal
Tournament 2004 as the animation and visualization
component of our crowd simulation architecture.
The UT2004 HLA adaptor developed in this project is
based on the GameBots system, a multi-agent testbed
that provides socket-based API to allow software agents
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to participate as (software controlled) players in Unreal
Tournament games. One of the restrictions of original
GameBots system is that each socket connection allows
the control of only one player in UT. For visualizing a
crowd scenario using UT, it is necessary for hundreds
of players to co-exist in the same game. Having a socket
connection for each of the player will introduce
unnecessary overhead and slow down the game engine.

and in comparisons of reactive and deliberative agent
architectures.
In a crowd scenario, the action of one individual often
affects the action or behaviour of many other
individuals in the vicinity. For the crowd simulation to
run efficiently, the inference engine used must be able
to cope with inference rules that may be triggered for
many agents. To test the scalability of integrating the
RePast simulation with the Protégé/JESS repository, we
implemented the Tileworld simulation using RePast and
JESS.

We adapted the GameBots system so that each socket
connection can be used to control multiple players in
UT. Figure 2 shows the connection between the
UT2004 HLA adaptor with the UT2004 server and the
HLA. The RePast simulation will send updates for both
the environment and the individual agents as HLA
interactions and object updates. The HLA object
interactions and updates received will be converted by
the UT2004 HLA adaptor into pre-defined GameBots
commands and sent to the modified GameBots module.
These GameBots commands can be used to initialize or
control different players in UT2004. For example,
whenever a new player is created/discovered from
HLA, a “Create Player A” command will be sent to the
modified GameBots module to spawn a new player in
the game. When player A’s position coordinate is
updated to “X” in the simulation, a “Player A runto X”
command will be sent. The GameBots command can
also be used to effect changes to the environment. For
example, when an explosion occurs at location X in the
RePast simulation, an HLA interaction will be sent to
the UT2004 HLA adaptor. This will cause a command
“Create Explosion at X” to be sent to the UT2004
server, which will invoke a pre-defined UT script to
render an explosion effect at location X.

The Tileworld environment is laid out in a grid structure
with some of the grid cells containing either a tile or a
hole. The RePast simulation is responsible for
simulating the movement of agents, and a Protégé/JESS
repository is used to keep track of changes to the
environment as well as the individual behaviour of the
agents. The RePast simulation will update the
Protégé/JESS repository with the new location or action
of an agent, as well as retrieve the new behaviour of the
agent. Note that when an agent A updates its location or
action, the behaviour of agent A or other agents in the
surrounding might be changed. The JESS inference
engine will automatically update the behaviours of the
agents affected based on pre-defined inference rules.
Figure 3 shows a simplified finite state machine (FSM)
for the behaviour of a Tileworld agent. The FSM is
implemented in JESS. Each agent starts with a “Look
for Tile” behaviour and carries out random walk
looking for a tile in the environment. Suppose each
agent has a sensor and is able to detect a tile R cells
away from it, its behaviour will change to “Move to
tile” once it comes within R cells of any tile. It will then
proceed straight for the tile it detected.
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The Tileworld is a well established testbed for multiagent research (Pollack and Ringuette 1990). It
comprises an environment consisting of tiles, holes and
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UT2004 HLA adaptor with the UT2004 server and the
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modified GameBots module to spawn a new player in
the game. When player A’s position coordinate is
updated to “X” in the simulation, a “Player A runto X”
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example, when an explosion occurs at location X in the
RePast simulation, an HLA interaction will be sent to
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“Create Explosion at X” to be sent to the UT2004
server, which will invoke a pre-defined UT script to
render an explosion effect at location X.
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In a crowd scenario, the action of one individual often
affects the action or behaviour of many other
individuals in the vicinity. For the crowd simulation to
run efficiently, the inference engine used must be able
to cope with inference rules that may be triggered for
many agents. To test the scalability of integrating the
RePast simulation with the Protégé/JESS repository, we
implemented the Tileworld simulation using RePast and
JESS.

Commands

tile taken by
another agent

HLA

and in comparisons of reactive and deliberative agent
architectures.

Modified GameBots Module

see a tile
Look for
tile

to participate as (software controlled) players in Unreal
Tournament games. One of the restrictions of original
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However, before the agent can reach the tile, the tile
might have already been picked up by another agent.
The JESS inference engine has to update the behaviour
of those agents in the surrounding that are heading
towards this tile back to “Look for tile”. The similar
case is true after an agent successfully covered a hole.
The inference engine must update the behaviour of
those agents moving towards the hole to “Look for
hole”.

In the next phase of our project, we will focus on the
issues of partitioning the simulation into multiple
federates and study how to synchronize and maintain
consistency across these federates. We will also define
a realistic civil-military operation scenario that will
allow us to study crowd behaviours under different
circumstances.
Existing work on crowd simulation typically uses a
static environmental model and focuses on the
interaction between individual entities and groups in the
model. While these systems can be applied to short to
medium term planning as well as training of personnel,
they cannot be used in day-to-day operating conditions
whereby the environment and state of the individual
entities and groups are constantly evolving.

We note that as the sensor range R increases, the action
of an agent (in picking up a tile or covering a hole)
potentially affects many other agents. We carried out an
experiment to measure the effect of increasing R to the
execution time of JESS rules. Figure 4 shows the
execution times of calling JESS rules for the agent
action TakeTile() and CoverHole() for different sensor
ranges R. Our experimental results show that as R
increases, the time to execute the JESS inference rules
increases as well. This is due to the fact that the JESS
inference rules have to be fired for more agent instances
with larger R. For a simulation model with large crowd
and complex cognitive model, having one simulation
federate may result in long turn around time for each
JESS rule evaluation. The simulation model has to be
partitioned into multiple federates to ensure responsive
operation.

We will refine our proposed crowd simulation system to
bridge this gap by augmenting the simulation system
with interfaces for symbiotic simulation support. This
will allow the simulation model to be updated based on
real-time data from the knowledge repositories. It will
also allow prompt what-if analyses to be carried out and
any corrective actions to be quickly propagated to the
physical system.
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On the other hand, properties like causality and concurrency of events must be always preserved.
Simultaneity guarantees that each host hosting the allocation of interest perceives at the same time any event
generated within the DV E, independently of communication latencies. This is required to avoid fuzzy situations, for instance simultaneity of events may prevent a
dead player from shooting [8]. As a matter of fact, suppose two players A, B, controlled by users located at remote hosts, shoot each other at the same instant of time.
Since the shooting is simultaneous, the death of the players must be simultaneous as well. Instead, if the latency
between A and B is too high, the death of B may be perceived by A before its shooting.
[3] presents a model integrating causality, simultaneity
and instantaneousness and [7]defines a protocol implementing this model based on the notion of local lag. The
basic idea is to delay the rendering of events generated by
an host of an interval of time ∆, i.e. the local lag, in order
to hide the delay due to network latencies in the notification of events to other hosts. If ∆ is statically defined it
must be overestimated because of latency jitter. This may
decrease the responsiveness of the application and favor
cheating.
This paper introduces MultiLags, an extension of the
local-lag approach where the value of ∆ may be dynamically determined. Furthermore, our approach exploits the
locality characterizing DV E to associate multiple values of ∆ to distinct groups of interacting users, for instance groups of players located at different regions of
the DV E. This introduces several problems. First of
all, a mechanism to detect these groups has to be defined.
Then, a protocol to dynamically determine the value of ∆
has to be defined as well. After describing the perceptive
consistency model and the local-lag technique , we introduce the MultiLags. Finally we discusse the implementation problems of MultiLags and show some experimental
results.

Network, multiplayer, latency, consistency

ABSTRACT
The recent diffusion of wide area networks distributed applications, like distributed virtual environments (DV Es), for instance massively multiplayer
games, requires the definition of proper consistency models and protocols. Models like perceptive consistency
take into account the interactivity of these applications
by defining a set of real time constraints. This paper
presents MultiLags, a protocol implementing perceptive
consistency which exploits DV E locality to dynamically
refine the time constraints according to the network conditions. An implementation of the protocol is presented.
A set of experimental results show the effectiveness of the
MultiLags approach.

INTRODUCTION
The diffusion of wide area networks has recently supported the development of distributed applications like
chats, shared whiteboards, multi-player games and distributed interactive simulations. The large complexity of
these applications requires the definition of suitable models and development environments. In this context, the
definition of novel consistency models and protocols is a
primary issue.
Consistency models for distributed systems have been
first proposed within the parallel and distributed programming research area. Classical approaches, like Lamport’s
Sequential or Causal Consistency [6] have been widely
adopted to model the behavior of concurrent shared memory applications. While some distributed applications can
still exploit these approaches, their revision may be required when considering interactive applications with soft
real time constraint, like distributed virtual environments.
A distributed Virtual Environment, DV E, simulates a
virtual world where a set of users located at geographically distributed hosts interact. Massively Multiplayer
Online Games (MMOG), like World of Warcraft, and distributed military simulations are currently the most typical examples of DV E.
The definition of proper models for DV Es is especially challenging, because it should take into account the
notion of time by describing new properties, like simultaneity of events generated at geographically distributed
hosts and instantaneousness in the perception of events.

RELATED WORK
Perceptive Consistency [3] is a wall-clock time based
model integrating simultaneity, instantaneousness and
causal ordering. The model requires synchronized physical clocks for the hosts cooperating in the DV E application. Currently, this is feasible by exploiting the Network
Time Protocol (NTP) distributed service [9] which guarantees an acceptable approximation, less than 50 ms, in
clocks synchronization.
Let us consider a set S of events generated at different
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ABSTRACT
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the network is congestioned or it may be decreased when
the network latencies are low. Since probing the network
conditions can introduce a large overhead in the application, [5] proposes to collect the number of late messages with respect to their timestamps and the number
of lost messages. This information can be collected by
simply analysing the messages exchanged by the application. Since heartbeat messages, i.e. messages exchanged
among the players to notify their position, are the events
notified more frequently, they can be exploited to test network conditions. Packet loss can be simply computed
by identifying the message through an unique sequence
number. In the following the local information collected
by a player P about the status of the network will be referred as local network view, LN V of P . [5] presents a
set of simulations to test the effectiveness of the dynamic
local lag approach, but no implementation in a realistic
networked environment.

hosts at the same wall-clock time. Perceptive consistency
requires that
• simultaneity any host perceives at the same time the
set of events generated at different hosts
• any host perceives any event a limited amount of time
∆ after its generation. The value ∆ corresponds to the
Responsiveness of the application.
The value of ∆ has to be carefully chosen by considering human sensing capabilities. A proper choice may
guarantee both instantaneousness and simultaneity. Furthermore, casual ordering of events is guaranteed through
physical clocks. Since an absolute clock synchronization
is not feasible, ∆ must include the clocks drift as well.
The main problem in guaranteeing Perceptive Consistency is due to the network latency. [7] defines a protocol
implementing perceptive consistency and based upon the
notion of Local Lag. Consider an event E generated by
a user interaction, for instance a mine explosion, at host
H at wall-clock time T . H delays the visualization of the
event of ∆, the application responsiveness. Furthermore,
it notifies to any other host that E has to be shown to the
user at the instant of time T +∆. The ∆ delay hides network latency and guarantees, in absence of packet loss,
simultaneity of events at different sites. In this way, ∆
defines both the value of the responsiveness and that of
the local delay, i.e. the LocalLag. In the following we
will refer to responsiveness, rs.local-lag, according to the
context.
In absence of packet loss and of network congestion,
this simple protocol guarantees simultaneity and causal
ordering of events. Obviously, ∆ has a negative impact
on instantaneousness, but if the value of response time is
smaller than a given threshold, corresponding to human
sensor capabilities, the delay is not perceived by the interacting users.
The Local Lag approach has two main drawbacks.
First, the absence of packet loss and of network congestion cannot be guaranteed. This implies that a set of recovery mechanisms has to be defined, for instance backward recovery mechanisms like time-warp [7] or forward
recovery ones, like rendez-vous [4]. The second problem
concerns the definition of a proper value of the responsiveness. In [7] this value is defined before application
starts and cannot be modified during its execution, according to the network conditions. Its definition depends
upon the characteristics of both the application and the
network. For instance, a latency of 1 ms may characterize a LAN , while one of 150-200 ms a wide area network. The definition of a proper value is critical, because
low values increase the number of inconsistencies, while
large ones cannot guarantee instantaneousness in the perception of the events and may favor cheating. As a matter
of fact, if the events are received largely before their deadlines, the user may exploit the received information for its
benefit.
In [5], a technique to dynamically modify the value of
the responsiveness of an application is presented. According to this approach, each host dynamically probes
the network conditions and modifies the value to reflect
these conditions, i.e. responsiveness may be increased if

THE MULTILAGS APPROACH
This section introduces MultiLags[10], an approach exploiting the locality which characterizes DV Es to improve consistency. We suppose that no central server coordinates the game state. Hence, the hosts notify each
other game events according to a fully distributed computational pattern.
The approach proposed in [5] has been extended in order to exploit locality. As a matter of fact, each player of
a multiplayer game mainly interacts with a subset of the
other entities of the DV E, in general those located in its
surroundings. This set depends on the player sensing capabilities, for instance its sight, its equipment and so on.
This locality has been modeled through the notion of area
of interest [1], [2] the region of the virtual world including entities each player can interact with. Two kinds of
area of interest have been defined. Static areas of interest
are defined by statically partitioning the shared world into
regions. For instance a region may correspond to a room
or to a city. A dynamic or mobile area of interest is the
area of the virtual world surrounding each player and it
changes when the player moves. Further areas of interest may be defined to model different events. Consider,
for instance, the example in Fig. 1. Avatar B belongs
to the area of interest of A. Now, suppose that the bomb
represented by the black square generates an explosion
which kills B. In this case A perceives the death of B,
but it is not able to perceive the cause of its death. If the
application requires that the causally ordered events are
perceived by the player, the computation of the areas of
interest should take into account not only the sensing capabilities of the player, but also the area of perception of
any event.
Areas of interest can be exploited to improve the responsiveness in DV E to define distinct values of responsiveness for the players. The M ultiLags approach
dynamically pairs a distinct responsiveness value with
groups of players located in distinct regions of the virtual world. It is worth noticing that even if the players
located in the same region of the virtual world may be
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geographically distributed in the network, the goal of our
approach is to optimize the computation of the responsiveness according to the condition of the network connections among the players. For instance, if all the players in the same region of the virtual world are located in
the same country, the network delay may be smaller than
the one of a group including players located in distinct
countries.
It is worth noticing that, at any instant of time, all
the players in an interaction group should have the same
value of responsiveness in order to guarantee simultaneousness and a correct ordering of events. This requires
a distributed consensus among the players, since any one
may experience different network status. This is true even
if just one pair of players is considered, because of different network routes and latencies between them, as shown
in the following example.

When considering static areas of interest, each area of
the DV E may be characterized through a distinct responsiveness value, because any player only interacts with
other players in the same area of interest. Responsiveness may be computed by considering the network connections among the players belonging to that area. Each
player dynamically updates this value when it moves
from a region to another one.
The main problem of this solution is due to the dynamic acquisition of the new responsiveness value, when
a player P moves into a new region. As a matter of fact,
the new value may be computed only after some interactions with other players located in that region. In the simplest solution P exploits a predefined conservative value
of responsiveness, but this will introduce inconsistencies
because this value is not equal to that of all other players already located in that area. On the other hand, if
the responsiveness is updated frequently, the number of
the resulting inconsistencies is low. This solution may
be refined by storing the responsiveness value of a region
when leaving an area and by exploiting this value when
re-entering that region. The predefined value may be exploited when visiting an area for the first time. This may
be useful when player mobility is low or when a player
re-enters an area after a small amount of time.
Responsiveness Prefetching is a more refined approach
where each player starts accepting events from the players
in a region R when approaching the border of R. This
information can be exploited to prefetch both the updated
responsiveness value and the right position of the players
in R.
The application of the M ultiLags approach to mobile
areas of interest is more complex because now it is more
complex to detect groups of mutually interacting players,
with the same responsiveness value. This is shown in the
following example.

Example 1: Consider two interacting players A and
B and suppose that the value of responsiveness is 100
ms. Suppose that A receives messages from B on average 50 ms. in advance with respect to their timestamps,
while B receives messages from A on average 10 ms in
advance with respect to their timestamps. If each host
computes the new responsiveness value apart, A may reduce its response time, say to 60 ms, while B may leave
the responsiveness unchanged. This will introduce inconsistencies on B, that will receive notification from A with
an average delay of 40 ms.
Computing the Local Network Views is therefore only
the first step to implement the dynamic local lag technique. A further step is required to reach a distributed
consensus on the new responsiveness value which is obtained by considering the LN V of the all interacting players. This requires that each player broadcasts its LN V to
each other interacting player. This information can be
transmitted through heartbeat messages, which are periodically exchanged among the players in the same area
of interest. Furthermore, each host periodically executes
a procedure to combine its LN V with that of the other
players in order to define the new responsiveness value.
All the players execute this procedure roughly at the same
time, and exploit the same operator to compute the responsiveness values. Finally, any host updates its responsiveness value.

Example 2: Consider the set of players S={A,B,C}
in Fig. 2. They may reach a consensus about the value
of responsiveness because any of them interact with any
other one in S. This value may be different, for instance,
from that of players D or E, located in different regions
of the DV E. Let us now suppose that D gets in touch
with B, but not with A and C, as shown in Figure 3. B
may decrease its responsiveness value because of the low
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perceived by human senses and it would waste computational resource only. This corresponds to introduce an
upper bound on the size of the data structure that records
the delayed events as well.
Each event with the corresponding timestamp is sent
to the multicast group as well. Furthermore, each player
associates its LN V with each heartbeat sent to the multicast group. The pseudo code of the send procedure is the
following:

Fig. 3. Detecting Groups of Mutually Interacting Players

Let E be an event generated at wall-clock time T
msg.timestamp = T + ∆
msg.LNV = LNV ;
msg.ID = M YID ;
msg.event = E;
send (msg)

latency connection with D. Suppose also that an high
latency connection exists between B and rs. A and C.
This implies that A and C will experience a delay in any
message received from B. This increases the number of
inconsistencies generated by the application.

The pseudo code describing the operations executed on
a message reception is the following one
receive (msg);
T=msg.timestamp;
id=msg.ID;
store msg.LNV in a local structure at position id
MsgDrift=wall clock - T;
LNV:= f (LNV,MsgDrift) ;

Hence, the definition of M ultiLags is more complex
when mobile areas of interest are exploited. A first solution dynamically detects groups of interacting players.
This corresponds to consider a belongs to relation among
players such that A belongs to B iff A belongs to the area
of interest of B. A group of mutually interacting players
may be defined as a set S of players such that the belongs
to relation defined for S is equal to its transitive and symmetric closure. While this condition is verified by all the
players belonging to the same region when static areas of
interest are considered, more complex protocols have to
be adopted when dynamic areas of interest are exploited.
For instance, each player may include in each notification a reference to any player interacting with him. Each
player detects if the set of players interacting with it is
equal to that received from other players. In this case,
a distributed consensus among the players about responsiveness may be defined. Otherwise, each player may exploit a predefined value. As shown in the following section, our implementation of M ultiLags exploits static areas only, because the complexity of the other techniques
is too large.

The host extracts the identifier of the host H which sent
the message, the timestamp T and the LN V sent by the
host H. Then, it records the LN V of H and exploits
the drift between the timestamp of the message and the
wall-clock time of the reception to update its LN V . To
compute LN V different operators may be exploited. For
instance the average temporal drift may be computed.
Each host periodically executes a procedure, UpdateResponsiveness to refine the responsiveness value according to its LN V and to those received from other players.
It is worth noticing that, while incrementing the value of
responsiveness is always safe, a decrement may result in
inconsistencies in the causal ordering of events.
Example 3: Let us suppose that a player generates an
event A at t1. A causes event B, which is generated at
time t2. If the value of responsiveness is decreased after
the occurrence of A, but before that of B, it is possible
that B is perceived by the user before than A, thus violating the causality.

IMPLEMENTING MULTILAGS
This section describes an implementation of M ultiLags
for DV Es exploiting static areas of interest.
The communications among players belonging to the
same area are implemented through a set of multicast
groups, one for each area. Each player subscribes the
multicast group G corresponding to a region R, when it
enters R. While it moves within R, it exploits G to exchange event notifications with other players in R.
To delay a local event E of ∆, i.e. the value of the local lag, each player associates a timestamp with any event
E and stores E in a data structure, in order to render E
only after the local-lag has expired, when E will be inserted into the first rendered frame. Each player periodically executes the rendering of the scene. The frequency
of rendering is determined by the frame rate of the host.
An upper bound of 25 frame per second may be defined
to constrain the frame rate, since an higher rate cannot be

Inconsistencies may be avoided by storing the timestamp T of the last event generated at each host. After
the application of the Update-Responsiveness procedure,
if any event gets a timestamp T 1 lower that T , T 1 is incremented in order to obtain a value greater than T . The
value of the increment may be equal to the drift between
the old responsiveness value and the new one. Notice that
no inconsistencies can be generated by two causally ordered related events generated at two different hosts because the decrement of the response time is one order of
magnitude smaller than that of network latency.
Fig.
4 shows the pseudo code of UpdateResponsiveness. The interval of time between two consecutive executions of the procedure is denoted by π. The
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multicast group G corresponding to a region R, when it
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Inconsistencies may be avoided by storing the timestamp T of the last event generated at each host. After
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if any event gets a timestamp T 1 lower that T , T 1 is incremented in order to obtain a value greater than T . The
value of the increment may be equal to the drift between
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no inconsistencies can be generated by two causally ordered related events generated at two different hosts because the decrement of the response time is one order of
magnitude smaller than that of network latency.
Fig.
4 shows the pseudo code of UpdateResponsiveness. The interval of time between two consecutive executions of the procedure is denoted by π. The
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if (Timer ≥ π) and (My entry time ≤ Wall Clock - π ) {
Hosts = { H : H entry time ≤ Wall Clock - π }
Hid = { id : id identifies H in Hosts }
if (Hid 6= 0){
Max ID = max { id ∈ Hid } ∪ My ID
if (My ID == Max ID)
{ LNV Others=
{LNV:LNV is Local Network View of host id,id ∈ Hid}
NetDrift := f(LNV, LNV Others)
if NetDrift ≥ Threshold a
{ Responsiveness = Responsiveness + Γ }
else if NetDrift < Threshold b
{ Responsiveness = Responsiveness - Γ }
send Responsiveness to any host in my region
Timer = 0;
reset data strucutes} }
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value of the timer is set to 0 after each execution of the
procedure and the procedure is executed when this value
is greater that π. Note that a fully distributed procedure
may introduce inconsistencies in the computation of the
refined responsiveness value because different hosts can
compute different LN V , due to packet loss. For this reason, our solution is based on the dynamic selection of a
host coordinating the computation of the refined responsiveness value for all hosts located in that area. Since each
host is uniquely identified, for instance by its IP address,
the host with the highest identifier may be dynamically
selected as the coordinator. According to a SP M D programming paradigm, each host executes an instance of
Update-Responsiveness, but a single host, i.e. the coordinator, computes the new responsiveness value. Then, the
updated value is broadcasted to any other host through
the multicast group. The coordinator is chosen among
the hosts which have already participated at one instance
of the execution of Update-Responsiveness. In this way,
hosts which have been in the region for a period of time
shorter than π are not selected because the value of their
LN V is not reliable, as they may have exploited an obsolete value to initialize their responsiveness. For the same
reason, the LN V of the hosts which have entered the region after the last execution of Update-Responsiveness
are considered unreliable and are not exploited to refine
responsiveness. The network state, i.e. N etDrif t is
computed by combining the network views of the different hosts by an operator, f , which must be defined according to the consistency degree we want to obtain. By
considering the maximum value of the LN V we minimize the number of inconsistencies, but this corresponds
to a low degree of responsiveness. Generally the choice
of the operator is a trade off among responsiveness and
consistency. If the resulting N etDrif t is higher or lower
than two predefined threshold values, the responsiveness
id increased rs. decreased of a predefined value Γ. In any
case, un upper bound for this value is statically defined.
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Fig. 5. Average Temporal Drifts in Different Regions

duced network delays generated according to an exponential distribution. This models both network congestion
and jitter. We have considered a DV E partitioned into
four rectangular regions, where a set of player moves. A
distinct average latency has been associated to each region. The values associated to the region from 0 to 3
are, respectively, 80,120,160,200 ms. The MultiLags algorithm is executed every 5 seconds and, at each execution, the response time is incremented/decremented by 10
msec. The initial value of the response time is 100 msec.

EXPERIMENTAL RESULTS

In Fig. 5 we consider the average drift between the
message timestamp and the wall-clock at its reception.
The four curves show the drifts of the four regions. The
delay increases from the top curve, region 0, to the bottom

We have implemented MultiLags on 16 Athlon 2600+
hosts, connected by a Tricom Suoer Stack local network.
To simulate wide area network conditions, we have intro-
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CONCLUSIONS

one, region 3. For each point of the x-axis corresponding
to time t of the application execution, the y-axis shows
the average temporal drift on the different hosts. We can
notice that most message are received in time in region
0, where the value of latency is low. In other regions, a
large number of messages are not received in time when
the application starts. The figure shows that MultiLags
is able to reduce the number of delays. As a matter of
fact, after 250 msec, each message is received, on average, ahead of its deadline. This proves the effectiveness
of our approach.
Fig. 6 shows the number of Severe Errors. A severe
error is signaled when the drift between the timestamp
and the wall clock at its reception is larger than 50 ms.
We notice that while about no errors are detected when
latency is low, their number increases with the latency.

In this paper we have presented MultiLags, a protocol
to implement perceptive consistency in DV Es. Our approach can dynamically modify the local-lag and associate different values of the local-lag to distinct regions
of the DV E. We plan to refine our approach, by considering prefetching of responsiveness values by player
approaching a new region. Furthermore, we plan to experiment our approach on a wide area network.

R EFERENCES
[1]

A.Bonotti, L.Genovali, L.Ricci DIVES: a Distributed Support for
Networked Virtual Environments Proceedings 20-th IEEE Conference on Advanced Information Networking and Applications
AINA 2006, Wien, April 2006.
[2] F.Baiardi, A. Bonotti, L.Genovali, L.Ricci. A publish subscribe
support for networked multiplayer games Internet and Multimedia
Systems and Applications (EuroIMSA 2007) Chamonix, France March 1416, 2007, IASTED Press.
[3] Nicolas Bouillot, Eric Gressier-Soudan, Consistency models for
distributed interactive multimedia applications, ACM SIGOPS
Operating Systems Review Archive Volume 38, Issue 4, October
2004, Pages: 20-32.
[4] Angie Chandler, Joe Finney, Rendezvous: An Alternative Approach to Conflict Resolution for Real time Multi-user Applications, 13th Euromicro Conference on Parallel, Distributed and
Network-based Processing Lugano, Switzerland, February 2005
[5] Euisuk Hong, Dongman Lee, Eunkwang Park and Kyungran Kang
, An Efficient Synchronization Mechanism Adapting to Dynamic
Network State for Networked Virtual Environments, Proceedings of SPIE Multimedia Computing and Networking 2003, Ragunathan Rajkumar Editor, January 2003, pp. 24-33.
[6] Leslie Lamport, Time, Clocks, and the Ordering of events in a distributed system, Communications of the ACM, Volume 21 , Issue
7, July 1978, Pages 558-565, 1978.
[7] Martin Mauve, Jiirgen Vogel, Volker Hilt and Wolfgang Effelsberg, Local Lag and Timewarp: Providing Consistency for Replicated Continous Applications, IEEE Transactions on Mutimedia,
February 2004, pages 47- 57 Volume: 6,1
[8] Martin Mauve, How to Keep a Dead Man from Shooting, Proceedings of the 7th International Workshop on Interactive Distributed Multimedia Systems and Telecommunication Services,
Pages: 199-204, 2000.
[9] David L. Mills, Network Time Protocol (Version 3) Specification,
Implementation and Analysis, Request for Comments: 1305, RFC
1305, March 1992 University of Delaware.
[10] Luca Genovali DiVES: un Sistema per la Gestione della Consistenza in Applicazioni Distribuite Real Time. Master Thesis,
Department of Computer Science, University of Pisa, June 2005.

Fig. 6. Severe Errors

CONCLUSIONS

one, region 3. For each point of the x-axis corresponding
to time t of the application execution, the y-axis shows
the average temporal drift on the different hosts. We can
notice that most message are received in time in region
0, where the value of latency is low. In other regions, a
large number of messages are not received in time when
the application starts. The figure shows that MultiLags
is able to reduce the number of delays. As a matter of
fact, after 250 msec, each message is received, on average, ahead of its deadline. This proves the effectiveness
of our approach.
Fig. 6 shows the number of Severe Errors. A severe
error is signaled when the drift between the timestamp
and the wall clock at its reception is larger than 50 ms.
We notice that while about no errors are detected when
latency is low, their number increases with the latency.

In this paper we have presented MultiLags, a protocol
to implement perceptive consistency in DV Es. Our approach can dynamically modify the local-lag and associate different values of the local-lag to distinct regions
of the DV E. We plan to refine our approach, by considering prefetching of responsiveness values by player
approaching a new region. Furthermore, we plan to experiment our approach on a wide area network.

R EFERENCES
[1]

A.Bonotti, L.Genovali, L.Ricci DIVES: a Distributed Support for
Networked Virtual Environments Proceedings 20-th IEEE Conference on Advanced Information Networking and Applications
AINA 2006, Wien, April 2006.
[2] F.Baiardi, A. Bonotti, L.Genovali, L.Ricci. A publish subscribe
support for networked multiplayer games Internet and Multimedia
Systems and Applications (EuroIMSA 2007) Chamonix, France March 1416, 2007, IASTED Press.
[3] Nicolas Bouillot, Eric Gressier-Soudan, Consistency models for
distributed interactive multimedia applications, ACM SIGOPS
Operating Systems Review Archive Volume 38, Issue 4, October
2004, Pages: 20-32.
[4] Angie Chandler, Joe Finney, Rendezvous: An Alternative Approach to Conflict Resolution for Real time Multi-user Applications, 13th Euromicro Conference on Parallel, Distributed and
Network-based Processing Lugano, Switzerland, February 2005
[5] Euisuk Hong, Dongman Lee, Eunkwang Park and Kyungran Kang
, An Efficient Synchronization Mechanism Adapting to Dynamic
Network State for Networked Virtual Environments, Proceedings of SPIE Multimedia Computing and Networking 2003, Ragunathan Rajkumar Editor, January 2003, pp. 24-33.
[6] Leslie Lamport, Time, Clocks, and the Ordering of events in a distributed system, Communications of the ACM, Volume 21 , Issue
7, July 1978, Pages 558-565, 1978.
[7] Martin Mauve, Jiirgen Vogel, Volker Hilt and Wolfgang Effelsberg, Local Lag and Timewarp: Providing Consistency for Replicated Continous Applications, IEEE Transactions on Mutimedia,
February 2004, pages 47- 57 Volume: 6,1
[8] Martin Mauve, How to Keep a Dead Man from Shooting, Proceedings of the 7th International Workshop on Interactive Distributed Multimedia Systems and Telecommunication Services,
Pages: 199-204, 2000.
[9] David L. Mills, Network Time Protocol (Version 3) Specification,
Implementation and Analysis, Request for Comments: 1305, RFC
1305, March 1992 University of Delaware.
[10] Luca Genovali DiVES: un Sistema per la Gestione della Consistenza in Applicazioni Distribuite Real Time. Master Thesis,
Department of Computer Science, University of Pisa, June 2005.

Laura Ricci is an assistant professor at
the Department of Computer Science,
University of Pisa. Her main interests are
parallel programming, distributed systems, P2P systems. Her e-mail address
is ricci@di.unipi.it and her Web page can
be found at http://www.di.unipi.it/ ricci/

Laura Ricci is an assistant professor at
the Department of Computer Science,
University of Pisa. Her main interests are
parallel programming, distributed systems, P2P systems. Her e-mail address
is ricci@di.unipi.it and her Web page can
be found at http://www.di.unipi.it/ ricci/

Luca Genovali is a Phd Student at
IMT,Institutions,Marketing, Technologies, in Lucca. He is currently working on his Phd thesis ’Design and Evaluation of overlay topologies and consistency models for the development of P2P
Distributed Virtual Environments’. His
e-mail address is l.genovali@imtlucca.it

Luca Genovali is a Phd Student at
IMT,Institutions,Marketing, Technologies, in Lucca. He is currently working on his Phd thesis ’Design and Evaluation of overlay topologies and consistency models for the development of P2P
Distributed Virtual Environments’. His
e-mail address is l.genovali@imtlucca.it

Fig. 6. Severe Errors

200

200

Simulation of
Complex Systems

Simulation of
Complex Systems

201

201

202

202

SCENARIO TREE GENERATION BY CLUSTERING THE SIMULATED
DATA PATHS

SCENARIO TREE GENERATION BY CLUSTERING THE SIMULATED
DATA PATHS

Henrikas Pranevicius
Kristina Sutiene
Department of Business Informatics
Kaunas University of Technology
Studentu str. 56-301, Kaunas 51424, Lithuania
E-mail: kristina.sutiene@stud.ktu.lt

Henrikas Pranevicius
Kristina Sutiene
Department of Business Informatics
Kaunas University of Technology
Studentu str. 56-301, Kaunas 51424, Lithuania
E-mail: kristina.sutiene@stud.ktu.lt

are approximated by a discrete set of scenarios, or
sequence of events. This process is known as scenario
generation. There are a lot of scenario generation
methods, see for example (Dupačová et al. 2003;
Høyland and Wallace 2001; Heitsch and Römisch 2005;
Pflug 2001; Høyland et al. 2003; Yu et al. 2003). They
are based on different principles: conditional sampling,
sampling from given marginals and correlations,
moment matching, path based methods, optimal
discretization.

KEYWORDS
Stochastic programming, Scenario generation, Scenario
tree construction, K-means clustering.
ABSTRACT
Multistage stochastic programs are effective for solving
long-term planning problems under uncertainty. Such
programs are usually based on a scenario model of
future
environment
developments.
A
good
approximation of the underlying stochastic process may
involve a very large number of scenarios and their
probabilities. We discuss the case when enough data
paths can be generated, but due to solvability of
stochastic program the scenario tree has to be
constructed. The proposed strategy is to generate the
multistage scenario tree from the set of individual
scenarios by bundling scenarios based on cluster
analysis. The K-means clustering approach is modified
to capture the interstage dependencies in order to model
the sequential decisions. The described scenario tree
generation method is implemented on sampled data of
nominal interest rate.

A good approximation may involve a very large number
of scenarios with probabilities. A better accuracy of
uncertainties is described when scenarios are
constructed via a simulated path structure (Hibiki 2003).
But the number of scenarios is limited by the available
computing power. According to the complexity of
stochastic model, the scenario tree structure is used to
approximate the random process (Heitsch and Römisch
2005).
In the present paper we concentrate on the scenario
generation when the underlying stochastic parameters
have been determined and the data paths of their
realizations can be generated. Then using the sampled
paths, the scenario tree is constructed using the
classifying method, such as clustering analysis. An
approach similar to our work is introduced in the article
(Dupačová et al. 2000), but without a detailed clustering
algorithm. Due to this, the K-means clustering method
was modified to cluster the data paths, capturing the
interstage dependence. Such generation of scenario tree
can be useful in cases when it is difficult to construct
the adequate scenario tree from the stochastic
differential equations or time-series models and the
sampled paths can be obtained by sampling or
resampling techniques.

INTRODUCTION
The concept of scenarios is usually employed for the
modeling of randomness in stochastic programming
models (Yu et al. 2003; Dupačová et al. 2002), in which
data evolve over time and decisions have to be made
independent upon knowing the actual paths that will
occur. Such data are usually subject to uncertainty or
some kind of risk. For instance, the random variables
are the return values of each asset on an investment in
portfolio management problems, and the investment
decisions must be implemented before the asset
performance can be observed. Each scenario can be
viewed as one realization of an underlying multivariate
stochastic data process. The modeling of randomness
employees the set of available past data with the aim of
building sub-models for each individual stochastic
parameter. These sub-models are then used to generate
a set of scenarios that encapsulate the consistent
depictions of pathways to possible futures based on
assumptions about economic and technological
developments. Thus, the factors driving the risky events

SCENARIO GENERATION FOR MULTISTAGE
STOCHASTIC PROGRAMS
In general, the scenario generation consists of following
steps (Domenica et al. 2003):
• Choosing the appropriate model to describe the
stochastic parameters. For instance, Econometric
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random parameters during the first stage are known
with certainty. Moving to the second stage, the structure
branches into individual scenarios at time t = 1 , as
shown in the Figure 1.

models and Time Series (Autoregressive models,
Moving Average models, Vector Auto Regressive
models), Diffusion Processes (Wiener Processes).
• Calibration of model parameters using historical
data.
• Generation of data paths from the chosen model.
Using statistical approximation (Property Matching,
Non parametric methods) or sampling (Random
sampling, Bootstrapping) the data paths can be
generated performing the discretization of the
distribution.
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2 stage
t=0
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• Constructing the scenario tree with the desired
properties.

If such scenario fan is used as input in multistage
stochastic program, the model is of 2-stage problem, as
all σ -fields Ft , t = 1, K , T coincide. The properties of
2-stage multiperiod stochastic program are (Dupačová
et al. 2000):

The original multivariate stochastic data process
ξ = {ξ t }Tt=0 is defined on some probability space

• Decisions at all time instances t = 0,1, K , T are
made at once and no further information is expected.

(Ω, F, P )

with ξ t taking values in some R d . In the
stochastic programming model the observations and
decisions
are
given
as
a
sequence
T
x0 , (ξ 0 , x1 ), (ξ1 , x2 ),K, (ξT −1 , xT ) , where x = {xt }t =0 is a

• Hedging against all considered unrelated scenarios
of possible developments is assumed.
• Except for the first stage no nonanticipativity
constraints appear.

decision process, measurable function of ξ . The
constraints on a decision at each stage involve past
observations and decisions. It means that decision xt at
t is measurable with respect to Ft −1 ⊆ F . Then,
following the (Dupačová et al. 2000), the decision
process is said to be nonanticipative. It means that the
decision xt = xt (xt −1 , ξ t −1 ) taken at any t > 1 does not
depend on future realizations of stochastic parameters
or on future decisions.

Depending on the considered problem, such properties
can be regarded as disadvantages. Our aim is to create a
multistage scenario tree (see Figure 2) which can be
used for multistage models.

According to the third step of scenario generation
process (described at the beginning of this Section), the
process has to be discrete in time, i.e. T = {0, K , T } .
The points in time t ∈ T are called as stage index. Then,
the probability distribution of ξ is replaced by a finite
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Multistage formulation is characterized by its
robustness, stability of solutions: similar subscenarios
result in similar decisions. The multistage tree reflects
the interstage dependency and decreases the number of
nodes while comparing to the scenario fan. The
structure of multistage tree at t = 0 is also described by
a sole root node and by branching into a finite number
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ξ = ξ , ξ , K , ξ , s = 1, K , S is called as simulated
data paths, or as scenario fan (see Figure 1), if we
assume that all scenarios coincide at the first time
period t = 0 , i.e. ξ 01 = K = ξ 0S , and form the initial root
node. The structure of simulated data paths can be
divided into two stages. The first stage is usually
represented by a single root node, and the values of
s
0

2 stage
t=0

( )

s = 1, K , S with probability p s = P ξ s , ps ≥ 0 and
s
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According to the third step of scenario generation
process (described at the beginning of this Section), the
process has to be discrete in time, i.e. T = {0, K , T } .
The points in time t ∈ T are called as stage index. Then,
the probability distribution of ξ is replaced by a finite
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• Constructing the scenario tree with the desired
properties.

Figure 1: Scenario Fan

The aim of scenario generation is to create a tree
structure of scenarios, which is input in stochastic
model. Let introduce some notations used in stochastic
programming.

t=2

time

Multistage formulation is characterized by its
robustness, stability of solutions: similar subscenarios
result in similar decisions. The multistage tree reflects
the interstage dependency and decreases the number of
nodes while comparing to the scenario fan. The
structure of multistage tree at t = 0 is also described by
a sole root node and by branching into a finite number

204

of scenarios as it was in previous case. The nodes
further down represent the events of the world which
are conditional at second stage. The arcs linking the
nodes represent various realizations of random
variables. This branching continues for t < T , resulting
the multistage tree.

• The projection of random variable nearer the time
horizon are less critical than those for the near
future, because number of scenarios S grows
smaller down the tree and the centers that represent
the scenario cluster are calculated from a smaller
sample size.
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sample size.

The distinction between stages, which correspond to the
decision moment, and time periods is essential, because
it is important in practical application that the number of
time periods would be greater than the corresponding
nodes. The algorithm of transforming the scenario fan
to multistage scenario tree is described in the next
section.

• It allows to model extreme events because at every
stage the simulated scenarios in all of the clusters
are not discarded, and at the next stage all simulated
scenarios in all of the clusters are used to calculate
the centre of cluster.

The distinction between stages, which correspond to the
decision moment, and time periods is essential, because
it is important in practical application that the number of
time periods would be greater than the corresponding
nodes. The algorithm of transforming the scenario fan
to multistage scenario tree is described in the next
section.

• It allows to model extreme events because at every
stage the simulated scenarios in all of the clusters
are not discarded, and at the next stage all simulated
scenarios in all of the clusters are used to calculate
the centre of cluster.

Before starting to implement this clustering idea, we
need to define the initial structure of scenario tree: the
number of stages and the branching scheme. Besides,
we need to choose some criteria for bundling the
scenarios. The scenario fan usually consists of large
number of scenarios, that’s why the hierarchical
methods can fail. We don’t also require the method that
in finding the clusters would be optimal by some
measures. In the literature, the cluster methods usually
are used for stable data. We have to perform some
modifications in order to cluster the time dependent
data. Let assume that K branches are desired from each
scenario tree node. It means that K clusters will need
to be formed. After such consideration, the K-means
clustering algorithm (Kaufmann and Rousseeuw 1990)
is chosen for constructing the scenario tree from the set
of simulated paths. Clustering consists in partitioning of
a data set into subsets (clusters), so that the data in each
cluster share the common attribute. This similarity is
often defined by some distance measure. Next, we will
give the formulation of K-means clustering problem.

K-MEANS CLUSTERING: PATH TO TREE

To construct the multistage scenario tree from the
scenario fan, the fan of individual scenarios is modified
by bundling scenarios based on the cluster analysis. It is
assumed that a set of individual scenarios for the entire
time horizon is already generated. The objects in such
set are scenarios with dimension equal to time horizon
T . The idea of bundling the scenarios to the clusters is
depicted in the Figure 3.
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Figure 3: Illustration of 3-stage Tree Construction

cluster centers ξ k , k = 1, K , K such that the sum of the
2-norm distance squared between each scenario ξ s and

In the Figure 3, the fan of 11 scenarios is schematically
illustrated. At time t = 0 all these scenarios (which are
the same) form the root of the tree. Next, two clusters
are formed by the first iteration of some clustering
algorithm. It results that we have six and five scenarios
in each cluster. The centers of each cluster are
computed, which represent the one-level nodes at time
t = 1 . Two black points denote the nodes corresponding
to the conditional decisions. The formed clusters are
then divided into sub-clusters in the next time period
t = 2 . We have four, two, three and two paths in each
cluster, representing two-level nodes, since the centers
are calculated. These nodes are denoted by four black
points in the scenario tree. Such strategy of bundling
scenarios to the clusters continues till the end of time
horizon is reached. Joining the black points by line, the
visual scenario tree structure is obtained. The discussed
technique allows to produce the tree with such
characteristics:

its nearest cluster center ξ k is minimized, i.e.
K

∑∑

k =1 ξ s ∈C k

ξ s −ξ k

2

→ min .

2

The K-means clustering algorithm, after making it
suitable for data paths, is given as follows. At the
beginning the decision moments are set, according to
the stage index t ∈ (1,K , T ) . Then iterate:
Step 1: Setting initial centers. Let ξ k , k = 1, K , K be
the cluster centers, which might be chosen to
be the first K scenarios, since the scenarios
are independently generated.
Step 2: Cluster assignment. For each scenario ξ s ,
assign ξ s to the cluster C k , such that center
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(Embrechts et al. 2002). In the paper (Pranevicius and
Sutiene 2003) Gaussian copula and Student’s t-copula
are
investigated
to
model
contemporaneous
dependencies between real interest rate and inflation
rate. In the present paper we employ only the Gaussian
copula with correlation coefficient ρ = 0.25 . To
generate the nominal interest rate, such conditions about
the environment are assumed: inflation level is 2.5%,
long-term inflation level is 2.83%, current 3-month Tbill norm is 5% and current 10-year T-bond yield is
5.58%. At the output of this scenario generator the data
consist of a finite number of scenarios ( S = 1000 ),
representing the realizations of a monthly nominal
interest rate for a time horizon of 10 years. The
dimension of the scenario fan of nominal interest rate is
given in Table 1.

ξ k is nearest to ξ s in the 2-norm, which is
modified to exploit the whole sequence of
simulated data path

(

)

d ξ s , ξ k = ∑i =0 ξ is − ξ i k
T

2

Step 3: Cluster update. Compute ξ k as the mean of all
scenarios assigned to the cluster C k

ξ k = E{ξ s }ξ

s

∈C k

This formula can be replaced by other estimate,
such as median, mode or else.
Step 4: Repeat. Go to Step 2 until convergence, i.e. no
scenario moves group.

Table 1: Dimension of Scenario Fan

Step 5: Calculation of probabilities. Probability of ξ k
is equal the sum of probabilities of the
individual scenarios ξ s , belonging to the
relevant cluster C k .

(

Step 6: Modification. Modify ξ s = ξ 0s , ξ1s , K , ξTs

)

Nodes Time periods Scenarios
Nominal interest rate 120000
120
1000
Such scenario fan is aimed to transform to scenario
trees with different number of stages, employing the
clustering algorithm discussed in Section “K-Means
Clustering: Path to Tree”. The number of stages
depends on the number of decision moments. The
branching scheme of scenario tree depends from the
number of clusters. For instance, we choose K = 2 and
K = 3 number of scenarios which should be generated
per scenario tree node. The five types of scenario trees
are generated for the analysis: 2-stage scenario tree with
decision moment t = 10 , 3-stage scenario tree with
decision moments t = 2,10 , 4-stage scenario tree with
decision moments t = 2, 4, 10 , 5-stage scenario tree with
decision moments t = 2, 4, 6,10 , 6-stage scenario tree
with decision moments t = 2, 4, 6, 8, 10 . Table 2 shows
the dimensions of scenario trees for the cases with
K = 2 scenarios and with K = 3 scenarios from each
node.

by

replacing ξ ts with ξ k if ξ ts ∈ C k .
Step 7: Repeat. Go to Step 1 if next stage index exists
and employ this algorithm for each cluster
individually. In the following iteration, the
scenarios, obtained from Step 6, are clustered.
This produces a separation of scenarios into groups. The
given algorithm lets to treat properly the interstage
dependencies, exploiting the whole sequence of
simulated scenario path. At the end, the scenario tree is
constructed, consisting of nodes ξ k with their
probabilities and the branching scheme.
NUMERICAL EXAMPLE

In the analysis, Hibbert, Mowbray and Turnbull (HMT)
stochastic asset model for long-term financial planning
purposes (Hibbert et al. 2001) is used to simulate a
representative set of scenarios of nominal interest rate.
The role of scenario generator is to develop a model that
posits plausible projections of future interest rate levels
rather to explain the past movements in interest rates.
This model is composed of a number of component
parts that are driven by a set of stochastic drivers. In
HMT model presented here, the underlying movements
in inflation and real interest rates generate the process
for nominal interest rates. It is also important that these
variables have to be projected in such a way as to reflect
the appropriate interdependencies between them. It is
reasonable to consider the case when interest rates and
inflation rates move together. Interdependencies
between these variables are identified through the
alternative method – copula-based dependency measure

Table 2: Dimensions of Scenario Trees

2-stage tree
3-stage tree
4-stage tree
5-stage tree
6-stage tree

Nodes
3
7
15
31
63

K=2
Scenarios
2
4
8
16
32

K=3
Nodes Scenarios
4
3
13
9
40
27
121
81
364
243

Table 2 shows that the bigger number of stages and
more detailed branching scheme expand the size of
constructed scenario tree. While transforming the
scenario fan to scenario tree, the dimension of scenarios
is notably reduced (see Table 1 and Table 2).
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structure.

Some of statistical characteristics, the mean value and
the dispersion, of nominal interest rate are calculated for
the evaluation of generated scenario trees. These
characteristics are computed at different time moments
for each of scenario tree with different branching
scheme. Table 3 and Table 4 provide the obtained
results (values in percent): in the intersection of rows
and columns the first number denotes the mean value of
nominal interest rate, and the second number denotes
the dispersion of nominal interest rate. Table 5 shows
the mean value and the dispersion calculated from the
scenario fan at defined time moments.
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Figure 5: Multistage Scenario Tree with 3 Branches
from Each Node
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CONCLUDING REMARKS
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In the present paper, we described the procedure based
on simulation and clustering to generate the scenario
tree from simulated paths. It was shown that the
constructed trees are much smaller than the given
scenario fans, and nevertheless, they are good
approximations with respect to the Euclidean distance
used to measure the data paths. In the future, the
constructed scenario tree will be used as an input to a
decision model. Besides, in the scenario tree the effect
of using different copulas as dependence structure will
be investigated.
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convolution. Pareto’s stable plan can be also found in an
interactive mode.
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stability via simulation of complex technical systems was
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(deterministic, stochastic, and interval) were considered.
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elements and subsystems of CTS, variety for control
functions implementations relevant to each CTS level,
and territory distribution of its components. One of the
main features of modern CTS is the variability of their
parameters and structures as caused by objective and
subjective reasons at different phases of the CTS life
cycle.
An optimal plan of CTS functioning can be obtained as a
result of a multi-stage iterative search process. The
stability of the obtained plan is verified via the simulation
models of CTS. The input data for the simulation models
can have different form. We consider stability of CTS
functioning plans for three variants of input data: the
deterministic data, the stochastic data, and the interval
data (Casti, 1979, Sterman et al., 2000). The specificity of
CTS control problems necessitates different measures of
program stability (Fox et al., 2006). So, multi-criteria
approach should be used. Particular measures can be used
to form one general stability measure by means of
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ɬ

J a* = J a*1 ,..., J aI* M

completion of a given mission in accordance with the
plan. For certain cases, the necessary level of stability can
be defined in the form of equality:
(6)
P{zˆɧ ≥ zα } = α ,
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respectively the lower and upper bounds of J(s)(Tf),
J(p)(Tf).
The following algorithm can be used to evaluate
the stability of CTS functioning plans.
S t e p 1. Let n be the number of a current plan
n = 1,...,N then the following conditions are verified:
*
*
xak
≤ x (n p ) (T f ) ≤ xbk
,

(1)

x (ns ) (T f ) − x (n p ) (T f ) ≤ ε1( s ) ,

(2)

ε1( s ) is a given constant, nob is the

dimension of state vectors.

(1)
(1)
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subscripts enumerating the invalid plans.
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subscripts for unstable plans.
S t e p 3. Now one or more plans are to be chosen from
the set N g
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performed in an interactive mode. Another approach to
the choice problem is to construct a general stability
criterion as a convolution of particular measures or by
means of metrics in the criteria space. In the latter case
we should obtain a solution of the optimization problem:
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STOCHASTIC DATA
For the stochastic input data (the second variant) the
uncertainty factors of the environment influencing upon
the CTS are replicated in detail. To provide statistical
significance of stability estimations the multiple
simulation experiments should be fulfilled (Casti, 1979).
If we use the second variant of the input data then the
estimate can be often expressed as a probability of some
event. The most appropriate event for this purpose is the

t =T f
ɬ

are vectors defining

(7)
(s)

where Ɇ is the expectation sign, J obn is a general

*
*
xak
≤ x (n p ) (T f ) ≤ xbk
,

(1)

measure

x (ns ) (T f ) − x (n p ) (T f ) ≤ ε1( s ) ,

(2)

(s)
1n

J ,..., J

of
(s)
I M n

CTS
); J

(p)
loss n

effectiveness

(a

convolution

is a measure of losses caused by

ε1( s ) is a given constant, nob is the

∀k ∈ {1,...,nob}, where

perturbation actions and resources consumption for
compensative inputs. The probability of the situation such
that the correction of the plan is not necessary until the
given time point; the mean value of a time point such that
the correction of the plan becomes necessary; mean value
of plan’s corrections during a given time period.
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where x(t), y(t) are general vectors of DS states and
outputs accordingly (DS describes processes of CTS
functioning); u(t), v(x(t),t) – general vectors of CTS
management (CTS functioning plans) and management at
the execution stage (plans under disturbances); ξ(t) is a
vector of disturbances, that may be either goal-oriented or
not; β is a vector of CTS structure parameters
(characteristics) which determine its configuration at the
moment t ∈ (T0, Tf]; T0, Tf are initial and final moments
of time period for planning of CTS execution
accordingly; Q(x(t),t), V(x(t),t), Ξ(x(t),t) are given areas
of admissible program management, on-line managing
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linguistical, and classical mathematical structures) and
algorithmically. Combined variant is also possible.
Besides the mentioned restrictions while positing
the formal task of CTS execution planning we must set
the number of restrictions on vector x(t) at the initial (Ɍ0 )
and final (Tf ) time moments. The latter define an interval
of CTS implementation planning:
x(Ɍ0) ∈ ɏ0(β
β),
x(Ɍf ) ∈ ɏf (β
β),
(15)
where ɏ0(β
β),ɏf (β
β) – given areas.
In order to assess the efficiency and stability of
CTS functioning plans the following vector of indices is
introduced
(16)
J(x(t), u(t), ξ(t),t) = ||J1,J2,J3,J4,J5,J6,J7,J8||Ɍ,
where J1,J2,J3,J4,J5,J6,J7,J8 are particular indices that
evaluate the result of CTS functioning within plan u(t).
So, considering the above-stated positions, we
conclude that the task of CTS planning within the
proposed dynamic interpretation (Zaychik et al., 2005,
2006) comes to the search of program management u(t)
t ∈ (T0, Tf], under which all time-spatial, technical and
technological restrictions are fulfilled, and all components
of general index of CTS functioning quality are
extremities.
In its turn the task of stability assessment of
elaborated CTS functioning plans comes to the
calculation and analysis of possible magnitudes, which
present the components of general index of CTS
functioning quality for fixed disturbance scenarios
ξ(t) ∈ Ξ(x(t),t) within each obtained plan ui(t) ∈ Q(x(t),t)
(i = 1,…,m; where m is a number of plans).
In dynamics, stability estimation can be
performed on the basis of the attainability sets D (t, T0,
X0) (Zaychik et al., 2005, 2006), where ɏ0 is a set of
possible initial states of the system. To perform such
analysis internal D– (t, T0, X0) and external D+ (t, T0, X0)
approximations of D (t, T0, X0) should be constructed. Let
us suppose that the space of admissible disturbances
Ξ(x(t),t) is defined as follows:
(2)
ξ(1)
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j

(17)

maximal disturbance magnitudes consecutively. These
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technological restrictions are fulfilled, and all components
of general index of CTS functioning quality are
extremities.
In its turn the task of stability assessment of
elaborated CTS functioning plans comes to the
calculation and analysis of possible magnitudes, which
present the components of general index of CTS
functioning quality for fixed disturbance scenarios
ξ(t) ∈ Ξ(x(t),t) within each obtained plan ui(t) ∈ Q(x(t),t)
(i = 1,…,m; where m is a number of plans).
In dynamics, stability estimation can be
performed on the basis of the attainability sets D (t, T0,
X0) (Zaychik et al., 2005, 2006), where ɏ0 is a set of
possible initial states of the system. To perform such
analysis internal D– (t, T0, X0) and external D+ (t, T0, X0)
approximations of D (t, T0, X0) should be constructed. Let
us suppose that the space of admissible disturbances
Ξ(x(t),t) is defined as follows:

assess CTS efficiency and stability. The latter we define
as follows:

DJ( ξ ) (T f , T0 , X 0 , Ξ, ui )

(19)

To make the further material more
comprehensive we will examine only two components of
index vector. These components correspond to the
indicators of effectiveness (J1) and resource-containing
(J2) of CTS functioning.
If for some fixed plan ui(t), (i = 1,…,n) under
disturbances ξj(t) the requirement (20) is fulfilled

DJ( ξ ) (T f , T0 , X 0 , Ξ, ui ) ⊂ PJ,

(20)

the ui(t) management program (the plan of CTS
functioning) is considered to be stable under disturbances
ξj(t). In other words, feasible J1, J2 deviations of quality
indices of CTS functioning are considered to be
acceptable.
So, to evaluate the stability of CTS functioning
plan ui(t) under disturbances ξj(t), which are defined as
intervals, it is necessary to construct appropriate
attainability areas (ATA). Our experience shows that it is
very difficult to construct precise ATA. In practical
applications an approximation of ATA can be used. For
example, there exist approaches to ATA approximation,
which are based on the task of optimal managing, on the
construction of various classes of ellipsoids, etc. We will
consider the first approach to the ATA approximation.
In this case the construction of the ATA is based
on the result of some optimal program CTS management
task of the following type:

J g = c ɬ J → min ,

(21)

ξ i ∈Ξ

where c = ||c1, c2||ɬ is a given vector that fulfils the normal
conditions

| c |= c12 + c22 = 1 ,

(22)

and J = ||J1, J2|| is a vector of particular indices of CTS
functioning quality.
The goal of plan stability assessment is to find

(2)
ξ(1)
j ( t ) ≤ ξ j ( t ) ≤ ξ j ( t ) , j = 1,…,m,

the point J =|| J1 , J 2 || , which lies on the border of
the ATA and some line of the following type:
*

are vector functions for minimal and

Dx( ξ ) (T f , T0 , X 0 , Ξ, ui )



*

*

ɬ

where ξ

(23)
that is tangent for the given set and includes the point J*.
*

and

appropriate tangents for some variants of vector c
components γ = 1,…,Γ (Γ – number of variants of indices
c), we obtain the external approximation, which is
defined as follows:

DJ( ξ ) (T f , T0 , X 0 , Ξ, ui )

(24)

This ATA approximation is a geometrical figure
that lies between the lines determined as c γ J ′ ,
ɬ

, ξ

( 2)
j

(17)

*

Dx( ξ ) (T f , T0 , X 0 , Ξ, ui )

γ = 1,…,Γ.
It is reasonable to carry out the final selection of
most stable CTS management programs according to the
following condition:

DJ( ξ ) (T f , T0 , X 0 , Ξ, ui )

(18)

(ξ)

The set Dx (T f , T0 , X 0 , Ξ, ui ) is
corresponded to the magnitude space of indices, which
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very difficult to construct precise ATA. In practical
applications an approximation of ATA can be used. For
example, there exist approaches to ATA approximation,
which are based on the task of optimal managing, on the
construction of various classes of ellipsoids, etc. We will
consider the first approach to the ATA approximation.
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on the result of some optimal program CTS management
task of the following type:
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where c = ||c1, c2||ɬ is a given vector that fulfils the normal
conditions
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and J = ||J1, J2|| is a vector of particular indices of CTS
functioning quality.
The goal of plan stability assessment is to find
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the ATA and some line of the following type:
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that is tangent for the given set and includes the point J*.
*

After determining the multitude of points J γ

and

appropriate tangents for some variants of vector c
components γ = 1,…,Γ (Γ – number of variants of indices
c), we obtain the external approximation, which is
defined as follows:
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It is reasonable to carry out the final selection of
most stable CTS management programs according to the
following condition:
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(19)

To make the further material more
comprehensive we will examine only two components of
index vector. These components correspond to the
indicators of effectiveness (J1) and resource-containing
(J2) of CTS functioning.
If for some fixed plan ui(t), (i = 1,…,n) under
disturbances ξj(t) the requirement (20) is fulfilled

*

are vector functions for minimal and

maximal disturbance magnitudes consecutively. These
disturbances may appear at the stage of each fixed plan
execution (ui(t), t ∈ (T0, Tf], i = 1,…,n) within some
particular scenario of external pressure upon the CTS
(ξ
ξj(t), t ∈ (T0, Tf], j = 1,…,m). Let the initial CTS status be
x(T0), hence we need to examine some fixed plan of its
functioning ui(t). So, the defined vectors and disturbance
space for the fixed scenario ξj(t) are corresponded to the
area of possible variable magnitudes of the model, i.e. the
set of different execution scenarios.
Let us call this area the attainability set of CTS
under disturbances and define it as follows:

ɫ1 J1* ,+ɫ2 J 2* = 0 ,

After determining the multitude of points J γ

(1)
j

assess CTS efficiency and stability. The latter we define
as follows:
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total amount of analyzed plans; m is the total amount of
disturbance scenarios at the stage of CTS plan realization.
It is possible to show that the search of most stable CTS
functioning plan due to statement (25) is the realization of
the one of the basic principles of the multi-criteria
selection under uncertainty, i.e. the principle of the
guaranteed result
Let us consider a simplified example of
quantitative estimation of plan stability. A comparative
analysis of CTS control technologies was carried out for
interval data describing perturbation actions of two types.
Several plans of CTS functioning were examined. The
attainability sets were constructed. Each plan was
characterized with the data summarized in Table 1 and
Fig.1. Abscissa axis represents the values of J1 (the first
quality index), and ordinate axis represents the values of
J2 (the first quality index). The hatched rectangle
approximates the attainability set for a CTS functioning
plan. The light-colored rectangle with the sides Ja1 and
Ja2 represents the unwanted values of indexes. Different
technologies of CTS functioning lead to differing
attainability sets and unwanted intersections with Ja1 Ja2
rectangle. The considered control technology results in a
decreased amount of operation data varying between 2
and 5 units of informational flow. This plan was the most
preferable as involving lower amounts of flow processing
(owing to more sophisticated algorithms of preliminary
restructuring of operations). The stability index defined
via the area of rectangles’ interception is equal to 4. This
value characterizes the “negative” stability as the smaller
interception corresponds to more stable plans.
Table 1: Plan Characteristics: Loss of Effectiveness
Under Perturbations
Possible
scenarios
of
perturbation actions
Without perturbations
Reduction of the total amount
of a resource (30% of nominal
amount of operations)
Lowering
of
resource
productivity (5% of nominal
productivity)
Perturbation
of
two
parameters (processing of
30%
operations
at
productivity of 5%)

Quality
index J1



Quality
index J2
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Figures 1: Graphical Presentation of a Stability Index
CONCLUSIONS
CTS functioning is challenged by high uncertainty. This
leads to perturbations and deviations during the CTS
execution. Stability is an appropriate category for the
increasing quality of the CTS modeling and decision
making under the terms of uncertainty. Although the issue
of stability analysis in production and logistics has
attracted increased attention and interest in recent years,
stability analysis in the CTS settings has relatively poor
methodological basis. We amplified basics of CTS
stability analysis. Stability may be regarded as an
additional indicator for the CTS analysis, modeling,
planning, real-time management and forecasting. We
presented conceptual model of CTS stability analysis at
the stage of CTS configuration and extended stability
analysis to the CTS execution provided its dynamical
interpretation (Zaychik et al., 2005, 2006). We considered
stability of CTS functioning plans for three variants of
input data: the deterministic data, the stochastic data, and
the interval data.
The stability analysis is especially useful in the situations,
which are characterized by high level of uncertainty,
which does not allow producing deterministic or
stochastic models. The stability analysis allows proofing
plan execution feasibility, selection of the plan with the
sufficient stability degree, and scenario elaboration for
decision making about the CTS reconfiguration in the
execution phase based on indicating of permissible CTS
execution parameters alteration.
Based on the stability analysis results, the decision maker
can estimate the stability degree of the configured CTS.
The decision maker can simulate various CTS
configurations and execution scenarios trying to balance
the goal criteria and the probability of goal achieving.
The stability analysis can be considered as an efficient
tool to improve the quality of CTS planning and
execution models.
This work was supported by Russian Foundation for
%DVLF 5HVHDUFK JUDQW ʋ-07-89242, 07-07-00169),
Institute for System Analysis RAS (Project 2.5).
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consideration the geometry of the membrane perforation
has been proposed (Baronas et al. 2006). In this model,
the holes in the perforated membrane were assumed
fully filled with an enzyme.
The task of this investigation was to build a model
approaching the real amperometric biosensor where the
holes in perforated membrane are partially filled with
the enzyme. By changing input parameters the output
results were numerically analyzed with a special
emphasis to the influence of the geometry of the
perforated membrane and of the external diffusion
region to the biosensor response. The numerical
simulation was carried out using the finite difference
technique (Britz 1988; Samarskii 2001).

KEYWORDS
Modelling, reaction-diffusion, simulation, biosensors.
ABSTRACT
A two-dimensional-in-space mathematical model of
amperometric biosensors with selective and perforated
membranes has been proposed and analyzed. The model
involves the geometry of holes partially or fully filled
with an enzyme. The model is based on a system of the
reaction-diffusion equations containing a nonlinear term
related to the Michaelis-Menten enzymatic reaction.
Using numerical simulation of the biosensor action, the
influence of the geometry of the holes as well as of the
filling level of the enzyme in the holes on the biosensor
response was investigated. The numerical simulation
was carried out using the finite difference technique.
The calculation demonstrated that the effect of the
filling level on the biosensor response decreases with
decrease of radius of the holes.

PRINCIPAL STRUCTURE
We assume that the thickness of the perforated
membrane as well as of the selective membrane of a
biosensor is much less than its length and width. The
selective membrane is assumed of a uniform thickness.
The holes in the perforated membrane were modelled by
right cylinders of uniform diameter and spacing, forming
a hexagonal pattern. Figure 1 presents the biosensor
schematically.

INTRODUCTION
Biosensors are sensing devices made up of a
combination of a specific biological element, usually the
enzyme, that recognizes a specific analyte and the
transducer that translates the biorecognition event into
an electrical signal (Turner et al. 1987; Scheller and
Schubert 1992). The signal is proportional to the
concentration of the target analyte-substrate. The
amperometric biosensors measure the faradic current
that arises on a working indicator electrode by direct
electrochemical oxidation or reduction of the product of
the biochemical reaction. The amperometric biosensors
are known to be reliable, cheap and highly sensitive for
environment, clinical and industrial purposes (Rogers
1995; Wollenberger et al. 1997).
A practical biosensor contains a multilayer enzyme
membrane (Scheller and Schubert 1992; Baeumner
2004). The electrode acting as a transducer of the
biosensor is covered by a selective membrane, following
a layer of immobilized enzyme and an outer membrane.
To improve the efficiency of biosensors design and to
optimize the biosensors configuration a model of the
real biosensor should be build (Ferreira et al. 2003). The
modelling of biosensors with perforated membrane has
been performed by Schulmeister and Pfeiffer (1993).
Very recently, an improved model taking into
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Figure 1: A Principal Structure of a Biosensor.
Due to the uniform distribution of the holes, the entire
biosensor may be divided into equal hexagonal prisms
with regular hexagonal bases (Baronas et al. 2006). For
simplicity, it is reasonable to consider a circle whose
area equals to that of the hexagon and to regard one of
the cylinders as a unit cell of the biosensor. Due to the
symmetry of the unit cell, we may consider only a half
of the transverse section of the unit cell.
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Figure 2 shows the profile of the unit of the biosensor,
represented schematically in Figure 1. In Figure 2, :1
represents the selective membrane, :2 corresponds to
the enzyme region, :3 stands for to the external
diffusion layer, a2 is the radius of the base of the unit
cell, a1 is the radius of the holes, b1 stands for the
thickness of the selective membrane, b4 - b2 is the
thickness the perforated membrane, b5 - b4 is the
thickness of the diffusion layer. We assume that the
holes are partially filled with the enzyme, b3 stands for
the filling level.

wP3
wt

D 3 'S 3 ,

D3 'P3 , (r , z )  : 3 ,

(3)

where ' is the Laplace operator, Pi = Pi(r, z, t) is
concentration of the reaction product, Sj = Sj(r, z, t) is
the substrate concentration, Vmax - the maximal
enzymatic rate, KM - the Michaelis constant, i = 1, 2, 3, j
= 2, 3 (Baronas et al. 2006).
Let :i be a closed region, corresponding to the open
region :i, and ī – the upper boundary of :3 , i = 1, 2,
3. The initial (t = 0) conditions are as follows:
S 2 ( r , z ,0 )

0,

(r , z )  : 2 ,

S 3 ( r , z ,0 )

0,

(r , z )  : 3 \ * ,

S 3 ( r , z , 0)

S 0 , (r , z )  * ,

Pi (r , z , 0)

0,

(r , z )  : i , i

1, 2,3 ,

where S0 is the concentration of the substrate present in
the bulk solution.
The product is an electro-active substance. The
electrode potential is chosen to keep zero concentration
of the product at the electrode surface (t > 0),
Figure 2: The Profile of the Unit Cell.

P1 (r ,0, t )

MATHEMATICAL MODEL

S 3 ( r , b5 , t )

In this scheme the substrate (S) combines reversibly with
an enzyme (E) to form a complex (ES) (Scheller and
Schubert 1992). The complex then dissociates into a
product (P) and the enzyme is regenerated. In the region
ȍ3 the mass transport by diffusion of the substrate as
well as of the product takes place.
Assuming the quasi steady state approximation, the
concentration of the intermediate complex (ES) do not
change and may be neglected when simulating the
biochemical behaviour of biosensors (Turner et al. 1987;
Scheller and Schubert 1992). The dynamics of the
biosensor, presented schematically in Figures 1 and 2,
can be described by the reaction-diffusion system (t > 0)
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where ne is a number of electrons involved in a charge
transfer at the electrode surface and F is Faraday
constant. We assume, that the considering system
approaches a steady-state as t o f,
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Non-leakage conditions were employed for the
boundaries of the symmetry of the unit cell and of the
perforated membrane. On the boundary between two
adjusting regions having different diffusivities we
defined the matching conditions requiring the
concentration continuity for both species.
The governing equations (1)-(3) together with the
initial, boundary and matching conditions form together
a boundary value problem.
The anodic current is accepted as a response of
amperometric biosensors in physical experiments. The
current depends upon the flux of the reaction product at
the electrode surface, i.e. at the border z = 0.
Consequently, the density i(t) (A/m2) of the current at
time t can be obtained explicitly from Faraday’s and
Fick’s laws using the flux of the product concentration
P1 at the surface of the electrode,
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On the boundary ī the concentrations of both species
are maintained constant ((t > 0),

The mathematical model of a biosensor with the
selective and perforated membranes (Figures 1 and 2)
may be formulated in a twodimensional domain
consisting mainly of three regions: the selective
membrane ȍ1, the enzyme region ȍ2 and the region ȍ3
of the external diffusion. In selective membrane only the
mass transport by diffusion of the reaction product takes
place. In the enzyme region we consider the mass
transport by diffusion and the enzyme-catalysed reaction
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where I is the steady-state current.
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calculate the biosensor response at different values of
Vmax and S0. To evaluate the effect of holes filling with
the enzyme on the biosensor response we normalize the
steady-state current,

NUMERICAL SIMULATION

Definite problems arise when solving analytically
nonlinear partial differential equations in a domain of
the complex geometry. Because of this the problem was
solved numerically using the finite difference technique
(Britz 1988; Samarskii 2001). To find a numerical
solution of the problem we introduced a quasi-uniform
discrete grid. Using alternating direction method a semiimplicit linear finite difference scheme has been built as
a result of the difference approximation. The resulting
system of linear algebraic equations was solved rather
efficiently because of the tridiagonality of the matrix of
the system.
In the digital simulation, the main problem was an
overload of calculation due to permissible conditions:
a1 << a2 and b2 << b4 (see Figure 2). To have an
accurate and stable result it was required to use very
small step size in z direction at the boundaries z = 0 and
z = b5. Because of the concavity of angles at points (a1,
b2) and (a1, b4) it was necessary to use very small step
size in both space directions: r and z at the boundaries r
= a1, z = b2 and z = b4. Due to the matching conditions
between adjacent regions with different diffusivities, we
used also small step size at the boundaries z = b1 and z =
b3. We assumed, that farther from all these peculiar
boundaries, step size may increase in both space
directions: r and z. Consequently, in the direction r, an
exponentially increasing step size was used to both sides
from a1: to a2 and down to 0. In the direction z, an
exponentially increasing step size was used form 0 to
b1/2, from b5 down to (b4 + b5)/2, from bj down to (bj+
bj-1)/2 and from bj to (bj+ bj+1)/2, j = 1,2,3,4, where b0 =
0.
Usually, alternating direction method does not restrict
time increment. However, the step size in the direction
of time is restricted due to the nonlinear reaction term in
equations (2), boundary conditions and the geometry of
the domain. In order to achieve accurate and stable
solution of the problem, at the beginning of the reactiondiffusion process we employed the restriction condition,
which is usually used for fully explicit schemes. Since
the biosensor action obeys the steady-state assumption
when t ĺ , it was reasonable to apply an increasing
step size in the time direction. The final step size was in
a few orders of magnitude higher than the fist one.
The digital simulator has been programmed in JAVA
language (Moreira et al. 2000).
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where I(J) is the steady-state biosensor current
calculated at given level J of the enzyme filling. The
filling level J can also be called as the relative volume of
the enzyme in the holes. Figure 3 shows the results of
calculation.
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In practice, the upper boundary of the enzyme in the
holes varies between the bottom and the top of the
perforated membrane, i.e. b3 varies from b2 to b4.
The steady state biosensor current is very sensitive to
changes of the maximal enzymatic rate Vmax and
substrate concentration S0 (Baronas et al. 2003; Baronas
et al. 2004; Scheller and Schubert 1992). Changing
values of these two parameters the steady state current
varies even in orders of magnitude. Because of this, we
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Figure 3: The normalized steady-state current IN versus
the filling level J of the enzyme in holes at different
values of the radius a1 of holes, a1 = 1.0 (1), 0.8 (2), 0.6
(3), 0.4 (4), 0.2 (5) ȝm, S0 = 100 (a, b), 1 (c) ȝM, Vmax =
100 (a, c), 1 (b) ȝM/s, a2 = 1, b1 = 2, b2 = 4, b4 = 14, b5
= 16 ȝm, KM = 100 ȝM, D1 = 1, D2 = 300, D3 = 600
ȝm2/s.
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One can see in Figure 3, the steady state biosensor is a
monotonous increasing function of the level J of the
enzyme filling. The behaviour of the biosensor response
significantly depends on the radius a1 of the holes, the
maximal enzymatic rate Vmax and substrate concentration
S0. In the cases of relatively small radius a1 of the holes
of the perforated membrane (a1 d 0.2 a2) and high the
maximal enzymatic rate (Vmax = 100 ȝM/s) the steady
state biosensor current practically does not depend on
the level J of holes filling with enzyme (Figures 3a and
3c). Since in practice, it is difficult to ensure fully
enzyme-filled holes, this feature of the biosensors can be
applied in design of novel biosensors having response
stable to changes in the level of holes filling.
In the case of relatively large radius a1 of holes (a1 t 0.4
a2) the biosensor response is very sensitive to changes of
the holes filling. The response sensitivity to changes of J
also increases with decrease of the enzymatic activity
Vmax (Figure 3b). The effect of the substrate
concentration is rather low for a wide rages of maximal
enzymatic rate Vmax.
CONCLUSIONS

The mathematical model of an operation of the
amperometric biosensors with selective and perforated
membranes can be used to investigate peculiarities of
the biosensor response. The model can be applied for
modelling the response of the biosensors when the holes
in the perforated membrane are partially filled with an
enzyme.
The steady state biosensor current is a monotonous
increasing function of the filling level J of the enzyme in
holes (Figure 3).
In the case of relatively small radius of holes and high
enzymatic activity the biosensor response practically
does not depend upon the level of filling the holes with
the enzyme. Otherwise, the filling level should be taken
into consideration when modelling the biosensor action
accurately (Figure 3).
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cooperating with scientists from different fields of research. It also became apparent, that simulation is able
to illustrate complex theories and models, if the results
can be visualised properly. This also demands that
the user interface has to be accessible to a multitude
of people with different background knowledge. Such
an interface has to be implemented orthogonally to the
underlying simulation, to be consistent with modern
application designs [Heinzl et al.(2006a)]. A web interface fulfils these requirements, as it presents an easily
accessible, widely accepted and generally available interface.
The following gives a short outline of the electrobiological problem treated.

Keywords
Simulation, Biology, Web Application
abstract
We present a web application for the simulation of
a biological system. An electrically active fish and
the corresponding charge relaxation derived from the
Maxwell equations are presented. The transition from
the equations to the numerical methods is performed
with a finite volume discretisation scheme. The final
approach to solve the system of resulting equations
makes use of a high speed generic scientific simulation
environment. The ability to delegate calculations to
other hosts further ensures the high performance levels
achieved by the highly optimised simulations.

Topic

Introduction

Electric phenomena are common in biological organisms such as the discharges within the nervous system,
but usually remain within a small scale. In some organisms, however, the electric phenomena take a more
prominent role. Some fish species, such as Gnathonemus petersii from the family of Mormyridae [Westheide
and Rieger(2003)], [Dudel et al.(2001)], use them for
detection of their prey and for communication among
their own kind.
The Mormyridae live in fresh water habitats of South
Africa, especially in rivers. The animals are crepuscular, which means that they are inactive during the day,
but start to feed as soon as the sun goes down. They
feed by searching for small prey that lives in the muddy
benthic substrate, but also catch plankton close to the
substrate. The nose region of Gnathonemus petersii is
modified to form a chin or snout like form. The shape
representing the fish in the simulations is given in Fig. 1.
The snouts possess very sensitive receptor cells which
help to find small prey in the mud. These animals are
very interesting for biologists firstly because of their
electric sense, secondly because of their behaviour: The
play behaviour they exhibit is unique within the bone
fish family.
The up to 30 cm long fish actively generates electric
pulses with an organ located near its tail fin (marked
in Fig. 1). The distortions of the generated field are

The Institute for Microelectronics has a long standing tradition of developing simulation software in the
field of technology computer aided design (TCAD) [Selberherr et al.(1980)], [Sabelka and Selberherr(1998)],
[IµE(2004)]. The fast pace in this field [ITRS(2005)]
and the high demands placed on all simulation components has led to a large variety of available robust high
performance techniques of dealing with the numerical
solution of differential equations.
Recently the high demands on software quality have
induced the development of a generic scientific simulation environment (GSSE) [Heinzl et al.(2006b)],
[Schwaha et al.(2006)Schwaha, Heinzl, Spevak, and
Grasser]. This environment offers capabilities to implement algorithms at a semantically high abstraction
level and high performance directly in C++. As the
name already suggests it is the aim of this development to provide an environment which is applicable to
a broad range of scientific problems. Several projects
[IµE(2006)] were initiated in order to test the extent to
which this goal has been reached.
During one of these projects dealing with electric
phenomena in biological organisms it became obvious,
that it is not only necessary to provide a high performance simulation application, but that an appropriate interface is of utmost importance, especially when
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Fig. 1. A triangulated model of an electrically active fish. The electrically active organ is marked in red.

Fig. 1. A triangulated model of an electrically active fish. The electrically active organ is marked in red.

then picked up by the fish’s receptors in its nose region.
It can thereby distinguish between inanimate objects,
prey, predators, or members of its own kind.
The goal of our simulation is to approximate the electric field generated by the fish and to determine how
the electric field changes at the detecting cells, when
different objects are introduced in the vicinity of the
fish. This is difficult to obtain reliably with live specimen. The modelling and implementation of the electric
phenomena is discussed in the next section.

The charge separation which is actively taking place
within parts of the simulation domain is modelled as
an inhomogeneity −P , giving:

Simulation Environment
To realise a simulation we require a model of the
physical phenomenon, which can then be implemented.
Therefore we first have to establish the theoretical foundations of our simulation.
For our case we derive the equation system based
on a quasi-electrostatic system directly from the corresponding Maxwell equations [Maxwell(1873)]. We use
the conservation law of charge, where ̺ represents the
space charge and J~ the current density
∂t ̺ + div J~ = 0

γ
~ =0
div E
ε

Equation 8 can be transformed to the following form:

∂t div (ε grad Ψ) + div (γ grad Ψ) = P

To realise a simulation we require a model of the
physical phenomenon, which can then be implemented.
Therefore we first have to establish the theoretical foundations of our simulation.
For our case we derive the equation system based
on a quasi-electrostatic system directly from the corresponding Maxwell equations [Maxwell(1873)]. We use
the conservation law of charge, where ̺ represents the
space charge and J~ the current density

∂t div (ε grad Ψ) + div (γ grad Ψ) = P

(8)

(9)

(10)

Equation 10 has to be solved numerically, because
a closed form analytical solution does not exist for the
general case. We use the GSSE for our implementation.
GSSE
Equation 10 is discretised using the finite volume discretisation scheme [Selberherr(1984)] and is then implemented using the facilities offered by the GSSE. The
following snippet of code, which already represents all
relevant parts of the final application and can be used
for an arbitrary spatial dimension, illustrates the expressive power of the GSSE:

(1)

equation = sum<vertex_edge>(_v)
[
Orient(_v, _1) *
sum<edge_vertex>(_e)
[
lineqn(psi(_1)) * Orient(_e, _1)
]
* (area(_1) / dist(_1))
* (gamma(_1) * deltat + eps(_1))
] + vol(_1) * ((P(_1) * deltat) + rho(_1)))

(2)

(3)
(4)

The generic traversal mechanisms encapsulates
the corresponding dimensional properties and grid
types with the sum<vertex edge> traversal operations
[Heinzl et al.(2006c)]. While this satisfies the topological requirements of the finite volume discretisation
method, additional functionality is required from the
framework to correctly assemble the equation system.
The Orient() function implements an automatic
mechanism to evaluate the sign corresponding to the
vertices forming a given edge. The lineqn() represents a linearised equation [Spevak et al.(2006)], which

(5)
(6)

and finally by incorporating Equation 6 into Equation
5 and the assumption of constant conductivity and permittivity we obtain:
~+
∂t div E

Simulation Environment

~ = − grad Ψ,
E

~ represents the electric field, ε the permittivity,
where E
and γ the conductivity.
Then we get
~ =0
∂t ̺ + div γ E
~ =̺
div εE

Equation 8 can be transformed to the following form:

γ
~ = −P
div E
ε

Finally we, assume the existence of an electrostatic
potential defined as:

With the terms of a dominant electric field and the
material properties we use
~ = εE
~
D
~
J~ = γ E

The charge separation which is actively taking place
within parts of the simulation domain is modelled as
an inhomogeneity −P , giving:

~+
∂t div E

~
and the divergence theorem (Gauss’s law), where D
represents the dielectric flux
~ =̺
div D

then picked up by the fish’s receptors in its nose region.
It can thereby distinguish between inanimate objects,
prey, predators, or members of its own kind.
The goal of our simulation is to approximate the electric field generated by the fish and to determine how
the electric field changes at the detecting cells, when
different objects are introduced in the vicinity of the
fish. This is difficult to obtain reliably with live specimen. The modelling and implementation of the electric
phenomena is discussed in the next section.
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Fig. 2. Different geometrical placement and meshes.

is capable to describe the residual values of the linearised model of the discretised equation. Functional
programming is used with the mechanism of the unnamed function object 1. Automatic data accessors
[Heinzl et al.(2006c)] for gamma(), eps(), and rho()
are used to ensure that the correct locality of the quantities can be determined. Functional programming in
C++ uses local scopes which are indicated in the code
snippets by [...]. Due to the local scopes, the outer
function objects must explicitly make quantities available by stating v and e. area() and dist() are used
to calculate the values demanded by the finite volume
scheme.

backgrounds. From this point of view web pages are
well suited as an interface to applications that bridge
the gap between different branches of science.
A web application as a front end to the simulation
environment has to fulfil several tasks:
• Choose and adjust the simulation parameters.
• Invoke the simulation with the simulation.
• Take the results of the simulation corresponding to
the parameters and present them to the user.
A web application has to accomplish these tasks
without interweaving the simulation itself with the presentation and control parts. In addition the strain on
the web server itself should be kept to a minimum, in
order to ensure low latencies. A model of such an architecture is shown in Fig. 4.
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environment has to fulfil several tasks:
• Choose and adjust the simulation parameters.
• Invoke the simulation with the simulation.
• Take the results of the simulation corresponding to
the parameters and present them to the user.
A web application has to accomplish these tasks
without interweaving the simulation itself with the presentation and control parts. In addition the strain on
the web server itself should be kept to a minimum, in
order to ensure low latencies. A model of such an architecture is shown in Fig. 4.

Fig. 4. Overview of the web application’s architecture.
Fig. 3. Simulation setting
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The user contacts the web server with a standard
web browser. After some preprocessing the web server
invokes the simulation. This is the point at which the
simulation can be easily delegated to another computer
with appropriate simulation applications and the required computing power. After the simulation has finished the postprocessing module generates appropriate
output which the web server sends back to the user’s
web browser. The whole process has to be accomplished in a time frame of seconds in order to remain
comparable to that of standard web browsing. Therefore, both, the simulation and the generation of a response, need to be implemented in a performance conscious way.

The simulation domain is divided into several parts
as shown in Fig. 3. The parts include the fish itself, its
skin, which serves as insulation, the water the fish lives
in, and an object which represents either an inanimate
object or prey. The parameters of each part can be
adjusted separately.
While the shown specification of the simulation retains a lot of high level semantics and yields a highly
performant executable, an appropriate interface must
also be provided to make it as accessible as possible.
The Web Application
Access to the world wide web has become all but
ubiquitous in the last years. Most people are familiar
with the interfaces and semantics established in web
pages and HTML forms. It can be therefore viewed
as common ground for people of scientifically different

Our Implementation
Our implementation of the web application can be
accessed under http://webapplication.gsse.at/ to
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Fig. 5. Parameter input modes. top: default mode; bottom: expert mode.
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Fig. 6. The results of a simulation performed with a very fine mesh.
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give the reader the opportunity for experimentation.
The user can choose from three different geometric constellations of the fish and an object (thing) as shown
in Fig. 2. Three different mesh resolutions are available with approximate simulation times given for each
of them.
Apart from the geometric configuration it is of course
also possible to adjust the parameters of the simulation using HTML forms. In our case this includes the
conductivities and permittivities of the various simulated objects (thing, fish, skin, water) and the rate of
charge separation (production rate) inside the fish. As
shown in Fig. 5 two modes of entry are available, one
using Java script sliders (default) and another one using HTML input boxes (expert). The reason for the
two modes is, that by using the sliders it is possible
to restrict the range of input to the simulation to safe
values, thereby ensuring the proper operation of the underlying simulation. However, this type of restriction
is cumbersome during experimentation. Therefore the
HTML input boxes do not pose any restriction, allow-

ing entry of arbitrary values.
We implemented our web application using PHP
[PHP]. The choice of PHP was motivated by the facts,
that it, on the one hand side, integrates into web servers
very easily, is especially well suited to generate HTML
pages, and on the other hand side provides a multitude
of facilities to execute external programs, enabling both
local and remote invocation of our GSSE based simulation tool.
As has already been stated, the communication time
between the simulating node and the web server must
be appropriately short. In our setup the communication time was kept below 0.2 seconds when using a separate computer for simulation. With GSSE the simulation times themselves are kept in the same order of
magnitude, at least for the coarser meshes.
In this fashion we have ensured the orthogonality of
the core simulation and the presentation of the results.
Furthermore, we do not need to specially adapt the
simulation software in any way for the web application.
This not only reduces maintenance, but also removes
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ics in June 2004, where he is currently working on his
doctoral degree. His research activities include circuit
and device simulation, algebraic structures, and software development.

an unnecessary source of errors.
After the simulation has finished the results must be
transformed into an image which can be viewed by the
user. We use the open data explorer [IBM(1993)] to
generate the images. It has been chosen because of its
scripting capabilities. A resulting image is shown in
Fig. 6.
The parameters entered into the web application and
passed to the simulation are recorded along with the
results. It is thereby possible to efficiently cache the
results which have already been requested at least once.
When the same parameters are entered for another run
of the simulation, the calculation is skipped and the
cached result is returned. This simple mechanism helps
to conserve computer resources.
Additional details concerning the development available at http://tutorial.gsse.at/webapplication.
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ABSTRACT

ABSTRACT

Mechanical alloying (MA) is used to produce new
materials which cannot be obtained by other production
processes. Simplified two powders A und B are
mechanically joined to a new powder C which has new
material properties. A particle based mathematical
model for MA is developed for improving the
mechanistic understanding of MA in a high energy ball
mill. The model focuses on treatments from special
milling devices and an investigation of breakage and
fusion for ceramic materials. It was implemented by
using parallel Monte Carlo methods for a large number
of individual particles. To compare the simulation
results with experimental data the system SiC and Al2O3
was investigated.
The aim of this paper is to improve the mechanistic
understanding of MA in a high energy ball mill.
Particularly the phenomena observed by milling of
ceramic powders are investigated.
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Figure 1: High energy ball mill simulation made by a
high performance multi-body simulator [19]
Distribution Versus Particle Based Simulation
Particles characterized by the volume or mass
distribution U(x) where x is the particle size are used in
distribution based simulation [7,18]. The continuous
time evolution of the distribution during the simulated
MA is described by breakage and fusion functions. This
leads to an integro-differential equation for U(x) which
must be solved numerically. To increase the number of
different powder materials or to include further particle
attributes like geometry or granularity parameters, this
function has to be of a higher dimension, U(x,y,z,..).
Such a high dimensional function is impossible to
handle directly in a numerical simulation.
To avoid these drawbacks, a new particle based method
is proposed in this paper. This method simulates a
representative population of single particles in a high
energy ball mill and analyses it with statistical methods.
Each particle is basically characterized by its particle
size and chemical composition. However, these
attributes can be easily increased in number so that
nearly every number and type of attributes can be
handled.
A Monte Carlo method is chosen to represent the
breakage and fusion events stochastically. Herein the
fracturing and fusion probabilities which are specified
in the distribution based simulation are interpreted as
fracturing and fusion probabilities of single particles.

SIMULATION CONCEPTS
Multi-Scale Approach
The number of particles in a ball mill typically is in a
dimension of 1012 and the number of milling balls is in
the order of 103. Clearly, to rigorously simulate the
whole milling process, i.e. the powder particles together
with the milling balls is impossible, because even to
simulate hundreds of moving balls can take a very long
time [16]. Therefore, a multi-scale approach is chosen in
this work. In this approach the ball movements are
simulated separately from the alloying behavior of the
particles.
A high performance multi-body simulator of the ball
mill which deals with the milling balls has been
described in [3,19] (Figure 1). In this simulator the
influence of the powder on the ball collisions is
included by a phenomenological ball collision law.
Based on this law the simulator can be used to compute
the ball collision energy distribution in the milling
process with a realistic number of balls. This
distribution in turn is the input for the powder model
described below.
Proceedings 21st European Conference on Modelling and Simulation
Ivan Zelinka, Zuzana Oplatková, Alessandra Orsoni ©ECMS 2007
ISBN 978-0-9553018-2-7 / ISBN 978-0-9553018-3-4 (CD)
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For fusion, several particles have to be chosen. Now, the
decision for or against fusion will be made by a welding
function which will be compared with a random
number. The chosen particles will be removed from the
list and their volumes and compositions will be
attributed to a single particle.
To update the powder statistics, each particle will be
added to a histogram, which sorts the particles by size
and their material components. In this diagram the
particles can also be classified as particles of (almost)
the composition of the raw materials or particles which
are close to the desired alloy composition. A result is
shown in Figure 3

Basic Algorithm
The simulation algorithm starts with the creation of
particles which will be fractured and fused during the
simulated MA process. Initially, these particles are
stored in a list along with the associated attributes
(Figure 2). All parts of the algorithm then take place in
an iterative loop, until a termination condition is
reached. For example, the simulation can end if a given
stopping time is reached or the resulting distributions
reach a stationary state.
Each step in the loop can be interpreted as a time period.
The length of this period depends on the number of
simulated particles, because more particles in a mill
imply that more particles will be involved in the milling
process per unit of time.

MODELLING CONCEPTS

Figure 2: Particle list: fragments of a particle will be
added to the particle list, whereas fusion particles will
be removed from the list and their mass totalized to a
single particle.
For breakage, one of the particles has to be chosen
randomly. Depending on the particle parameters, a
breakage probability will be calculated. This function is
called the selection function. A random number is
generated to decide if the chosen particle really breaks.
If so, the breakage function – again by using random
numbers – determines which fragments will be
produced. Those fragments are new particles which
have to be included in the simulation like other
particles.

Figure 3: Distribution of simulated particles classified
by material composition. White: all particles; Light
grey: Particles close to the composition of raw Material
A; Dark grey: Particles close to the composition of raw
Material B; Black: Particles close to desired alloy
composition.
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Phenomenological versus Physical Modeling

Phenomenological versus Physical Modeling

Phenomenological functions which are difficult to
interpret are often defined to model the breakage and
fusion processes in a high energy ball mill [10]. One
reason for this black box approach is that it is
surprisingly difficult to establish correlations between
milling treatments in different devices [12]. The
mathematical model developed in the following can use
more physical information represented by the ball
collision energy distribution taken from the simulated
mill. This distribution is transformed to a particle stress
distribution for the powder particles between the
colliding balls. Only the relation between powder
particle stress and breakage probability is modeled in a
phenomenological way. Nevertheless – like in other
established models – some common assumptions and
abstractions are still required:
 each contact will be handled like a ball-powder-ball
contact, i.e. ball-wall contacts are not distinguished;
 all particles which are involved in the alloying
process are on the surface of the balls or the mill;
 all particles are spherical, i.e. their size already
determines their shape;
 the material concentration in a particle is
homogeneous, i.e. the detailed morphology of single
particles is not considered;
 the pressure in the powder between the ball surfaces
is in the order of magnitude of the pressure on the
surface.
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Figure 2: Particle list: fragments of a particle will be
added to the particle list, whereas fusion particles will
be removed from the list and their mass totalized to a
single particle.
For breakage, one of the particles has to be chosen
randomly. Depending on the particle parameters, a
breakage probability will be calculated. This function is
called the selection function. A random number is
generated to decide if the chosen particle really breaks.
If so, the breakage function – again by using random
numbers – determines which fragments will be
produced. Those fragments are new particles which
have to be included in the simulation like other
particles.

Stress Probability Distribution
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The stress probability distribution for colliding balls
characterizes the treatment of the particles in a mill. The
development of the stress probability for a specific mill
is based on the relative ball to ball impact velocity [3]
(Figure 4) for specific milling conditions and the
classical Hertz theory of impact. It will be determined
which pressures in a particle will be reached during the
grinding process.

The stress probability distribution for colliding balls
characterizes the treatment of the particles in a mill. The
development of the stress probability for a specific mill
is based on the relative ball to ball impact velocity [3]
(Figure 4) for specific milling conditions and the
classical Hertz theory of impact. It will be determined
which pressures in a particle will be reached during the
grinding process.

Figure 3: Distribution of simulated particles classified
by material composition. White: all particles; Light
grey: Particles close to the composition of raw Material
A; Dark grey: Particles close to the composition of raw
Material B; Black: Particles close to desired alloy
composition.
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Figure 4: Stress between the grinding balls determined
by the Hertz Pressure equations [19]
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The first step is to approximate the average force, F,
between the contact bodies from the relative impact
velocity v, [3] with
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This time period  can be calculated with [19]
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Figure 5: The stress probability distribution R calculated
by the Hertz Pressure equations [19] and the simulated
relative impact velocity used in this investigation [3].
Selection Function
The selection function, S(d) , determines the amount of
particles which break in a period of time. This function
has been introduced to describe the efficiency of
grinding mills [10]. In this paragraph, the selection
function will be built by the combination of the stress
probability distribution and the Griffith-equation [11]
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where Reff and Eeff for a centric impact are defined as
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Rb is the radius of the balls in the mill, E is Young's
modulus and v is Poisson's number. In the next step, the
contact radius (see Figure 4), rh, and the maximum
pressure, Pmax, between the surfaces can be calculated
by
2 F
(5)
Pmax 
3 rh2
Described by Hertz’s theory, only the centre of the
contact area has the maximum pressure, which drops to
zero at the border of the contact area. The pressure
progression for a circular contact area can be given by

c Y
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a

Which determines a breakage stress, c, for a particle by
using mainly the length of the worst crack, a. Also a
geometrical factor, Y, and a material constant , KIC, is
required. It will be assumed that the length of the worst
crack in a particle is proportional to the size of the
particle. This leads to the Hall-Petch relationship [2; 7]
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where r is the distance from the pressure centre (Figure
4)
A linear increase of the contact radius increases the area
quadratically. Hence, particles are less often in the
impact centre than in the border area where the pressure
is lower. Thus even a high energy impact imposes only
a small pressure on the peripherical particles in the
contact area. This behavior again, is modeled
stochastically. The resulting stress probability
distribution R is shown in Figure 5
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Figure 6: Selection function depending on particle size:
Particles smaller than 107 m will not break, whereas
particles bigger than 105 will be nearly always broken.
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the particle diameter d. With the stress probability
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calculate the probability that a special particle will
break, because if the stress is higher than the yield
strength y then it will break. This can be described by

S(d)  


 y (d)

R()d

objects i.e. the number of simulated particles. To
estimate the repeat accuracy, about 104 particles are
simulated twice with identical start conditions. The
results didn’t show significant differences. Therefore, it
seemed as if this particle number is high enough. In the
simulation, good results could be reached with 10 6 to
107 particles.
The simulation was carried out on 12 computers in
parallel to minimize the simulation time. Therefore, the
simulation time was only in the range of 5 to 10 minutes
for 60 minutes of simulated milling of 10 7 particles.

(9)

The result for each relevant particle size is shown in
Figure 6. As expected, small particles do not break, but
almost all big particles will break.
Breakage Function
The breakage function is the rate at which particles are
selected by the selection function of the ground
component become particles of another size. This
section will be based on observations, because the
theoretical understanding of breakage behaviors is still
under examination [20].
Some investigations were done about breaking of glass
balls [21] in a size range from 38 μm to 1000 μm. One
result of this investigation was that independent of the
particle size the volume distribution can be linearly
approximated in a wide range. With this in mind the
following breakage function B was build:
k e  2 x  d min
(10)
B(d min , x)  (k e2  3k e  2)d min
d min
for x > dmin and ke > 2, where dmin is the minimal particle
size, ke a constant and x the considered particle size.
However, it should be kept in mind that other types of
experimentally determined functions can be substituted
for B.

Model Verification
The first simulations are used to verify the model and
their implementation. Figure 7 shows simulation results
for a fictive starting particle population which should
clarify the milling behaviors of breaking and fusing. For
a more thorough verification of the simulation all
parameters have been varied. For the sake of brevity this
will be limited here to two parameters of interest. The
critical stress constant W for fusion and the number of
particles nW which will be alloyed together are
considered. For those parameters, the value of the
parameter, the average particle size and the associated
standard deviation is compared. The average particle
size in the steady state and the associated standard
deviation are presented in the same plot, like in Figure
7, where the centre line represents the average particle
size and the distance to the external lines indicates the
standard derivation.

calculate the probability that a special particle will
break, because if the stress is higher than the yield
strength y then it will break. This can be described by

S(d)  


 y (d)

R()d

(9)

The result for each relevant particle size is shown in
Figure 6. As expected, small particles do not break, but
almost all big particles will break.
Breakage Function
The breakage function is the rate at which particles are
selected by the selection function of the ground
component become particles of another size. This
section will be based on observations, because the
theoretical understanding of breakage behaviors is still
under examination [20].
Some investigations were done about breaking of glass
balls [21] in a size range from 38 μm to 1000 μm. One
result of this investigation was that independent of the
particle size the volume distribution can be linearly
approximated in a wide range. With this in mind the
following breakage function B was build:
k e  2 x  d min
(10)
B(d min , x)  (k e2  3k e  2)d min
d min
for x > dmin and ke > 2, where dmin is the minimal particle
size, ke a constant and x the considered particle size.
However, it should be kept in mind that other types of
experimentally determined functions can be substituted
for B.

Fusion Function

Fusion Function

Like for breakage, the process of fusion, especially the
fusion of ceramic particles, is not yet well understood.
However, the physically motivated particle stress
distribution can again be separated from a
phenomenological model for the relation between stress
and fusion probability. Depending on the stress
probability distribution R, a critical stress w can be
defined, which has to be reached until particles
agglutinate together. The fusion will be represented with
the threshold constant W given by
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Figure 7: Illustrative example simulation with fictive
starting distribution to visualise the simulation
behaviour: a) Starting distribution of two different
materials with different average particle sizes; b)
reducing of the average particle size of each material by
fusion and breakage; c) In this simulation after milling
of 50 simulated minutes resulted in only a low value of
desired particles. Another starting material weight ratio
has to be chosen

(11)

The fusion constant W is comparable with the critical
stress value w. A value of zero for the fusion constant
W correlates to infinite critical stress and alloying will
not occur.
In the contact area thousands of particles are pressed
together. Therefore in this simulation, nW particles will
build a new one. This simple model also includes that
smaller particles fuse together more often than big
particles, because they are more numerous.

The critical stress constant W is varied between 0 and 1.
The results are plotted against the number of resulting
particles in the stationary state (Figure 7a) and against
the size of these particles (Figure 8b). Clearly, the
number of particles decreases because larger aggregates
are formed for high fusion rates. Simultaneously, the
mean particle size increases almost linearly while the
distribution becomes broader.

RESULTS
Simulation parameters
By using the Monte Carlo simulation, the accuracy of
the results often depends on the number of simulated
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Figure 8: Effect on the steady state of increasing of the
critical stress constant, W: a) Number of particles
remaining in steady state; b) Corresponding mean
particle size and standard derivation.

Figure 10: Comparison of measured data with the
simulation results

Likewise, the number of particles nW which will be
alloyed together is varied between 2 and 20. The steady
state results are plotted against the number of particles
(Figure 9a) and against the particle size (Figure 9b). It
turns out that nW has a qualitatively similar effect as W.
For a critical stress constant W of 0, fusions of particles
do not occur. Because the particles would only break the
average particle size is only limited by the minimal
particle size dmin. The other extreme is the permanent
fusion of many particles. This results in an interruption
of the simulation, because all particles are joined
together to one particle.

DISCUSSION
Particle based simulation
The particle based simulation approach proved to be
well suited for the MA process. The major advantage
over distribution based methods is the flexibility to
describe each particle by a high dimensional set of
attributes. In this contribution only the size and
composition have been used but other parameters like
shape parameters (e.g. assuming ellipsoid shapes of the
particles) or parameters describing the average size of
crystallites in the particle are possible. By this means a
description of particles up to a certain detail can be
achieved.
Another new idea in the simulation of MA is the multiscale approach which separates the mechanical multi
body system of the milling balls from the powder
process. Both processes are loosely coupled via the
collision energy distribution (downwards) and the ballto-ball collision energy dissipation (upwards). Coupling
both approaches the complete process can be modeled.
In this investigation only the downward coupling was
implemented by assuming the energy dissipation law.
However, from experiences with a variation of the
dissipation law it is known that the ‘upward’ influence
will not be dramatic.
The simulation effort for the particle approach turned
out to be surprisingly low so that even on a single
processor simulation runs can be performed with
reasonable computing time. Moreover, the performance
can be significantly increased by parallelization on a
compute cluster. One problem of the particle approach
is that at the tails of the particle distribution only a few
particles a found as representatives. Consequently, the
statistics for these very large and very small particles
has a large uncertainty. However, as long as the focus of
interest lies on the bulk of the particles (as in this
investigation) this well known effect has little influence.

Figure 9: Results by increasing of the number of
particles nW which will be alloyed together: a)
Decreasing of the number of particles to zero; b) A
linear increasing of the mean particle size and the
standard derivation until abort because of too little
particles.
Simulation Results Compared to Measured Data
To verify the simulation results, they are compared to
the measured data in Figure 10 [9]. The measured
particle size distributions in a high energy ball mill are
recorded for a grinding time of 0, 15, 30 and 60
minutes. After an initial increase of the average particle
size, a steady state was reached. After 30 minutes, the
milled powders had reached the required distribution
and consistence and after 60 minutes no differences to
that state were detectable.
For the simulation, the model parameters are chosen to
minimize the differences between simulation and
recorded data. The best fit to the data is achieved for a
critical stress threshold W = 1 and a number of alloyed
particles nW = 2.

Modeling assumptions
In this work the share of first principles in the modeling
of the MA process could be significantly increased due
to the multi-scale approach. However, the assumed laws
that govern the breakage and fusion events are still of a
phenomenological nature. The benefit of the physically
motivated multi-scale approach is that the influence of
phenomenological assumptions on the model prediction
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could be reduced because the ball collision energy
distribution already determines the breakage and fusion
distributions to a certain extent.
Clearly,
different
mathematical
types
of
phenomenological breakage and fusion laws are still
possible. However, some trial experiments showed that
the precise shape of the phenomenological functions
had only minor influence on the qualitative results as
long as the principal characteristics (like monotonicity)
is similar. The obtained fusion probability of W = 1
must also be interpreted in this direction. Clearly, it
cannot really be the case that two particles selected for
fusion will always do it. However, even a ten times
lower probability would support the hypothesis of low
fusion energy. Moreover, the value of W cannot be
precisely estimated by a stochastic particle method and
a change in the phenomenological laws might also
lower this value.

[11] Iona D, Marinescu, Hans K. Tonshoff, Ichiro
Inasaki, Handbook of ceramic grinding and
polishing. Noyes publications, Park Ridge, New
Jersey, U.S.A. (2000)
[12] F. Delogu, M. Monagheddu, G. Mulas, L.
Schiffini, G. Cocco, Impact characteristics and
mechanical alloying processes by ball milling:
experimental evaluation and modelling outcomes.
International
Journal
of
Non-Equilibrium
Processing, Vol. 11 (2000) 235-269
[13] Yong Yang, Jie Lan, Xiaochun Li, Study on bulk
aluminum matrix nano-composite fabricated by
ultrasonic dispersion fo nano-sized SiC particles in
molten aluminium alloy. Materials Science and
Engineering A 380 (2004) 378-383
[14] Guoping Ling and Junhui He: The influence of
nano Al2O3 additive on the adhesion between
enamel and steel substate. Materials Science and
Engineering A 379 (2004) 432-436
[15] Stefan Hüfner, Photoelectron Spectroscopy
Principles and Applications. Springer-Verlag,
Berlin Heidelberg New York (2003)
[16] W. Wiechert, H. Mournier, D. Hoppe, Modeling
the Mechanical Alloying Process I. Troch, F.
Breitenecker (Eds.), 2nd IMACS Symposium on
Mathematical Modelling, Vienna, February 2-4,
(2000) 685-690
[17] Thorsten Pöschel, Granular gas dynamics.
Springer-Verlag, Berlin (2003)
[18] Winfried Schröder, MM Maschinenmarkt - Das
Industrie Magazin. Rechenmeister. Vogel Industrie
Medien, Würzburg 34 (2002) 23
[19] Reichardt, R.: Ereignisdiskrete Simulation einer
Hochenergie-Kugelmühle, Dissertation, 2005,
urn:nbn:de:hbz:467-1914

REFERENCES
[1] N. Stubičar, A. Tonejc, M. Stubičar,
Microstructural evolution of some MgO-TiO2 and
MgO-Al2O3 powder mixtures during high-energy
ball milling and post-annealing studied by X-ray
diffraction. Journal of Alloys and Components 370
(2004) 296-301
[2] C.C. Koch, Intermetallic matrix composites
prepared by mechanical alloying – a review.
Materials Science and Engineering A 244 (1998)
39-49
[3] R. Reichardt, W. Wiechert, Simulating High
Energy Mills using Discrete Events, Simulation
News Europe, Issue 38/39 (2003) 3-9
[4] L.B. Kong, J. Ma, T.S. Zhang, W. Zhu, O.K. Tan,
Pb(ZrxTi1-x)O3 ceramics via reactive sintering of
partially reacted mixture produced by a highenergy ball milling process. Journal Material
Research, Vol. 16, No. 6 (2001) 1636-1643
[5] Chung-Kwei Lin, Shi-Shen Hong, Pee-Yew Lee,
Formation of NiAl-Al2O3 intermetallic-matrix
composite powders by mechanical alloying
technique. Intermetallics 8 (2000) 1043-1048
[6] H. Wang, L.Z. Ouyang, M.Q. Zeng, M. Zhu,
Direct synthesis of MgCNi3 by mechanical
alloying. Scripta Materialia 50 (2004) 1471-1474
[7] P.R. Soni, Mechanical Alloying. Fundamentals
and Applications. Cambridge International Science
Publishing (2000)
[8] P. Ju. Butyagin, The chemocal forces in
mechanical alloying. Materials Science Forum
Vol. 88-90 (1992) 695-702
[9] E. Kern, PhD thesis, Herstellung und
Charakterisierung von thermisch gespritzten
Al2O3-SiC-Nanokomositschichten. University of
Siegen, Germany, 2004
[10] N. Kotake, K. Suzuki, S. Asahi, Y. Kanda,
Experimental study on the grinding rate constant
of solid materials in a ball mill. Powder
Technology 122 (2002) 101-108

AUTHOR BIOGRAPHIES
ROLAND
REICHARDT
studied
mechanical engineering at the University
of Siegen, Germany. He worked from
1997 to 2001 for a mechanical process
engineering company of ball mills in the
company management. In 2002, he returned to the
University of Siegen and obtained his doctoral degree in
2005. Since 2006, he is additionally lecturer at the
Niederrhein University of Applied Sciences.
WOLFGANG WIECHERT studied
mathematics and computer science at the
University of Bonn and obtained his
diploma degree in 1985. Subsequently, he
joined the Department of Theoretical
Biology at the University of Bonn, where
he obtained his PhD in 1991. From 1991 to 1996, he
worked in the Institute of Biotechnology at the Jülich
Research Center, where he earned his postdoctoral
lecturer’s qualification. Since 1996, he has been
professor for simulation at the Institute of Systems
Engineering at the University of Siegen

228

could be reduced because the ball collision energy
distribution already determines the breakage and fusion
distributions to a certain extent.
Clearly,
different
mathematical
types
of
phenomenological breakage and fusion laws are still
possible. However, some trial experiments showed that
the precise shape of the phenomenological functions
had only minor influence on the qualitative results as
long as the principal characteristics (like monotonicity)
is similar. The obtained fusion probability of W = 1
must also be interpreted in this direction. Clearly, it
cannot really be the case that two particles selected for
fusion will always do it. However, even a ten times
lower probability would support the hypothesis of low
fusion energy. Moreover, the value of W cannot be
precisely estimated by a stochastic particle method and
a change in the phenomenological laws might also
lower this value.

[11] Iona D, Marinescu, Hans K. Tonshoff, Ichiro
Inasaki, Handbook of ceramic grinding and
polishing. Noyes publications, Park Ridge, New
Jersey, U.S.A. (2000)
[12] F. Delogu, M. Monagheddu, G. Mulas, L.
Schiffini, G. Cocco, Impact characteristics and
mechanical alloying processes by ball milling:
experimental evaluation and modelling outcomes.
International
Journal
of
Non-Equilibrium
Processing, Vol. 11 (2000) 235-269
[13] Yong Yang, Jie Lan, Xiaochun Li, Study on bulk
aluminum matrix nano-composite fabricated by
ultrasonic dispersion fo nano-sized SiC particles in
molten aluminium alloy. Materials Science and
Engineering A 380 (2004) 378-383
[14] Guoping Ling and Junhui He: The influence of
nano Al2O3 additive on the adhesion between
enamel and steel substate. Materials Science and
Engineering A 379 (2004) 432-436
[15] Stefan Hüfner, Photoelectron Spectroscopy
Principles and Applications. Springer-Verlag,
Berlin Heidelberg New York (2003)
[16] W. Wiechert, H. Mournier, D. Hoppe, Modeling
the Mechanical Alloying Process I. Troch, F.
Breitenecker (Eds.), 2nd IMACS Symposium on
Mathematical Modelling, Vienna, February 2-4,
(2000) 685-690
[17] Thorsten Pöschel, Granular gas dynamics.
Springer-Verlag, Berlin (2003)
[18] Winfried Schröder, MM Maschinenmarkt - Das
Industrie Magazin. Rechenmeister. Vogel Industrie
Medien, Würzburg 34 (2002) 23
[19] Reichardt, R.: Ereignisdiskrete Simulation einer
Hochenergie-Kugelmühle, Dissertation, 2005,
urn:nbn:de:hbz:467-1914

REFERENCES
[1] N. Stubičar, A. Tonejc, M. Stubičar,
Microstructural evolution of some MgO-TiO2 and
MgO-Al2O3 powder mixtures during high-energy
ball milling and post-annealing studied by X-ray
diffraction. Journal of Alloys and Components 370
(2004) 296-301
[2] C.C. Koch, Intermetallic matrix composites
prepared by mechanical alloying – a review.
Materials Science and Engineering A 244 (1998)
39-49
[3] R. Reichardt, W. Wiechert, Simulating High
Energy Mills using Discrete Events, Simulation
News Europe, Issue 38/39 (2003) 3-9
[4] L.B. Kong, J. Ma, T.S. Zhang, W. Zhu, O.K. Tan,
Pb(ZrxTi1-x)O3 ceramics via reactive sintering of
partially reacted mixture produced by a highenergy ball milling process. Journal Material
Research, Vol. 16, No. 6 (2001) 1636-1643
[5] Chung-Kwei Lin, Shi-Shen Hong, Pee-Yew Lee,
Formation of NiAl-Al2O3 intermetallic-matrix
composite powders by mechanical alloying
technique. Intermetallics 8 (2000) 1043-1048
[6] H. Wang, L.Z. Ouyang, M.Q. Zeng, M. Zhu,
Direct synthesis of MgCNi3 by mechanical
alloying. Scripta Materialia 50 (2004) 1471-1474
[7] P.R. Soni, Mechanical Alloying. Fundamentals
and Applications. Cambridge International Science
Publishing (2000)
[8] P. Ju. Butyagin, The chemocal forces in
mechanical alloying. Materials Science Forum
Vol. 88-90 (1992) 695-702
[9] E. Kern, PhD thesis, Herstellung und
Charakterisierung von thermisch gespritzten
Al2O3-SiC-Nanokomositschichten. University of
Siegen, Germany, 2004
[10] N. Kotake, K. Suzuki, S. Asahi, Y. Kanda,
Experimental study on the grinding rate constant
of solid materials in a ball mill. Powder
Technology 122 (2002) 101-108

AUTHOR BIOGRAPHIES
ROLAND
REICHARDT
studied
mechanical engineering at the University
of Siegen, Germany. He worked from
1997 to 2001 for a mechanical process
engineering company of ball mills in the
company management. In 2002, he returned to the
University of Siegen and obtained his doctoral degree in
2005. Since 2006, he is additionally lecturer at the
Niederrhein University of Applied Sciences.
WOLFGANG WIECHERT studied
mathematics and computer science at the
University of Bonn and obtained his
diploma degree in 1985. Subsequently, he
joined the Department of Theoretical
Biology at the University of Bonn, where
he obtained his PhD in 1991. From 1991 to 1996, he
worked in the Institute of Biotechnology at the Jülich
Research Center, where he earned his postdoctoral
lecturer’s qualification. Since 1996, he has been
professor for simulation at the Institute of Systems
Engineering at the University of Siegen

228

PATTER-ORIETED AALYSIS OF COMMUICATIO FLOW:
THE CASE STUDY OF CICADA BARBARA LUSITA ICA
Jorge Louçã
David Rodrigues
André Morais
ISCTE / LabMAg
Av.das Forças Armadas
1649-026 Lisboa, Portugal
E-mail: Jorge.L@iscte.pt

PATTER-ORIETED AALYSIS OF COMMUICATIO FLOW:
THE CASE STUDY OF CICADA BARBARA LUSITA ICA

John Symons
University of Texas at El Paso
500 W.University Ave.
El Paso, Texas 79968, USA
E-mail: jsymons@utep.edu
Project web page:
www.listaweb.com.pt/projects/cells

our research aims to discuss if the knowledge of the
character of the relevant constraints of individuals
interacting in a group will allow the detection of an
emergent fingerprint, which will signal the presence of a
subgroup behaving in a manner identical to some
targeted type of social structure. The emergent
properties of behaviour in simulated social
environments can serve as a fingerprint or template
which we hypothesize can serve as the basis for patternmatching within massive and noisy data sets. To study
this hypothesis, we propose to distinguish forms (e.g.
patterns) of flow of information, identifying sequences
and combinations of those forms. This approach will
lead us to interpret and predict emergent properties of
social systems, even in the presence of massive and
noisy data sets.

KEYWORDS
Agent-Based Model, Pattern-Oriented Modelling, Social
Simulation, Communication Patterns.
ABSTRACT
This paper provides a general perspective concerning
the study of flux of information in complex social
systems. The recognition of communicative structures
through pattern-matching in social systems allows the
interpretation and prediction of behaviour in social
networks. Applying the pattern-oriented approach
suggests the possibility that through modelling, we can
discover new previously unknown emergent patterns in
complex systems of various kinds. In the present study,
we examine the processes of pattern recognition and
behaviour involved in cicada mating behaviour and
argue that modelling such systems both uncovers and
provides an explanation for emergent patterns.
Experimental results indicate that cicada’s song
recognition patterns are related to and explain the
configuration of cicada’s dislocation and contact
patterns.

On another hand, we assume that knowing only the
links between the nodes of the communications network
is enough to characterize the flow of information in a
social environment. The main advantage of the
assumption of this hypothesis is its independence from
the semantic properties (content) of communication
between agents. While most current treatments of
emergent features of group knowers involve
propositional or semantic features of the systems under
consideration, our strategy is to examine patterns that
appear at the level of information-flow per se. We
anticipate that social structures with known
characteristics and constraints will exhibit behavioural
features which are robust enough to detect with pattern
observation. This pattern detection will be independent
of the content of the communications involved.

ITRODUCTIO
Recent advances in the study of complex social systems
suggest that emergent collective properties appear from
interactions between individuals and social structures, at
different levels (Sawyer, 2005). In the present study, we
examine the processes of pattern recognition and
movement involved in cicada mating behaviour and
argue that modelling such systems both uncovers and
provides an explanation for emergent interaction
patterns. This research provides evidence for the
importance of characterizing complex social systems
through coexisting social structures. As such, we avoid
a fundamentalist or bottom-up approach to the study of
complex social systems and their emergent features.
While we avoid a reductive approach to social systems,
we do provide a general perspective concerning the
study of flux of information in complex social systems.
We anticipate a wide range of applications for this
perspective. The recognition of communicative
structures through pattern-matching in social systems
will allow the interpretation and prediction of behaviour
in social networks (Grimm et al., 2005). In particular,

Finally, our third research hypothesis stands that
collective reasoning throughout the flow of information
is an emergent feature of a network which takes place
via sequential or parallel combination of a diversity of
patterns. We hypothesize that the flow of information,
characterising collective reasoning processes, is
composed by a sequential or parallel combination of
primitive and elementary patterns of communicative
acts. The pattern-oriented modelling approach is
particularly well-adapted to model the manner in which
a diversity of relatively simple patterns can compose
sophisticated collective behaviour.
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optimize the model structure or to test and contrast
models of agent behaviour (see figure 1).

Aiming to test these three hypotesis, our research
derives from two main scientific domains: the well
known field of multi-agent based simulation (Goldstone
and Janssen, 2005) and the research that have been
recently labelled pattern-oriented modelling (Grimm et
al., 2005).
The main body of the paper is divided into three parts.
A brief characterization of the pattern-oriented
modelling domain is presented, discussing its relevance
to the understanding of complex social systems. Next, a
case study from zoology is used as the basis for the
implementation
of
a
multi-agent
simulation
environment illustrating some of the general features of
our approach. In the simulations we compare the input
communication patterns and resulting emergent
movement patterns from different species of cicadas.
Experiments using this model are described. The text
ends with a discussion of our experimental results,
followed by further research.

Figure 1: Pattern Representation at Different
Abstraction Levels
Using patterns to contrast alternative models is a way to
generate better explanations of how real systems are
organized. Experiments contrasting hypotheses will lead
to an accumulation of theory concerning modelling
specific domains (DIVERSITY, 2007), e.g. innovation
diffusion processes (Louçã and Meneses, 2007). At the
same time, taking into account different levels of
abstraction can help us to understand how processes at
different scales and hierarchical levels are related.
Complex systems are regularly characterized by patterns
at different levels of abstraction. Ecosystems, for
example, are defined by species diversity, spatial
structure, and resource dynamics – these characteristics
can all be represented by intricate patterns describing
essential ecosystemic processes and structures (Grimm
et al., 2005). For these reasons, we claim that the
pattern-oriented modelling approach is particularly
adapted to the study of primitive communication
mechanisms through the combination of a diversity of
patterns. The adoption of this approach will allow us to
test our research hypothesis.

PATTER-ORIETED MODELLIG
The bottom-up approach to modelling social simulations
is characterised by compiling relevant information about
entities at an elementary level of abstraction,
representing heterogeneous individual behaviours,
implementing these diverse behaviours in a computer
simulation, and observing the emergence of systemlevel properties (Sallach et al., 2006). This approach
lacks an explicit methodology for dealing with the
variety of structures and levels of abstraction that are
characteristic of complex social systems. In reality,
finding the optimal level of representation in the
structure of a bottom-up model is frequently an
extremely difficult task. This is the major challenge
facing social simulation processes, since the choice and
adoption of a given level of abstraction will have a
strong qualitative influence on the results of a
simulation. Conceptual multi-agent based simulation
models often reflect, in an excessive way, the
modeller’s point of view, with its specific interests,
beliefs, and scales of perception. The problem of the
subjectivity of the modeller’s perspective is
compounded by the many degrees of freedom
characterising complex social systems. However, no
matter what level of abstraction one adopts in the
analysis of complex social systems, one will inevitably
be involved in the business of identifying patterns.
Hence, the pattern-oriented approach to modelling is
likely to be a source for good general solutions for
studying complex social systems (Küppers and Lenhard,
2005).

THE CASE STUDY OF CICADA BARBARA
LUSITA ICA
A case study in zoology has been developed, concerning
the design of patterns in insect communication. The
case study was composed with experimental results
obtained at the Faculty of Sciences - University of
Lisbon, concerning live experiments of stereotyped
singing response behaviours of cicadas (Fonseca &
Revez, 2002). We have used this previous results to
design a multi-agent simulation platform allowing to
represent the behaviour of two cicada species, Cicada
barbara lusitanica and Cicada orni.

Pattern-oriented modelling has been recently presented
as a unifying framework for the study of complex social
systems (Grimm et al., 2005). In pattern-oriented
modelling, multiple observed patterns, at different
abstraction levels and scales, are used additively to
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pulse period in Cicada orni calling song reveals that
very few frequencies are significant, as opposite to the
Cicada Barbara results. This might provide evidence
that the use of temporal patterns (pulse-pause) to
achieve recognition allows for use of a narrower band.
By contrast, Cicada barbara might have to produce a
broader spectrum of frequencies as it will not use
temporal patterns (the song is continuous). Calling song
configurations are generally used by cicadas to
distinguish their own species, as concluded by Fonseca
and Revez (2002) in their experiments.

Previous experimental results concerning cicada
communication
Insect songs may encode specific information about the
identity of species, which can be used by individuals to
discriminate conspecific from heterospecific sympatric
species. Figures 2 to 4 depict examples of temporal and
frequency calling song configurations from two
different cicada species. The temporal configuration of
Cicada barbara song, characterized by an uninterrupted
pulse, illustrates a continuous pattern (figure 2). On
another hand, the temporal configuration of Cicada orni
song shows a clear discontinuous pattern (figure 3).
Also, frequency analysis can be used to compare both
calling song configurations (figure 4). All figures
represent calling songs over a period of 5 seconds.

Fonseca and Revez have used the stereotypical singing
response behaviour of males to analyse song
discrimination in Cicada barbara lusitanica.
Experiments were conducted outdoors in a cylindrical
cage, where stimuli were individually presented to
males by a loudspeaker. Singing activity by males was
taken as a positive response to stimuli. The set of test
stimuli included stereotypical songs Cicada barbara
and Cicada orni, presented in random order. Studies of
different song parameters in species recognition have
been conducted. Specifically the temporal pattern and
the frequency spectrum of the signal. Both the temporal
pattern and the frequency spectrum of the signal have
been shown to be involved in species discrimination by
Cicada barbara. The main experimental result of the
experiments was that specific manipulation of the gross
temporal pattern of the song significantly affected song
discrimination.

Figure 2: Cicada barbara Calling Song Analysis:
Spectrum and Waveform db
Figure 2 shows that the Cicada barbara calling song
has a broad spectrum (image on the left), although some
frequencies are more intense than others. The waveform
analysis shows that the calling song is continuous, with
no pauses.

Experiments were designed in order to answer several
questions. Concerning the first one – are Cicada
barbara males able to discriminate the conspecific song
from the calling songs of the other sympatric cicada
species? - experiments showed that pulsed songs were
less attractive then trilled songs, suggesting a role of the
temporal pattern in song discrimination. Next
experiments attempted to discover which parameters of
the temporal pattern are used by Cicada barbara males
to discriminate their song from the one from Cicada
orni. The following parameters of temporal pattern were
manipulated: sound pulse duration; pause duration and
the duty cycle (i.e. pulse duration/pulse period). Results
showed that pulse duration and duty cycle have no
influence on signal discrimination by Cicada barbara.
On another hand, pause duration influences signal
discrimination. However, temporal cue alone is not
sufficient to discriminate the conspecific song from the
songs of some other sympatric species. Finally,
experiments were made to understand whether
differences in frequency spectrum can serve to enhance
song discrimination between two trilled songs,
indicating that Cicada barbara males responded better
to some frequencies than to others.

Figure 3: Cicada orni Calling Song Analysis:
Spectrum and Waveform db
The Cicada orni spectrum depicts a clearly
discontinuous calling song. This particular species of
cicada uses a calling song characterized by pulses and
pauses. The spectrum occupies a narrower band than
that of Cicada barbara. Nevertheless, it is very intense
in some frequencies. The wave form represents the
discontinuity in the calling and regular pauses (e.g.,
silence) are evident.

Figure 4: Cicada barbara (left) and Cicada orni (right)
Calling Song Analysis: Frequency
The frequency analysis of Cicada barbara confirms the
spectrum at a narrow time band. The Cicada barbara
calling song has several high frequencies. On another
hand, Cicada barbara males are able to produce sounds
at regular intervals of the spectrum. The analysis of a

The conclusions of the Fonseca and Revez set of
experiments was that Cicada barbara males stopped
responding to stimuli in which the temporal pattern
approached the characteristic Cicada orni song, a
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sympatric and closely related species; also, Cicada
barbara males were more stimulated by some
frequencies then others, being able to discriminate
frequencies differing only by 1 kHz. Thus, even if
Cicada barbara is sympatrically distributed with other
cicada species, including the closely related Cicada
orni, the species is always able to distinguish his own
songs. Generalising these results, Fonseca and Revez
stated that both frequency spectrum of the signal and
temporal pattern carries information about the speciesidentity of a calling male, but the use of only one
parameter might not be sufficient. The pre-copulatory
isolating mechanism based on song analysis, used to
maintain species integrity, uses one or/and another
parameter according to the species environment.
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Multi-agent based simulation of cicada
communication

Multi-agent based simulation of cicada
communication

Figure 5: Running the Simulation with Different
Singing Recognition Patterns Used by Cicada barbara

Fonseca and Revez experiments and conclusions were
used to implement a multi-agent simulation of cicada
communication behaviours.

Figure 6 presents the same comparison concerning the
number of contacts achieved by Cicada orni
individuals, using its species specific pattern values. For
example, Cicada orni temporal patterns is a trill pulsepause with values around 40ms – 120ms (see figure 4).

Input patterns: species recognition
The model considers the existence of two patterns used
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static and females move, attracted by songs from their
conspecific males. Each female cicada has a given
initial energy, used to travel in the environment. When a
female meets a male, two things can occur: either they
belong to the same species and in this case their energy
is set to a maximum level, or they belong to different
species and then their energy is set to a minimum level.
The key issue of the simulation is the pattern-matching
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separately and simultaneously.

Figure 5: Running the Simulation with Different
Singing Recognition Patterns Used by Cicada barbara

Fonseca and Revez experiments and conclusions were
used to implement a multi-agent simulation of cicada
communication behaviours.

Figure 6 presents the same comparison concerning the
number of contacts achieved by Cicada orni
individuals, using its species specific pattern values. For
example, Cicada orni temporal patterns is a trill pulsepause with values around 40ms – 120ms (see figure 4).

Input patterns: species recognition
The model considers the existence of two patterns used
to species recognition by Cicada barbara and Cicada
orni: temporal (pulse and pause duration) and frequency
patterns.
Cicada barbara and Cicada orni individuals are
randomly placed in a finite environment. Males are
static and females move, attracted by songs from their
conspecific males. Each female cicada has a given
initial energy, used to travel in the environment. When a
female meets a male, two things can occur: either they
belong to the same species and in this case their energy
is set to a maximum level, or they belong to different
species and then their energy is set to a minimum level.
The key issue of the simulation is the pattern-matching
mechanism used by females to recognise a calling song.
Several simulation experiments were modelled and
executed using temporal patterns, frequency patterns
separately and simultaneously.

Results of the simulation are illustrated by figures 5 and
6. Figure 5 compares the number of contacts achieved
by Cicada barbara individuals in three situations: using
uniquely the temporal pattern (which is, in the case of
Cicada barbara, a continuous song – see figure 2),
using the frequency pattern and using both temporal and
frequency patterns.

Figure 6: Running the Simulation with Different
Singing Recognition Patterns Used by Cicada orni
From the observation of graphs we can conclude that, in
Cicada barbara species the frequency pattern leads to a
better performance, in Cicada orni is the contrary, and
in both species the combination of the two patterns
result in a more accurate perception about the origin of
some calling song.
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Output patterns: cicada female paths

Type II, concerning cicadas using the frequency pattern,
shows a longer dislocation of females and the existence
of clear tracks.

These simulations can also be analysed from the point
of view of cicada’s behaviour. Let’s consider the
coexistence, in a cicada’s field, of the following
behaviour types:
Type I – cicadas don’t use a recognition pattern and
follow a song randomly;
Type II – cicadas use a temporal recognition
pattern;
Type III – cicadas use a frequency recognition
pattern;
Type IV – cicadas use both recognition patterns.

Figure 10: Results of Three Simulations
Showing Type III Paths

Cicada’s paths are identified by colour marks in cells.
Initially all cells are white, and they became darker
when crossed by females in their way to meet males of
the same species.

In what concerns Type III (figure 10), where cicadas use
the temporal pattern, tracks are also well defined.
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represent a thinner network, composed by a diversity of
tracks.

Figure 7 represents the result of three simulations,
characterized by marks from Type I, e.g. cicadas not
using a detection pattern. Each female cicada is not
moving far from a small radius, and her direction
changes randomly. The result is a set of small and
diffuse zones of dark cells, with no clear tracks.

Figure 8 : Males Positions Concerning Type I Paths
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The analysis can be completed with the observation of
figure 12, showing a star-like pattern concerning males
positions.
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These experiments support the conclusion that, when
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dislocation is structured, covering the field with clear
tracks. The particular case of simultaneously using both
recognition patterns results in a thin network, with more
tracks and more rapid access to males of the
corresponding species. On another hand, when there is
no use of recognition patterns, dislocations are short and
direction random, with no clear existence of tracks.

Figure 8 shows the position of cicadas males relative to
Type I paths. These act like nodes of a network. Dark
cells surround males.
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COCLUSIOS
Modelling and implementing a social simulation, using
experimental data from Fonseca and Revez (2002),
allowed us to test our previous research hypothesis.
Relating recognition patterns with path patterns, we
conclude that the use of recognition patterns is

Figure 9: Results of Three Simulations
Showing Type II Paths
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connected to the existence of clear track structures,
occupying the field in a uniform way. Otherwise, when
cicadas don’t use recognition patterns, results are
characterised by small diffuse shades, with no clear
tracks.
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The simulation permitted observation of an emergent
star-like behavioural fingerprint concerning female
movement towards singing males, in which several
females move simultaneously towards a singing male movement which takes the form of an implosion. This
implosion ceases when the male stops singing with the
arrival of the first female. With the cessation of his
song, the females move away simultaneously movement which takes the form of an explosion. In an
environment with an important diversity of sound
signals (e.g., noisy), the characteristic behavioural
pattern (the emergent fingerprint of the song) can easily
be recognized. This will confirm the second research
hypothesis, saying that considering only the links
between the nodes of the network is enough to
characterize the flow of information. Finally,
concerning the third hypothesis, stating that collective
reasoning throughout the flow of information can take
place combining a diversity of patterns, the case study
supports the conclusion that a combination of diverse
pattern recognition processes is optimal. In this specific
example, recognition of temporal and frequency
patterns are used to achieve recognition between cicadas
of the same species, thereby improving its chances of
successfully reproducing.
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the control parameters in the framework of this special non-linear loan-scheme, and determine the so-call
zero-proﬁt line: the set of those points where ﬁnancial
equilibrium is assured. We conclude with some remarks
on the optimal parameter setting rule and the robustness of the optimum.

ABSTRACT
A description and a stochastic model for incomecontingent loan systems is presented. The creditor’s
risk is investigated in terms of the two basic control
parameters of the model, the risk premium and the
repayment quotient. Self-ﬁnancing of the system is deﬁned and visualized using simulation techniques. An
optimal parameter setting is proposed to reach zeroproﬁt operation.

A DETERMINISTIC MODEL
First we present a model excluding random eﬀects. For
the sake of convenience a continuous time parameter is
used. Let t = 0 represent the moment where a client
graduates. Let H0 and B0 denote accumulated debt
and income at this moment, respectively. The debt at
time t, denoted by Ht , evolves following the ODE

INTRODUCTION
The Hungarian Student Loan system recently celebrated its 5th birthday. Such a short operation period is not enough to draw univocal conclusions but the
ﬁrst experiments seem to strengthen the original idea.
The Hungarian student loan model is exceptional in
the worldwide practice because access and conditions
are universal, repayments are income-contingent and
the system is designed to be self-sustaining in the sense
that it has to operate without direct state subsidy and
thus has to be independent of the state budget. Due
to the changing environment the ﬁnancial stability of
the system can only be assured by periodic interventions. Our objective is to ﬁnd the optimal intervention
algorithm from the lender’s point of view.
There are two key control-parameters: the interest
rate and the repayment rate, and the main source of
risk and uncertainty is the income process of the borrowers. In our previous paper presented on the ECMS
2006 Conference in Budapest we focused on the problem of the calculation of the risk premium if the repayment rate is given. The required risk premium is
highly dependent on the income process. We have introduced a special micro-simulation method to analyze
the eﬀect of the changes of the relative income rankings
within one generation. We have shown that the volatility of the rankings (i.e. social mobility) is negatively
correlated to the risk premium.
In this paper we turn to the relationship between
the two control parameters. We use a simple microsimulation technique: borrowers’ income follow the
usual process for equity prices in a discrete world. This
approach enables us to focus on the interference of

Ḣt = rHt − αBt ,

(1)

where α is the proportion of income paid as an installment, the repayment rate, Bt is the borrower’s income
at time t and r is the (continuous) interest rate compounded as r = f +p, with f representing the creditor’s
reﬁnancing costs and p representing a marge. The income process of the borrower is assumed to follow
Bt = B0 eμt ,
with some growth rate μ. We may suppose that μ exceeds f and even r, at least for small p.
One also has to consider the rate of a bank loan h
oﬀered in the market. It is assumed that h > r, indicating that the student loan system is attractive from
the borrowers’ point of view. Typical values of these
rates are f = 0.07, h = 0.15, μ = 0.1.
A special feature of the Hungarian loan systems is
that the debt is written oﬀ if the client reaches the
age of retirement or dies prior to having fully repaid
his/her debt. Consider a client who reaches his age of
retirement. Let K denote the number of years until
retirement. A typical value for a freshman is K = 30.
Let us introduce
t∗ := inf{t : Ht = 0},
the moment of repaying all debts. It is easily seen that
t∗ is ﬁnite if and only if
H0
(μ − r) > −1.
(2)
αB0
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In a generic situation μ should slightly exceed r, in
particular, (2) holds true. We then have


H0
1
∗
ln
(μ − r) + 1 , if μ = r, (3)
t =
μ−r
αB0
For μ = r we have
H0
t∗ = T ∗ :=
,
αB0

χ :=

t∗ ∧K

A CONTINUOUS-TIME STOCHASTIC MODEL

For μ = r we have

Next we incorporate two sources of uncertainty into the
above simple deterministic model. First, the evolution
of income is modelled as a geometric Brownian motion.
The second source of uncertainty is in B0 , reﬂecting
borrowers having diﬀerent professions. We do not consider a third source of uncertainty due to premature
quitting the system. This may occur when the client
dies or repays his/her debt prematurely, which is allowed in the Hungarian system. First we consider a
single client graduating at year t = 0. Let H0 denote
the accumulated debt at t = 0. The dynamics of (Bt )
is modelled as

(4)

where T ∗ is dimensionless quantity denoting the measure of debt relative to the installment of the ﬁrst year
after graduation. Assuming f = p = μ = 0 it would
take time T ∗ to repay all debts. The same amount of
time is needed if μ = r, as (4) shows.
Introduce the notation x ∧ y := min{x, y}. Assuming
that the client reaches the age of retirement, payment
is terminated either at t∗ or at the time of retirement
K. Up to this date, the net present value of the loss or
gain of the creditor – evaluated using discount factor
f , his/her cost of reﬁnancing – equals


Note that for r < μ < h we have θ > H0 .
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particular, (2) holds true. We then have
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1
∗
ln
(μ − r) + 1 , if μ = r, (3)
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μ−r
αB0

It can be written also as

μ−h
αB0  ∗
(T (μ − r) + 1) μ−r ∧ e(μ−f )K − 1 .
θ = H0 −
μ−r

Ḃt = μBt + σ Ẇt ,

αBt e−f t dt − H0 .

where Ẇt represents Gaussian white noise. More formally, we ﬁx a probability space (Ω, F , P) and deﬁne

0

Direct calculation gives that χ can be expressed for
μ = r as

μ−f
αB0  ∗
(T (μ − r) + 1) μ−r ∧ e(μ−f )K − 1 − H0 .
χ=
μ−r

Bt := B0 eμt+σWt ,
where (Wt ) is a Wiener process. B0 (ω) is supposed
to be a random variable, such that B0 and (Wt ) are
independent. Thus (Bt ) is a geometric Brownian motion with random initial value B0 , an object often used
in ﬁnancial mathematics for describing prices of risky
assets.
We can now repeat the calculations given for a single deterministic trajectory as follows. As before, the
dynamics of Ht is given by
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K. Up to this date, the net present value of the loss or
gain of the creditor – evaluated using discount factor
f , his/her cost of reﬁnancing – equals
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t∗ ∧K

Ḃt = μBt + σ Ẇt ,

αBt e−f t dt − H0 .

where Ẇt represents Gaussian white noise. More formally, we ﬁx a probability space (Ω, F, P) and deﬁne
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Direct calculation gives that χ can be expressed for
μ = r as

μ−f
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χ=
μ−r
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where (Wt ) is a Wiener process. B0 (ω) is supposed
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Ht (ω) = H0 ert −
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αBu er(t−u) du.

Ht (ω) = H0 ert −

0

H t = e−rt Ht ,

Fig. 1 is divided by a line representing the pairs
(α, p) for which repayment is completed precisely at
time K. Only the region above this line is relevant for
our investigations: these are the pairs of parameters for
which the entire repayment of the debt is possible. We
remark that even though χ takes nonnegative values
also in the other region (due to the marge), this is not
acceptable from a political point of view: one may not
advertise and operate a system where no one pays back
his or her debts.
The borrower’s gain is deﬁned by the total credit received minus future installments discounted by market
rate h:
 ∗
t K

θ = H0 −

B t = e−rt Bt ,

and they follow the dynamics
H˙ t = −αB t

with

H 0 = H0 .

Note that B t itself is a geometric Brownian motion with
drift μ − r.
The time of full repayment is now deﬁned as the stopping time
t∗ := inf{t : Ht = 0}.
The creditor’s gain is obtained by using the more
favourable discount rate f :
 t∗ ∧K
αBu e−f u du − H0 .
χ=

αBt e−ht dt.
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This can be written in terms of B t as
 t∗ ∧K
αB u epu du − H0 ,
χ=

and Yor (Geman and Yor 1993; Yor 1992). One can
obtain the distribution of
 t
B u du
(7)
It =

0

reﬂecting the eﬀect of the risk premium on the gain of
the creditor.
This quantity can be directly controlled by the parameters p and α. The initial debt is partially controlled by the creditor: under the Hungarian system
three levels of monthly credits are oﬀered, but the ﬁnal
decision is with the client. The maximal one is about
$100/month, which is approximately 50% of the minimal monthly wage. Experience has shown that students
generally opted for the highest credit level. Therefore,
assuming a single client, we write
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in terms of Bessel processes, see (Bingham and Kiesel
2000) and (Musiela and Rutkowski 1997). It can also
be shown that evaluating the expected value of χ is
related to the valuation of an Asian option, for which
even explicit formulas are hard to handle. A natural approach would be to solve (6) by a stochastic approximation procedure, but even this is quite challenging since
χ is deﬁned via a Wiener process. Thus continuoustime modelling does not seem to have any advantage in
stochastic modelling of the loan system.
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We formulate the following mathematical problem: let
the expected gain be prescribed at a level κ0 , and solve

Let us now turn to a less elegant but more realistic
model in discrete time. Thus from now on the time
parameter is t ∈ Z+ . Let N0 be a (ﬁnite) index set of
customers, and let the income path of client i be
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Let us now turn to a less elegant but more realistic
model in discrete time. Thus from now on the time
parameter is t ∈ Z+ . Let N0 be a (ﬁnite) index set of
customers, and let the income path of client i be

Eχ(α, p) = κ0 ,
either for a given p or for a given α. Here κ0 denotes
the operating costs plus safety reserve.
The Hungarian system is designed to be selfﬁnancing and accumulation of proﬁt is not permitted.
If a state subsidy is incorporated in the model construction as in the Australian system, for example, κ0
could be set to a negative value. There exist also proﬁtoriented entreprises giving income-contingent loans.
For such a creditor, a perspective is the maximization
of Eχ while the expected welfare of borrowers is kept
at a ﬁxed level.
After simple manipulations we arrive at the following problem: we are given a ﬁxed geometric Brownian
motion
0
B t = e(μ−r)t+σWt (ω) ,

t

Hti = [ert H0 −

αBji er(t−j) ]+ .
j=1

The time of complete repayment for client i is the stopping time
i
≤ αBti }.
t∗i := inf{t : Ht−1
The present value of the gain of the creditor after client
i is
i
t∗
i ∧K

χi0

Find α such that
 t∗ (α)∧K
H0
χ0
0
E
B u epu du −
=
.
αEB0
αEB0
0

=

αBti e−f t

−

H0i ,

and the aggregate gain at time 0 equals

(6)

χi0 .

χ0 =
B0
H0

χ0
H0
+
EB0
EB0

Denoting again by κ0 the operating costs and safety
reserves that we need to oﬀ-set the risk of falling below a deﬁcit level prescribed by law, the mathematical
problem mentioned in the previous section, i.e. the
problem of solving

.

Note that the right-hand side is independent of α.
Tackling (6) is quite hard even if we ﬁx the value of
the right-hand side at a value which is independent of
α. There are a number of relevant results by Geman

Eχ0 (α, p) = κ0
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where [x]+ denotes the positive part of x. From here
we get
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i
≤ αBti }.
t∗i := inf{t : Ht−1
The present value of the gain of the creditor after client
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i
t∗
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0

E

εij (ω)

i
− αBti ]+ ,
Hti := [er Ht−1

Deﬁne the α-dependent stopping time
 t
0
∗
∗
B u du = T ∗ (α)}.
t = t (α) := inf{t :

0
B u epu du
0
 t∗ (α) 0
B u du
0

j=1

Here μ is the common growth rate, and (εit ) is a sequence of independent, identically distributed random
variables (e.g. normal or uniform on an interval) on a
ﬁxed probability space (Ω, F, P).
Let H0i denote the accumulated debt of client i at
time 0 and let the debt of the ith person at time t be
denoted by Hti . It satisﬁes the recursion

together with an independent initial value B0 (ω). Set
again
H0
.
(5)
T ∗ (α) :=
αB0

 t∗ (α)∧K

t

μt+

Bti := B0i e
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t=1
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(6)
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not robust: small perturbations in market conditions
(e.g. a decrease of μ, an increase of f , a change in the
volatility of the noise etc.) may cause the assumed optimal α to fall to the left of the real optimal value thus
causing a sharp drop in proﬁt, reﬂecting a situation
when the client is no longer able to repay his/her debt
completely. It is therefore advisable to choose α slightly
larger than the computed optimal value to increase the
robustness of the performance. Smoothing eﬀect of the
noise is clearly seen. Large volatility decreases χ – as
one would expect.
On Fig. 3 one can see how H0 aﬀects Eχ0 . Fig.
4 and Fig. 5 show the levels of the creditor’s proﬁt
and the debtor’s gain, respectively, as a function of the
parameters α and p. Looking on the contour line map
of the proﬁt, some basic conclusions can be read oﬀ:
• For α = 0 no proﬁt can be achieved. This is evident:
if there are no repayments, the credits are given for
free; thus the system cannot be proﬁtable.
• The proﬁt of the creditor is negative for too small
values of the repayment quotient no matter what the
risk premium is. This warns us not to choose too low
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Fig. 2 shows the dependence of χ on α for three cases:
the deterministic case and two stochastic settings. It is
not surprising that there is a unique maximum, corresponding to that α for which the borrower repays his
debt exactly at time t = K. In this case he causes no
loss to the creditor, and he raises money by paying the
interest premium the longest possible. It should, however, be taken into account that this optimal value is
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To get some insight into the highly non-linear structure of the above discrete-time stochastic model, several simulations were carried out in a MatLab environment. In all the simulations below, we took the following values (typical for the Hungarian loan system):
f = 0.07, h = 0.15, μ = 0.1, B0 = 1200 (thousand
Ft), H0 = 1000 (thousand Ft). The driving noise
(if otherwise stated) is uniformly distributed over the
interval (ln 0.9, ln 1.1).
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values of the repayment quotient.
• For p = 0 no positive proﬁt can be realized; what’s
more, losses occur if the repayment rate is too small.
• The risk premium, however, can be chosen arbitrarily
close to zero and a positive proﬁt may still be achieved
provided the repayment rate is suﬃciently large.
• The creditor gets the most proﬁt if it chooses the
repayment rate in such a way that the client keeps on
paying until the age of retirement.
• It may seem striking that the maximal proﬁt is not
achieved at the right uppermost corner of the map: this
is due to the observation that using high enough repayment rates, the debt is paid back quickly. On the contrary, for lower repayment quotients, the student loan
center can achieve a higher proﬁt since this way the
client keeps on paying for much longer time periods.
• A useful observation is that if the current proﬁt falls
below zero, raising p is not the reasonable measure to
take, one should increase α instead.
• In general, a rise in p increases the proﬁt in an already
favorable situation.
• Note that there are inﬁnitely many pairs (α, p) that
satisfy the zero-proﬁt condition! Thus one needs further criteria to choose one of them: an obvious condition would be to choose the pair that maximizes the
welfare of the borrower: evidently, this is the ”corner
point” of the zero-proﬁt line (remember, however, that
this point is not robust to market conditions). Note
also that choosing this point minimizes both α and p
subject to the zero-proﬁt condition.
So which is the key control parameter: α or p? Increasing the repayment rate to a certain degree is acceptable
for the borrower since this way he/she will repay the
debt sooner. A rise in the risk premium increases both
the charges and the duration time of the loan, thus it
would probably generate strong protests. Therefore a
politically sustainable regulating scheme should ensure
the stability of the system by keeping the interest rate
ﬁxed and using the repayment rate as the key control
parameter. This argument is also in line with our ﬁndings: the proﬁt is much more sensitive to the repayment

CONCLUSION
One of our main ﬁndings is that there exist an inﬁnity
number of parameter settings satisfying the zero-proﬁt
condition. To visualize them we have drawn the zeroproﬁt-line. It follows from the special shape of the line
that the two control parameters can be by and large
separated: the repayment rate has to be determined
according to the income risk and risk premium is more
sensitive to disappearance risk (death, disability, emigration etc.). In a risk-neutral world the lender’s objective would be to ”stay at the corner” which means
keeping both the repayment rate and the risk premium
as low as possible. In this case most of the borrowers
would achieve full repayment just before the retirement
point so repayment periods would be the longest possible. This strategy would however imply that the lender
faces a signiﬁcant risk of forecasting. This corner point
would be very attractive for the borrowers, but it could
be very risky. Periodic re-evaluation and parameter resetting can eliminate one part of the forecasting risk.
The remaining risk could be further lowered by moving on the zero-proﬁt-line from the ”corner point” by
increasing the repayment rate (and leaving the risk premium fairly unchanged). The risk of forecasting is not
quantitatively embodied in our analysis, it can be the
object of further investigations.
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quotient α than to the risk premium p; furthermore, we
have already noted that changing α is the right solution
when the system suﬀers losses, i.e. the repayment rate
is more sensitive to income risk. It seems that keeping
both α and p fairly small is good for both parties: the
repayment period gets longer, so the risk premium paid
increases the creditor’s proﬁt, nevertheless the installments do not burden the borrowers too much.
Fig. 6 examines a case where a disappearance rate is
included in the model: each client quits the system each
year with a certain probability, 0.01 in the present case.
The contour lines of the expected proﬁt look similar to
those of Fig. 4. but there is one drastic change that
is obvious at ﬁrst glance: the disappearance risk makes
the zero-proﬁt line ”curl up” for small values of the
risk premium. This has a very important consequence
for policy makers: the risk premium can no longer be
chosen arbitrarily small if the self-sustaining principle
is to be obeyed. Thus a strictly positive risk premium
(and of course a strictly positive repayment quotient)
is needed for the long-run ﬁnancial stability of the loan
system. In the concrete numerical example the risk premium should be at least 1.5% and the repayment rate
should take on a value of at least 3% in order to realize
a non-negative expected proﬁt. Let us emphasize our
main assertion once again: disappearance risk does not
allow too low values of the risk premium p.
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year with a certain probability, 0.01 in the present case.
The contour lines of the expected proﬁt look similar to
those of Fig. 4. but there is one drastic change that
is obvious at ﬁrst glance: the disappearance risk makes
the zero-proﬁt line ”curl up” for small values of the
risk premium. This has a very important consequence
for policy makers: the risk premium can no longer be
chosen arbitrarily small if the self-sustaining principle
is to be obeyed. Thus a strictly positive risk premium
(and of course a strictly positive repayment quotient)
is needed for the long-run ﬁnancial stability of the loan
system. In the concrete numerical example the risk premium should be at least 1.5% and the repayment rate
should take on a value of at least 3% in order to realize
a non-negative expected proﬁt. Let us emphasize our
main assertion once again: disappearance risk does not
allow too low values of the risk premium p.
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values of the repayment quotient.
• For p = 0 no positive proﬁt can be realized; what’s
more, losses occur if the repayment rate is too small.
• The risk premium, however, can be chosen arbitrarily
close to zero and a positive proﬁt may still be achieved
provided the repayment rate is suﬃciently large.
• The creditor gets the most proﬁt if it chooses the
repayment rate in such a way that the client keeps on
paying until the age of retirement.
• It may seem striking that the maximal proﬁt is not
achieved at the right uppermost corner of the map: this
is due to the observation that using high enough repayment rates, the debt is paid back quickly. On the contrary, for lower repayment quotients, the student loan
center can achieve a higher proﬁt since this way the
client keeps on paying for much longer time periods.
• A useful observation is that if the current proﬁt falls
below zero, raising p is not the reasonable measure to
take, one should increase α instead.
• In general, a rise in p increases the proﬁt in an already
favorable situation.
• Note that there are inﬁnitely many pairs (α, p) that
satisfy the zero-proﬁt condition! Thus one needs further criteria to choose one of them: an obvious condition would be to choose the pair that maximizes the
welfare of the borrower: evidently, this is the ”corner
point” of the zero-proﬁt line (remember, however, that
this point is not robust to market conditions). Note
also that choosing this point minimizes both α and p
subject to the zero-proﬁt condition.
So which is the key control parameter: α or p? Increasing the repayment rate to a certain degree is acceptable
for the borrower since this way he/she will repay the
debt sooner. A rise in the risk premium increases both
the charges and the duration time of the loan, thus it
would probably generate strong protests. Therefore a
politically sustainable regulating scheme should ensure
the stability of the system by keeping the interest rate
ﬁxed and using the repayment rate as the key control
parameter. This argument is also in line with our ﬁndings: the proﬁt is much more sensitive to the repayment

CONCLUSION
One of our main ﬁndings is that there exist an inﬁnity
number of parameter settings satisfying the zero-proﬁt
condition. To visualize them we have drawn the zeroproﬁt-line. It follows from the special shape of the line
that the two control parameters can be by and large
separated: the repayment rate has to be determined
according to the income risk and risk premium is more
sensitive to disappearance risk (death, disability, emigration etc.). In a risk-neutral world the lender’s objective would be to ”stay at the corner” which means
keeping both the repayment rate and the risk premium
as low as possible. In this case most of the borrowers
would achieve full repayment just before the retirement
point so repayment periods would be the longest possible. This strategy would however imply that the lender
faces a signiﬁcant risk of forecasting. This corner point
would be very attractive for the borrowers, but it could
be very risky. Periodic re-evaluation and parameter resetting can eliminate one part of the forecasting risk.
The remaining risk could be further lowered by moving on the zero-proﬁt-line from the ”corner point” by
increasing the repayment rate (and leaving the risk premium fairly unchanged). The risk of forecasting is not
quantitatively embodied in our analysis, it can be the
object of further investigations.
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et al. 2000) and very few have been
parallelised in the HLA environment (Bodoh
and Wieland 2003; Riley et al. 2004; Wu et al.
2001). The main objective of this analysis was
to investigate the suitability and efficiency of
HLA in cluster environment for parallel traffic
simulation.

KEYWORDS
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federates, HLA, RTI.
ABSTRACT
An outline of parallel road traffic simulation
based on the High Level Architecture (HLA) is
presented. The methodology used to achieve
parallelisation includes domain decomposition
where the road network model is partitioned
into sub-models and these sub-models are
simulated on different cluster nodes. The
domain decomposition concept is used for the
parallelisation strategy where the road network
is partitioned into parts and these parts are
simulated on different computers.
All
federates simulating the different parts of the
network communicate through the Runtime
Infrastructure (RTI). The RTI services are
used to realise simulation time advance and
event synchronisation, and to the transfer of
data across the network partitions. This paper
discusses the implementation issues and also
reports elements of the performance analysis.

HLA offers several management services
(Defence Modelling and Simulation Office
1998; Kuhl et al. 1999) but only a few of these
services have been used in this current study to
demonstrate parallel traffic simulation and to
analyse its performance.
The federation
management services were used to initialise
the execution of the traffic federation. The
execution of such federation included reading
the federation object description file,
contacting other federates in the simulation
and
creating
the
basic
two-way
communications path between all the federates
running on the different cluster nodes.
Declaration management services were used to
define object and interaction classes and to set
up communication between the federates using
publish and subscribe paradigm. The federates
were also allowed, using object management
services, to declare object instances, update
attributes, send interactions, receive updates to
attributes, and receive interactions produced by
other federates.

INTRODUCTION
This paper focuses on the implementation
issues and performance analysis of parallel
traffic simulation in HLA environment. The
primary aim of this aspect of the research work
was to develop an efficient implementation of
parallel traffic simulation using a cluster
computing technology. Until now most of the
HLA applications have been generated in a
sequential manner (Ramluchumun 2002;
Schulze et al. 1999; Horst et al. 1998; Schulze

Finally, the time management services were
used to control the advancement of the traffic
simulation time within each federate and to
prevent the federate from receiving messages
in the past i.e. time stamp less than the
federate’s current simulation time.
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The performance of the parallel traffic
execution is determined by a complex
interplay of several factors (Fujimoto 1998;
Gourgoulis et al. 2004; Igbe et al. 2003). In
this project, two factors are described which
have considerable impact on performance.
The first one is the Lookahead which is a
concept used to improve performance in
parallel and distributed simulations.
A
lookahead T for a federate means it will only
generate messages at least T units of
simulation time into the future (Fujimoto
1998).
A larger lookahead allows more
parallelism but can affect the overall
performance of the simulation execution. In
the traffic simulation application the lookahead
value is chosen to be the size of one time step.

The speedup provides an indication of the
effective number of processors utilised for
executing a program (Buyya 1999). In this
study, speedup was used to estimate the
parallel traffic simulation performance with
respect to the sequential version with
increasing number of processors.
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The speedup provides an indication of the
effective number of processors utilised for
executing a program (Buyya 1999). In this
study, speedup was used to estimate the
parallel traffic simulation performance with
respect to the sequential version with
increasing number of processors.

sequential execution time
Speedup =
execution time with N processors

The speedup is defined here as the execution
time taken by the sequential simulation divided
by the execution time of the parallel
simulation, which is executed on N processors.
The value of N is varied in a set of experiment
to determine the efficiency of the
parallelisation approach and the system used.

Another important issue is when federates
need to be aware of shared information i.e.
beyond their own sub-model. For instance,
during the federation execution, when cars are
at a junction some federates need to determine
the next destination of the cars. The federates
should therefore be aware of the entire
topology of the road network and
subsequently, the next destination is computed
based on some pre-defined algorithm. In the
traffic simulation application, the next
destination is computed using a random
function. Also, when cars have to cross
partition boundaries they are moved to
transient buffers commonly known as Lane
Cut Points (LCPs) (Igbe et al. 2003).
Eventually, at the end of the simulation step
they are moved to the appropriate destination
lane. The number of LCPs in a road network
does affect the overall performance of the
parallel simulation.

Efficiency
In this parallel traffic application, efficiency is
used as a measure of the effectiveness of the
hardware and software being used (Buyya
1999).

Speedup
Efficiency =
Number of processors

As shown above, the efficiency is defined as
the speedup gained divided by the number of
processors used in the parallel traffic
simulation execution. A set of experiments
with varying number of processors has been
designed to determine the efficiency of the
traffic system following the above-described
approach.

Execution time
The execution time in this context, is the wall
clock time taken for the parallel traffic
simulation to run to completion. During this
time, different federates are initialised on
different cluster nodes. The partitioned road
network is mapped to the respective federates
which is simulated for a number of timesteps
before the simulation results from the different
nodes are collected and merged.
The
execution is measured for a reasonable number
of timesteps to minimise errors with regards to
communication delays. It is computed by
recording the start and end time before
executing the main simulation loop using
functions from the time library.

THE PARALLEL TRAFFIC
SIMULATION
A number of experiments were set up to
evaluate the performance of the parallel traffic
simulator prototype. The parallel simulation
ran on a system of 32 Dell PowerEdge 1400SC
computers which runs Linux RedHat 7.2
operating system (Gourgoulis et al. 2004).
Each computer had a Pentium III 1Ghz CPU
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and 512MB of memory. The master node, on
the other hand, was a Dell 1500SC with two
1133 MHz processors and 2GB of RAM. The
32 computers were connected to a Cisco
switch at 100Mbps using Ethernet technology
whereas the master node was connected at
1000Mbps to the Cisco switch.

execution time was measured for every set of
experiments to determine any speedup in
increasing the number of vehicles. The aim of
this experiment was to investigate the
suitability of HLA and cluster technology to
simulate large urban areas where there were
thousands of cars.
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At initialisation stage, each partition of the
road network was mapped onto a Dell system
and thus the entire road network was simulated
as a single system. In a first set of experiment,
a road network with four partitions was
simulated. At this stage, only 4 nodes of the
cluster were used as one partition was mapped
to each node.

Further experiments had been carried out to
determine the cause of poor performance of the
parallel simulator executing in HLA
environment.
Two different HLA time
management mechanisms (Fujimoto 1998;
Kuhl et al. 1999), more specifically Time
Advance Request (TAR) and Next Event
Request (NER), were further investigated.
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The same experiment was repeated for
different number of nodes in order to
determine the speedup as the number of nodes
increases. These observations were used to
compute the efficiency of the parallelisation
approach used to execute the traffic simulation
on a cluster of workstations. The figures
should also give an indication of the suitability
of the hardware used for this purpose.

ANALYSIS OF EXPERIMENTAL
RESULTS
Several sets of experiments were carried out on
up to 16 nodes of the cluster and the results are
discussed in the following sections.

Execution time against Number of Cars
(Load)

A second set of experiments were designed to
determine the effect of increasing the load on
the execution time.
The load on each
processor was varied by varying the number of
vehicles in the simulation execution. The

This experiment was designed to measure the
performance of the parallel simulator in terms
of execution time.

Figure 1: 15 x 16 road network with 16 partitions
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The load (number of cars) on the network
depicted in Figure 1 was varied and the run
time on different number of cluster nodes were
measured. The execution time against the load
is illustrated in Figure 2 and the derived
speedup is shown in Figure 3.

increased, i.e., more cars moved across the
boundaries. The number of transient buffers
increased as the number of network partitions
was increased. As shown in Figure 3, different
number of nodes execution reached the steady
state at different point. This may be caused by
the number of cars in the transient buffers
which decreased with increasing number of
nodes, therefore resulting in wider transitional
states.
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It is to be noted that in order to plot the
Speedup against Number of Cars graph only
values up to 90000 cars had be used. This
allowed a better analysis of the part of the
graph where the speedup was and also, after
90000 cars the speedup seemed to remain
constant.
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Efficiency of the Parallel Simulation
Figure 2: Execution time against Number of
Cars using TAR in HLA

The following experimental data was derived
to investigate the efficiency of increasing the
number of cluster nodes to reduce execution
time. Based on the experiments carried out in
the previous section, only three set of data
were used to plot a graph of Efficiency against
Number of Nodes.
Six thousand seven
hundred and twenty, 67200 and 134400 cars
were investigated to determine how the
simulation performs with small and large
number of cars.

Figure 2 shows similar behaviour for the
different number of nodes execution i.e. the
execution time increased linearly as the
number of cars was increased. Also, as
expected, the execution time decreased as the
number of nodes was increased. However,
there was not much decline in the execution
time for 8 and 16 nodes run. As the number of
nodes was increased beyond 4, there seemed to
be communication overhead resulting in
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As shown in Figure 4, there is a considerable
decline in the efficiency as the number of
federates was increased up to 16. For instance,
the observed efficiency was approximately
99% for 2 federates execution, 80% for 4
federates execution, 53% for 8 federates

The speedup was also affected by the number
of transient messages in the buffers, i.e., the
cars moving across the boundary.
This
number increased as the number of cars were
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Also, better results were observed for a larger
load, i.e., road networks with greater number
of cars. This decline in performance may be
due to communication overhead. It was found
that as the number of cluster nodes increased,
the computation time decreased and at the
same
time, the communication and
synchronisation overhead increased. Further
experiments that were carried out to
investigate the communication overhead are
described in the following sections.

One reason for increasing advancing state may
be because of the simulation was load
imbalanced which, therefore, meant that
federates finishing their simulation earlier
would have to wait until all federates were
done. This situation arose as the vehicles were
moving from one region to another and after a
period of time, some regions might have had
more vehicles compared to others. If, for a
major part of the simulation time, the
maximum workload was significantly greater
than the average workload then, the simulation
was considered to be load imbalanced. Further
experiments will be carried out in the near
future to test this hypothesis.

Idle time against Number of Nodes
This experiment was carried out to determine
the federates’ idle times with increasing
number of nodes. During the simulation time,
regulating federates alternated state between
the granted state and the advancing state.
The granted state is the state during which the
simulation is performing computations at some
logical times.

CONCLUSION AND FUTURE WORK

The advancing state is when the federate has
issued a time advance request to the RTI and is
waiting for a grant.

This paper focuses on the feasibility of parallel
traffic simulation in cluster environment. The
implementation issues have been discussed
and a performance analysis of the results
presented. The performance graphs show that
reasonable speedup has been achieved but, as
the number of cluster nodes was increased, the
gain in speedup decreased. A breaking point
seems to be reached after eight nodes
execution since the communication overhead
increased considerably thereafter.
Further
experiments need to be carried out to
investigate the barrier synchronisation and
global
check
methods
adapted
in
communication algorithm for the parallel
simulators.

When the federate is granted permission to
advance its logical time, it resumes the granted
state. During the time it is waiting for the
grant, the federate may receive and process
any time-stepped interactions delivered by the
RTI from other federates.
Figure 5 depicts the advancing state for
different number of federate execution with
varying load.

Idle time (s)

Idle (Advancing) time against Number of
Nodes
8

Partitioning strategies and load balancing
algorithms will also be investigated to optimise
the performance of the parallel traffic
simulator. Since the overall performance of
the federation is determined by the slowest
federate, the next phase of the research work
will therefore focus on how redistributing the
loads of heavily loaded federates affects the
performance of the federation. These results
will then be compared to traffic simulators
based on other parallel mechanisms like
Parallel Virtual Machines (PVM) or Message
Passing Interface (MPI) for communication on
clusters.
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The idle time is a measure of the time a
federate has to wait until it is granted
permission to move to the next time step. As
the number of federates and load increased,
federates were spending more time in
advancing state, i.e., waiting for permission to
be granted to advance their logical time to the
next step than, in the granted state where they
performed the real simulation computation.
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Stewart platform is a much used principle in the
construction of all kinds of motion simulators. This
platform describes the mathematics of the kinematics
between the actuator inputs and the motion of the
platform deck. For an historical overview of the
development of motion platforms, see (Bonev 2003).1
AUC has built a small-scale model of a 6DOF motion
platform and derived a set of coordinate transformations
for the inverse kinematics of the platform. The
coordinate transformations have been thoroughly tested
on the model. Much experience on design and control
strategies had already been obtained from 3DOF motion
platforms (Rekdalsbakken 2005) and (Rekdalsbakken
2006). To move the deck one needs six actuators
connected in pairs near the edge of the deck at the
corners of an equilateral triangle with its centre aligned
with the mass centre of the deck. The servo motors are
likewise assembled in pairs at the corners of an
equilateral triangle at the base of the platform. The
motion of each motor shaft is transferred to the deck
through a lever arm connected to an actuator arm. A
point on the deck is referenced according to a Cartesian
coordinate system with the origo at the centre of the
platform deck at its rest position and the z -axis in the
vertical upright direction. The position of the deck is
uniquely determined by the coordinates of the three
actuator connection points in this coordinate system,
and these coordinates are uniquely defined by a set of
motor shaft angles. In the usual operation of the
platform the primary signals (roll, pitch, yaw, sway,
surge, heave) are available from some kind of source,
e.g. a ship simulator. These signals must be transformed
to a corresponding set of control signals for the servo
drives, giving the reference position for each motor. In
this way the platform can be controlled to move in six
independent axes. To explore the control capabilities of
the platform, several control methods have been tested,
see (Rekdalsbakken 2005) and (Bergheim et al. 2006).
The moving object on the platform deck represents an
open unstable system, and in addition there are inherent
nonlinearities in the platform. These factors represent a
challenge in the development of stable, robust control
strategies for the system, a situation well suited for
Artificial Intelligence (AI) methods. Figure 1 shows a
picture of the platform model, and Figure 2 shows the
geometrical principle of the actuators.

ABSTRACT
Aalesund University College (AUC) has long and broad
experience in the design of nautical simulators. An
important part of this work is the design and control of
motion platforms in three or six Degrees of Freedom
(DOF). A small-scale model of a 6DOF motion
platform has been designed to investigate the control
possibilities of such a device. The platform deck is
moved by six actuator rods connected to DC servo
motors, controlled by Pulse Width Modulated (PWM)
signals. The servo motors are placed in pairs at the
corners of an equilateral triangle at the base of the
platform, and the actuators are similarly connected in
pairs to the platform deck. A solution for the inverse
kinematics from platform coordinates to motor shaft
angles is derived in this paper. The mathematical
transformations are verified through simulations and
measurements of the platform movements. To explore
the control capabilities of the motion platform, a ball
has been controlled with the aid of a camera to follow
different kinds of paths on the deck. The ball follows
reference paths like a circle or an 8-curve with the
platform in a stationary position relative to the camera,
as well as while the platform is moving in a plane at a
certain height. The control is based on a state space
model, and different kinds of adaptive algorithms have
been tested, including a Neural Network (NN) and a
Genetic Algorithm (GA). The training of the NN
controller with a back propagation algorithm was very
time demanding, and the real-time implementation was
not successful. The GA controller, however, functioned
very well and adapted to the different reference
conditions in real-time.
INTRODUCTION
Aalesund University College (AUC) has specialized in
the design and building of nautical simulators. The
university college is today a leading Norwegian
institution in this field with close cooperation to local
ship-owners, Rolls Royce Marine Dept. and the
Norwegian Marine Technology Research Institute. The
simulators are continually upgraded and further
developed. The motion of the simulators is based on the
octahedral hexapod or Stewart platform. The 6DOF

1
There are many good references on this subject on the Internet, e.g.
Wikipedia and ParalleMIC.
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coordinate system. This system is defined with the xy plane along the platform deck and the origo at the
geometrical centre of the deck in its rest position. In the
initial position the deck is horizontal at a given vertical
height above the ground, and the z -axis is pointing
upwards from the deck. With these transformations the
new position of the deck can be calculated. This is a
straightforward procedure consisting of linear
transformations in each of the platform axes. The
calculations consist of six subsequent linear operations
performed by premultiplying the starting coordinate
matrix with the transformation matrix of the respective
axis. The result is a 3x3 matrix with columns
representing the coordinates of the three connection
points in the new position of the deck. This procedure is
well documented, see (Rekdalsbakken 2005). To move
the deck to its new position the equivalent angle of each
of the six servo drives have to be derived. This inverse
kinematics from the coordinate matrix to the motor shaft
angles is not equally transparent. The calculations are
derived in the next section for one of the motor shafts.
The procedure is similar for the other motors.

Figure 1: A Picture of the 6DOF Motion Platform
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In the derivation of the motor angle Figure 3 is used as a
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centre of the motor shaft, point B ( xa , y a , z a ) is the

centre of the motor shaft, point B ( xa , y a , z a ) is the

connection point between the lever arm and the actuator
arm, and point C ( x, y, z ) is the connection point
between the actuator arm and the platform deck. In this
configuration the points A and C are known, and so
are the length a of the lever arm and the length s of
the actuator arm. The lever arm is restricted to move in
a plane normal to the xy -plane in the reference system.
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The motion simulator’s basic purpose is to move the
platform deck from the current position to a new given
position. The coordinates of the three connection points
between the deck and the actuator arms define the
position of the deck. Usually, the input information to
the motion platform is the displacement in each of the
six axes relative to the initial deck position. The
mathematical transformations from these primary
signals to the coordinates of the three connection points,
is easily described in a 3-dimensional Cartesian
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and Actuator Arm
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the trigonometric relationship:

The actuator arm is connected to the lever arm by a ball
joint, so that the actuator arm is free to move in any
direction relative to the xy -plane. The rest position of
the platform deck is chosen such that the angle between
the lever arm and actuator arm is 90°. With reference to
Figure 3 the z -value of the platform deck in this rest
position is expressed like this:

zrest = s12 − ( x − x1 ) 2 − ( y − y1 ) 2

M = K cos ϕ + L sin ϕ

(11)

which can also be expressed in the following way:

M

cos(ϕ − Ψ ) =

(1)

(12)

K 2 + L2

L
Here, Ψ = tan
is an auxiliary angle. Comparing
K
−1

Equation (1) represents the initial height of the platform
deck relative to the motor shaft. This initial position is
now defined to be the zero z -value. A spherical
coordinate system is now defined with its origo at the
centre of the motor shaft, A and with the length of the
lever arm, a as the spherical radius. The lever arm
forms the angle, ϕ with the z -axis as shown in Figure
3. With reference to this spherical coordinate system the
coordinates of the point, B are represented as follows:

(10) with (11) the implied terms are recognized. They
are expressed as follows:

M = s 2 − s12 − a 2 =
(13)
s 2 − a 2 − ⎡⎣( x − x1 ) 2 + ( y − y1 ) 2 + ( z − z1 ) 2 ⎤⎦
K = 2( z1 − z )a

(14)

L = 2( x1 − x)a cos θ + 2( y1 − y )a sin θ

(15)

xa = a sin ϕ cos θ + x1

(2)

ya = a sin ϕ sin θ + y1

(3)

With these results the angle, ϕ is derived from (12) and
expressed by known quantities like this:

za = a cos ϕ + z1

(4)

ϕ = cos −1

The unknown variable is the angle, ϕ which is to be
derived. From Figure 3 the following relations are found
by using vector arithmetic:

M
K +L
2

2

+ tan −1

L
K

(16)

s12 = ( x − x1 ) 2 + ( y − y1 ) 2 + ( z − z1 ) 2

(5)

a 2 = ( xa − x1 ) 2 + ( ya − y1 ) 2 + ( z a − z1 ) 2

(6)

The result of the transformation represented by (16) has
been confirmed by comparing the calculated angle with
measurements on the physical model with the platform
deck in several positions referenced to the coordinate
system. In addition the results were confirmed by the
use of a laser mounted on the platform deck.

s 2 = ( x − xa ) 2 + ( y − y a ) 2 + ( z − z a ) 2

(7)

FEEDBACK CONTROL OF A MOVING OBJECT
Mathematical Model

By expanding the equations above and inserting (5) and
(6) into (7), the result becomes:

The basis of the control system is a mathematical model
for the dynamics of the moving ball. This model
describes the acceleration of the ball for a given angle of
the platform deck (Rekdalsbakken 2005). The situation
is shown in Fig. 4.
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assembled into separate terms. The result becomes:

The parts of (9) containing the angle, ϕ are now
assembled into separate terms. The result becomes:

s 2 = s12 + a 2 +
[2( x1 − x )a cos θ + 2( y1 − y )a sin θ]sin ϕ + (10)
[2( z1 − z )a ]cos ϕ

s 2 = s12 + a 2 +
[2( x1 − x )a cos θ + 2( y1 − y )a sin θ]sin ϕ + (10)
[2( z1 − z )a ]cos ϕ

251

M

cos(ϕ − Ψ ) =

Equation (1) represents the initial height of the platform
deck relative to the motor shaft. This initial position is
now defined to be the zero z -value. A spherical
coordinate system is now defined with its origo at the
centre of the motor shaft, A and with the length of the
lever arm, a as the spherical radius. The lever arm
forms the angle, ϕ with the z -axis as shown in Figure
3. With reference to this spherical coordinate system the
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The torque balance about the centre of the ball
combined with the rotational inertia of the ball,

I=

CONTROL STRATEGIES
The Control Problem

2 2
mr gives the following expression for the ball’s
5

To test the motion capabilities of the platform, a
relevant and quite demanding experiment is to control
the motion of a ball on the platform deck to follow
different kinds of reference paths. At first the platform
is placed in its rest position and only the two angles roll
and pitch are moved. The K matrix derived from the
state space model was tuned to make the ball move from
a random position to the centre of the deck. The position
of the ball is measured with a camera above the
platform using a circular search pattern from the deck
centre and outwards (Rekdalsbakken 2005). The ball
speed is estimated from contiguous measurements of the
ball position. When the first goal of centering the ball
was achieved, a circle was given as the path of reference
for the ball motion. The ball also managed to follow this
path. To get a more general and robust control of the
ball motion and to extend the experiment to
simultaneously move the deck in the xy -plane, some
AI control methods were explored.

acceleration:

a=

(

5
g sin θ − θ 2l
7

)

(17)

where θ is the angle of the platform deck in the given
direction, and l is the instant distance from the centre
of the deck to the ball. Assuming platform operations
within small regions of angles and velocities in the
control of the ball, (17) may be linearized and expressed
as follows:

a≈

5
gθ ≈ 7. 0θ
7

(18)

Modal Control
Equation (18) is the basis for a simple state space model
of the ball dynamics, which is expressed as follows:

G ⎡0 1 ⎤ G ⎡0 ⎤
x = ⎢
⎥ x + ⎢⎣7 ⎥⎦u
⎣0 0 ⎦

Neural Network Controller
The purpose of using a NN controller is twofold; first to
cope with nonlinearities inherently in the system model
and also caused by a non-uniform deck surface, second
to achieve a single combined control network with four
inputs and two outputs instead of two separate systems.
For the use of NN see (Negnevitsky 2002).2 The neural
network has four inputs; the position and speed of the
ball in both the roll and pitch directions. The network
has two intermediate layers; the first layer has five
neurons, the second layer has four. With two hidden
layers the network will be capable of dealing with both
nonlinear and discontinuous processes. The neuron
function is of type sigmoid for all neurons. The
network has two outputs representing the new angle of
the platform in the roll and pitch axes. The network was
trained off-line with the back-propagation algorithm
against data obtained from runs with the modal
regulator. The data logging and training of the NN
became more time-consuming than ecpected.

where u = θ is the platform angle. The state variables
are the position and speed of the ball in the given
direction. A control system can now be designed from
this state space model using the control law
G
u = − K ⋅ x (Ogata 1994). First it is chosen to use two
control loops in the independent axes roll and pitch. By
using the control law, each loop is expressed by the
following model:

G ⎡ 0 1 ⎤ G ⎡0 ⎤
x = ⎢
⎥ x − ⎢7 ⎥[K1
⎣0 0 ⎦
⎣ ⎦

G ⎡ 0
K 2 ]x = ⎢
⎣ − 7 K1

1 ⎤G
x
− 7 K 2 ⎥⎦

The control system characteristics are determined by the
values of the constants K1 and K 2 , which are derived
from the requirements posed on the control system. To
obtain a smooth control of the ball it was decided to use
the response of a second order Butterworth polynomial.
The bandwidth of the system was stipulated as follows:

ωb =

Using a Genetic Algorithm

2θ max
tr

Instead of further testing on the neural network it was
decided to introduce a GA, see (Negnevitsky 2002).3 A
very simple chromosome was chosen, consisting only of
two genes, representing the two values of the K
matrix. Because of the complexity of the calculations it
was decided to return to the original system, with two
independent and equal control loops. A population of
five chromosomes was created. The genes of each

where θ max is the maximum platform angle and t r is the
response time. The response time is given by:

tr =

2R
a

where R is equal to the radius of the platform, and a
is given by (18) inserted θ max . The K matrix was

2
The implementation of NN has been done with the help of
Mathworks Neural Network Toolbox, Matlab version 7.0.1 (R14),
September 2004.
3
The implementation of GA has been done with the help of
Mathworks Genetic Algorithm and Direct search Toolbox, Matlab
version 7.0.1 (R14), September 2004.

calculated with Matlab, and the control system was
tested on the platform.

252

The torque balance about the centre of the ball
combined with the rotational inertia of the ball,

I=

CONTROL STRATEGIES
The Control Problem

2 2
mr gives the following expression for the ball’s
5

To test the motion capabilities of the platform, a
relevant and quite demanding experiment is to control
the motion of a ball on the platform deck to follow
different kinds of reference paths. At first the platform
is placed in its rest position and only the two angles roll
and pitch are moved. The K matrix derived from the
state space model was tuned to make the ball move from
a random position to the centre of the deck. The position
of the ball is measured with a camera above the
platform using a circular search pattern from the deck
centre and outwards (Rekdalsbakken 2005). The ball
speed is estimated from contiguous measurements of the
ball position. When the first goal of centering the ball
was achieved, a circle was given as the path of reference
for the ball motion. The ball also managed to follow this
path. To get a more general and robust control of the
ball motion and to extend the experiment to
simultaneously move the deck in the xy -plane, some
AI control methods were explored.

acceleration:

a=

(

5
g sin θ − θ 2l
7

)

(17)

where θ is the angle of the platform deck in the given
direction, and l is the instant distance from the centre
of the deck to the ball. Assuming platform operations
within small regions of angles and velocities in the
control of the ball, (17) may be linearized and expressed
as follows:

a≈

5
gθ ≈ 7. 0θ
7

(18)

Modal Control
Equation (18) is the basis for a simple state space model
of the ball dynamics, which is expressed as follows:

G ⎡0 1 ⎤ G ⎡0 ⎤
x = ⎢
⎥ x + ⎢⎣7 ⎥⎦u
⎣0 0 ⎦

Neural Network Controller
The purpose of using a NN controller is twofold; first to
cope with nonlinearities inherently in the system model
and also caused by a non-uniform deck surface, second
to achieve a single combined control network with four
inputs and two outputs instead of two separate systems.
For the use of NN see (Negnevitsky 2002).2 The neural
network has four inputs; the position and speed of the
ball in both the roll and pitch directions. The network
has two intermediate layers; the first layer has five
neurons, the second layer has four. With two hidden
layers the network will be capable of dealing with both
nonlinear and discontinuous processes. The neuron
function is of type sigmoid for all neurons. The
network has two outputs representing the new angle of
the platform in the roll and pitch axes. The network was
trained off-line with the back-propagation algorithm
against data obtained from runs with the modal
regulator. The data logging and training of the NN
became more time-consuming than ecpected.

where u = θ is the platform angle. The state variables
are the position and speed of the ball in the given
direction. A control system can now be designed from
this state space model using the control law
G
u = − K ⋅ x (Ogata 1994). First it is chosen to use two
control loops in the independent axes roll and pitch. By
using the control law, each loop is expressed by the
following model:

G ⎡ 0 1 ⎤ G ⎡0 ⎤
x = ⎢
⎥ x − ⎢7 ⎥[K1
⎣0 0 ⎦
⎣ ⎦

G ⎡ 0
K 2 ]x = ⎢
⎣ − 7 K1

1 ⎤G
x
− 7 K 2 ⎥⎦

The control system characteristics are determined by the
values of the constants K1 and K 2 , which are derived
from the requirements posed on the control system. To
obtain a smooth control of the ball it was decided to use
the response of a second order Butterworth polynomial.
The bandwidth of the system was stipulated as follows:

ωb =

Using a Genetic Algorithm

2θ max
tr

Instead of further testing on the neural network it was
decided to introduce a GA, see (Negnevitsky 2002).3 A
very simple chromosome was chosen, consisting only of
two genes, representing the two values of the K
matrix. Because of the complexity of the calculations it
was decided to return to the original system, with two
independent and equal control loops. A population of
five chromosomes was created. The genes of each

where θ max is the maximum platform angle and t r is the
response time. The response time is given by:

tr =

2R
a

where R is equal to the radius of the platform, and a
is given by (18) inserted θ max . The K matrix was

2
The implementation of NN has been done with the help of
Mathworks Neural Network Toolbox, Matlab version 7.0.1 (R14),
September 2004.
3
The implementation of GA has been done with the help of
Mathworks Genetic Algorithm and Direct search Toolbox, Matlab
version 7.0.1 (R14), September 2004.

calculated with Matlab, and the control system was
tested on the platform.

252

chromosome got initial values equal to the modal K
matrix superposed a random uncertainty limited to
±10% of the respective K -value. Each generation of
chromosomes were trained on-line during control of the
platform for a given number of cycles, constituting one
epoch. The chromosome fitness value was defined by
the following optimization criterion:
n

Q =∑R−
i =1

(x − x )
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±10% of the respective K -value. Each generation of
chromosomes were trained on-line during control of the
platform for a given number of cycles, constituting one
epoch. The chromosome fitness value was defined by
the following optimization criterion:
n

2

Q =∑R−

(19)

ref

i =1

where R is a given maximum radius for the area of
control on the platform deck and n is the number of
cycles in one training epoch. The relative fitness for
each of the chromosomes of the current generation is
calculated, and these values are used in a roulette wheel
technique to select the chromosomes of the next
generation. The chromosome with the highest fitness
value is transferred unchanged to the next generation,
while there is a selection among the others for crossover
and mutation. A given probability is set for crossover of
a random pair of chromosomes. Likewise there is a
certain probability for a chromosome to be exposed to a
mutation. The change in a mutation is within 10% of the
current gene value. The chromosome and the parameters
used in the GA are shown in Table 1. With this GA the
chromosomes are updated continuously in real-time.
Different kinds of reference paths were trained both
with the platform deck in a stationary position and while
the deck was moving.

Figure 5: The Laboratory Setup with Actuators and
Camera
Software
The application software was developed with Visual
C++ 7.0. The image acquisition and processing were
performed with the ActiveX controls VideoOCX and
VideoOCX Tools. Proprietary software drivers were
used for the camera and I/O cards.
RESULTS
In spite of comprehensive data logging and training the
NN controller never became as good as the modal
controller. The idea of training the NN in real-time was
abandoned because of the extensive and timeconsuming calculations. It might seem as the chosen
NN controller was too complicated for adapting to the
real-time situation. The GA controller on the other hand
functioned very well. This was a reasonably simple
algorithm, and the controller consisted of two
independent loops, in the roll and pitch directions.
When starting with a set of K values tuned for the
modal controller, the GA controller showed the ability
to adapt in real-time to new types of reference paths.
The results of two runs are shown in Figures 6 and 7. In
these cases the reference path for the ball is a circle
relative to the fixed camera position. Figure 6 shows the
case with the modal controller properly tuned for the
reference path and the platform deck in the stationary
situation. In Figure 7 the GA controller is used, and the
deck position is changed from stationary to be circling
in the xy -plane in the opposite direction of the
reference path. The figures show the actual ball motion
and also the mean value of the deviation from the
reference path. The division of the x -axis is in samples
(30 msec), and the unit of the y -axis is pixels.

Table 1: Parameters used in the Genetic Algorithm
NAME
No. of chrom. in population
No. of genes in chromosome
No. of variables in each gene
Initial value of gene 1
Initial value of gene 2
Sample time
Epoch time
Probability for crossover
Probability for mutations
Change in mutation

VALUE
5
2
1
K1 ± random (0.1K1)
K2 ± random (0.1K2)
30 msec.
500 samples
70 %
1%
±random (0.1K)

MANIPULATION AND COMMUNICATION
Hardware
The servo motors are of the type Futuba S5302 with a
voltage supply of 6.0 VDC, and a maximum torque of
approx. 1.22 Nm (188.8 oz/inch). Each motor is
controlled by a PWM signal from a SG2525A integrated
circuit. The control signal to the SG2525A is supplied
by a NI-DAQmx USB-6008 with 12 bits analog output
resolution. The camera is a Creative Live Ultra web
camera with USB connection. It has a video resolution
of 640x480 pixels and an acquisition speed of 30 frames
pr. sec. Because of the number of USB ports a Trust
Compact USB 2.0 hub was used in the experiment
assembly. The laboratory setup is shown in Fig. 5.

CONCLUSION
The aim of this experiment was to explore the use of
adaptive control strategies for a 6DOF motion platform.
The development of the control strategies is based on a
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Figure 6: Ball Motion and Deviation of Ball position
from the Reference Path with the Modal Controller

Figure 7: Ball Motion and Deviation of Ball Position
from the Reference Path with the GA Controller

the chromosome population to the new situation quite
fast, and there seemed to be no problem with the
computation time of the algorithm.

the chromosome population to the new situation quite
fast, and there seemed to be no problem with the
computation time of the algorithm.

DISCUSSION

DISCUSSION

The building of this 6DOF motion platform model is
part of a quite extensive activity at AUC of designing
and building nautical simulators. The simulator research
program includes many different fields with vision and
motion systems as the basic components. The program
is a long-term enterprise in collaboration between AUC
and local industry partners including Rolls Royce
Marine. Through this project and related laboratory
activities AUC can perform small-scale tests of the
behaviour of motion platforms. The platform model
represents a very suitable tool for exploring different
kinds of control strategies, including quite advanced AI
techniques. This experience is of great value in the
building of true-scale simulators, and also for the
understanding of control systems in general. Through
this program the scientific staff, too, has gained much
experience and new insight.
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Figure 6: Ball Motion and Deviation of Ball position
from the Reference Path with the Modal Controller

Figure 7: Ball Motion and Deviation of Ball Position
from the Reference Path with the GA Controller
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abstraction level model enables to describe top-down
and bottom-up design processes.
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Abstraction level 0

ABSTRACT
Presented paper deals with the simulation model build to
verify applicability of feature based reasoning in
conceptual design tasks. Feaure based model in the form
presented herein in compare to frequently used object
model brings the following advantages: comparability of
features, easy implementation of analogical and
metaphorical reasoning and also straightforward
implementation of naive physic reasoning. The paper is
focused to model structure and simulation tool
description.
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INTRODUCTION
axial
bearing

There is no doubt about strong relation between creative
(and constructive) problem solving and analogical and
metaphorical reasoning, see (Hanard), (Plauen and
Wilkening 1997) and (Visser 1996). In contradiction to
classical AI this kind of reasoning is not undeniable
based on strict form of the first or higher order logic; but
it is build on subjective estimations of similarity (or on
measures of satisfaction) of individual features and
behaviours of reasoned objects. This is significant
source of constructive and so-called creative reasoning
variability - emergencies. The presented tool is build to
help us to understand these processes and to understand
why human designers don not reason in the terms of
objects, inheritance, encapsulation.
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shaft

Figure 1: multiple abstraction level model representing
drilling machine
Model of designed system operating environment
determines a number of system parameters, behaviours
and interactions with neighbourhood systems. These
“commonsense”
knowledge
simplifies
system
requirements descriptions, makes them better
understandable and fail-safe.
Models of known systems, solutions, structures and
processes form knowledge base required for application
of analogical and metaphorical reasoning in design
process.

MENTAL MODELS OF CONSTRUCTIVE
REASONING

Analogical reasoning is based on application of
reasoning rule:

Presented mental model in the time of constructive task
solving consists of
- Model of designed system
- Model of designed system operating environment
- Models of known systems, solutions, structures,
processes, etc.

IF A implies B and C has the same features as A
THEN C implies B
Figure 2: The analogy rule
The application of analogical reasoning depends on
ability of the system:
1. to identify features of the objects
2. to measure similarity of the features
3. In the case of metaphorical reasoning we must
add the following prerequisite:

Model of designed system usually represented by
multiple abstraction level model, see figure 1 and works
(Brandejsky 2002,2003a). Each level is described by set
of components (subsystems) and set of connections.
There exist morphisms between levels. Multiple
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4.

standard logical implication and quantifications. As an
example it is possible to use model of drilling machine
outlined at figure 1: Electric motor is the source of
rotary moment (has the feature “source of rotary
moment”). But there is physical law of action and
reaction – the rotary moment influences not only the
shaft but also the body of electromotor. There is also the
condition of rotary moment rise – the input of electric
energy. Thus the electro-motor is the source of rotary
moment only if it is connected to at least one source of
electric energy and to the one base eliminating reacting
moment.

to analyse structure of objects, if they are
decomposable

Large discussion of analogical and metaphorical
reasoning can be found e.g. in the work (Gentner et al.
2001). The main problem of analogical (and
metaphorical) reasoning consists of the size of
knowledge base. To be able to solve non-trivial
problems, this base must be really huge. It is possible to
speak about millions of objects, each of them described
by tens and hundreds of features.
FEATURES DEFINED BY OBJECT REFERENCE
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The main open problem of feature based reasoning is in
the measurement and fusion of features and behaviours.
The presented simulation system is developed with the
aim to verify hypotheses and to establish suitable model.
Problems are given not only by non-existence of
measures of such features as shape elegancy but also by
the limited additivity of known measures.

Management of knowledge-base for analogical
reasoning simplifies if the features are separated from
objects; it means if their semantic sense is independent
on the object. This mechanism was hidden in original
Minsky ideas, see (Minsky 1974) of the frame
representation and enables to use analogical rules in
easier way. But features in the Frame representation are
understood as connection of related objects. In the
presented model, the set of features defines the object,
see (Brandejsky 2006). This step enables to free
attributes from object. The definition of object attributes
is given by the feature, object only instantiates them. For
example, if the object has feature movement, it has such
attributes as velocity or acceleration.

There are three basic methods of the work with fusion
mechanisms:
1. it can be related to object
2. it can be common and influenced by related
object(s)
3. or it can be common and attributes related to
whole task, e.g. by emotions

Presented simulation system is build with the goal to
verify the applicability of description of semantic sense
of features by set of references to neighbour hooding
objects. In our model, in contrary to Object Oriented
Programming, the description of features is separated
from concrete object description and should be used by
all objects implementing the feature. This fact eliminates
the basic problem of OO modelling, the fact that
features of objects are incomparable and offers
description of their implementation, not the explicit
expression of their semantic sense.

The first version is difficult to manage – each object
contains information about evaluation its feature set. It
brings not only storage capacity problems but also
difficulties if the new feature is discovered.
The second mechanism was presented e.g. in the work
(Brandejsky 2003b) brings the problem with its
recursive nature (measures determining if the object is
analogical to the pattern are associated on the base of
application of the another measures and fusion method).
The third method are probably the most related to the
human reasoning. This method is not deterministic
because its results depend on previous tasks solved by
the system, because the successful solution of the task
influences the methods of feature evaluation and fusion.
The presented model is used to verify this hypothesis
and to compare is with the other ones.

In the set of objects, it is possible to define features by
many ways, e.g.:
1. by pinpointing of objects with the feature
2. by derivation from the set of known features
3. by references to sub-sets of neighbourhood
objects
Naive physics and qualitative simulation use reference
to neighbourhood objects with explicit description of
features to derive of the system behaviours see e.g. (de
Kleer and Brown 1984). For example structural features
can be represent by relations to four class of objects:
1. encapsulated objects
2. object self-reference
3. objects on the identical abstraction level
(neighbourhood objects)
4. superior object(s) determining environment

Relations between objects on the reasoned
decomposition (abstraction) level are referring to
objects features. They form so called schema. This
schema is a part of superior object definition and it
significantly influences superior object features fusion
from the objects features.
FEATURE DESCRIPTION
Feature description consists of above mentioned
description of semantic sense of the feature, set of
variables representing feature attributes in concrete

Such description brings advance in the possibility to use
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4.

object instance, optional description of the feature
fusion method and additional information like feature
name. Feature descriptions are sometimes grouped into
tree structure to represent situation when set of features
is specialisation of more common one.

5.

HYPOTHESIS FORMULATION
During the top-down design process designer
decomposes system into the network of less complex
parts. X of them are known (described in knowledge
base), some of them are hypothetical and must be
decomposed or detail designed in the future steps. Some
features of these parts conclude from the system
requirements and other components features. Then the
features of hypothetical component must be carefully
analysed to discover hidden requirements, e.g. in the
case of source of rotary movement the input of any
energy flow is asked. Thus, the hypothesis formulation
block contains and uses base of basic physical
knowledge.

6.

ENGINEERING REASONING SIMULATION
Presented model is implemented in simulation
environment called “Feature Based Reasoning Visual
Studio”. The system consists of the following
components: model browser, editor of features, editor of
objects, editor of tasks descriptions and reasoning
process viewer (used for communication during
reasoning process and presentation of its results).
Simulation environment is used to buid related
knowledge base. This knowledge base must be hudge to
be applicable in non-trivial case problem solving.
Unfortunatelly, it is impossible to demonstrate creative
reasoning without large knowledge. The subject of the
base is within the field of technical systems, especially
mechanical, electrical and mechatronical. This focus is
done not only by the previous knowledge of the author,
but it is done also by the possibility to define attributes
and measures in more precise way than e.g. in car body
shape design. Reasoning process consists of basic design
tasks solving like system structure definition, choose of
relavant component or component substitution and
component collision solving.

ENGINEERING REASONING MODEL
Presented model uses both fusion mechanisms based on
common mechanism and object class (domain) specific
knowledge. The structure of the model is outlined at
figure 2 and its structure připomíná expert systems, but
the behaviours of the components are significantly
different:
Behaviours
derivation
machine

Knowledge
base
Feature based
reasoning
processor

User
Interface

Base of facts

Simulation environment is shown at figure 4. In the
future work, the new module of dynamic modification of
features fusion on the base of successfully solved tasks
evaluation will be added. This reasoning process will be
used to verify if this mechanism is solving the problem
of emergencies rising in the design process (also called
unexpected discoveries).

Simulation
tool

Figure 2: The structure of constructive reasoning
simulation model
1.

2.
3.

Behaviours derivation machine is planned to
simplify
knowledge
base
design
by
automatisation of the knowledge based design.
Simulation tool module or interface is used to
enable classical simulation to evaluate some
design process steps when numerical attributes
of features must be computed. It uses tools
developed in the previous projects (Bila et al.
2006).
User interface is designed to support
communication with the user.

It is difficult to compare presented architecture to
another ones. E.g. well known works of Hofstadtter or
Forbus do not reason about semantic sense of features.

Knowledge
base
contains
independent
descriptions of features, as it is described
above. It also contains description of object
classes represented by set of features.
Base of facts stores the model of designed
artefact and description of the task.
Feature based reasoning processor selects
applicable objects from knowledge base on the
base of their features, looks for analogies
between searched solution and structures stored
in the knowledge base or forms hypothetical
components which will be concretised in the
future design steps (top-down design).
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Simulation results
The simulation of creative reasoning is not frequent.
There it is need to verify carefully particular hypotheses
but preparation of these experiments is time-consuming
due to the need of large knowledge-base use and due to
verification that the result of experiment “discovered
solution” is not logically deducable from the
knowledges and the experiment description. Our first
result confirm hypotheses presented herein.
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Figure 4: Reasoning simulation environment
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Conclusion
The modelling of feature based human constructive
reasoning is able to bring novel solution sin the fields of
intelligent CAD and CASE systems and also to bring the
large influence into the robotics research.
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to discrete. Initial work has been done by Onwubolu and
Davendra (2006), to transform the operational domain,
however to improve the solutions further, enhancements
were required. This varient was termed Discrete
Differential Evolution (DDE).

ABSTRACT
This paper presents a new approach of differential
evolution to scheduling optimization problem. The
developed approach is viewed as an enhanced varient of
differential evolution, incorporation new child
correction schemas and coversion schemas from
differential to discrete domain. The heuristic is
extensively evaluated with the scheduling problem of
flow shop and compared with published results.

This paper covers the work done to DDE to enhance it
to enhanced differential evolution (EDE) algorithm, and
its application to multiple FSS problems, in order to
show its effectiveness over a wider range of FSS
problems.
FLOW SHOP SCHEDULING
In many manufacturing and assembly facilities a
number of operations have to be done on every job.
Often, these operations have to be done on all jobs in
the same order, which implies that the jobs have to
follow the same route. The machines are assumed to be
set up and the environment is referred to as flow shop
(Pinedo 1995). The flow shop can be formatted
generally by the sequencing on n jobs on m machines
under the precedence condition. The general constraints
that are assessed for a flow shop system is the time
required to finish all jobs or makespan, minimizing of
average flow time, and the maximizing the number of
tardy jobs.

INTRODUCTION
Metaheuristics are the common tool utilized to solve
complex manufacturing problems. The advantage of this
process is the production of viable results within the
given constraints and resources. Flow shop scheduling
(FSS) can be considered as one of the common
manufacturing problems that is regurarly realized using
optimization techniques. The evolution of optimization
techniques has been mainly attributed to the increase in
complexity of problems encountered. Two branches of
heuristics exist: constructive and improvement
(Onwubolu and Mutingi 1999). Constructive methods
are usually problem dependent (Cambell et al. 1970,
Nawaz et al. 1983). Improvement methods are those
involving population-based heuristics which usually
follow a naturally occurring paradigm. Some of these
are genetic algorithms (GA), tabu search (TS), neural
networks (NN), simulated annealing (SA) and particle
swamp optimization (PSO) among others.

The minimization of completion time for a flow shop
schedule is equivalent to minimizing the objective
function
n

(1)

" = # Cm, j
j=1

where
Cm, j is the completion time of job j. To calculate Cm, j

Differential evolution (DE) algorithm was introduced by
Price and Storn (1999). Since then, due to its
effectiveness, a lot of advanced work (see Onwubolu
and Babu 2004; Lampinen and Storn 2004 and
Lempinen and Zelinka 1999) have been conducted!in
order to realize the full potential of this viable approach.

the recursive
! procedure is followed for any
th
j job as follows:

i machine

!i, j
Cm, j = max(Ci"1, j ,Ci, j"1 ) + P
(any
given
value)
Ci, j = k
!

where
j

In its canonical form, DE is designed to solve
!
differential problems, which involve continuous values;
that is, there is no discriminating feature in DE between
values within a solution. This approach is effective;
however a lot of problems involve solutions which are
permutative, such as FSS. To achieve the desired
!
heuristic, certain modifications have to be undertaken to
change the operational domain of DE from continuous

th

(2)
and

i

Ci, j = " C1,k ;Ci, j = " Ck,1 which represents i as the
! k=1
k=1

!machine number, j as the job in the sequence and pi, j
as the processing time of job j on machine i.

!
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ENHANCED
DIFFERENTIAL
ALGORITHM

EVOLUTION

EDE is an extension of DE and DDE, and possesses the
same novel approach that has made DE such a robust
heuristic. EDE in addition to being an extension of DE,
in regards to the inclusion of discrete optimization, is
also an enhancement of DE. Enhancement is only
archeived through the implementation of routines which
improve the solution quality. The outline of EDE is
given in Figure 1.

For the forward transformation from discrete to
continuous numbers, the following formulation is used:
x "i = #1+ x i $ (1# %)

where " is a small number. The values are transformed
back into discrete numbers using:
!

!

Initial Phase
1. Population Generation: An initial
number of discrete trial solutions are
generated for the initial population.
• Conversion
2. Discrete to Floating Conversion: This
conversion scheme transforms the
parent solution into the required
continuous solution.
3. DE Strategy: The DE strategy
transforms the parent solution into the
child solution using its inbuilt
crossover and mutation schemas.
4. Floating to Discrete Conversion: This
conversion schema transforms the
continuous child solution into a
discrete solution.
• Mutation
5. Relative
Mutation
Schema:
Formulates the child solution into the
discrete solution of unique values.
• Improvement Strategy
6. Mutation: Standard mutation is
applied to obtain a better solution.
7. Insertion: Uses a two-point cascade to
obtain a better solution.
8. Repeat: Execute steps 2-7 until
reaching a specified cutoff limit on
the total number of iterations.
• Local Search
9. Local Search: Is initiated if stagnation
occurs
Figure 1: EDE conceptual outline.

The most crucial and important factor in any heuristic is
its internal manipulation routines. DE is highly effective
due to its novel and robust internal mutation schemas
(Price 1999). Price and Storn (2001) have described ten
different working strategies of DE, which are usually
dependent on the problem to be solved. Each strategy is
dependent on three factors; the solution to be perturbed,
number of different solutions considered for
perturbation and the type of crossover used. The
different strategies are given as:
(1) DE/best/1/(exp/bin): ui = x best + F " ( x r1 # x r 2 )
(2) DE/rand/1/(exp/bin): ui = x r1 + F " ( x r2 # x r 3 )
(3) DE/rand-to-best/1/(exp/bin):
ui = x i +!F " ( x best # x i ) + F " ( x r1 # x r 2 )
(4) DE/best/2/(exp/bin):
!
ui = x best + F " ( x r1 # x r 2 # x r3 # x r 4 )
(5) DE/rand/2/(exp/bin):
!
ui = x r5 + F " ( x r1 # x r 2 # x r3 # x r 4 )
!
The convention shown is of form DE/x/y/z, where DE
stands for Differential Evolution, x represents the string
!denoting the solution to be perturbed, y is the number of
different solutions to be perturbed and z is the type of
crossover utilized. Two different types of crossover
schemas are described; binomial (bin) and exponential
(exp) crossover. Binomial crossover stipulates that
crossover will occur on each of the D values in a
solution whenever a randomly generated number
between 0 and 1 is within the CR range. Exponential
crossover is performed on the solution until the random
value generated between 0 and 1 goes beyond the CR
range.

The population for EDE is constructed using a random
number generator. The solution is discrete and reflects
the problem structure. This is unique to the incumbent
process of having a differential population.
and

floating

to

(4)

DE Strategies

Population generation

floating

x i = round[(1+ x "i ) # (2 $ %)]

where the round function rounds the argument to the
nearest integer.
!

•

Discrete to
conversion

(3)

Relative Mutation Schema
Since conversion is occuring between two operational
domains, the number of infeasible solutions created will
be significant. In order to have a larger number of valid
solutions, it is imperative to have child repairing
methods embedded. Three such methods are developed;
front (FM), back (BM) and random mutation (RM).

discrete

The approach for the conversion of discrete values into
floating numbers and then back into discrete numbers
after manipulation is accomplished through the
utilization of Onwubolu’s Approach (Price et al. 2006).
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Insertion refers to the shift of the solution. A random
number is generated and using this number as index, the
two opposing sides of the solutions are swapped. This
maintains the integrity of the solution and also allows
the solution to possibly venture into diversified region
of solution space.

FM utilizes the forward bias in its operation of changing
the infeasible values in a solution. Starting from the first
value and location one, the whole solution is scanned
and the first occurrence of any value is regarded as
feasible, while its second occurrence is regarded as
infeasible.
$& u if u " {u ,...,u }
j,i
j,i
1,i
j#1,i
(5)
u j,i = %
&' u˜ j,i if u j,i " {u1,i ,...,u j#1,i }

Local search
Local search technique is used to find better solutions
from the current solution utilizing some common
mathematical techniques. In EDE, local search is only
initiated when the population stagnates. Stagnation is
idealized as non-improvement of the population over a
period of five (5) generations. The local search
technique accepted for this research is the 2-opt local
search.

Whenever a infeasible soulton is detected, a random
value is generated which is not in the solution and
replaces the infeasible solution.
!
Back Mutation
BM is the direct opposite of FM, where the solution is
scanned from the end, starting at the last value.
#% u if u " {u ,...,u }
j,i
j,i
j +1,i
D,i
(6)
u j,i = $
&% u˜ j,i if u j,i " {u j +1,i ,...,uD,i }

EXPERIMENT AND ANALYSIS
The experiment phase is divided into four segments.
The first section discusses the different strategies and
their effectiveness in solving permutative problems. The
second section involves the testing of this approach over
the DDE and GA. The third section compares the
heuristics with constructive methods and the final
sections does extensive evaluations with the Taillard
benchmark problem sets.

Random Mutation
!RM contains no bias for evaluation of the solution. A
random array containing the indexes for the solution is
created and this array is used to check the solution for
repetition. Where ever a repetitive value is detected it is
marked as infeasible.

Parameter Settings
The initial experimentation deals with the validation and
selection of the control variables. There are three
different variables in DE which are usd for fine tuning
the heuristic; F, CR and DE Strategy. The following
section were evaluated permutatively to find the optimal
input values: CR = {0.1, 0.3, 0.5, 0.7, 0.9}, F = {0.1,
0.3, 0.5, 0.7, 0.9} and Strategy number = {1, 2, 3, 4, 5,
6, 7, 8, 9, 10}. The different values were iteratively
evaluated on the F15x25 data set. The lowest average
value was produced by CR: 0.3 and F: 0.1. This was
realized as the most stable parameter combination.

Once the solution is checked for repetition, another
array is created which contains the index of the
infeasible solution. Using this array, the infeasible
solution are replaced by feasible solutions using the
random number generator.
A = { y1, y 2 , y 3 ,....y D }
(7)
$& rnd [1,D]
where y1 = %
'&if y1 " { y1,..., y j#1}
$u
& y j ,i if uy j ,i " uy j ,i ,...,uy j #1 ,i
(8)
u j,i = %
&' u˜ y j ,i if u y ,i " uy j ,i ,...,uy j #1 ,i
j
!
Improvement strategies

{
{

}
}

Using the above selected values, the second phase
composed of selecting the best strategy. The results are
presented in Table 1.
Table 1: Strategy selection
Strategy Average
1
246.74
2
249.32
3
247.64
4
247.44
5
248
6
247.52
7
248.28
8
245.8
9
246.6
10
246.52

Improvement strategies are embedded into the heuristic
in
! order to improve the solution. The two improvement
strategies are mutation and insertion.
Mutation
Mutation is the movement of two individuals from a
solution. This is done in order to find diversity in the
solution. Two random numbers are generated and using
them as index, the corresponding values in the solution
are swapped. This solution is then evaluated for its
fitness and if improvement is shown, then this new
solution is accepted into the population.
Insertion

As observed, Strategy 8, on average performs better
than the other strategies and was selected.
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As observed, Strategy 8, on average performs better
than the other strategies and was selected.
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for medium sized problems it is around 107%, while for
large sized problems the improvement is in excess of
110%. These results validates that there has been a
marked improvement from the previous DDE to the new
EDE. The EDE has met the first objective in improving
the DE.

The first section outlines the improvements on the
generic discrete DE. The results are presented in Table
2.
Table 2: EDE comparison with generic DE
F XX

DE

GA

ED
E

5 x 10
8 x 15
10 x
25
15 x
25
20 x
50
25 x
75
30 x
100
HoChang

79.4
138.6
207.6

143
205

257.6

*

78
134
194

%
DE GA
103.1
98.74

%
EDE DE
101.79
103.43
107.01

%
EDE GA
106.71
105.67

248

240

96.27

107.33

103.33

474.8

468

433

98.56

109.65

108.08

715.4

673

647

94.07

110.57

104.01

900.4

861

809

95.62

111.29

106.42

213

213

213

100

100.00

100.00

*% formulation: a-b

In addition EDE to GA, which is widely considered as a
benchmark optimization technique. Column seven of
Table 9 shows that EDE outperforms GA on all the
problem instances listed, from small sized problems to
large problems. On average EDE is around 105% to GA
results.
Comparison with Constructive Heuristics
The second section outlines the comparison of this
approach with some established constructive heuristics.
It is the general concensious that constructive heuristics
are generally more robust sine they are targeted
algorithms, where as metaheurists are generic
algorithms.
Module two of the results are from the OR Library
source, and are referenced in Ponnambalam et al (2001).
These FSS problem instances are used by other
researches and their finding have been published. These
instances were evaluated in order to find the
effectiveness of EDE compared to other algorithms
inclusive of constructive algorithms.

a
% = "100
b

EDE has obtained better results than both GA and DE
on the same !
problem instances. When comparing EDE
to DE, column six shows that EDE outperforms DE,
producing better results on each and every problem
instance. For small sized problems the increase in small,

The results are presented in Table 3.

Table 3: EDE comparison with Constructive Algorithms.
Size
Constructive
GA
EDE
% to
Algorithm
Optimal
Car 1
11 x 5
7038 (NEH)
7036
7038
99.97
Car 2
13 x 4
7410 (CDS)
7160
7166
99.91
Car 3
12 x 5
7399 (GUPT)
7489
7312
101.18
Car 4
14 x 4
8003 (NEH)
8003
8003
100.00
Car 5
10 x 6
8190 (NEH)
7748
7720
100.36
Car 6
8x9
9159 (NEH)
8501
8397
101.23
Car 7
7x7
6819 (CDS)
6590
6590
100.00
Car 8
8x8
8903 (CDS)
8366
8366
100.00
Hel 2
20 x 10
146 (NEH)
145
139
104.31
reC 01
20 x 5
1334 (NEH)
1350
1249
106.81
reC 03
20 x 5
1136 (NEH)
1189
1111
102.25
reC 05
20 x 5
1290 (PALM)
1307
1249
103.28
reC 07
20 x 10
1637 (NEH)
1700
1584
103.34
reC 09
20 x 10
1639 (CDS)
1616
1574
102.66
reC 11
20 x 10
1597 (CDS)
1550
1464
105.87
reC 13
20 x 15
2030 (NEH)
2120
1957
103.73
reC 15
20 x 15
2037 (NEH)
2115
1984
102.67
reC 17
20 x 15
2080 (RA)
2116
1957
106.28
reC 19
30 x 10
2189 (NEH)
2349
2132
102.38
reC 21
30 x 10
2157(NEH)
2262
2065
104.45
reC 23
30 x 10
2233(NEH)
2218
2073
106.99
NEH - Nawaz et al 1983; GUPT – Gupta 1971; PALM – Palmer 1965; CDS - Campbell et al 1970
Instance
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A total of twenty-one problem instances were evaluated,
with two different types of comparisons made. Out of
the twenty-one problem instances, EDE obtained the
optimal values for nineteen problem instances. For the
other two problem instances it found results close to
99.9% to the optimal. On average EDE performed 101%
to the optimal.

A maximum of ten iterations was done for each problem
instance. The population was kept at 100, and 100
generations were specified. The results represented in
Table 4 are as quality solutions with the percentage
relative increase in makespan with respect to the upper
bound provided by Thaillard (1993). To be specific the
formulation is given as:
( H # U ) $100
(8)
" avg =
U
where H denotes the value of the makespan that is
produced by the EDE algorithm and U is the upper
bound or the lower bound as computed.
!
The results obtained are compared with those produced
by GA, Particle Swarm Optimization (PSOspv) DE
(DEspv) and DE with local search (DEspv+exchange) as in
Tasgetiren et al. (2004). The results are tabulated in
Table 4.

Comparison with Taillard Benchmark Problem Sets
The third experimentation module is referenced from
Thaillard (1993). These sets pf problems have been
extensively evaluated (see Nowicki et al. 1996 and
Reeves et al. 1998). This benchmark set contains 100
particularly hard instances of 10 different sizes, selected
from a large number of randomly generated problems.
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particularly hard instances of 10 different sizes, selected
from a large number of randomly generated problems.

Table 4: EDE comparison with DE spv and PSO over the Taillard benchmark problem sets.
GA
PSOspv
DEspv
DEspv+exchange
EDE

Table 4: EDE comparison with DE spv and PSO over the Taillard benchmark problem sets.
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PSOspv
DEspv
DEspv+exchange
EDE

Δavg

Δstd

Δavg
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0.69

0.64

0.98

0.66
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1.81
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1.81
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2.84
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3.03
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1.85
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0.57
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1.31

2.84

1.15

3.03
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1.85

0.87

1.75

0.57
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0.41

0.37

0.40

0.36
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4.12

1.10

2.41

0.90
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1.88
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0.18

200x10

2.08

0.45

2.47

0.71

1.88

0.69

1.06

0.35

0.95

0.18

Through the analysis of Table 4, it can be observed that
EDE compares outstandingly with other algorithms.
EDE basically outperforms GA, PSO and DEspv. The
only serious competition comes from the new variant of
DEspv+exchange. EDE and DEspv+exchange are highly
compatible. EDE outperforms DEspv+exchange on the data
sets of 20x10, 20x20, 50x5 and 200x5. In the remainder
of the sets EDE performs remarkbly to the values
reported by DEspv+exchange. On average EDE displays
better standard deviation than that of DEspv+exchange. This
validates the consistancy of EDE compared to
DEspv+exchange.

problems. The different experimentations have validated
the effectiveness of EDE.
EDE has shown marked impovement over the DDE
approach, and has performed outstandingly against the
constructive algorithms. The final validation has been
done by extensive evaluation with Taillard problem sets
and has been found to perform comparatively with other
new emerging algorithms such as GA, PSOspv, DEspv
and DEspv+exchange.
EDE is shown as a versatile and robust new algorithm
which has improved and enhanced the basic principles
of DE. The new enhancement routines that have been
embedded into DE have proven effective in enhancing
the performance of DE in the scheduling problem of
Flow Shop.

CONCLUSION
The new enhanced variant of differential evolution
(EDE) algorithm has been proposed and found effective
in solving a range of difficult flow shop scheduling
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(uneducated neural network), which is feasible to be
reduced-optimized by a suitable educational method to
the specific function f (educated neural network) having
the quality to solve the particular problem successfully.
Such attempt enables to further enhance the set F by
functions of a non-neuronal character and carry a
research on so far into quite unexplored territory
between two purely neural and purely mathematical
frameworks in such way.

KEYWORDS
neural network, symbolic regression,
programming, evolutionary searching

analytic

ABSTRACT
This work deals with a problem of synthesis of the
artificial neural networks using the evolutional scanning
method. The basic task to be solved is to create a
symbolic regression algorithm on principles of analytic
programming, which will be capable of performing a
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A shape of the Artificial Neural Network (ANN) which
successfully solves concrete problem depends on many
factors. A designer who deals with ANN designing pays
attention to complexion of problem in the first instance,
for example a number of inputs and outputs. However
some other aspects such as ANN topology or neurons
transfer function are considered in the same time.
Concurrently, final shape of ANN is heavily influenced
by learning algorithm which is going to be
implemented. (Bose and Liang 1996)

Clause: Let there be a set of all neural networks with
forward running propagation ANNall = {ANN1, ANN2,
..., ANNi, ...} and a set of all functions Fall = {f1, f2, ...,
fk, ...}. Then for each ANNi ∈ ANNall exists a function fk
∈ Fall, alternatively a set of functions Fk ⊂ Fall such,
that holds ANNi ⇔ fk, alternatively ANNi ⇔ Fk.
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Kolmonogorov theorem (Bose and Liang 1996)
further shows also validity of the inverse clause: For
every continuous function fk ∈ Fall exists ANNi ∈
ANNall such, that holds fk ⇔ ANNi.

ANN designing operates with list of rules and heuristics
to ensure correct application of chosen learning
algorithm for created ANN. This technique generates
relatively small set of possible ANN.

Task: Design an algorithm, which will by the means of
the symbolic regression methods, evolutionary scan a
set Fall in order to find:

Nevertheless, if the rules of classic ANN theory are
disobeyed and personal experience is replace by clever
algorithm, scanned set which includes suitable ANN
becomes infinite. This paper shows how symbolic
regression can be used as tool for successful scanning of
such huge sets in order to find and to learn appropriate
ANN.

a) fk ⇔ ANNi
b) fk, whose at least some subfunctions {f1, f2, ...}
⇔ {ANNn, ANNm, ...}
which solve the particular problem P with global error
ET < ξ, where ξ is the user defined biased tolerance
threshold.

The particular method of symbolic regression in this
case Analytic Programming (Zelinka and Oplatkova
2003), an algorithm developed by our faculty on a longterm basis. This algorithm proves a potential to find
among a set of functions F, the class of functions f*
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Figures 1: Principle of the Evolutionary scanning
ANALYTIC PROGRAMMING
Algorithm referred to as analytic programming (AP)
proved itself by providing the solution to a variety of
problems of the symbolic regression as: synthesis of
trigonometric functions (Zelinka 2005a), polynomial
functions (Zelinka and Oplatkova 2003), functions of
boolean parity (Zelinka and Oplatkova 2004), functions
of boolean symmetry (Zelinka at al. 2004), solution of
differential equations (Zelinka 2002b) and optimization
of the artificial ant tour (Zelinka and Oplatkova 2006).
Those accomplishments have led to the motivation to
utilise an AP also in the ANN synthesis.

appropriately choose the elements of GFS and correctly
define the CF, applicable for the problem being solved.
To fulfill both those steps is, however, necessary to
comprehend the relationship of equivalence between the
ANN and functions – namely an AP itself does not
understand the ANN conception, it is capable to
synthesise only functions, eventually algorithms.
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The connection between an ANN and mathematical
functions is often neglected in the professional
literature, at the same time each ANN can be expressed
as to its equivalent class of functions f*. The ANN
synthesis process is thus a process of searching of a
suitable f* in the set of class of functions F, which
contains the classes accrued by combinations of (basic)
base functions b of a set B. The constitution of elements
of B then differs according to individual types of ANN.
The process of ANN education can then be expressed as
searching for convenient values of invariables, which
differentiate particular functions f in f* from each other.
The resulting function f is then equivalent to the
searched for ANN.
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Note: Let's introduce an agreement – if generally
speaking about the neural networks, which are already
successfully educated and/or it is not important if they
are or are not educated at the moment, it would be
prudent to continue using the ANN shortcut. If however
one wishes, wish to accent, that the matter, that it is so
far uneducated network the short form ANN* can be
utilized.

AP has been built-up on the sets of functions, operators
and so called terminals, which are mostly invariables or
independent variables. These mathematical objects form
a set, out of which the AP strives to synthesize a
suitable solution – so called General Function Set
(GFS). Members of GFS are then the principal
functions gf. (That is, we can easily understand the
operators and terminals as functions.) GFS = {gf1, ...
gfi, ... gfn}.
The basic principle of AP is based on the handling with
Discrete Sets (Discrete Set Handling, DSH). DSH
forms the interface between the Evolutionary Algorithm
(Evolutionary Algorithm, EA) (Zelinka, 2004), a
problem, which should be solved symbolically.

⇔

Thanks to that, almost any EA can be applied in the AP.
In such a way the EA in effect works as an engine
actuating the AP. From the EA nature further results to
be rational to define the Cost Function (CF), whose
value is necessary to be minimized.

fi* =

Note: AP does not use as terminals particular, however,
general constants K1 to Kn, whose particular value is
determined by means of nonlinear interlacing as closely
as possible near the assessment of the relevant CF.
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That previous described feature of ANN together with
aforementioned stated characteristics of an AP, makes
from the AP an ideal algorithm for the ANN synthesis.

To accomplish by the means of an AP the successfully
synthesize of the ANN, it is necessary at first to
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The most important task to solve, is to select a suitable
B, which will be used as a GFS.

Such definition of GFS1 is an attractive one because an
AP can, thanks to it synthesize not only classical neural
structures, known from the rigorous theory of ANN,
however, also the networks of pseudo-neural character,
eventually quite non-neural functions. These properties
from the world of neural functions shall, thanks to AP
involuntarily combine with further mathematical
transformations.

Conception of used GFS
From the preceding text it is clear, that suitable
selection of individual gf by using GFS, is an
absolutely crucial question. As a fundamental base
stone - function gf1 – is synthesised ANN, and the
choice then becomes sigmoid – the transfer function of
two input arguments arg1, arg2:

Effect of GFS1 on the synthesized ANN topology
The sub-functions can arise from the set GFS1 under
favorable conditions during cultivation of an individual
in AP, which will compose the winner individual, and
on which can be looked on as neurons in ANN.
Examples of such arrangement of individual gf ∈
GFS1 into convenient subfunctions will be introduced
in future studies.

Sigmoid function is in the world of ANN the often used
transfer function (Master 1993), which is derived from
behavior of real neurons in human brain. For a
parameter λ the invariable value 10 was selected, so that
the sigmoid nears rather to the unipolar binary function,
which is suitable for solutions of classification
problems. Against the binary function it , however, has
the advantage, that there exists a derivation of it in its
whole interval and that it is possible to apply the
algorithm dependent on such derivation of function, as
it is , for example, just the nonlinear interlacing used in
the AP, on the structures, which are thus being created.

Definition of CF
The correct definition of CF is unique for every
problem to be solved. CF should in itself namely
include the whole testing set of the synthesized ANN.
CF works in such cases on the basis of testing the ANN
responses on particular elements of the testing set.
What, however, remains always same is the chosen
philosophy, under which the relevant CF is created.

Beyond gf1 there must be an integral part of, as
constituted by this research, GFS also input
independent variables x1 and x2, which represent
coordinates of individual points on the classified plane,
and then invariables K (K1 to Kn), which shall figure
the thresholds φ and weights w of the network. To be
able to tie up properly the weights and thresholds to the
network, it is necessary to add into GFS next two gf, +
(plus) and × (times).

As a fundamental model of CF1, the staircase
conception CF was selected for the synthesis. Its
operation is, that at the beginning of scoring the CF of
particular individual (ANN) is valid CF = 0. Step by
step all elements of the tested set are passed through. If
there shows at any tested element, that the response of
ANN is divergent to the requirements of the testing set
an increment of CF = CF + 1 is performed. By that way
the CF1 can gather the discrete values {1,2, ..., n},
where n is number of elements in the testing set. CF1
thus calculates on how many elements of testing set
replied ANN with the inadmissible reply.

By that one finally arrives at GFS1 = {gf1, +, ×, x1, x2,
K}. From the point of view of the problem it handles
about so-called complete GFS, consequently GFS1 has
by the means of AP guaranteed the potential of solving
the ANN syntheses – for the set B, through combination
of which rises already known solution ANN of the
particular problem, is valid B ⊆ GFS1 - so it comprises
all elements, which build and compose the relevant f.

By all of that it is assumed, that at the output of ANN
there is inserted one more neuron, which standardizes
the replies greater than 0.8 to 1 and replies less than 0.2
damps to 0.
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The most important task to solve, is to select a suitable
B, which will be used as a GFS.

Such definition of GFS1 is an attractive one because an
AP can, thanks to it synthesize not only classical neural
structures, known from the rigorous theory of ANN,
however, also the networks of pseudo-neural character,
eventually quite non-neural functions. These properties
from the world of neural functions shall, thanks to AP
involuntarily combine with further mathematical
transformations.

Conception of used GFS
From the preceding text it is clear, that suitable
selection of individual gf by using GFS, is an
absolutely crucial question. As a fundamental base
stone - function gf1 – is synthesised ANN, and the
choice then becomes sigmoid – the transfer function of
two input arguments arg1, arg2:

Effect of GFS1 on the synthesized ANN topology
The sub-functions can arise from the set GFS1 under
favorable conditions during cultivation of an individual
in AP, which will compose the winner individual, and
on which can be looked on as neurons in ANN.
Examples of such arrangement of individual gf ∈
GFS1 into convenient subfunctions will be introduced
in future studies.

Sigmoid function is in the world of ANN the often used
transfer function (Master 1993), which is derived from
behavior of real neurons in human brain. For a
parameter λ the invariable value 10 was selected, so that
the sigmoid nears rather to the unipolar binary function,
which is suitable for solutions of classification
problems. Against the binary function it , however, has
the advantage, that there exists a derivation of it in its
whole interval and that it is possible to apply the
algorithm dependent on such derivation of function, as
it is , for example, just the nonlinear interlacing used in
the AP, on the structures, which are thus being created.

Definition of CF
The correct definition of CF is unique for every
problem to be solved. CF should in itself namely
include the whole testing set of the synthesized ANN.
CF works in such cases on the basis of testing the ANN
responses on particular elements of the testing set.
What, however, remains always same is the chosen
philosophy, under which the relevant CF is created.

Beyond gf1 there must be an integral part of, as
constituted by this research, GFS also input
independent variables x1 and x2, which represent
coordinates of individual points on the classified plane,
and then invariables K (K1 to Kn), which shall figure
the thresholds φ and weights w of the network. To be
able to tie up properly the weights and thresholds to the
network, it is necessary to add into GFS next two gf, +
(plus) and × (times).

As a fundamental model of CF1, the staircase
conception CF was selected for the synthesis. Its
operation is, that at the beginning of scoring the CF of
particular individual (ANN) is valid CF = 0. Step by
step all elements of the tested set are passed through. If
there shows at any tested element, that the response of
ANN is divergent to the requirements of the testing set
an increment of CF = CF + 1 is performed. By that way
the CF1 can gather the discrete values {1,2, ..., n},
where n is number of elements in the testing set. CF1
thus calculates on how many elements of testing set
replied ANN with the inadmissible reply.

By that one finally arrives at GFS1 = {gf1, +, ×, x1, x2,
K}. From the point of view of the problem it handles
about so-called complete GFS, consequently GFS1 has
by the means of AP guaranteed the potential of solving
the ANN syntheses – for the set B, through combination
of which rises already known solution ANN of the
particular problem, is valid B ⊆ GFS1 - so it comprises
all elements, which build and compose the relevant f.

By all of that it is assumed, that at the output of ANN
there is inserted one more neuron, which standardizes
the replies greater than 0.8 to 1 and replies less than 0.2
damps to 0.

SOLVING THE XOR PROBLEM

SOLVING THE XOR PROBLEM

In the following a row of problems is selected, which
should be solved successfully using the introduced
methods. And the problem is a classification according
to a logical function XOR. That basic classification
problem ill-famed by the halting of neural networks
development in 30 years of the 20th century. Because of
the capacity of neural networks two variants are
displayed. These are denoted as variants ANN1 and
ANN2.
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Table 1: Classification XOR
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(educated) by the means of nonlinear interlacing
methods (nonlinear fitting).
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The border between classes of ANN – shows the
classification border of ANN, if the reply is greater than
0.5 falls the classification in the class 1 on the contrary
in the class 0.

Description of formulas used and graphs

3D graph of function ANN function in E3.

displays ANN as a

Structure of ANN* - suitable structure of ANN found
by the means of AP with invariables K prepared for
education

Topology of ANN – shows the topological relations b
in ANN, transferred into neuronal shapes.
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CONCLUSION
Analytic programming has been successfully used for
different types of problems. In this research a simple
initial study on complete ANN synthesis by means of
AP is done. Positive results has shoved that AP can be
used in this way. In the future more complex study on
ANN synthesis are going to be done by means of
another evolutionary algorithms and levels of
application.
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KEYWORDS

The other tool is GE which was developed in the last
decade of the 20th century by Conor Ryan. GE has one
advantage over GP and this is its ability to use arbitrary
programming languages, and not only LISP as is in the
case of GP. In contrast to other evolutionary algorithms,
GE was used only with a few search strategies, with a
binary representation of the populations [O'Sullivan
2002]. Other 2 interesting investigations using symbolic
regression was carried out by Johnson [Johnson 2003]
working on Artificial Immune Systems and Probabilistic
Incremental Program Evolution (PIPE) [Salustowicz
1997] generates functional programs from an adaptive
probability distribution over all possible programs.
This contribution demonstrates the use of methods
which is independent of computer platform (as author of
AP suggests), programming language and can use any
evolutionary algorithm (as demonstrated by [Zelinka
2002, 2003, 2005]) to find an optimal solution of the
required task.

Evolutionary algorithms, symbolic regression, Analytic
Programming, Selforganizing Migrating Algorithm,
Hill-Climbing, Differential Evolution.
ABSTRACT
This contribution deals with a new idea of how to create
evolutionary algorithms by means of symbolic
regression and Analytic Programming. The motivation
was not only to tune some existing algorithms to their
better performance, but also to find a new robust
evolutionary algorithm. In this study operators of
Differential Evolution (DE), SelfOrganizing Migrating
Algortithm (SOMA), Hill Climbing were used during a
process of Analytic Programming. The results showed
that AP was able to find the originally defined DE, but
also new structure which has a similar behaviour but
slower convergence in multimodal function than DE.
This, in further work, leads to including the conditions
of convergence to CostFunction. Results produced in
100 repeated simulations are displayed in graphical and
tabular form.

ANALYTIC PROGRAMMING – PRINCIPLES
AND DATA STRUCTURES
Basic principles of the AP were developed in 2001.
Until that time only GP and GE had existed. GP uses
genetic algorithms while AP can be used with any
evolutionary algorithm, independently on individual
representation. To avoid any confusion, based on use of
names according to the used algorithm, the name Analytic Programming was chosen, since AP represents
synthesis of analytical solution by means of
evolutionary algorithms.
The core of AP is based on a special set of mathematical
objects and operations. The set of mathematical objects
is set of functions, operators and so-called terminals (as
well as in GP), which are usually constants or
independent variables. This set of variables is usually
mixed together as shown in Fig. 1 and consists of
functions with different number of arguments. Because
of a variability of the content of this set, it is called here
“general functional set” – GFS. The structure of GFS is
created by subsets of functions according to the number
of their arguments. For example GFSall is a set of all
functions, operators and terminals, GFS3arg is a subset
containing functions with only three arguments, GFS0arg
represents only terminals, etc. The subset structure
presence in GFS is vitally important for AP. It is used to
avoid synthesis of pathological programs, i.e. programs
containing functions without arguments, etc. The
content of GFS is dependent only on the user. Various

INTRODUCTION
The term “symbolic regression” represents a process
during which measured data is fitted and a suitable
mathematical formula is obtained in an analytical way.
This process is widly known for mathematicians. They
use this process when a need arises for mathematical
model of unknown data. For a long time, symbolic
regression was a domain of humans but in the few past
decades computers have gone to forefront of interest in
this field. Initially, the idea of symbolic regression done
by means of a computer was proposed in Genetic
Programming (GP) by John Koza [Koza 1998, 1999,
www.genetic-programming.com]. The other two
approaches are Grammatical Evolution (GE) developed
by Conor Ryan [O’Neill 2003, O'Sullivan 2002,
www.grammatical-evolution.org] and here described
Analytic Programming (AP) developed in [Zelinka
2002, 2003, 2005].
GP was the first tool for symbolic regression done by
means of computer instead of humans. The main idea
comes from genetic algorithms (GA) [Davis, 1996]
which John Koza uses in his GP. The ability to solve
very difficult problems was proved many times, and
hence, GP today can be applied, for e.g. to synthesize
highly sophisticated electronic circuits [Koza 1999].
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functions and terminals can be mixed together [Zelinka
2002, 2003, 2005].
The second part of the AP core is a sequence of
mathematical operations which are used for program
synthesis. These operations are used to transform an
individual of a population into a suitable program.
Mathematically stated, it is the mapping from an
individual domain into a program domain. This
mapping consists of two main parts. The first part is
called discrete set handling (DSH) [Lampinen 1999,
Zelinka 2002, 2003, 2005] and the second one stands
for security procedures which do not allow synthesizing
pathological programs. The method of DSH, when used,
allows to handle arbitrary objects including
nonnumerical objects like linguistic terms {hot, cold,
dark,…}, logic terms (True, False) or other user defined
functions. In the AP DSH is used to map an individual
into GFS and together with security procedures (SP)
creates the above mentioned mapping which transforms
arbitrary individual into a program. Individuals in the
population consist of integer parameters, i.e. an
individual is an integer index pointing into GFS.

Climbing algorithm. Details of these algorithms can be
found in [Price 2005, Zelinka 2004 and Russel 1995]. It
was necessary to separate its operators like mutation,
crossover and selection of parents. The following
operators were put inside GFS sets according to the
number of arguments.
GFS0arg=
{SelectDE,
SelectLeaderSOMA,
SelectSOMARandLeader, SelectHillClimb}
GFS1arg=
{
MutateDERand1,
CrossDEExp,
CrossDEBin,
MutateDEBest2,
MutateDERand2,
MutateDECurrentToBest,
MutateDEBest1,
SOMAATOWithPRT,
SOMAATOWithoutPRT,
SOMAATORandWithPRT,
SOMAATORandWithoutPRT, HillClimbing }
SelectDE – this is the operator which selects individuals
from population for other instructions. In this case, the
output will be 4 individuals – one active individual and
3 randomly chosen.
MutateDERand1- here mutation is produced as follows:
one of the randomly chosen parents is subtracted from
the second parent and a so called differential vector is
produced. This vector is multiplied by a mutable
constant and the result of this operation is a weighted
differential vector. The third parent plus the weighted
differential vector produces a noisy vector. This noisy
vector is the output of the MutateDERand1.
MutateDEBest2, MutateDEBest1, MutateDERand2,
MutateDECurrentToBest are mutation functions of
other version of Differential Evolution.
CrossDEBin – the active individual gives some
arguments and the input individual to CrossDEBin gives
some other arguments and the trial vector is created.
This is given by crossover constant Cr. If random
number from interval <0,1> is less than Cr the
arguments from active individual is taken, otherwise it
is from the individual which is input of CrossDEBin.
CrossDEExp is similar crossover to CrossDEBin. The
difference is in the choice of arguments into the trial
vector. Until first case of random number from interval
<0,1> is less than Cr, arguments from active individual
are taken, then the rest from the input individual of
CrossDEExp.
SelectLeaderSOMA – choses the best individual in the
population (with the minimal value of cost function).
SelectSOMARandLeader – choses the random
individual from population.
SOMAATOWithPRT – is the operator which create a
table of new individuals which are in the direction from
active individual to Leader in Steps and the best
individual is selected as an output individual.
SOMAATOWithoutPRT,
SOMAATORandWithPRT,
SOMAATORandWithoutPRT – are similar as the
previous one, the only difference is in the use of
PRTVector and best individual as Leader or random
individual as Leader.
SelectHillClimb – choses random point in the Cost
Function.

Fig. 1 Structure of GFS (this example related to the
environment of Mathematica®)
The creation of the program can be schematically
observed in Fig. 2. The individual contains numbers
which are indices into GFS. The detailed description is
represented in [Zelinka, 2004].

Fig. 2: Main principles of AP
PROBLEM DESIGN
Operators of evolutionary algorithms
For our purpose to create evolutionary algorithms by
means of Analytic Programming, we extended
algorithms from Differential Evolution [Oplatkova,
2006], SelfOrganizing Migrating Algorithm and Hill
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HillClimbing – is a process of Hill Climbing algorithm.
If the randomly chosen point from the neighboroughood
has less cost value, it is chosen as a new startpoint,
otherwise the current startpoint is used again.
All above described operators work as modules with
some input and some output. The functionality is related
to one active individual. Therefore for application for all
individuals in the population FinalAlgorithm is
therefore set up as well.
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Cost Function design

Cost Function design

When Analytic Programming creates a complex
formula, it is necessary to assign some value that
represents if the individual is suitable and its quality. In
the case of creating new evolutionary algorithms trying
on some benchmark functions is logical. In this study
we applied newly generated algorithm on two test
functions – to obscure how closed the minimum value
the algorithm reached. Two cost functions were
DeJong1st as example of unimodal function and
Schwefel as example of multimodal [Zelinka, 2004].
DeJong1st and Schwefel functions are described in an
analytical way as shown in equations (4) and (5).
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Original Differential Evolution of DERand1Bin version
can be written as the equation (1)
CrossDEBin(MutateRand1(SelectDE))
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The value of Cost Function was designed so that
initially the generated algorithm is tried to observe if it
is able to find the minimum value on the easy unimodal
function DeJong1st. Better said, it is testing the
difference between global extreme and the extreme
approached by a new generated algorithm. If the
difference under 10-7 is reached, then the Schwefel
function is tested similarly.
If the algorithm is successful on both functions, the
value is set as seen equation (6) in the case that number
of cost function evaluations were less than the average.

(5)

i=1

These two
! functions can be seen as graphs in the
following figures – Fig. 3 and Fig. 4 for DeJong1st, Fig.
5 and Fig. 6 for Schwefel function.

!

|CFESchwefel - avgCFESchwefel| / SchwefelValue (6)
where
CFESchwefel is number of costfunction evaluations
used to reach the SchwefelValue by the generated
program
avgCFESchwefel is the average value of the number of
cost function evaluation reached by SOMA and DE in
100 times repeated simulations [Oplatkova, 2006].
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SchwefelValue is the value of reached extreme

Following table show values of extremes for DeJong
and Schwefel which were found by DE and SOMA.

SchwefelValue is the value of reached extreme

If the number of cost functions were higher, the value is
behaving according to equation (7).

If the number of cost functions were higher, the value is
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In the case the algorithm was not successful in the
Schwefel function but was successful in DeJong1st
function, the rules are similar as in the case of Schwefel
function, as seen in equations (8) and (9).
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(9)
where
CFEDeJong is the number of costfunction evaluations
used to reach the DeJongValue by the generated
program:
avgCFEDeJong is the average value of the number of
cost function evaluation reached by SOMA and DE in
100 times repeated simulations [Oplatkova, 2006].
DeJongValue is value of the reached extreme.
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Fig. 9: Schwefel – 100 times repeated for SOMA

This is not the only one way as to how to design a
suitable cost function. This one differs from the
previous one not only in including the number of cost
function evaluations inside the CostFunction but also in
the approach to the value of the extreme itself
[Oplatkova, 2006]. In previous cases, we used the
original value of the extreme, but more suitable is to
find the difference from the global extreme. Then we
are close to zero value and it is more predictive.
RESULTS
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This section compares DE and SOMA with a new
developed algorithms. The following figures are
histories of behaviour of the best individual in the
population - 100 times repeted for DE and SOMA
algorithms – DeJong1st (Fig. 7 and Fig. 8) and
Schwefel (Fig. 9 and Fig. 10).

Fig. 10: Schwefel – 100 times repeated for DE
Table 1 Values of extremes found by DE and SOMA

Minimum
Maximum
Average

Original DE
DeJong Schwefel
2.04492 -837.966
x 10-8
6.61369 -837.966
x 10-6
9.29224 -837.966
x 10-7

Original SOMA
DeJong Schwefel
2.39949 -837.966
x 10-16
1.45227 -837.966
x 10-14
3.6897
-837.966
x 10-15
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During our simulation we found successful and also non
successful solutions.
Following equations (11 – 14) belong to non successful
solutions.
Fig. 7: DeJong1st – 100times repeated for SOMA
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SelectLeaderSOMA
CrossDEBin(SelectDE)
HillClimbing(SelectDE)

(11)
(12)
(13)
Minimum

The successful solution we can divide into two groups –
which found subsolutions with requested diversity but
the number of cost function evaluations were high and
the final solution therefore was not so good (equations
15 and 16). The second group contains solution which
were successful in all conditions including original
algorithms of SOMA and DE (equations 17 - 19).

Maximum
Average

Generated
algorithm (15)
DeJong Schwefel
5.86771x -837.966
10-10
1.53905
-800.053
x 10-4
9.06618
-835.993
x 10-6

Generated
algorithm (16)
DeJong Schwefel
7.05752
-837.966
x 10-10
5.90596
-799.892
x 10-4
3.24827x -835.871
10-5

The number of generations or migrations in new
algorithms in the graph might be a little confusing.
Number of cost function evaluations (CFE) in one loop
for SOMA, DE and two new evolutionary algorithms
are in equations (20 - 23). It means that 150 generations
in DE means 3000 CFE if number of individuals is 20.
Similar CFE (3109) in SOMA is for Migrations = 6. In
new algorithms, 5 loops means 8282 and 3227 CFE for
(15) and (16).
(PopSize – 1) Migrations (PathLength / Step)
(19)
NP Generations
(20)
NP Generations (3 (PathLength / Step) + 1)
(21)
NP Generations ((PathLength / Step) + 5)
(22)

SOMAATOWithPRT(SOMAATORandWithPRT(SOM
AATOWithoutPRT(MutateDERand1(SelectSOMALead
er))))
(14)
SOMAATOWithPRT(MutateDEBest1(MutateDERand1
(MutateDECurrentToBest(MutateDEBest1(MutateDEC
urrentToBest(SelectSOMARandLeader))))))
(15)
CrossDEBin(MutateRand1(SelectDE))
(16)
SOMAATORandWithPRT (SelectDE)
(17)
MutateDEBest1(MutateDERand1(SelectSOMARandLe
ader))
(18)
Following Figures 11 and 12 show graphs for 100times
repeated simulations of algorithm with notation in (15).

As can be seen, the generated programs were able to
find minimum values, along with DE and SOMA. But
not in all cases as table 2 shows even if CFE is higher
than in SOMA and DE. On the other hand the
connection of several evolutionary operators show the
promising approach, and its advantage which might
occur in higher dimensional problems.

Fig. 11: DeJong – 100times repeated for new algorithm

Fig. 12: Schwefel – 100times repeated for new
algorithm
Table 2 shows values of extremes which were found by
two new generated algorithms.
Table 2 Values of extremes for DeJong and Schwefel
found by new generated algorithms
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As can be seen, the generated programs were able to
find minimum values, along with DE and SOMA. But
not in all cases as table 2 shows even if CFE is higher
than in SOMA and DE. On the other hand the
connection of several evolutionary operators show the
promising approach, and its advantage which might
occur in higher dimensional problems.

CONCLUSION

CONCLUSION

This contribution was concerned to the method of how
to create new evolutionary algorithms by means of
symbolic regression using Analytic Programming. In
this study design of cost function was changed. Some
other improvements are proposed to be done in the
future, mainly to try to use on more arguments test
functions – to prove the robustness of the generated
algorithms. We also suppose that more complicated
structure which uses more cost function evaluations will
show their advantage and probably more velocity in
convergence to the global extreme. Also elementary
functions will be replenished with other operators from
other evolutionary algorithms.
On the basis of reached results it can be stated that:
• Analytic Programming can be used as a tool for
creating new evolutionary algorithms
• All was found during first randomly generated
population. It is hoped to find more complex
algorithms with better behaviour during evolution
which should be applied on the first population,
mainly in higher dimensional cost functions.
• All operators should have the same structure
concerned to inputs and outputs to be simply mixed
together.
The results are promising for further research.
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Strategy (HGS) introduced by Kołodziej et al
(Kołodziej et al, 2001).
The experimental analysis presented in this paper is a
continuation of the research initialized in (Kołodziej et
al, 2006). We defined a new set of water purifying cost
functions for the water users. These functions define
the case of better cost amortization in consequence of
partial effluents recycling.
The remainder of the paper is organized as follows.
Sections 2 and 3 contain the problem definition and the
main idea of HGSNash. Results of performed numerical
experiments are reported in section 4. The paper ends
with some final remarks.

ABSTRACT
In this paper we applied the parallel evolutionary
strategy HGSNash to solving the decision making
problem for water resource systems with external
disagreement of interests. This problem is usually
modelled as a non-cooperative strategic game. We
define two different sets of water purifying cost
functions for the water users and perform a simple
experimental analysis. The efficiencies of HGSNash and
others selected optimization methods were compared at
the end of the paper.

DECISION-MAKING PROBLEM FOR WATER
RESOURCE SYSTEM

INTRODUCTION

Let us consider that many water users pour their
effluents in the common sewage treatment plant. A tax
for the emission of effluents can be the reason of the
disagreement of interests of the users.
The strategy decision variable of the user can be defined
as the current pollution level of his effluents poured in
the sewage treatment plant. The goal of the each user is
to minimize the costs connected with the responsibility
for the pollution of the natural environment. The cost
function of the i-th user can be defined in the following
way:

A water resource system can be defined as a system of
methods of the water management in a given area. Some
important decision problems connected with the system
can be very difficult to solve, especially in the case of
disagreement of the interests of the water users.
The disagreement can be internal or external. The recent
methodology of decision making in the case of internal
disagreement of interests exploits decision support
systems which enable to solve multi-criteria problems.
The external disagreement of interests of the decision
makers is usually modelled as a non-cooperative game
with the Nash equilibrium as the solution (Wo niak,
1995). This model can be used in practice because it
does not oblige the decision makers to reveal their
interests and it does not impose the centralized manner
of the decision making. The Nash equilibria can be
interpreted as steady states of a strategic game, in which
each player holds correct expectations concerning the
other players behavior (Straffin, 2004).
The problem of finding such equilibria points of the
strategic games remains a challenging global
optimization task. Algorithms for solving games have
been studied from the beginning of game theory but
usually they are very time consuming. HGSNash
strategy applied in this paper is an evolutionary
optimization method based on the Hierarchical Genetic

Qi (x 1 ,...x n ) = k i ( y i ) + α i ⋅

n
j =1

+ p i (x 1 ,..., x n )

xjzj +

(1)

where:
• ki (yi) - the increasing and continuous function
of the water purification cost paid by the i-th
user,
• yi = bi – xi - the difference between the
maximum (bi) and the current (xi) pollution
level of water poured in the sewage treatment
plant by the i-th user (0 ≤ xi ≤bi),
•

t i ( x 1 ,..., x n ) = α i ⋅

n
j =1

x j z j - the i-th user tax

for the water pollution (αi - the tax coefficient,
zj - the amount of effluents discharged by
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the j-th user,

n
j =1

•

xjzj

•

Subordinate unit - which solves the problems
of the minimization of the users cost functions
Qi.
We need to minimize the cost functions of the users in
the subordinate unit to compute the values of the cost
function Q. We usually define a non-gradient
optimization algorithm such as Powell algorithm for that
unit.
The gradient computation for the function Q is
impossible in many cases. Thus the non-gradient global
optimization algorithms such as Powell, modified
Controlled Random Search or evolutionary algorithms
could be recommended as the main a unit algorithms.
We applied Hierarchical Genetic Strategy (HGS)
(Kołodziej et al, 2001; Kołodziej, 2001) as the main
mechanism of the optimization process of the game cost
function Q.

- the level of water

pollution in the whole sewage treatment plant)
pi (x1 ,…,xn ) - the i-th user fine for exceeding
the maximum pollution level q.

The pi function is defined as follows:

p i ( x i ,...x n ) =

0,

if

n
j =1

p i0 ,

xjzj ≤ q

(2)

oherwise

The values of parameters αi, p i0 and q are estimated by
the water resource management. These parameters are
optimal for the users if the following condition is
satisfied:
n
j =1

xjzj ≤ q

(3)

THE MAIN IDEA OF HGSNash
HGSNash, introduced in (Kołodziej et al, 2006), is a
parallel evolutionary strategy designed for the detection
of the Nash equilibria as the solutions of the noncooperative games. It is based on the Hierarchical
Genetic Strategy (HGS).
HGS is a very effective tool in solving ill-possed global
optimization problems with multimodal and weakly
convex objective functions (Kołodziej, 2001). High
efficiency of the strategy comes from the concurrent
search in the optimization landscape by many small
populations. The sequences of these populations are
defined as the evolutionary dependent processes. HGS
was successfully applied as a method of solving some
practical engineering problems, for example for the
estimation of the geometric errors of the Coordinate
Measure Machine (Kołodziej et al, 2004).
HGSNash can be defined as a simple adaptation of the
Hierarchical Genetic Strategy (HGS) to the global
optimization of the multi-cost game function Q defined
by the formula (3). This adaptation requires a
modification of the main evolutionary mechanism in
HGS due to the parallel structure of the multi-cost
function optimization procedure (see Fig. 1). As the
subordinate unit in HGSNash we applied the Powell
non-gradient optimization algorithm.
The main unit algorithm in HGSNash is depended on
the HGS implementation type. We apply the binary
HGS with Simple Genetic Algorithm (SGA) as the
evolutionary mechanism in the case of the binary
HGSNash implementation and the floating point HGS
with Simple Evolutionary Algorithm (SEA) in the case
of HGSNash real implementation. We define SEA
algorithm as (µ,µ)-ES with Gaussian mutation and
proportionate selection. SEA is also called Evolutionary
Search with Soft Selection (ESSS) in some papers
(Galar, 1885).
A fixed number of iterations of HGSNash defines a
metaepoch of the given period. The rough scheme of the

∀i ∈ N ; ∀ 0 ≤ x ii ≤ x i' ' ≤ bi :

k i (bi − x i'' ) − k i (bi − x i, ) < α i z i (x i,, − x i, )

bi q
n
j =1

z jbj

− k i (0 ) − α i z i bi −

(4)

bi q
n
j =1

z jbj

(5)

There exists an unique optimal solution satisfying
those conditions. To find this solution we use the theory
of non-cooperative games and the concept of the Nash
equilibrium formulated in terms of the global
minimization of the multi-cost function
Q: S1 × … × Sn →R defined in the following way:

Q(s1 ,...s n ) =

n
i =1

[Q (s ,...s ) − min Q (s ,..., s )]
i

1

n

si ∈Si

i

1

n

(6)

where:
• N = {1,...,n } is the set of players,
• S1 ,…, Sn; (card(Si) ≤ 2; i ∈N) are sets of
strategies for the players,
• Q1 ,…Qn ; Qi: S1 × … × Sn →R ∀ i ∈ N are
players cost functions,
• s1,...,sn are players decision variables, si ∈ Si,
i=1,...,n.
The problem of the optimal estimation of these
parameters is the main task for the management of the
water resource system. The optimal solution for this
problem should imply the optimal decisions of users,
which decrease the values of their cost functions.
The game cost function has non-negative values and its
global minimum is zero. The minimizing procedure for
that function is composed of two cooperated units:
• Main unit - which solves the problem of the
global minimization of the Q function,
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(2)

oherwise

The values of parameters αi, p i0 and q are estimated by
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optimal for the users if the following condition is
satisfied:
n
j =1

It was shown in (Petrosian and Zacharow, 1986) that
parameters αi, p i0 and q should be estimated according
to the following rules:

p i0 = k i bi −

the j-th user,

xjzj ≤ q

(3)
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NUMERICAL EXPERIMENTS AND RESULTS

k-periodic metaepoch procedure is presented on Figure
1.

In this section we reported the results of some simple
numerical experiments performed for the verification of
the efficiency of HGSNash in solving the decisionmaking problem of water resource system. We solved
that problem for two different variants of the users water
purifying functions and three groups of input parameters
values.
The HGSNash performance was compared with other
selected optimization methods like a single population
evolutionary strategy and modified Advanced
Controlled Random Search as the main unit algorithms
in the 2-steps Nash detection procedure ( lepowro ska,
1996 ).

Figure 1: A metaepoch of fixed period k in
All genetic operators defined originally for HGS, i.e.
sprouting operator and prefix comparison operator (see
(Kołodziej et al, 2001; Schaefer and Kołodziej, 2002)
and (Wierzba te al, 2003) for details) can be applied
also in HGSNash. Figure 2 shows the example structure
of binary implementation HGS after running of 3
metaepochs.
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Test suite

Test suite

Let us assume that there are only two water users. We
considered two variants of the users water purifying cost
functions.
Case 1
In the first case we assumed that the users costs of the
water purifying increase proportionally to the current
pollution levels of water poured in the sewage treatment
plant. For the first user those costs increase two times
faster than for the second one. The water purifying
functions in this case are defined by the following
formulas:
k 1 = b1 − x 1
(7)
k 2 = 0.5 ⋅ (b2 − x 2 )
(8)
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Case 2
In the second case we changed the cost water purifying
function for the second user from linear to the quadratic
one. Now the values of water purifying cost for that
user, small in the beginning, can grow very fast and
exceed the first user's costs, which was impossible in
the previous case. The water purifying functions in this
case are defined by the following formulas:
k 1 = b1 − x 1
(9)
4
2
k 2 = ⋅ (b2 − x 2 )
(10)
3
The plots of those functions are presented on the Figure
3.

Figure 2: A binary HGS structure after running 3
metaepochs
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Figure 2: A binary HGS structure after running 3
metaepochs

In this paper HGSNash with SEA as the evolutionary
mechanism was applied to solve the decision-making
tasks for the systems with external disagreement of
interests. We performed some numerical experiments
and compared their results with the results of some
similar tests obtained for the single population SEA and
ACRS PW algorithm specially designed for Nash
equilibria detection ( lepowro ska, 1996).

Figure 3: Plot of the water purifying functions k1
and k2 in Case 2.
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Table 2: Values of parameters for the 3- levels floating
point HGS in the case of big level populations.

All experiments were performed for three different sets
of the input parameters values.

x
α 1 = 0.2 ⋅ 1
k1
z1=0.3
b1=1

Set 1

x
α 2 = 0 .8 ⋅ 2
k2
z2=0.3
b2=1

Parameter
Population size
Mutation parameter
Metaepoch period

q=1

α 1 = 0.8 ⋅

x1
k1

z1=0.8
b1=1

α 2 = 0.2 ⋅

x2
k2

q=1

z2=1.6
b2=1

In this case we have exchanged the coefficients in the
tax rates and we changed the capacity of effluence
poured by the users. These changes should show the
significant differences in the users behavior.

x
α 1 = 0.2 ⋅ 1
k1
z1=1.2
b1=1

Set 3

x
α 2 = 0 .8 ⋅ 2
k2
z2=1.2
b2=1

q=1

In the last case we again exchanged the coefficients in
the tax rates. The capacity of effluence is greater than
the maximal pollution level set for both users.
Parameter setting

Parameter
Population size
Mutation parameter

Level 2
10
0.5
100

(a)
30
0.25

(b)
200
0.25

We accepted the value of the mutation parameter
defined for the most accurate process in HGSNash as
the mutation parameter value for SEA. The population
size values in SEA correspond to the sum of the values
of those parameters on all levels of HGSNash. The stop
criterion for that algorithm was defined as a maximal
number of iterations, which was 50000 in all
experiments.
The values of the initial parameters for ACRS PW are
presented in Table 4.

Table 1: Values of parameters for the 3- levels floating
point HGS in the case of small level populations.
Level 1
10
1
100

Level 3
50
0.25
100

Table 3: Values of parameters for SEA in the cases of
small (a) and big (b) populations

We applied 3-levels HGSNash strategy for solving the
test problems defined in the previous section. The 3levels floating point HGS (Wierzba et al, 2003) was
defined as the main unit algorithm in HGSNash
structure. The genetic operations in SEA were reduced
to the Gaussian mutation with the standard deviation
defined as a mutation parameter. We considered two
cases of the evaluation of small and big populations on
every HGSwithSEA level. The values of parameters for
the 3-levels HGSwithSEA in both cases are presented in
Tables 1 and 2.

Parameter
Population size
Mutation parameter
Metaepoch period

Level 2
50
0.5
100

The Powell optimization algorithm was defined as the
subordinate unit algorithm in HGSNash. We accepted
the maximal number of metaepochs executed in the
single run (which was 500 in every experiment) as the
stop criterion.
The HGSNash performance was compared with the
following algorithms:
• single population SEA with Gaussian mutation
and no crossover,
• Advanced
Controlled
Random
Search
Algorithm with Powell method - ACRS PW
ACRS PW algorithm was introduced in ( lepowro ska,
1996) as a hybrid method of Nash equilibria detection
for non-cooperative games. The main unit algorithm in
ACRS PW is based on two-steps optimization method
with Controlled Random Search (CRS) algorithm in the
first step and Powell method in the second step. The
main goal of the CRS algorithm is to indicate some
neighborhoods of the potential solutions, in which the
Powell method could be started (see lepowro ska,
1996) for details). The subordinate unit algorithm in
ACRS PW is also Powell algorithm.
The values of initial parameters for SEA algorithm in
cases of small and big populations are presented in
Table 3 .

Note that in this case the cost of water purifying is low
for both users.
Set 2

Level 1
100
1
100

Level 3
10
0.25
100

Table 4: Values of parameters for ACRS PW
Parameter
Number of start points
Search accuracy in step1 (ε)
Search accuracy in step2 (γ)
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Value
50
0.005
0.05

Table 2: Values of parameters for the 3- levels floating
point HGS in the case of big level populations.

All experiments were performed for three different sets
of the input parameters values.

x
α 1 = 0.2 ⋅ 1
k1
z1=0.3
b1=1

Set 1

x
α 2 = 0 .8 ⋅ 2
k2
z2=0.3
b2=1

Parameter
Population size
Mutation parameter
Metaepoch period

q=1

α 1 = 0.8 ⋅

x1
k1

z1=0.8
b1=1

α 2 = 0.2 ⋅

x2
k2

q=1

z2=1.6
b2=1

In this case we have exchanged the coefficients in the
tax rates and we changed the capacity of effluence
poured by the users. These changes should show the
significant differences in the users behavior.

x
α 1 = 0.2 ⋅ 1
k1
z1=1.2
b1=1

Set 3

α 2 = 0 .8 ⋅

x2
k2

q=1

z2=1.2
b2=1

In the last case we again exchanged the coefficients in
the tax rates. The capacity of effluence is greater than
the maximal pollution level set for both users.
Parameter setting

Parameter
Population size
Mutation parameter

Level 2
10
0.5
100

(a)
30
0.25

(b)
200
0.25

We accepted the value of the mutation parameter
defined for the most accurate process in HGSNash as
the mutation parameter value for SEA. The population
size values in SEA correspond to the sum of the values
of those parameters on all levels of HGSNash. The stop
criterion for that algorithm was defined as a maximal
number of iterations, which was 50000 in all
experiments.
The values of the initial parameters for ACRS PW are
presented in Table 4.

Table 1: Values of parameters for the 3- levels floating
point HGS in the case of small level populations.
Level 1
10
1
100

Level 3
50
0.25
100

Table 3: Values of parameters for SEA in the cases of
small (a) and big (b) populations

We applied 3-levels HGSNash strategy for solving the
test problems defined in the previous section. The 3levels floating point HGS (Wierzba et al, 2003) was
defined as the main unit algorithm in HGSNash
structure. The genetic operations in SEA were reduced
to the Gaussian mutation with the standard deviation
defined as a mutation parameter. We considered two
cases of the evaluation of small and big populations on
every HGSwithSEA level. The values of parameters for
the 3-levels HGSwithSEA in both cases are presented in
Tables 1 and 2.

Parameter
Population size
Mutation parameter
Metaepoch period

Level 2
50
0.5
100

The Powell optimization algorithm was defined as the
subordinate unit algorithm in HGSNash. We accepted
the maximal number of metaepochs executed in the
single run (which was 500 in every experiment) as the
stop criterion.
The HGSNash performance was compared with the
following algorithms:
• single population SEA with Gaussian mutation
and no crossover,
• Advanced
Controlled
Random
Search
Algorithm with Powell method - ACRS PW
ACRS PW algorithm was introduced in ( lepowro ska,
1996) as a hybrid method of Nash equilibria detection
for non-cooperative games. The main unit algorithm in
ACRS PW is based on two-steps optimization method
with Controlled Random Search (CRS) algorithm in the
first step and Powell method in the second step. The
main goal of the CRS algorithm is to indicate some
neighborhoods of the potential solutions, in which the
Powell method could be started (see lepowro ska,
1996) for details). The subordinate unit algorithm in
ACRS PW is also Powell algorithm.
The values of initial parameters for SEA algorithm in
cases of small and big populations are presented in
Table 3 .

Note that in this case the cost of water purifying is low
for both users.
Set 2

Level 1
100
1
100

Level 3
10
0.25
100

Table 4: Values of parameters for ACRS PW
Parameter
Number of start points
Search accuracy in step1 (ε)
Search accuracy in step2 (γ)
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Value
50
0.005
0.05

theoretical and experimental studies on the populations
dynamics in evolutionary algorithms performed in
(Karcz-Dul ba, 2004). ACRS PW algorithm was better
in case of 50 initial points than in case of 10 initial
points.
In what follows we will report the results only for
evolutionary algorithms with small populations and
ACRS PW with 50 initial points.
In tables 7 and 8 we present the best solutions found by
three applied algorithms and the average time (in
seconds) needed for such results.

The optimal number of start points for CRS algorithm
was set to n…25 (n is the number of objective function
variables) according to the W.L. Price experimental
studies (Price, 1983). The search accuracy parameter ε
is the maximal possible value of the objective function
at the points detected by CRS as the potential solutions.
The maximal number of iterations of the CRS algorithm
was 1000 in every experiment.
The search accuracy γ parameter is the radius of the
neighborhood of the proper solution found by the
Powell algorithm in the second step. The γ parameter
defines the termination condition for the whole
algorithm.

Table 7: The best solutions found by HGSNash, SEA
and ACRS PW

Results of the experiments

Case

Each experiment was repeated 30 times for all
algorithms. Tables 5-9 report experimental results
obtained in two cases of users water purifying cost
function and three sets of users total cost functions
parameters ("Case i -Set j", i=1,2; j=1,2,3). In tables 5
and 6 we compare the efficiency in finding the global
optimum in cases of small and big populations. In the
case of ACRS PW we define as the "population" the
number of initial points for CRS step. "Small
population" for that algorithm contained 10 initial points
while "big population" - 50. The parameter (nr) means
the number of runs of the particular algorithms, in which
the global optimum was found. We assumed the value
of the objective function in optimal solutions should be
not greater than 0,005.

Case 1-Set1
Case 1-Set2
Case 1-Set3
Case 2-Set1
Case 2-Set2
Case 2-Set3

HGSNash
30
30
30
30
30
30

SEA
25
20
21
17
13
11

HGSNash
30
28
28
19
13
13

SEA
19
18
18
13
7
7

ACRS PW
(0,999;0,000)
(1,000;1,000)
(0,833;0,000)
(0,999;0,000)
(0,999;0,828)
(0,034;0,795)

Case
Case 1-Set1
Case 1-Set2
Case 1-Set3
Case 2-Set1
Case 2-Set2
Case 2-Set3

ACRS PW
19
18
18
13
9
11

HGSNash
3
5
5
8
11
10

SEA
7
12
11
15
25
33

ACRS PW
32
44
38
65
79
88

The obtained results show that HGSNash is the fastest
method and can find the Nash equilibrium in each case.
SEA is about 2 times slower than HGSNash. It could not
find the global optimum in 2 cases. ACRS PW is also
very slow and in some cases could find the Nash point.
In the end we compared the average fitness evaluations
for the evolutionary algorithms. The results are reported
in table 9.

Table 6: The values of (nr) for HGSNash, SEA and
ACRS PW in the case of big populations.
Case
Case 1-Set1
Case 1-Set2
Case 1-Set3
Case 2-Set1
Case 2-Set2
Case 2-Set3

SEA
(0,995;0,002)
(0,977;0,884)
(0,553;0,011)
(0,788;0,018)
(0,762;0,899)
(0,022;0,667)

Table 8: The comparison of the average time needed for
finding the optimal solution.

Table 5: The values of (nr) in the case of small
populations.
Case
Case 1-Set1
Case 1-Set2
Case 1-Set3
Case 2-Set1
Case 2-Set2
Case 2-Set3

HGSNash
(0,977; 0,002)
(1,000;0,996)
(0,663;0,021)
(0,802;0,003)
(0,889;0,933)
(0,032;0,751)

Table 9 : The comparison of the fitness evaluations for
HGSNash and SEA

ACRS PW
25
22
22
19
17
17

Case
Case 1-Set1
Case 1-Set2
Case 1-Set3
Case 2-Set1
Case 2-Set2
Case 2-Set3

The most efficient was HGSNash with small populations
on each its level. It always found an optimum according
to the defined criterion. Note that the same method with
big populations is not as good. It confirms the

HGSNash
2765
3678
5766
37382
25994
119821

SEA
7248
10956
17564
100528
102856
625027

The computational cost for HGSNash measured in
fitness evaluation is about 4 times lower in the most
cases than for SEA.
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A water resource system can be defined as a system of
methods of the water management in the given area.
Some important decision problems connected with the
system can be very difficult to solve, especially in the
case of disagreement of the interests of the water users.
The external disagreement of interests of the decision
makers is usually modelled as a non-cooperative game
with the Nash equilibrium as the solution. This model
can be used in practice because it does not oblige the
decision makers to reveal their interests and it does not
impose the centralized manner of the decision making.
The experimental results show that HGSNash could be
effective in finding the optimal solutions for the
decision-making problems of water resource system in
the case of coexistence of two users with external
conflict of interests. This method was compared with
the single population evolutionary algorithm and
specialized hybrid algorithm based on Controlled
Random Search and the Powell optimization algorithm.
Presented method should be examined in some more
difficult cases and compared with others evolutionary
methods. The application of HGSNash for solving
other engineering problems modeled as the cooperative
and non-cooperative games is the main goal of our
future work.
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Abstract—In this paper we examine the performance of
fuzzy rule-based systems with classification priority for
medical diagnosis problems. The assumption in this paper is that a classification priority is given a priori for each
class in a pattern classification problem. Our fuzzy rulebased system consists of a set of fuzzy if-then rules that are
automatically generated from a set of given training patterns. The consequent class of fuzzy if-then rules are decided based on the number of covered training patterns for
each class. We apply the fuzzy classifier with class priority to two medical diagnosis problems: appendix diagnosis
and breast cancer diagnosis, and compare its performance
with that of a conventional fuzzy rule-based systems.

I. Introduction
While in the past fuzzy rule-based systems have been
applied mainly to control problems [1], [3], more recently
they have also been used in pattern classification problems. There are many approaches to the automatic generation of fuzzy if-then rules from numerical data for pattern classification problems [4]-[9].
Pattern classification research typically focusses on the
minimisation of misclassification. However, in real world
problems it is also necessary to consider differenct cases
of misclassification. For example, in the case of a credit
approval problem where the task is to decide whether
to give an applicant a loan or not, if the applicant is
not appropriate for the loan but was decided to be given
a loan, the loss incurred by this misclassifcation is the
financed money plus any interest. On the other hand, if
the applicant would have been able to pay back but was
not given the loan, the incurred loss by this misjudgement
is just the amount of lost interest.
Let us consider another example in which different misclassification scenarios need to be taken into account. In
medical diagnosis of cancer two kinds of misclassifications have to be considered. One is a misclassification of
a benign tumor as malignant while the other is a malignant tumor mistakenly diagnosed as benign. Obviously,
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the number of occurances of both misclassification cases
should be as small as possible. However, it is obvious
that the latter case (malignant tumor diagnosed as benign) is more serious than the first case (benign tumor
diagnosed as malignant).
In order to handle situations such as the ones mentioned the concept of misclassification cost can be introduced [10]. Several researchers have developed algorithms that consider classification cost in the construction of classification systems. For example, Domingos
[11] proposed MetaCost which converts error-based classification systems into cost-sensitive ones. In MetaCost,
multiple error-based classification systems are generated
from multiple sets of resampled training patterns with
replacement. The final classification for an unknown pattern is made by voting among the generated classifiers.
MetaCost can be viewed as a wrapper approach to costsensitive pattern classification because it can be applied
to any classification system.
There is still a problem that often cost-sensitive classification is performed under the assumption that misclassification costs are given numerically. In real world problems however, it poves difficult to estimate these numerical costs. Thus most cost-sensitive learning algorithms
cannot be applied to many real world problems.
In order to overcome this problem, we employ an assumption that can be more applicable to such problems,
namely that only the classification priority is given for
each class. For the example of medical diagnosis, the
correct identification of malignant tumors is more important than that of benign ones. Expressed differently, the
classification priority for malignant cases is higher than
that of benign cases so that the misclassification of malignant tumors as benign is minimised even though the
other misclassifications may increase.
In this paper we will evaluate the effectiveness of fuzzy
rule-based systems with classification priority for two
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medical diagnosis problems. The reminder of the paper is
organised as follows: First we explain conventional fuzzy
rule-based systems in Section II. Next, the description
of fuzzy rule-based systems with classification priority is
provided in Section III. We the examine the performance
of the fuzzy rule-based systems for the medical diagnosis
problems in Section IV while we conclude the paper with
Section V.

where βh (Rj ) is the sum of the compatibility
of training patterns from Class h with Rj , and
µji (·) is the membership function of the fuzzy set
Aji .
Step 2: Find Class ĥ that has the maximum value of
βh (Rj ):
βĥ (Rj ) = max{β1 (Rj ), . . . , βC (Rj )}

A. Pattern Classification Problems
Let us assume that our pattern classification problem is an n-dimensional problem with C classes and m
given training patterns xp = (xp1 , xp2 , . . . , xpn ), p =
1, 2, . . . , m. Without loss of generality each attribute of
the given training patterns is normalised into a unit interval [0, 1]. That is, the pattern space is an n-dimensional
unit hypercube [0, 1]n .
We use fuzzy if-then rules of the following type as basis
of our classification system:
Rule Rj : If x1 is Aj1 and . . . and xn is Ajn
then Class Cj with CFj ,
j = 1, 2, . . . , N,

(1)

where Rj is the label of the j-th fuzzy if-then rule,
Aj1 , . . . , Ajn are antecedent fuzzy sets on the unit interval [0, 1], Cj is the consequent class (i.e. one of the C
given classes), CFj is the grade of certainty of the fuzzy
if-then rule Rj , and N is the total number of rules. As
antecedent fuzzy sets we use triangular sets as in Figure 1
where we show various partitions of the unit interval into
a number of fuzzy sets.
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(3)

II. Conventional Fuzzy Classification System
In the literature various methods have been proposed
for fuzzy classification [12]-[17]. In this paper we use the
fuzzy-rule generation method proposed by Ishibuchi et
al. [14] as the basis of our classification system.
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II. Conventional Fuzzy Classification System
If two or more classes take the maximum value,
the consequent class Cj of the rule Rj can not
be determined uniquely. In this case, specify Cj
as Cj = φ.
Step 3: If a single class takes the maximum value (i.e. if
Cj 6= φ), let Cj be Class ĥ and specify the grade
of certainty CFj as
CFj =

βĥ (Rj ) − β̄
,
C
X
βh (Rj )

(4)

h=1

where

X
β̄ =

βh (Rj )

h6=ĥ

.
(5)
c−1
The number of fuzzy if-then rules depends on how each
attribute is partitioned into fuzzy sub-sets. For example,
when we divide each attribute into three fuzzy sub-sets
in a ten-dimensional pattern classification problem, the
total number of fuzzy if-then rules is 310 = 59049. The
grade of certainty CFj can be adjusted by a learning
algorithm [10].
C. Fuzzy Reasoning
Using the rule generation procedure outlined above we
can generate fuzzy if-then rules as in (1). After both the
consequent class Cj and the grade of certainty CFj are
determined for all N rules, a new pattern x is classified
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If two or more classes take the maximum value,
the consequent class Cj of the rule Rj can not
be determined uniquely. In this case, specify Cj
as Cj = φ.
Step 3: If a single class takes the maximum value (i.e. if
Cj 6= φ), let Cj be Class ĥ and specify the grade
of certainty CFj as
CFj =

βĥ (Rj ) − β̄
,
C
X
βh (Rj )

(4)
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X
β̄ =
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c−1
The number of fuzzy if-then rules depends on how each
attribute is partitioned into fuzzy sub-sets. For example,
when we divide each attribute into three fuzzy sub-sets
in a ten-dimensional pattern classification problem, the
total number of fuzzy if-then rules is 310 = 59049. The
grade of certainty CFj can be adjusted by a learning
algorithm [10].
C. Fuzzy Reasoning
Using the rule generation procedure outlined above we
can generate fuzzy if-then rules as in (1). After both the
consequent class Cj and the grade of certainty CFj are
determined for all N rules, a new pattern x is classified

by the following procedure:

Step 3: Specify the grade of certainty CFj as

[Fuzzy Reasoning Procedure for Classification]
Step 1: Calculate αh (x) for Class h, h = 1, 2, . . . , C, as

CFj =

µj (x) = µj1 (x1 ) · . . . · µjn (xn ).

(7)

Step 2: Find Class h′ that has the maximum value of
αh (x):
αh′ (x) = max{α1 (x), . . . , αC (x)}.

(8)

If two or more classes take the maximum value,
then the classification of x is rejected (i.e. x is
left as an unclassifiable pattern), otherwise assign x to Class h′ .
III. Proposed Fuzzy Classification
In this section we describe a fuzzy rule-generation
method for constructing cost-sensitive fuzzy classification
systems that explicitly utilise costs of training patterns
in the rule-generation process.
The assumption in this paper is that a classification
priority is given a priori together with a set of training
patterns. In the generation of fuzzy if-then rules, first we
count the number of covered training patterns by a fuzzy
if-then rule for each class. A training pattern is covered
by a rule if the compatibility of the training pattern with
the rule is larger than zero. Then the consequent class
is determined as the class with the highest priority that
has at least one covered training patterns.
As in the last section let us assume that we have m
training patterns xp , p = 1, 2, . . . , m for an n-dimensional
C-class pattern classification problem. We also assume
that a classification priority rc is given a priori for Class c,
c = 1, 2, . . . , C, where rc is a natural number and the classification priority decreases as the value increases. The
procedure of generating a fuzzy if-then rule Rj with class
priorities rc , c = 1, 2, . . . , C, is summarized as follows:
[Generation Procedure of Fuzzy If-Then Rule]
Step 1: Count the number of covered training patterns
njc from Class c by the j-th fuzzy if-then rule Rj .
The p-th training pattern xp is covered by Rj if
the following equation holds:
µj (xp ) > 0.0,

(9)

where
µj (xp ) = µj1 (xp1 ) · µj2 (xp2 ) · . . . · µjn (xpn ). (10)
Step 2: Find Class ĥ that has the highest classification
priority among the class with njc > 0:
ĥ = arg min{rc |njc > 0, c = 1, 2, . . . , C}.
c

(11)
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(12)

βh (Rj )

αh (x) = max{µj (x) · CFj |Cj = Class h}, (6)
where

βĥ (Rj )
C
X

by the following procedure:

h=1

We modified the specification of the degree of certainty
in (12) as the conventional specification in (4) makes the
degree of certainty negative in some cases.
The fuzzy reasoning procedure for classifying unseen
patterns is exactly the same as the conventional fuzzy
rule-based classification described in Subsection II-C.
IV. Computational Experiments
A. Two-dimensional synthetic problem
First we show the effect of introducing classification
priority for a two-dimensional synthetic pattern classification problem shown in Figure 2 where 1,000 circle
patterns (◦) are uniformly distributed in the unit space
[0, 1]2 except in the subspace [0, 0.1]2 . On the other hand,
square patterns (2) are normally distributed with a mean
vector of (0, 0) and a variance of 0.12 for both attributes.
It is assumed that the classification priority of square
patterns is higher than that of circle patterns.
1

x2

0

x1

1

Fig. 2. Two-dimensional synthetic problem.

We examined the classification boundaries obtained
from applying our proposed method by changing the
number of fuzzy partitions for each attribute and compare it then to the boundaries generated by the conventional fuzzy rule-based systems described in Section II.
The obtained classification boundaries by the proposed
method and the conventional method are shown in Figure 3 and Figure 4 respectively. We can see that all
square patterns are correctly classified by the proposed
method for all the four fuzzy partitions in Figure 3. We
can also see from Figure 4 that all square patterns are
misclassified when the number of fuzzy partitions is two
(L = 2) although the number of misclassification decreases as the number of fuzzy partitions increases. The
classification priority is hence successfully incorporated
in our proposed fuzzy rule-based classification system.
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We examined the classification boundaries obtained
from applying our proposed method by changing the
number of fuzzy partitions for each attribute and compare it then to the boundaries generated by the conventional fuzzy rule-based systems described in Section II.
The obtained classification boundaries by the proposed
method and the conventional method are shown in Figure 3 and Figure 4 respectively. We can see that all
square patterns are correctly classified by the proposed
method for all the four fuzzy partitions in Figure 3. We
can also see from Figure 4 that all square patterns are
misclassified when the number of fuzzy partitions is two
(L = 2) although the number of misclassification decreases as the number of fuzzy partitions increases. The
classification priority is hence successfully incorporated
in our proposed fuzzy rule-based classification system.
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We specified the number of fuzzy partitions for each
attribute as L = 3, 4, . . . , 15. Since both the conventional
and the proposed fuzzy rule-based classification systems
are deterministic, we need to examine the performance of
the two fuzzy rule-based classification systems just once.
We show the classification results of the proposed method
in Table II for the appendix diagnosis and in Table III for
the breast cancer diagnosis. Tables IV and V shows the
classification results obtained by the conventional fuzzy
classifierfor comparison. All tables show the classification
accuracies for the entire data set, for malignant patterns,
and for benign patterns. Bold numbers in Tables II and
III indicate that better results were obtained compared
to the corresponding results obtained by the conventional
fuzzy rule-based classification system in Tables IV and V.

1

We can see that 100% classification accuracy for malignant patterns with the higher classification priority was
obtained by the proposed method for all the fuzzy partitions L = 3, 4, . . . , 15 although the classification accuracy for benign patterns by the proposed method is not
higher than that of the conventional method. This is
because the classification priority of malignant cases is
higher than that of benign ones. Thus, the proposed
classifier focusses on the correct classification of malignant patterns more than that of benign patterns.

1

1

Fig. 4. Classification boundaries by the conventional method.

B. Medical diagnosis problems
We then applied the fuzzy classifiers to two medical diagnosis problems: appendix and breast cancer (available
from UCI Machine Learning Repository [19]). Table I
lists the details of the datasets.
Since the classification priority is not given in the data
sets in Table I, we specify it manually in order to generate
a synthetic situation where the classification priority in
the problems is given a priori. For medical diagnosis
problems it is natural to assume that the classification
of malignant patterns has higher priority than that of
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Next, we examined the performance of the proposed
fuzzy rule-based classification systems on test data. Tenfold cross-validation was used where the data set is divided into ten disjoint subsets, one subset used as test
data and the other nine subsets used as training patterns. A single trial is completed when all ten subsets
have been used as test data once. Again, we examined the
performance of the proposed and the conventional fuzzy
rule-based classification systems with the fuzzy partitions
L = 3, 4, . . . , 15. Tables VI and Table VII show the classification results of our proposed classification systems
while Tables VIII and IX give results for the conventional classifiers. Again. bold numbers show where superior results were obtained compared to the corresponding
conventional fuzzy classification system.
It is apparent from Tables VI to IX that the classification priority is successfully incorporated in the proposed
fuzzy rule-based classification systems not only for training data but also for test data.
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benign patterns. Thus, we assign the higher classification
priority to malignant patterns and the lower classification
priority to benign patterns (i.e. r1 = 1 for malignant and
r2 = 2 for benign in Section III).
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from UCI Machine Learning Repository [19]). Table I
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Next, we examined the performance of the proposed
fuzzy rule-based classification systems on test data. Tenfold cross-validation was used where the data set is divided into ten disjoint subsets, one subset used as test
data and the other nine subsets used as training patterns. A single trial is completed when all ten subsets
have been used as test data once. Again, we examined the
performance of the proposed and the conventional fuzzy
rule-based classification systems with the fuzzy partitions
L = 3, 4, . . . , 15. Tables VI and Table VII show the classification results of our proposed classification systems
while Tables VIII and IX give results for the conventional classifiers. Again. bold numbers show where superior results were obtained compared to the corresponding
conventional fuzzy classification system.
It is apparent from Tables VI to IX that the classification priority is successfully incorporated in the proposed
fuzzy rule-based classification systems not only for training data but also for test data.

TABLE II: Classification accuracy by the proposed method for
appendix training data.

L
3
4
5
6
7
8
9
10
11
12
13
14
15

Total
37.74
38.68
64.15
59.43
75.47
70.75
86.79
87.74
89.62
96.23
94.34
98.11
98.11

malignant
100
100
100
100
100
100
100
100
100
100
100
100
100

TABLE IV: Classification accuracy by the conventional method
for appendix training data.

benign
22.35
23.53
55.29
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69.41
63.53
83.53
84.71
87.06
95.29
92.94
97.65
97.65

L
3
4
5
6
7
8
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11
12
13
14
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TABLE III: Classification accuracy by the proposed method for
breast cancer training data.

L
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Total
80.82
88.87
90.04
93.85
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94.58
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95.46
98.10
95.46
95.46

malignant
100
100
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100
100
100
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100
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100
100
100
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L
3
4
5
6
7
8
9
10
11
12
13
14
15

[6]

In this paper we proposed and examined the performance of fuzzy rule-based systems with classification priority for medical diagnosis problems. The assumption
here is that the classification priority is given a priori for
each class. The results of the computational experiments
showed the effectiveness of the proposed classifier.
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ABSTRACT

In the oceanic context, the aim of Target Motion
Analysis (TMA) is to estimate the state, i.e. location,
bearing and velocity, of a sound-emitting object. These
estimates are based on a series of passive measures of
both the angle and the distance between an observer
and the source of sound, which is called the target.
These measurements are corrupted by noise and false
readings, which are perceived as outliers.
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Figure 1 - Typical scenario for the Target Motion
Analysis problem.
In a real application, the time delay measurements are
disturbed by noise, caused, for example, by the crosscorrelation function used for finding a common signal
in a pair of sensors or by the environment
(Carevic, 2003). The time delay error distribution
function is a non-Gaussian one. Another source of
errors is false readings or clutter. This clutter is usually
assumed to be uniformly distributed over an area A and
to follow a Poisson probability density function.
Figure 2 shows a typical scenario for the TMA
problem. An observer and a target are moving with
constant speed and the target is detected at unequally
spaced time instances by the observer.

Usually, sequences of measurements are taken and
statistical methods, like the Least Squares method or
the Annealing M-Estimator, are applied to estimate the
target's state by minimising the residual in range and
bearing for a series of measurements.
In this project, an ACO-Estimator, a novel hybrid
optimisation algorithm based on Computational
Intelligence, has been developed and applied to the
TMA problem and its effectiveness was compared with
standard estimators. It was shown that the new
algorithm outperforms conventional estimators by
successfully removing outliers from the measurements.
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The aim of Target Motion Analysis (TMA) in the
maritime context is to predict the state, i.e. location,
bearing and velocity, of a signal-emitting object, also
known as the target, based on previous observations
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statistical methods, like the Least Squares method or
the Annealing M-Estimator, are applied to estimate the
target's state by minimising the residual in range and
bearing for a series of measurements.
In this project, an ACO-Estimator, a novel hybrid
optimisation algorithm based on Computational
Intelligence, has been developed and applied to the
TMA problem and its effectiveness was compared with
standard estimators. It was shown that the new
algorithm outperforms conventional estimators by
successfully removing outliers from the measurements.
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In the oceanic context, the aim of Target Motion
Analysis (TMA) is to estimate the state, i.e. location,
bearing and velocity, of a sound-emitting object. These
estimates are based on a series of passive measures of
both the angle and the distance between an observer
and the source of sound, which is called the target.
These measurements are corrupted by noise and false
readings, which are perceived as outliers.
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The observer receives signals that are emitted from the
target where the time of emission is not known. The
range R and the bearing of the target are usually
determined by measuring differences in arrival time of
short-duration acoustic emissions along the paths R1, R
and R2 of a target T using hydrophones that are
mounted at some distance D on a cable towed by an
observer platform (Figure 1).
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10000

For the ACO-Estimator, each measurement in a set is
an input, which can either have the state ‘included’ or
‘excluded’, i.e. ‘on’ or ‘off’. Artificial ants ‘travel’
through the state space, choosing their paths based on
the associated pheromone levels. Based on the
achieved fitness, which is related to the mean residuals
achieved using local search and the Least Squares (LS)
method, the pheromone levels, i.e. probabilities, are
adjusted. Figure 4 shows the flowchart of the ACOEstimator.
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Usually, the measurements are taken and statistical
methods are applied to estimate the targets' state. In
recent research, it was shown that for the TMA
problem with range and bearing measurements an
Annealing M-Estimator (Li, 1996) outperforms
traditional methods in highly cluttered environments
(Carevic, 2003). This type of estimator reduces the
influence of outliers by applying a weighting function
to the measurements. Obviously, better results could be
achieved if the clutter, i.e. the outliers, were not used at
all in the estimation process.
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The main principle of ACO is that a colony of artificial
ants builds probability distributions for each input
parameter of a system to be optimised. Initially, every
possible choice for each of the input variables is set to
a very low probability, which is the equivalent
of the pheromone level in the real world
(Dorigo and De Caro, 1999). Each individual ant then
chooses one value for each input parameter, i.e. builds
up a candidate solution, called a trail vector, based on
the probability distributions of the input values.
Depending on the quality of the resulting candidate
solution, the probability values of the chosen input
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Figure 4 – Flowchart of the ACO-Estimator.
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The aim of this research was to develop an intelligent
estimator that has the ability to decide whether or not a
particular measurement is clutter. The new estimator
developed is referred to as ACO-Estimator.
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The ACO-Estimator is based on Ant Colony
Optimisation (ACO) (Dorigo and De Caro, 1999).
ACO refers to a class of discrete optimisation
algorithms, i.e. a Computational Intelligence (CI)
meta-heuristic, which is modelled on the collective
behaviour of ant colonies.
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For the ACO-Estimator, each measurement in a set is
an input, which can either have the state ‘included’ or
‘excluded’, i.e. ‘on’ or ‘off’. Artificial ants ‘travel’
through the state space, choosing their paths based on
the associated pheromone levels. Based on the
achieved fitness, which is related to the mean residuals
achieved using local search and the Least Squares (LS)
method, the pheromone levels, i.e. probabilities, are
adjusted. Figure 4 shows the flowchart of the ACOEstimator.
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values are updated. The whole process is repeated in
iterations called time steps until a suitable solution is
found or the algorithm has converged, i.e. has reached
a stable set of probability distributions.

Figure 3 shows the noisy measurements and clutter for
the same scenario. Both types of errors introduce
additional complexity to the target state estimation
problem.
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Carevic (2003) have been used in this work: scenario 1
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Figure 6 - Average Mean Trajectory Distance
(MMTD) for scenario 4.

The new estimator was compared with three standard
estimators, the LS estimator, the Iteratively Reweighted
Least
Squares
estimator
(IRLS)
(Hong and Chen, 2005), and the Annealing MEstimator (AM) (Li, 1996).
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MPC was varied from 0% to 60% in order to cover the
whole range up to 50%, which is the theoretical
breakdown
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for
robust
estimators
(Rousseeuw and Leroy, 1987). For each MPC, 100 sets
were generated resulting in a total of 1,400 data sets,
i.e. experiments. The Mean Trajectory Distances
(MTDs) were used as the fitness function. Because the
TMA problem is a semi real-time application, the
maximum number of fitness evaluations was limited to
200,000 for each of the experiments
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Figure 7 - Standard deviation of average Mean
Trajectory Distance (MMTD) for scenario 1.

Figure 5 shows a graphical representation of the results
for the MMTDs obtained from the experiments for
tracking scenario 1, Figure 6 shows the MMTDs for
tracking scenario 4. Figure 7 and Figure 8 present
graphical representations of the achieved STDs of the
MMTDs.
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Trajectory Distance (MMTD) for scenario 1.
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The main aim of this research project was to develop a
new robust estimation method that has the ability to
solve the linear array-based TMA problem. This has
been achieved by developing a new ACO-based
estimation algorithm, which was implemented and
successfully applied to the TMA problem. Based on
the statistical analysis of the results obtained from the
experiments, it was concluded that the new algorithm
outperforms conventional estimators by successfully
removing outliers from the measurements.

Table 1 - Average improvement of MMTD.
However, in terms of STD, the performance of the
ACO-Estimator was worse for both tracking scenarios
(Table 2).
Average Improvement of STD for
ACO-Estimator
Scenario 1 [%]
Scenario 4 [%]
LS

-48.9

-43.3

IRLS

-57.6

-51.5

AM

-57.6

-48.0
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Table 2 - Average improvement of STD.
The ACO-Estimator had problems with full converge
within the time available for the estimations, especially
when the amount of MPC was high (Figure 7 and
Figure 8). Figure 9 shows a typical run of the
algorithm without time limitations.
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As it can be seen, the algorithm converges after
approximately 24 time steps, whereas the algorithm
usually carried out 11 time steps in the experiments
before the time available elapsed.
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gular mesh are used in solid modeling [1], [3], [5] and in
graphical simulation [1], [2], [4]. In the latter case, the mesh
model may be carried along with the surface model, or computed adaptively during rendering, given the current camera
position. The trimmed-surface model is illustrated in Figure 1.

Keywords— surface mesh, joining, graphical simulation, shapeinterrogation models, normal-vector error
Abstract— Algorithms to join two mesh patches along an edge are
of immediate practical interest in the context of higher-level operations on models of objects formed by such mesh patches. Such models
are widely used in graphical visualization and simulation, shape interrogation, and other areas. Thus, there are now available methods
to join two subdivision surfaces along a common edge curve, as well as
methods to join mesh patches that approximate given trimmed-surface
patches. The latter problem is studied in this paper.
The auxiliary information available to the algorithm, in the context
of surface joining, varies, depending upon circumstances. In particular, it may or may not be true that an explicit common edge curve,
representing the boundary between the two patches to be joined, is
available as part of the data. Even in the case, however, when maximal auxiliary information is available algorithms are not necessarily
reliable. For example, methods that do not use normal-vector error
criteria, to measure the discrepancy between the surface patch and the
associated mesh patch, can produce poor results, due to large changes
in the normal direction of a triangle near the mesh boundary. It is even
possible to give examples where the triangles near the joined boundary are turned upside down by the joining process, so that computed
meshes self-intersect. In this paper an algorithm is presented that uses
a proxy for a normal-vector error criterion, and the Whitney extension
theorem, to produce reliable algorithms. Examples are given, and an
implementation is described.
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Fig. 1. Two adjoining trimmed patches in surface model, with boundary
curve b (t ), t ∈ [0, 1].

I. I NTRODUCTION
This paper is concerned with the problem of the reliable
joining of surface meshes used in combined mesh-surface
models. Such models are of interest for graphical visualization of solid objects, shape interrogation, computer-aided
design, and vision [1], [2], [3], [4], [5], [6], [7]. The joining
process is sometimes referred to as sewing [1]. The main
novel aspect of the work is the use of normal-vector criteria, described below, to prevent folding of edges during the
joining process.
A mesh patch is a surface made up of non-degenerate triangles lying in R3 . Algorithms to join two mesh patches
along a common edge are of immediate practical interest
in the context of higher-level operations on objects formed
by such mesh patches. For example, methods have been
given to join two subdivision patches along a common edge
curve, specified in R3 . In particular, combined subdivision surfaces [8] were designed for this purpose, and dynamic subdivision surfaces [9] may be used to produce subdivision surfaces with hard edges along a given curve in
space. Similarly, methods are available [1], [10, Sec.3.4] to
join together mesh patches that approximate given trimmedsurface patches lying in R3 . It is the latter problem (surfacemesh joining) that is studied in this paper.
The auxiliary information available to the algorithm, in
the context of surface-mesh joining, may vary. Mesh solids
formed by a trimmed-surface model coupled with a trian-

The parametric domain D is delimited by a collection of
p-curves (a typical p-curve is denoted here by p), and the
restriction of the mapping F to D defines the trimmed patch
in R3 . In addition, explicit boundary information may also
be present. Sometimes [3], [11], [12] this may take the form
of explicit curves b(t ) taking values in R3 , due to the convenience of having such explicit representations available.
This curve is analogous to the common edge curve specified
for combined subdivision surfaces. Alternatively, explicit
boundary information in R3 may be represented in other
ways; for example, it may be represented approximately by
scan conversion [1].
Even with an explicit boundary curve provided, joining
algorithms are not necessarily reliable, and it is this fact that
led to the development of the algorithms described below.
We present joining algorithms for both cases: when an
explicit curve b(t ) is provided, and when it is not. The algorithms described are based on the use (as a supplement to
absolute error criteria) of normal-vector error criteria [13],
[14], [15] for the discrepancy between the surface patch and
the mesh-patch. A difficulty, with algorithms that do not
use such criteria, is that they may cause large changes in
the normal direction of a triangle near the joined boundary, which may in turn introduce undesired visual effects.
In fact, it could even happen that triangles near the bound-
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ways; for example, it may be represented approximately by
scan conversion [1].
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ary are turned upside down, so that computed meshes selfintersect. The nature of the difficulty is illustrated in Figure 2, in the case where joining moves mesh vertices on the
basis of interpolation along a polygonal path that is not a
l1

given in [14]. Yet other work deals with computation of
meshes over imperfect geometry [3], [23], and methods for
mesh repair [2], [4], [24], [25].
Other work on meshing can be related to ours in another
way, namely, by examining the metrics used to compare surfaces. The general concept of the absolute error in a mesh,
relative to a given surface, is ubiquitous (see for example
[26]). Again, the reference [14] gives a good overview. As
already mentioned, other authors [13], [15] have introduced
normal-vector criteria similar to ours. For example, in [15],
although priority is given to other mesh-smoothness criteria, it is verified from time to time that a criterion, similar
to the mean-square criterion discussed in Section II, is not
above a certain threshold. Somewhat different criteria are
used in other applications. For example, in the context of
snakes on triangular meshes, [27] refers to bending-energy
and curvature-distribution criteria that are different from but
nonetheless similar to the height-field-slope criterion introduced below.

l1

r1

r1

l2
l2
r2

l4
r2

l3
l4

l3

Fig. 2. Sewing based on midpoints of pairs of points interpolated along
mesh edges.

straight line. In both illustrations, vertex l1 is paired with
vertex r1 , and vertex l4 is paired with vertex r2 . The intervening joining vertices are obtained by joining the midpoints of pairs of points obtained by linear interpolation
along the polylines l1 -l2 -l3 -l4 and r1 -r2 . In the first illustration, this leads to a well-behaved triangulation, but in the
second illustration, the position of the vertex l4 is different:
it is further towards the interior of the segment r1 -r2 , but
still within the joining tolerance, relative to r1 -r2 . This phenomenon is called “folding” [1], and can result in a mesh
triangle that has flipped, as in the second illustration of Figure 2. Such phenomena can be avoided by using normalvector criteria, and in fact, if the normals of the triangles
in the mesh-patch can be bounded, they can be used to rigorously exclude the possibility of extraneous intersections
between neighboring mesh-patches [16], [17], [18]. In the
context of graphical simulation, it is clearly of interest to do
so.
The algorithms presented here use the Whitney extension
theorem [19] to ensure that a proxy for the normal-vector
error (defined below), and the absolute error, should not
be any larger than the corresponding errors already present
along the edges of the patch. Thus, in addition to avoiding the difficulty described in the previous paragraph, the
procedure smooths the input mesh patches, in the sense just
described of error minimization. The algorithms apply to
the case of general trimmed patches, and we describe an
implementation.
Whitney extension can be viewed as a way to perform
transfinite interpolation between boundary curves. Amongst
many other applications, it has been suggested for use as a
meshing method in [5]. The algorithms below will adjust
the vertices of the input mesh patch in a way that constrains
them to lie in a transfinite interpolant defined by Whitney
extension.
Numerical properties of one of our algorithms were discussed, in the special case of planar patches with straightline boundaries, in [20].
Related areas of work include mesh simplification (finding a “. . . concise, yet geometrically faithful . . . representation
of a surface . . . ” [14, Sec. 1]), remeshing [14, Sec. 1.1]
[15], [5], [21] and mesh fairing [22]. A good overview is

II. E RROR

CRITERIA TO MEASURE MESH - PATCH
QUALITY

One measure of the quality of a mesh patch M is the
absolute error. Let ν1 , . . . , νn ∈ R3 be the vertices of M,
and T1 , . . . , Tr its triangles, where T j =< νi1 , νi2 , νi3 >, 1 ≤
i1 , i2 , i3 ≤ n. We assume that the Jacobian of the mapping F
is of full rank, i.e., the rank is equal to 2. Let
n(u, v) = ( Fu (u, v) × Fv (u, v))/kFu (u, v) × Fv(u, v)k
be the unit normal of the surface F at (u, v), and let the
height η (u, v) ∈ R be the scalar such that
M (u, v) = F (u, v) + η (u, v)n(u, v) ∈ |M|,
where |M| denotes the mesh viewed as a subset of R3 , if a
unique such η exists. We suppose in fact that for all mesh
patches considered, the mapping
M −1 : |M| 7→ [0, 1]2
is well-defined and injective. Thus, it is assumed that for
any m ∈ |M|,
.
|η | = dist (m, F ) = min km − yk
y∈F

is uniquely defined, and furthermore, that the corresponding
point (u, v) is well defined and lies in [0, 1] 2 . (It follows that
the mapping F itself must be injective, at least on the part
of the domain of interest. Note also that the symbol F has
been used to denote both the mapping and the image of the
mapping, which is a pointset.)
A possible definition of the absolute error in M is the
supremum of |η | over I ⊆ [0, 1]2 , where I is the inverse image of |M|. Meshes are in practice close enough to F [D]
that the assumption above, that |η | is well defined, does not
present a problem, provided I ⊆ [0, 1] 2 . (The mesh must be
close relative to the local minimum normal curvature of F.)
On the other hand, there is a theoretical difficulty in simply
defining the absolute error to be
sup |η |
(u,v)∈I
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QUALITY

One measure of the quality of a mesh patch M is the
absolute error. Let ν1 , . . . , νn ∈ R3 be the vertices of M,
and T1 , . . . , Tr its triangles, where T j =< νi1 , νi2 , νi3 >, 1 ≤
i1 , i2 , i3 ≤ n. We assume that the Jacobian of the mapping F
is of full rank, i.e., the rank is equal to 2. Let
n(u, v) = ( Fu (u, v) × Fv (u, v))/kFu (u, v) × Fv(u, v)k
be the unit normal of the surface F at (u, v), and let the
height η (u, v) ∈ R be the scalar such that
M (u, v) = F (u, v) + η (u, v)n(u, v) ∈ |M|,
where |M| denotes the mesh viewed as a subset of R3 , if a
unique such η exists. We suppose in fact that for all mesh
patches considered, the mapping
M −1 : |M| 7→ [0, 1]2
is well-defined and injective. Thus, it is assumed that for
any m ∈ |M|,
.
|η | = dist (m, F ) = min km − yk
y∈F

is uniquely defined, and furthermore, that the corresponding
point (u, v) is well defined and lies in [0, 1] 2 . (It follows that
the mapping F itself must be injective, at least on the part
of the domain of interest. Note also that the symbol F has
been used to denote both the mapping and the image of the
mapping, which is a pointset.)
A possible definition of the absolute error in M is the
supremum of |η | over I ⊆ [0, 1]2 , where I is the inverse image of |M|. Meshes are in practice close enough to F [D]
that the assumption above, that |η | is well defined, does not
present a problem, provided I ⊆ [0, 1] 2 . (The mesh must be
close relative to the local minimum normal curvature of F.)
On the other hand, there is a theoretical difficulty in simply
defining the absolute error to be
sup |η |
(u,v)∈I
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(1)

of I = rj =1 I j , which could in principle (see Section III-A)
lead to the minimization not of max j L j but, rather, the minimization of a certain upper bound for max j L j .
S

because there is nothing in this criterion to force full coverage of the surface patch by the mesh. For example, a degenerate mesh M consisting of a single vertex lying in F [D]
would produce an error of zero. As observed in [14, Sec.
2.1], use of (1) amounts to using a one-sided version of the
Hausdorff metric. In spite of the difficulty we have just described, this approach is often used in practice [14], and we
will do so here. The coverage of practical meshes is usually
quite good.
We also assume that D lies strictly inside [0, 1] 2 , i.e., that
the patch is trimmed on all sides. There is no theoretical
problem in the opposite case, since normally [26] the mapping F is defined outside [0, 1]2 . If, however, the inverse
image of a point in |M| lies outside [0, 1]2 , there may be
numerical difficulties in the calculation of η .
A second measure of the quality of M is the normalvector error, defined here as the largest, over all triangles
T j , of the maximum slope (in absolute value) of the height
field. Let I j be the inverse image of T j under M, and let L j
be the smallest value of L for which η satisfies the Lipschitz
condition

III. J OINING

As mentioned in the introduction, joining algorithms that
do not use normal-vector criteria may cause large changes
in the normal direction of a triangle near the boundary. The
nature of the difficulty was shown in the second illustration
in Figure 2. Thus, even though the input mesh patches satisfy the assumptions of Section II, and have small height η
along the edges of the two patches, folding may occur within
(or approximately within) the curvilinear surface F. In this
section we present algorithms that avoid this problem, and
which, at the same time, smooth the mesh. Both of these
are of obvious importance in graphical simulation. An example will be given below, in Section IV, which shows the
possible ill effects of folding.
We begin by giving a brief summary of Whitney extension, which is used in both of the algorithms presented. We
then give an algorithm in the case when the boundary curve
b(t ) is provided as part of the input, and in a subsequent
subsection, we deal with the opposite case, by constructing
ourselves a boundary curve b(t ) based on the input mesh
patches. The algorithms adjust the mesh vertices to ensure
that the proxy, mentioned above, for the normal-vector error, and the absolute error, should not be any larger than the
errors already present along the edges of the input patch. In
fact, they will not be any larger than those associated with
the boundary curves b(t ) bordering the mesh patch. This
of course represents only part of the error present in the input data: the error in the edge of the input mesh patch itself
could in principle be even larger (and this fact makes our
bound even more attractive).

|η ( p1 ) − η ( p2)| ≤ L · kp1 − p2k
for all points p1 = (u1 , v1 ) and p2 = (u2 , v2 ) in I j . Our
second criterion is then max j L j .
To relate this criterion to similar normal-vector measures
introduced elsewhere [13], [14], [15], we note that
sup kn(u, v) − n j k
(u,v)

(where n j is the unit normal of the triangle T j , and the supremum is taken over I j ) is analogous to the mean-square norm
[14, Sec. 2.3.1] [15] of n(u, v) − n j , normalized to allow for
the area of the region I j :
.
kn − n j k2 =



1
Area(I j )

Z

Ij

kn(u, v) − n j k2 dudv

1/2

ALGORITHMS

A. Whitney extension
.

As mentioned at the end of Section I, our algorithms
adjust the vertices of mesh patches in a way that constrains them to lie in a transfinite interpolant defined by
Whitney extension. This process is referred to as reprojection in the algorithm outlines given below. The reprojected mesh interpolates the curves b(t ), and the assumption of injectivity of M −1 , at the beginning of Section II,
includes in particular the assumption that we can compute
the height η (u0 , v0 ) corresponding to a given b(t0 ) ∈ R3 ,
where (u0 , v0 ) = M −1 (b(t0 )). This is done, as for vertices
in a given mesh patch, by computing dist (b(t0 ), F ). (As
in Section II, the assumption requires that b(t0 ) be close to
F [D], relative to the local minimum normal curvature of F.)
Now, suppose given a mesh patch M with m edges, and
corresponding boundary curves b k (t ), k = 0, . . . , m − 1,t ∈
[0, 1]. Let ε ( p) be the height η ( M −1 (bk (t )) defined for a
point p ∈ ∂ R, the inverse image of {bk (t ) : k = 0, . . . , m −
1,t ∈ [0, 1]}. We suppose that ∂ R is the boundary of a welldefined region R ⊆ [0, 1]2 .
The optimality of the reprojection obtained by Whitney
extension can be described as follows. We view the height
associated with the curves bk (t ) as a discrepancy between
the surface data F and the boundary data. Let ε ( p) be
the discrepancy η ( p) defined by M −1 (bk (t )) = p, i.e.,

It is, however, a more strict criterion, since
kn − n j k2 ≤ sup kn(u, v) − n j k.
(u,v)

On the other hand, sup(u,v) kn(u, v) −n j k and the criterion
L j , defined above, are equivalent metrics, a fact which follows from our assumptions about the Jacobian of F, and the
Implicit Function Theorem. This justifies the terminology
“normal-vector error” for the maximum slope of the height
field.
It was stated in Section I that our algorithms control only
a proxy for the normal-vector error. This proxy is obtained
as follows. First of all, the slope of η on I j is replaced by the
slope measured only between the three corner points of I j .
This process can increase the error in the case of long thin
triangles, but the difficulty can be avoided by mesh-edge
splitting. (The error estimates given below, in Section III-D,
take account of the potential error introduced in this way,
i.e., it is not assumed that mesh-edge splitting has been used
to reduce the error.) Secondly, in order to reduce computational cost, we estimate max j L j by using the Whitney theorem with the ordinary Euclidean norm of p 1 − p2, over all
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lead to the minimization not of max j L j but, rather, the minimization of a certain upper bound for max j L j .
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fact, they will not be any larger than those associated with
the boundary curves b(t ) bordering the mesh patch. This
of course represents only part of the error present in the input data: the error in the edge of the input mesh patch itself
could in principle be even larger (and this fact makes our
bound even more attractive).
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The optimality of the reprojection obtained by Whitney
extension can be described as follows. We view the height
associated with the curves bk (t ) as a discrepancy between
the surface data F and the boundary data. Let ε ( p) be
the discrepancy η ( p) defined by M −1 (bk (t )) = p, i.e.,

It is, however, a more strict criterion, since
kn − n j k2 ≤ sup kn(u, v) − n j k.
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On the other hand, sup(u,v) kn(u, v) −n j k and the criterion
L j , defined above, are equivalent metrics, a fact which follows from our assumptions about the Jacobian of F, and the
Implicit Function Theorem. This justifies the terminology
“normal-vector error” for the maximum slope of the height
field.
It was stated in Section I that our algorithms control only
a proxy for the normal-vector error. This proxy is obtained
as follows. First of all, the slope of η on I j is replaced by the
slope measured only between the three corner points of I j .
This process can increase the error in the case of long thin
triangles, but the difficulty can be avoided by mesh-edge
splitting. (The error estimates given below, in Section III-D,
take account of the potential error introduced in this way,
i.e., it is not assumed that mesh-edge splitting has been used
to reduce the error.) Secondly, in order to reduce computational cost, we estimate max j L j by using the Whitney theorem with the ordinary Euclidean norm of p 1 − p2, over all
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the discrepancy defined by the boundary curves b k (t ) for
k = 0, . . . , m − 1 and t ∈ [0, 1]. Then, if the reprojected mesh
(denoted M̄) is to interpolate the boundary curves, the maximum absolute discrepancy |ε ( p)| of M̄, measured over all
of R, cannot be less than max p∈∂ R |ε ( p)|, and the maximum
slope of the reprojected mesh over all of R cannot be less
than the slope on ∂ R, defined by
L=

|ε ( p 1 ) − ε ( p 2 ) |
.
kp1 − p2 k
p1 ,p 2 ∈∂ R,p1 6= p2
sup

3. Remove a sufficient number of peripheral triangles from
the projected mesh (in the u-v domain) to guarantee that the
projected mesh does not extend beyond the projection of
the boundary curves bk (t ), but with at least one layer of
triangles removed from the periphery of the projected mesh.
The remaining part of the projected mesh will be referred to
as the central mesh. See Figure 3.
4. Triangulate the region between the projection of the
boundary curves and the central mesh. (This will be referred
to as the triangulation of the external region. See Figure 3.)
5. Reproject the vertices of the combined mesh (the central mesh and the triangulation of the external region) to R3
using Whitney extension, as described in Sec. III-A.
6. Merge the reprojected combined mesh, along the joint
boundary (in R3 ) between the two parts of the combined
mesh, to obtain M̄.

(2)

This follows from the fact that ∂ R ⊆ R.
Now, a continuous extension of ε ( p) from ∂ R to R will
be called Whitney if it satisfies the Lipschitz condition
|ε ( p1 ) − ε ( p2 )| ≤ L · kp1 − p2 k
everywhere on R (and not just on the boundary ∂ R). There
exist [29] a bracketing pair of extensions l ( p) and u( p) that
are Whitney, and such that for any extension ε ( p) that is
Whitney, we have
l ( p ) ≤ ε ( p ) ≤ u( p ),

v
central mesh

projection of
boundary curves

p ∈ R.
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(The explicit definitions of l ( p) and u( p) are given below,
in (3) and (4).) Furthermore, if we take the average

1
a( p) = [l ( p) + u( p)],
2

external region

then a( p) is Whitney, and
q∈∂ R

L=

l ( p ) ≤ ε ( p ) ≤ u( p ),

(The explicit definitions of l ( p) and u( p) are given below,
in (3) and (4).) Furthermore, if we take the average

|a( p)| ≤ sup |ε (q)|,

the discrepancy defined by the boundary curves b k (t ) for
k = 0, . . . , m − 1 and t ∈ [0, 1]. Then, if the reprojected mesh
(denoted M̄) is to interpolate the boundary curves, the maximum absolute discrepancy |ε ( p)| of M̄, measured over all
of R, cannot be less than max p∈∂ R |ε ( p)|, and the maximum
slope of the reprojected mesh over all of R cannot be less
than the slope on ∂ R, defined by
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2
then a( p) is Whitney, and
|a( p)| ≤ sup |ε (q)|,
q∈∂ R

Fig. 3. Meshing domain.

Thus, using a( p) to reproject the mesh, as we do below,
provides an extension that has absolute error no greater than
that already present along the boundary ∂ R, and which has
slope no greater than that already imposed by the slope of
η ( p) on ∂ R. It is therefore optimal (and the errors minimal)
in the sense that we cannot do better.
In [28, Sec. 3.5] an alternate but computationally more
expensive version of the Whitney theorem is given, appropriate for severely non-convex domains. There is a possibility in such cases, if the ordinary Whitney theorem is
used, of over-estimation of max j L j . The practical risk is
small. Also, there exist [19] extensions that are smoother
than the C0 -continuous extension described above, when the
data along the boundary is smooth. These might be used to
permit specification of joining with a given level of continuity. We have not explored this possibility.

The projection of the input mesh (step 1), and of the
curves bk (t ) (step 2), can be dealt with in several ways [6],
[30], [31], [32]; here we simply used the Fletcher-Reeves
gradient algorithm provided in the GNU Scientific Library
[33].
The reprojection (step 5) requires calculation of the functions l ( p) and u( p), mentioned in Sec. III-A. The functions
l ( p) and u( p) are defined by
l ( p) = sup {ε (q) − L · kp − qk}, p ∈ R,
q∈∂ R

(3)

and
u( p) = inf {ε (q) + L · kp − qk}, p ∈ R,
q∈∂ R

(4)

[29]. Due to the use of the piecewise-linear approximation
(step 2), the calculation of the supremum in the definition
of l ( p), and the infimum in the definition of u( p), together
require only 8 floating-point operations for each piecewise
linear segment.
The triangulation of the external region (step 4) is done
using a slightly modified version of Ruppert’s Delaunay
refinement algorithm [34], namely the variant [35]. Suppose that the triangulation producing the projection mesh is
done using the same algorithm. Then, because we remove
at least one layer of triangles in step 3, it follows that the
minimum angle in the boundary of the external region is

B. Case 1: The bk (t ) are provided as input
The outline of the joining algorithm, in the case when the
boundary curves bk (t ) are provided as part of the input, is
as follows:
1. Project the vertices νi of the input mesh M into [0, 1]2
in the u-v domain, to produce a projected mesh. (There is
of course an approximation involved here, since the inverse
images of triangles T j are typically curvilinear sets in the
u-v domain.)
2. Project a piecewise-linear approximation of each b k (t )
into [0, 1]2 in the u-v domain.
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Fig. 3. Meshing domain.
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done using the same algorithm. Then, because we remove
at least one layer of triangles in step 3, it follows that the
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The outline of the joining algorithm, in the case when the
boundary curves bk (t ) are provided as part of the input, is
as follows:
1. Project the vertices νi of the input mesh M into [0, 1]2
in the u-v domain, to produce a projected mesh. (There is
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at least θ = 26.45 degrees, provided that this condition is
also satisfied by the projections of the bk (t ). Consequently,
it follows [35] under these hypotheses that the minimum
angle in the triangulated external region is no smaller than
arctan[(sin θ )/(2 − cos(θ )], which is approximately 21.96
degrees.
The merging required in step 6 refers to triangle splitting
when there are extra vertices along the boundary, between
the two parts of the combined mesh, arising from the triangulation of the external region.

corner of each of Figure 5 and Figure 6. The second input
patch, in the upper left corner of Figure 5 and Figure 6, is,
similarly, a trimmed patch obtained from a larger untrimmed
surface (not shown). The joined patches are shown in the
lower part of Figure 5 and Figure 6, respectively.
Figure 7 shows two input patches with folding present.
The result of joining by means of linear interpolation along
polylines, as described in Section I, is shown in Figure 8.
The result of using the algorithm of this paper is shown in
Figure 9.
The triangulations of the input trimmed patches were obtained using Maya [4]. The triangulations of the exterior
regions were obtained, as explained in Section III-B, using
a variant of the Ruppert algorithm.

C. Case 2: Certain of the bk (t ) are not provided as input
The procedure in the case when certain of the b k (t ) are
not provided is exactly the same as in Sec. III-B, except that
before projecting a piecewise-linear approximation of the
curves bk (t ), it may be necessary to calculate surrogates for
the missing boundary curves. Note that we need b k (t ) (or
a surrogate) for all k, even if no mesh patch is to be joined
along certain edges.
If a curve bk (t ) is present, for a given k, it is used as in
Sec. III-B.
If bk (t ) is not present, for a given k, then there are two
possibilities. If there is not an adjoining mesh along edge k,
then we simply use the boundary of the input mesh to compute ∂ R along that edge. If there is an adjoining mesh along
edge k, then we compute a piecewise linear median polyline,
deleting loops if necessary. Folding causes no problem here:
there is no requirement that the external region be convex in
order to triangulate it.

Fig. 4. Trimmed patch together with its original surface.

D. Error estimates
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D. Error estimates

Use of the Whitney theorem (step 5) in Sec. III-B guarantees that the slope of the reprojected mesh points, between
corners of the combined-mesh triangles, will be less than or
equal to the value of L along the boundary of the mesh. It
does not, however, guarantee that the minimum slope of the
actual triangles in the combined mesh will be less than or
equal to L, as can be seen by consideration of a long thin
triangle. On the other hand, if the triangulation in the u-v
domain has minimum angle equal to 21.96 degrees, then it
can be shown that the cosine of the angle of inclination, of
a triangle in the reprojected mesh, is greater than or equal
2 −1/2
to {(1 + L2 )[1 + sin 2L
. This follows from a
21.96 ]}
straightforward trigonometric argument using spherical coordinates. The value of sin 21.96 is approximately 0.384.
The problem just mentioned, related to long thin triangles, can be avoided if a long edge of such a triangle is split,
and the Whitney reprojection calculated at the inserted vertex. Note however that the worst-case risk of neglecting to
do the mesh-edge split is that the slope of the triangle could
be unnecessarily large. There is no danger of a flipped triangle (Figure 2).
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do the mesh-edge split is that the slope of the triangle could
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A. Examples illustrating the two algorithms

corner of each of Figure 5 and Figure 6. The second input
patch, in the upper left corner of Figure 5 and Figure 6, is,
similarly, a trimmed patch obtained from a larger untrimmed
surface (not shown). The joined patches are shown in the
lower part of Figure 5 and Figure 6, respectively.
Figure 7 shows two input patches with folding present.
The result of joining by means of linear interpolation along
polylines, as described in Section I, is shown in Figure 8.
The result of using the algorithm of this paper is shown in
Figure 9.
The triangulations of the input trimmed patches were obtained using Maya [4]. The triangulations of the exterior
regions were obtained, as explained in Section III-B, using
a variant of the Ruppert algorithm.

A. Examples illustrating the two algorithms

In the accompanying figures, examples of the use of the
joining algorithms are given. The examples involve joining
of trimmed patches: the trimmed patch illustrated in Figure 4 is exactly the input patch shown in the upper right

Fig. 5. Example with b (t ) not provided. Top: the input trimmed patches;
bottom: the result of joining.
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Fig. 9. Sewing result with Whitney extension.

Fig. 6. Example with b (t ) provided. Top: the input trimmed patches;
bottom: the result of joining.

Fig. 7. Input patches with folding present.

Fig. 8. Result with flipped triangle.
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Fig. 9. Sewing result with Whitney extension.

B. Computational cost

B. Computational cost

Let σ be the number of segments in the piecewise linear
approximation of the boundary curves b k (t ) (step 2 in Section III-B). The time required to do the joining, including
the projection and reprojection, varies directly with σ · n,
where n is defined (Section II) to be the number of vertices
in M. The constant of proportionality in our experiments
(run on a 2.2 GHz AMD Athlon 64 3500+ processor), was
approximately 0.5 · 10−4 . Thus, for a pair of meshes comprising 2.1K nodes, with σ = 80, the total time required was
8.16 seconds. (The examples shown in Figures 5 - 9 had
fewer nodes, and required less time.) Whitney reprojection
accounts for 65-85% of the total time cost.
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Fig. 6. Example with b (t ) provided. Top: the input trimmed patches;
bottom: the result of joining.

V. C ONCLUSION

V. C ONCLUSION

Our first conclusion, as suggested in Section I, is that
normal-vector criteria will be necessary if we wish to devise reliable algorithms. Note that the purpose of presenting
examples like those of Figure 2 and Figure 8 is not to suggest that such examples will occur frequently when using
any particular algorithm but, rather, to illustrate possibilities
that must be excluded if we want provably reliable methods.
One of the two main contributions of the paper is to set out
the minimal requirements for an eventual proof of reliability.
Our second conclusion is that it is possible to devise algorithms, operating at reasonable cost, that will join given
mesh patches together while maintaining a proxy for the
normal-vector error, as well as the absolute error, at a level
below that already present in the given mesh. Furthermore,
the mesh in the u-v domain is not disturbed by the reprojection process, and the triangulations of the central mesh and
the external region in the u-v domain can be done using the
best available method. In this paper the central mesh was triangulated using Maya, while the external region was triangulated using a variant of Ruppert’s algorithm, but if better
methods become available, they can be used directly. Similarly, the u-v coordinates of any previously-applied meshfairing or smoothing algorithm will not be disturbed—only
the height field is modified in order to ensure that its slope
over the whole patch will not be larger than the slope along
the edge of the patch.
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The advantage of using normal-vector criteria for graphical simulation is clearly evident from the example of Figure 8. Further research should focus on the estimation of
normal-vector error by using the mesh itself.
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the characteristics of the display surface and human
vision. This model treats the color mixing in images
shown on display units as a phenomenon in which
repeated patterns of pixel arrays are influenced by the
visual characteristics in proportion to the viewing
distance from the display surface. With this model, we
can calculate the viewing distance at which humans do
not recognize the pixel structure. However the model
does not give us the appearance of any particular image
and does not support easy understanding of the color
mixing results.
Therefore, this paper proposes a simulator that can
output how the image appears based on this calculation
model.
First, a color mixture model based on the visual
characteristics and how to realize the model in
simulation programs are discussed in the second section.
Next, to verify the validity of the proposed simulator,
some simulation results are shown and discussed.

KEYWORDS
Color mixing process, pixel structures, viewing distance,
perceived color.
ABSTRACT
This paper proposes a simulator that analyzes the color
mixing process in large display units based on human
color vision.
The authors have previously proposed calculation
model for the color mixing process. With this model,
we can calculate the viewing distance at which humans
distinguish the pixel structure, but the model does not
give us the appearance of any particular image.
Therefore, the proposed simulator enables us to
understand how mixed colors are perceived without
actually manufacturing a large display unit. It also
supplies the output of the resulting image.
First, the simulator makes test samples that reproduce
the pixel structure. Next, the spatial frequency
characteristics of each of the R, G and B pixel dots on
the display surface are calculated. Thirdly, the visual
characteristics in the spatial-frequency domain for each
color are realized as a transfer function of a low pass
filter, where the viewing distance is used as a parameter.
Fourthly, in the spatial-frequency domain, the display
surface characteristics are multiplied with the
characteristics of human vision for each color. Finally,
the
simulator
converts
the
spatial-frequency
characteristics to the spatial characteristics, and
composes the appearance of each color to show the
resulting color mixing image.
Using this simulator, we tried to produce the appearance
of images at the different viewing distances. As a result,
we found that the longer the viewing distance becomes,
the less recognizable are the pixel dots and they look to
have a more uniform, mixed color. These results agree
qualitatively with the appearance of images on the
screens of actual large display units and prove the
validity of our simulator.

COLOR MIXTURE MODEL
A calculation model of color mixing
The authors have previously proposed a modulation
transfer function (MTF) model of the assimilation
phenomenon based on visual characteristics (Nonaka et
al. 2005). This is a model based on the spatial frequency
response concerning luminance, and corresponds to
Area II shown in Figure 1 (Hase et al. 1993).
In this area, patterns are identified which react to the
contrast of luminance in the presented samples. When
discussing the assimilation phenomena of brightness
and interference impressions caused by the pixel
structures of display units, this area is one of contention.
On the other hand, the color mixing phenomenon is
based on the human characteristics of color vision. The
phenomenon is influenced by the spatial frequency
response concerning chrominance signals, and
corresponds to Area I in Figure 1.
This section describes the proposal of a color mixing
simulator on the basis of these relationships.
First, an outlines of the calculation model and the
simulator are discribed. Next, the spatial-frequency
characteristics of human color vision are expressed.
Thirdly, the color mixing process of R-G stripes is
interpreted by using the color mixing model.

INTRODUCTION
A large display unit clearly shows the rows and lines of
pixels and their structure when viewed from nearby,
which prevents the displayed images from appearing
with their colors evenly mixed. In order to discuss this
inconvenience in visual perception, the authors have
previously reported a calculation model that considers
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inconvenience in visual perception, the authors have
previously reported a calculation model that considers
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Figure 3. Processing flows of the proposed simulator
based on the calculation model for color mixing
First, the simulator makes test samples that reproduce
the pixel structure. Next, the spatial frequency
characteristics of each of the R, G and B pixel dots on
the display surface are calculated by two-dimensional
fast Fourier transform (2D-FFT). Thirdly, the visual
characteristics in the spatial-frequency domain for each
color of R, G and B are realized as a transfer function of
a low pass filter, where the viewing distance is used as a
parameter. Fourthly, in the spatial-frequency domain,
the display surface characteristics are multiplied with
characteristics of human vision for each color of R, G
and B. Finally, the simulator converts the spatialfrequency characteristics to the spatial characteristics by
two-dimensional inverse Fourier transform (2D-IFFT),
and composes the appearance of each color to show the
resulting color mixing image.

Figure 2. Proposed model of the color mixture based on
human color vision.
The proposed model treats the juxtaposed color mixture
as follows; the color signals of the sample image
attenuate because of color vision, and the attenuated
signals overlap each other. In this paper, the
characteristics of the color signals are named Si, and the
characteristics of human color vision are named V. This
model treats the color mixing in images shown on
display units as a phenomenon in which repeated
patterns of pixel arrays are influenced by the visual
characteristics in proportion to the viewing distance
from the display surface.
With this model, we can calculate the viewing distance
at which humans do not recognize the pixel structure.
However, the model does not give us the appearance of
any particular image.
With this in mind, this study has created a simulator that
can supply an output of how the image appears based
on this calculation model.
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Modeling human color vision
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Response of Visual feature F(f)

The characteristics of human color vision are
considered here as spatial frequency responses to color.
There have been experimental reports that the shape of
the contrast sensitivity function of human color vision is
a band pass filter (Cavonius and Estevez, 1975).
However, the focus of this discussion is the attenuating
behavior of power spectrum densities of the display
surfaces influenced by the high frequency
characteristics of human color vision.
Therefore, the spatial frequency responses of color
vision are expressed in this paper as V (ν) with the
following Butterworth LPF.
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Figure 5. Examples of simulation results of human color
vision V (f, D = 5) in the spatial-frequency domain
Figure 6 shows the output graph of the proposed
simulator for green only, using the viewing distances D
of 1, 2, 5 and 10 m. When the viewing distance is
longer, the characteristics of visual LPF work better.
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Figure 6. Examples of simulation results of human color
vision with the viewing distance D as parameters (the
color is green).

The original spatial frequency ν [cycles/degree] of color
vision is converted by using the frequency of the
display surface f [cycle/m] and the viewing distance D
[m] into as follows (Hase et al. 1993):

Interpretation of color mixing phenomenon by the
proposed model

(3)

1
ν=
.
−1 ⎛ 1 ⎞
⎟⎟
2 tan ⎜⎜
⎝ 2 fD ⎠

The spread of color signals in the spatial domain
attenuated by the influence of the LPF of color vision
was calculated using this proposal. Therefore, the area
where the attenuated signals overlap each other is
interpreted as mixed color.
The behavior of the signal is obtained as a
multiplication of the Fourier coefficients Si (f) of the
signal on the sample surface and the visual
characteristics V (f) in the spatial-frequency domain.
The shape of the waves of the perceived color signals in
the spatial domain are calculated by 2D-IFFT of Si (f) ×
V (f, D), So (f, D). This signal seems to indicate the
juxtaposed mixture of colors. The simulator realizes the
calculation by using 2D-IFFT for image processing.
Figure 7 shows how the signal behaves under the
influence of human visual characteristics. The

Where, the viewing distance D [m] means the distance
between the sample image and the observer. It is used
as a parameter in this formula.
Therefore, Formula 1 can be expressed as follows:
V (ν ) =

0.4

Spatial frequency f [cycle/m]

Here, ν [cycle/degree] is the frequency of the color
pattern on the display surface according to the viewing
angle. The order parameter k controls an attenuation
slope of the LPF, and the reasonable choice for human
vision is 1 (Hase et al. 1993).
Also, νC [cycle/degree] means the cutoff frequency of
each color when the amplitude becomes half of the
original. In this paper, the νR, νG, and νB, of red, green,
and blue, i.e. the primary colors of light, are given the
following values with reference to Kurahashi’s report
(Kurahashi 1986).
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ν B = 2.4 ⎪⎭
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Figure 5 shows simulation examples of the output graph
of V (f, D) for R, G, and B when the viewing distance D
is 5 m.
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appearance when the red signal mixes with the green
signal and looks yellow is also shown in Figure 7.
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CONCLUSIONS
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This paper has proposed an analytical simulator for the
color mixing process by considering human color vision.
The simulator is based on a proposed calculation model
that treats a color mixture as color signals of a sample
image which attenuate and overlap with each other in
human color vision.
First, the characteristics of the display surfaces were
calculated in this simulator by 2D-FFT, Si (f). Secondly,
the characteristics of human color vision, V (f,D), were
approximated by the Butterworth LPF. Thirdly, a
relational model of human vision and the appearance of
the display surface, So (f,D) was expressed as
multiplication of Si (f) and V (f,D). Finally, the resulting
appearances of the color mixture were calculated by
2D-IFFT.
As an example, the appearance when R mixes with G
and looks yellow was interpreted as being the longer the
viewing distance becomes, the broader the waveforms
of R and G are in the spatial domain. In other words, the
apparent yellow area increases according to the viewing
distance.
Additionally, we tried to produce the appearance of
color mixtures at various viewing distances by using
this simulator. The results showed that the longer the
viewing distance becomes, the less recognizable are the
pixel dots of R, G and B and they look to have a more
uniform, mixed color.
These results agree qualitatively with the appearance of
images on the screens of actual large display units and
prove the validity of our suggested simulator.
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Figures 7. The behavior of color signals in human color
vision in the spatial domain.
When the viewing distance is longer, the waveform of
the color signal is broader in the spatial domain. It was
assumed that both the original signals of red and green
overlapped with each other.
These results show that the apparent yellow area
increases according to the viewing distance.
VERIFICATION OF PROPOSAL
In order to verify the proposed model, some simulation
results are discussed here. Using this simulator, we tried
to produce the appearance of images at the viewing
distances D of 5 m and 25 m for test samples of R and B
stripes with the width of the color pixel dots being 10
pixels of 2.8 mm and the dot periods being 20 pixels of
5.6 mm. Figure 8 shows the resulting images.
For the distance of 5 m, the produced image was
identified as having both R and B colors viewed in their
primary colors. At the distance of 25 m, the striped
pattern became less recognizable, and the entire image
looked to be magenta.
This demonstrates that the longer the viewing distance
becomes, the less recognizable are the patterns of R, G
and B color by the pixel array and they look to have a
more uniform, mixed color.
The results of the
simulation agree qualitatively with the appearance of
images on the screens of actual large display units. We
believe that the above results prove the validity of our
suggested simulator.
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irregular sampling geometries, incomplete noisy data
sets and may incorporate curved ray paths (Wan et
al.2003, Schubert 2004).
When measured projections have a low signal/noise
ratio, a high quality of the reconstructed images is very
difficult to obtain. Using additional sub-iteration of
filtering in the ART and averaging over images, updated
and preserved during the final iteration, we improved
image quality.
In the next section, the experimental setup and
projections acquisition are described. The algebraic
reconstruction technique details follow them. Our
RegART software description and comparison of the
images reconstructed with the RegART and with the
filtered back-projection technique completes this paper.
EXPERIMENTAL SETUP

KEYWORDS
X-ray tomography, algebraic reconstruction technique,
solution polygon, image domain, image noise reduction.
ABSTRACT

Reduction of the object dose by reducing X-ray
exposure has the inevitable consequence of increasing
statistical noise in the projections. A set of projections
with a 10% noise, collected during the test experiment at
the Institute of Crystallography RAS, were used to
reconstruct a water phantom. Two different
reconstruction approaches (Algebraic Reconstruction
Technique (ART) and Filtered Back Projections (FBP))
were implemented. The reconstructed images also had
about 10 % noise in both cases. Median filtering within
each ART iterative step and averaging over images,
updated and preserved during the final iteration made it
possible to lower the image noise to 3%. For ART
calculations, the RegART software package developed
by the authors was used.
INTRODUCTION

The scheme of the experiment carried out at the Institute
of Crystallography RAS is typical. The x-ray beam
generated by the laboratory source passed through the Si
220 monochromator (to cut the 0.7A line), and the beam
collimator. At a distance of 1 m from the 1 mm-wide
and 1 mm-high laboratory source, a sample was
mounted on a tomography stage with the horizontal
rotation axis (Asadchkov 2005). The sample was a 10.5
mm polypropylene capillary of 1.6 mm wall thickness,
filled with water. The object-to detector distance was
0.1m. The image was detected with a linear (1024 pixel
with 14 bits dynamic range) system. The effective pixel
size was 0.1 mm. After flat field normalization of the
projections, the tomograms were reconstructed. 84
projections were collected in the parallel mode (Fig.1).

CT is used in medicine as a diagnostic tool and as a
guide for interventional procedures. X-ray slice data is
generated using an X-ray source that rotates around the
object; X-ray sensors are positioned on the opposite side
of the circle from the X-ray source. The data stream
representing the varying radiographic intensity
transmitted to the detectors on the opposite side of the
circle during each sweep is then computer processed to
calculate cross-sectional estimates of the radiographic
density. Sweeps cover 360 or just over 180 degrees in
conventional machines (wikipedia).
Mathematically, there are two major classes of
tomographic reconstruction techniques (Naterrer 1981,
Kak and Slaney 1988). One class, the transform based
methods, uses the Fourier-slice theorem. The other type
of methods employs iterative procedures to reconstruct
an image. The most widely used of them is the algebraic
reconstruction technique (Gordon 1974). This technique
is less efficient than the transform based methods but
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irregular sampling geometries, incomplete noisy data
sets and may incorporate curved ray paths (Wan et
al.2003, Schubert 2004).
When measured projections have a low signal/noise
ratio, a high quality of the reconstructed images is very
difficult to obtain. Using additional sub-iteration of
filtering in the ART and averaging over images, updated
and preserved during the final iteration, we improved
image quality.
In the next section, the experimental setup and
projections acquisition are described. The algebraic
reconstruction technique details follow them. Our
RegART software description and comparison of the
images reconstructed with the RegART and with the
filtered back-projection technique completes this paper.
EXPERIMENTAL SETUP

KEYWORDS
X-ray tomography, algebraic reconstruction technique,
solution polygon, image domain, image noise reduction.
ABSTRACT

Reduction of the object dose by reducing X-ray
exposure has the inevitable consequence of increasing
statistical noise in the projections. A set of projections
with a 10% noise, collected during the test experiment at
the Institute of Crystallography RAS, were used to
reconstruct a water phantom. Two different
reconstruction approaches (Algebraic Reconstruction
Technique (ART) and Filtered Back Projections (FBP))
were implemented. The reconstructed images also had
about 10 % noise in both cases. Median filtering within
each ART iterative step and averaging over images,
updated and preserved during the final iteration made it
possible to lower the image noise to 3%. For ART
calculations, the RegART software package developed
by the authors was used.
INTRODUCTION

The scheme of the experiment carried out at the Institute
of Crystallography RAS is typical. The x-ray beam
generated by the laboratory source passed through the Si
220 monochromator (to cut the 0.7A line), and the beam
collimator. At a distance of 1 m from the 1 mm-wide
and 1 mm-high laboratory source, a sample was
mounted on a tomography stage with the horizontal
rotation axis (Asadchkov 2005). The sample was a 10.5
mm polypropylene capillary of 1.6 mm wall thickness,
filled with water. The object-to detector distance was
0.1m. The image was detected with a linear (1024 pixel
with 14 bits dynamic range) system. The effective pixel
size was 0.1 mm. After flat field normalization of the
projections, the tomograms were reconstructed. 84
projections were collected in the parallel mode (Fig.1).
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guide for interventional procedures. X-ray slice data is
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representing the varying radiographic intensity
transmitted to the detectors on the opposite side of the
circle during each sweep is then computer processed to
calculate cross-sectional estimates of the radiographic
density. Sweeps cover 360 or just over 180 degrees in
conventional machines (wikipedia).
Mathematically, there are two major classes of
tomographic reconstruction techniques (Naterrer 1981,
Kak and Slaney 1988). One class, the transform based
methods, uses the Fourier-slice theorem. The other type
of methods employs iterative procedures to reconstruct
an image. The most widely used of them is the algebraic
reconstruction technique (Gordon 1974). This technique
is less efficient than the transform based methods but
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where I 0 is the intensity of the initial pencil beam and
δ is the Dirac delta-function. Now let introduce a new
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The intensity p j will now be called a ray sum. The
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relation between p j and f may be expressed as
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The function p(ϕ, ξ ) is known as the Radon transform
of the function f (x, y ) . When combined a set of
p (ϕ ,ξ ) =

p j = ∑ f i wij , j = 1,...M
N

(4)
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integrals forms a projection. We used a parallel scheme.
The parallel projection is a collection of pencil beam
integrals (3) for a constant ϕ .
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integrals forms a projection. We used a parallel scheme.
The parallel projection is a collection of pencil beam
integrals (3) for a constant ϕ .

where M is the total number of rays (in all projections)
and wij is the weighting factor that represents the
contribution of the ith pixel to the jth ray sum.
Iteration scheme

For large N and M there exist iterative methods to solve
the system (4). They are based on the “method of
projections” first proposed by Kaczmarz (Kaczmarz
r
1937). An image, presented by f , may be considered to
be a single point in an N-dimensional space. Each of the
above linear equations (1) defines a hyperplane. The
unique solution to these equations is the intersection of
all hyperplanes.
Let f be the estimated solution at the k-th iteration.
The iteration scheme is
r r
r k +1 r k
pj − f k ,wj r
f
= f +γ
wj .
(5)
r r
wj,wj

The aim of the next section is to introduce the algebraic
approach for image reconstruction.
Image and projections representation.

In Fig.3 we have imposed a square grid on the image
f (x, y ) . Let assume that in each pixel the function

f (x, y ) is constant. Consequently, we will search the
solution in the space of the piecewise constant functions.
Let f i denote a constant value in the ith pixel and N be
the total number of pixels. For the algebraic
reconstruction technique the X-ray is a bar running
through the image plane. In our case the ray width is
approximately equal to the pixel size (Fig.3).

Weight matrix
For computer implementation of the algorithm we first
calculate a set of weight sparse matrices
w j , j = 1,...M for all rotation angles ϕ (Fig. 3). In many

ART implementations the weights are simply replaced
by 1’s and 0’s depending upon whether the center of
pixel is within the fine ray. This makes the
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Here γ is the so-called relaxation parameter (Ros et al.
1996). It shows (Censor et al. 1983) that the limits of
cyclic subsequences generated by the method approach
a weighted least squares solution of the system when the
relaxation parameter goes to zero. This point minimizes
the sum of squares of Euclidean distances to the
hyperplanes of the system.
RegART algorithm description
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Here γ is the so-called relaxation parameter (Ros et al.
1996). It shows (Censor et al. 1983) that the limits of
cyclic subsequences generated by the method approach
a weighted least squares solution of the system when the
relaxation parameter goes to zero. This point minimizes
the sum of squares of Euclidean distances to the
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RegART algorithm description

The aim of the next section is to introduce the algebraic
approach for image reconstruction.
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second sub-iteration. It is known that the median
filtering reduces speckle noise and salt and pepper
noise. Its edge-preserving nature makes it useful in the
cases where edge blurring is undesirable. It should be
mentioned that the type of projector depends on the
chosen image sub-space and in the general case it could
be of any kind.
Nonnegativity constraint
The nonnegativity constraint is reinforced, when instead
of f<0 we set f=0.
One iteration is completed after the full set of
measurements has been processed.

implementation easier. This approximation although
easy to implement often leads to artifacts in the
reconstructed images (Chukalina et al 2005). The value
of the weight depends on the point-spread function
(PSF) which describes the response of an imaging
system to the point object. In our package, there are
three regimes of calculations: ‘0-1’ regime; regime
illustrated in Fig.3 ( s ij is the square of the i-th pixel part

covered by the j-th fine beam); regime with the 2D
Gaussian PSF).
Initial guess
r
The initial guess denoted by f 0 is assigned a value of
zero. It was shown (Ming and Ge 2003) that from any
initial guess the sequence generated by the ART
converges to a weighted least square solution. This
initial guess is projected on the hyperplane represented
r
by the first equation in (5) to yield f 10 . The subscript
indicates how many hyperplanes are included in the
r
f 0 correction process. After each projection to a
r
hyperplane, the estimated image f 0 is updated. The
first sub-iteration is finished if the correction over all
hyperplanes is finished.
Projection access scheme
A lot of projection access schemes are discussed in the
literature (Guan and Gordon 1996). To minimize the
influence of two neighbor hyperplanes on each other we
used the following scheme:
π
π




p(ϕ 1 , ξ 1 ), p ϕ 1 + , ξ 1 , p(ϕ 1 , ξ 2 ), p ϕ 1 + , ξ 2 ,...
2
2





In the next iteration, f is projected onto the
hyperplane represented by the first equation in (5), and
successively onto the rest of the hyperplanes in (5), then
the filtering is implemented and so on until the last
iteration.

rk

Fig.4. Two crossections of the reconstructed water
phantom. The black line is the reconstruction with
median filtering; the gray line is the reconstruction
without filtering.
Final step
r
r
In the last iteration, all images f 1last ,... f Nlast
* M are saved.
The final step of the algorithm is the averaging over
these images to exclude the specific influence of the last
hyperlane projection. The result of the reconstruction
with the RegART algorithm is presented in Fig.5.

π
π
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Two sub-iterations
Because the projections are noisy, the intersection of the
hyperplanes is not a point in the N-dimensional space
but a polygon. Each iteration projects the estimated
solution to a polygon wall area. On the other hand, the
solution sought for belongs to the image class sub-space.
The size, shape and position of the sub-space depend on
the accuracy of the image description (accuracy of the
image model). The image sub-space and the polygon can
intersect or be close to each other. The regularization
operator brings the estimated solution from the polygon
wall area to the image sub-space (Cheremuhin and
Chulichkov 2005). The space of the piecewise constant
functions is well suited for the description of the
tomography images. However, it is very difficult to
construct the projector which brings an estimated
solution to this image sub-space. We have taken the
space of piecewise smooth functions as the image space,
i.e. if the function belongs to this space it will belong to
the same space after the median operator was
implemented. Then the median filtering operator can be
used as the projector from the polygon wall area to the
image sub-space. Following Davidson (Davidson et al.
2006), we have implemented the median filtering as the

Fig.5. Water phantom reconstructed with the RegART.
The average value of the water coefficient is
0.098 ± 0.003 mm-1, reference value is 0.099 mm-1
(Henke et al. 1993). In Fig 6, the results of the filtered
back-projection algorithm implementation (Buzmakov
2005) is shown. With noisy data and few projection
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angles, the RegART algorithm shows
reconstruction results as compared with FBP.
SUMMARY AND OUTLOOK

better
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We proposed to include new additional steps in the
classical algebraic reconstruction algorithm They yield
an estimated image by means of the median filtering.
The final step of the algorithm is the averaging over
these images to exclude the specific influence of the last
hyperlane projection.
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Fig.6. Water phantom reconstructed with FBP.
We plan to optimize the speed of this procedure by
including the algorithm developed for the Haugh
transform fast calculations (Karpenko et al. 2005)
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ABSTRACT

Nowadays, the world scientific community shows a
steadily growing interest in intelligent robotics. This
primarily concerns the development of humaniform
robots designed to exist in the human habitat and to
substitute men in the operations people used to perform
themselves. Such robots should use special methods for
processing information flows, adopted from the men.
For this purpose, in particular, bionic SP models should
be developed. Some pioneer models of the smooth
pursuit eye motion, capable of explaining the
experimental data, and their bionic embodiments have
been already published (Shibata and Schaal 2000;
Shibata et al. 2005).
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Possible advantages of bionic models based on the
algorithms of human vision are discussed.
Experimentally it was demonstrated that when observing
moving objects the human vision system estimates the
dynamic characteristics of the object and can program
smooth pursuit on the basis of those. The programmed
pursuit considerably widens the capabilities of the
foveal vision system.
INTRODUCTION
Due to narrow foveal vision, the human vision system
has a unique feature: it ensures a high visual acuity
within a wide viewing angle. At the same time, the
visual acuity of a static eye decreases 3 times when the
object image is shifted with respect to the best resolution
position by only 2 arc degrees. Should a small object
move across the field of view with a speed of a few
degrees per second (which is common in practice), the
object will promptly leave the visual acuity zone unless
the visual axis turns. For perceiving a moving object
with the sharp-eyed foveal vision system, people use
special oculomotor tracing named smooth pursuit (SP).
The purpose of the SP is to stabilize the image of the
moving object formed on the retina in order to perceive
it in more detail. The SP is a remarkable example of a
“computerized” vision control system in biology.

All models agree upon the assumption that the SP is a
negative feedback system It has been traditionally
described as a servo system initiated by a mismatch
between two successive stimuli image formed on the
retina or their projections in brain cortex. When such a
mismatch appears, the oculomotor system is
commanded to smoothly compensate it (Robinson et al.
1986). However, a number of experiments demonstrate
that the operation of the human SP strongly differs from
that of technical servo systems. For instance, human
subjects are able to continue pursuiting an object that it
transiently disappears. This phenomenon was referred to
as predictive pursuit (Beaker and Fuchs 1985; Madelain
and Krauzlis 2003; Bennett and Barnes 2004).
Furthermore, it has been shown that the human SP is
under adaptive control, which allows keeping the
oculomotor response accurate in the case when the
normal connection between the visual input and the
motorial output is broken (Optican et al. 1985; Madelain
and Krauzlis 2003; Bennett and Barnes 2004). Such
observations have prompted the assumption that the eye
motion is pre-programmed. A number of authors
suppose that after detecting a moving object the SP
system determines the direction and velocity of its
motion, picks out an appropriate SP program from the
set stored in memory, and finally executes this program
using the oculomotor mechanism (Mitrani and Dimitrov
1978). A key element of such a system is a G-parameter

SMOOTH PURSUIT PHENOMENON
To make the SP system switch on, the velocity of the
moving object should range from 1 to 50 deg/sec
(Yarbus 1965). Shortly after the onset of the object
motion, the eye accelerates rapidly towards object.
Following this acceleration, the eye’s angular velocity
tends to come up with that of the object (Rashbass
1961). In human, SP gain (G-parameter, the ratio of the
angular eye velocity to object velocity) usually is close
to unity, i.e. eye velocity almost perfectly matches target
velocity. If the object moves too fast, the eye fails to
catch up with the object using the SP mechanism and
turns on saccadic eye movement, making the moving
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human practice. To clarify this point, we performed two
measurement series. During the first series, the subjects
were asked to track a real object that moved horizontally
behind an opaque screen with a sequence of narrow
vertical slits. Should a subject be able to accurately
pursue the object and recognize it, this will mean that he
uses an SP mechanism that differs from the simple
mechanism of minimizing the retinal slip by eye
movements. In the second series, we examined a large
group of subjects with respect to their ability to perform
the SP in the case of “apparent motion”. Our primary
goal was to compare the SP quality shown by different
subjects and to analyze the features discovered.

regulator (Madelain and Krauzlis, 2003; Bennett and
Barnes, 2004).

Figure 1: Psychophysical Test Scheme
Everyday human practice needs an actively controlled
SP system. So, the ability to maintain the pursuit during
transient disappearance of the object is useful in a
natural environment where moving objects disappear
behind occluding objects. However, it is still not quite
clear what kind of an SP system is actually used in
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Group of 10 subjects was asked to pursue the moving
object viewed through a sequence of narrow vertical
slots such that only the fragments of the object could be
visible at the same time (Efimov et al. 1995). Fig.1a
shows the experimental scheme of stimulus presentation.
The object moved with the velocity of 13-15 deg/sec. In
Fig.1a the slot width and the distance between the slots
correspond to the fact. The relative sizes of the object
did not exceed the distance between the slots. We
presented to the subjects different objects and registered
their response. A number of the subjects were recorded
regarding the movements of their eyes while they
observed the object. Most subjects have recognized the
object after tracking it. The records of their eye
movements have demonstrated that they moved
smoothly with the near-constant velocity (Fig. 1b, 1).
When a subject failed to recognize the object, the eye
movement style was different: the subject did not
smoothly pursue the object, but periodically focused his
eyes on a slit (Fig. 1b, 2).
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These experiments can be only explained by the fact that
when tracking a moving object, the human eye and brain
track rather the dynamic characteristics of the object
than its current position and program the movement of
the eyes on the basis of these characteristics. The
programmed movement of the eyes with the tracking
velocity coinciding with the object velocity provides the
observer with the full retinal projection compiled from
moving object’s fragments perceived in series and, as a
result, allows him/her to recognize the object. Fig. 1c, 1,
and 2 show the schemes of forming the retinal
projections of point А оf the object AB at the moment t1
(1) and its point B at the moment t2 (2). Due to the
inertia of vision, the projections of all the points of a
moving object simultaneously exist on the retina for a
while. As a result, at the moment t2 the projection of the
object AB forms the ab arc on the retina.
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Figure 2: Decomposition of the SP Quality Histogram
LEDs separated by a fixed interflash interval, ∆x about
1°. The flash is chosen long enough to modulate the
LED brightness as a function of time (in the same way
for all the LEDs). It allows to create illusory object as
the retinal projection. If the eye makes the SP and the
flash is invariable and long enough, a dash-like retinal
projection is formed. On the contrary, a dot-like
projection arises when the flash is short. By choosing
the profile of the brightness-vs-time function of a LED,
it is possible to control the shape of the apparent object
as the combination of dashs and dots. Since the
corresponding retinal projection is formed only as a
result of the SP process, the correct observer’s answer
on the object appearance is an objective measure of
his/her SP ability.

SP AND APPARENT MOTION
Distinctive features of the visual perception and neural
processing are not infrequently analysed in experiments
producing an “apparent motion” effect. Experiments
show that in the case of apparent motion the SP program
is also initialized. Psychophysical experiments on the SP
often use to produce the apparent vision effect a
sequence of light flashes creating the impression of
motion. The quality of the apparent motion depends on
the temporal (∆t) and spatial (∆x) intervals between the
flashes at given apparent velocity Va defined as ∆x / ∆t.
With increasing ∆t and ∆x, the percept of flash
movement changes to the percept of a sequence of light
flashes. Psychophysical and physiological experiments
show that the apparent motion is perceived as
continuous motion if ∆x is less than 1° and ∆t is less
than 100 ms at the apparent motion velocities ranging
from 10 to 20°/s (Churchland and Lisberger 2000).

We employed this rather simple device to statistically
analyze the SP ability over a large group of subjects. In
total, 67 young people (students of Moscow colleges
and universities) have been tested. The stimuli were
introduced horizontally, both from left to right and from
right to left, with the velocity Va equal to either 11º/s or
17º/s. In some cases, a wider range of Va was used.
Eight combinations of light dots and dashes were used
as the stimuli. Each test series comprised 16 launches of
such patterns.

Conventional methods for estimating the SP quality
require a rather complex system for tracking the eye
movement and therefore complicate accumulating
extensive statistical data. This drawback is not peculiar
to a non-contact method for estimating the SP
(Surovicheva and Lebedev 1996) based on the apparent
vision effect. In this method, the impression of smooth
object motion is created by a sequence of flashes of
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The overall results of these experiments are shown in
Fig.2a as a histogram of correct answers per series (n). It
can be seen from the histogram that the subjects strongly
differed from one another in the SP quality.
Nevertheless, most of them retained the ability to
program the SP in the case of apparent motion with long
interstimulus intervals.

where ( µ i , σ i , N i ) are the parameters of the i -th group
(the average probability of recognition for this group,
the RMS deviation of the recognition probability from
the average, and the number of subjects in the group,
respectively), and 0 ≤ k ≤ 16 .
For m ranging from 1 to 6, the parameters of the model
were determined with the “shooting” method. In the
course of “shooting”, we minimized the RMS deviation
of the model distribution (5) from the experimental
histogram. The result of “shooting” for each m was the
optimum (for the given number of groups) set of 3m
parameters. As the numeric experiment has shown, a 3group model fits the experimental data quite well (Fig.
2e), and further increasing m yields almost no
improvement. Fig. 2b,d,f shows the model distributions
for each found group at m=3 and fig. 2c – the total
model distribution. For different groups, the SP quality
strongly differed. For the first-rank group (21% of the
tested subjects), the correct answer probability was
0.96±0.12, for the second-rank group (48% of the tested
subjects) the probability was 0.40±0.12, for the thirdrank group (31% of the tested subjects) – 0.010±0,003.

We suppose that the SP programming is a result of an
innate neural mechanism, and the SP quality of a single
individual depends on. As our experiments have
demonstrated, the histogram of the correct answers is
not a unimodal distribution. We have tested the
assumption that there are m different groups of
subjects, each of these described by a model distribution
of the answer correctness, which characterizes the whole
group. The goal of this analysis was to estimate the
number of the groups and to determine the parameters of
their distribution.
The ability of a subject to perform the SP was
characterized by the probability p of recognizing an
object moving at a given velocity. For a single test, the
probability
of
the
correct
answer
is
p ′( p ) = 1 8 + 7 ⋅ p 8
(1)

Thus, these experiments confirm that many people are
able to perform the SP and recognize the object under
very complex conditions, even those of the final
experiment, when the object was insubstantial and
repeatedly disappeared during the observation.
However, such an ability is not equally inherent to all
people. This is indicated by the fact that the subjects’ SP
characteristics appeared to be stable in repeated
experiments. 33 of the 67 students were examined 3
times, with the intervals of 6 months and 1 year,
respectively. During the repeated examinations, the
average SP grades of the subjects did not change
significantly. There was only one case when different
examinations attributed the same subject to different
ranks.

(here, 1 8 is the probability of an accidentally correct
answer).
In this model, the results of multiple tests with the same
subject will be represented by a histogram described by
a binomial distribution:
16 − k
N (k ) ≈ N 0 ⋅ C16k ⋅ p ′ k ⋅ (1 − p ′) , 0 ≤ k ≤ 16
(2)
where N (k ) is the number of series for which the

subject earned k points, N 0 is the total number of the
series carried out.

To describe a group of people showing close SP
abilities, we chose the β -distribution (a finite unimodal
distribution with controllable average and dispersion,
the carrier being [0,1] ). It is defined by the following
expression:

f ( p) =

1 α
β
β
⋅ p ⋅ (1 − p ) , A = ∫ p α ⋅ (1 − p ) ⋅ dp ,
A
0
1

CONCLUSION
To explore human SP mechanisms, experiments of two
types were performed with objects whose motion was
interrupted in different ways. The eyes of most people
tested were able to organize the SP with the speed close
to that of the object motion. The obtained result can not
be interpreted otherwise than a pre-programmed
movement of the subject’s eyes. The initial stage of the
SP programming, apparently, is estimating the dynamic
characteristics of the perceived object, especially its
current velocity. The input parameter for this estimation
is the mismatch between two successive stimuli image
formed on the retina or their projections in brain cortex.
On the bases of such evaluations, the algorithm predicts
the optimal velocity of eye movement, required to
successfully perform the SP procedure. The key feature
of this prediction is the fact that it still works even if the
object from time to time disappears from the field of

(3)

where the parameters α ≥ 1 and β ≥ 1 can be expressed

through the average µ and the dispersion σ as
follows:
2
α = µ 2 ⋅ (1 − µ ) σ 2 − µ , β = (1 − µ ) ⋅ µ σ 2 − (1 − µ ) .(4)
2

Assuming that there are m groups of subjects, each of
those described by Equation (3), we obtain the following
estimate for the results of the experiment:

N (k ) = C16k ⋅ ∑ N i ⋅ ∫ p 0 (k )dp,
m

1

i =1

0

p 0 (k ) = p ′( f ( p, µ i , σ i ) ) ⋅ (1 − p ′( f ( p, µ i , σ i ) ))
k

16 − k

, (5)
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view for a short interval. At the same time, it cannot be
excluded that under simpler conditions the human visual
system acts like a servo system (Robinson et al. 1986). It
is also possible that the oculomotor systems of a large
number of people quite rarely use mechanisms other
than the servo control.
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view for a short interval. At the same time, it cannot be
excluded that under simpler conditions the human visual
system acts like a servo system (Robinson et al. 1986). It
is also possible that the oculomotor systems of a large
number of people quite rarely use mechanisms other
than the servo control.
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For the example of the «white patch» algorithm, the
assumption is the presence of a white object in the scene
and the logical consequence is a perfect match of the
chromaticity of the brightest stimulus contained in the
scene and the illumination chromaticity.
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ABSTRACT
Properties of spectral models used in algorithms of
colour constancy (CC) are studied. It is shown that the
closure of such a model under multiplication is an
important property allowing one to generate CC clues.
New CC clues are built using the Gaussian model as an
example. For multiplication-closed models, the role of
reflexes is investigated.

SPECTRAL MODELS OF CC
In the scope of CC problems, the term “spectral model”
means such a subspace of the spectral space that a
unique response corresponds to each of the possible
model spectral stimuli. For this purpose, various models
with a limited number of parameters are introduced for
approximating the spectral characteristics of the vision
process: the curves of source emission, and objects
reflectance.

INTRODUCTION
At present, the colour can be seen as an important
feature for image interpretation. One of the areas of
special interest in colour analysis is searching for
particular objects in videos or indexing image
databases. However, the perceived colour does not
directly match the reflection spectra of the objects. It is
important in the case when a target object has to be
successfully detected regardless of the illumination and
observation conditions, which aren’t known a priori.
This happens, in particular, when retrieving the same
object captured under different illumination conditions
or by different sensors.

As demonstrated earlier (Nikolayev at al. 2006) the
quality of colour estimation with the CC algorithms
varies depending on the spectral model chosen. This is
due to the fact that the fourth step of the algorithm
actually solves the problem of estimating the ratio of
two functions on the basis of their projections.
Obviously, this problem becomes well posed only after
the model is set. Furthermore, the introduction of the
spectral model allows estimating the response of one
sensor on the basis of that of another one, even in the
case when their colour spaces are independent. Below
we shall demonstrate the existence of CC clues (a priori
assumptions on the properties of the scene), associated
with the features of the colour model chosen.

The problems of invariant recognition of colour objects
were, from the very beginning, related to so-called
colour constancy (CC). The ability of the vision system
of man and animals to estimate the reflective properties
of surfaces in the case when the illumination
chromaticity changes, that is, the CC phenomenon, as
well as CC algorithms suitable for machine vision
systems have been discussed quite explicitly (Nyuberg et
al. 1971; Brill 1978; Forsyth 1990; D’Zmura and
Iverson 1993; Finlayson et al. 2001; Finlayson and
Schaefer 2001; Barnard et al. 2002).

Most researchers dealing with the CC problem use socalled linear spectral models (LSM) (Yilmaz 1962; Brill
1978; Maloney 1986). In a LSM, the space of spectral
functions is confined to a 3D linear subspace of the
function space. Interesting particular cases of LSM are
models in which the bases are step-wise functions (socalled “banded spectral model” (Stiles and Wyszecki
1962; Land and McCann 1971; Nyuberg et al. 1971) or
the functions of spectral sensitivity of the sensor (Lee et
al. 1995). However, all these models have the same
drawback: they cannot adequately describe stimuli of a
high saturation (Maloney, 1986). This fact is quite
obvious if taking into account that highly saturated
stimuli of different hue are almost linearly independent.
It is not the case for the Gaussian analytical spectral
model we suggested earlier (Nikolayev 1985; Nikolaev
and Nikolayev 2005; Nikolaev et al. 2006). However,
the Gaussian model also has some specific

Most CC algorithms suggested so far either explicitly or
implicitly include the following stages:
1) Advancing an a priori assumption on the properties
of the whole scene or separate objects.
2) Considering a certain logical consequence of this
assumption, which allows estimating the parameters of
scene illumination.
3) Calculating the illumination parameter estimates.
4) Estimating the colouration of the objects.
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chromaticity of the brightest stimulus contained in the
scene and the illumination chromaticity.
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shortcomings, which concern, for example, modelling
purple hues. Let us now clarify what properties should a
spectral model preferably possess and whether the
“ideal” spectral model could be built.

Consider now what spectral models can be obtained if
requiring fulfilment of various subsets of the above
properties. The spectral sensitivity curves of the sensor
used for modelling are shown in Fig.1. Here, λ is the
radiation wavelength measured in nanometres. Figs. 2-5
show the colour-rendering completeness for different
models. These figures use the chromaticity coordinates
(α , β ) defined as follows:

PROPERTIES OF SPECTRAL MODELS
In the course of image formation, a spectral stimulus
undergoes a number of transformations. Among these
are: multiplication by a factor (propagation of nonfocused light), multiplication by a spectral curve
(reflection off a surface), addition to a spectral curve
(illumination mixing), projection to a spectral curve
(sensor registration). The advantages of spectral models
are, respectively, the closure under first three operations
and the possibility of inverting the operator of
projecting onto the 3D spectral basis. The latter implies
the possibility of analytically restoring the spectral
stimulus on the basis of the corresponding vector
stimulus of a trichromatic sensor. This list of useful
functionalities should be added with the possibility of
modelling all the spectral curves accurate to the sensor
metamerism and with the convenience of human
interpretation of the model parameters.

⎧α = (r − g ) (b + g + r )
,
(1)
⎨
⎩ β = (2 ⋅ b − g − r ) (b + g + r ) 3
where b , g and r are the responses of the short-wave,
medium-wave, and long-wave sensor channels,
respectively.

Classification of spectral models by their properties
Obviously, fulfilment of Properties I and III signifies
the linearity of the corresponding spectral model and
causes Property V to be also fulfilled:
r
F (λ , p ) = p1 ⋅ B1 (λ ) + p 2 ⋅ B2 (λ ) + p 3 ⋅ B3 (λ ) ,
(2)
r
where p is the vector of model parameters and Bi (λ )
are the basis functions. To make Property II be true as
well, it is necessary and sufficient to meet the following
conditions:
r r r
Bi (λ ) ∈ {0, ci } , ∀p : p ⋅ B(λ ) = const (λ )
(3)
where ci are arbitrary constants. In fact, Eqs. (2)-(3)
define a banded spectral model showing good results
when modelling CC mechanisms (Nikolaev et al. 2006).
The only considerable drawback of the banded spectral
model is unsatisfactory colour rendering (see Fig.2),
which is typical for all linear models.
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Obviously, not all of the above-mentioned features are
equally important. The most important are the closure
under multiplication by a factor (Property I) and
spectral multiplication (Property II). Relevant
experiments (Nikolaev et al. 2006) demonstrate that
those models showing no closure under these two
operations provide less accurate results. Apparently, this
is due to additional errors arising in the course of
secondary modelling of the spectra, after dividing the
spectral stimulus by the source spectrum. The closure
under addition (Property III) is not so important,
because the stimulus sum can be most likely split into
components in the linear space of vector stimuli, yet
before transition to the spectral space. The next item of
the list is colour-rendering completeness (Property IV),
while analytical integrability (Property V) and intuitive
clearness for human interpretation (Property VI) are
evidently least important.
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Figure 2: Banded Spectral Model Chart
Let us now try to reject Property III and to require
meeting Properties II and IV. It follows from I and II
that the logarithm of model spectra forms a linear
subspace, such that one of the basis functions is
constant. Choosing a second-order polynomial as the
basis of this subspace, we obtain the Gaussian model:
r
⎛ p
2⎞
F (λ , p ) = p1 ⋅ exp⎜ − 2 ⋅ (λ − p3 ) ⎟ .
(4)
⎝ 2
⎠

319

Consider now what spectral models can be obtained if
requiring fulfilment of various subsets of the above
properties. The spectral sensitivity curves of the sensor
used for modelling are shown in Fig.1. Here, λ is the
radiation wavelength measured in nanometres. Figs. 2-5
show the colour-rendering completeness for different
models. These figures use the chromaticity coordinates
(α , β ) defined as follows:

⎧α = (r − g ) (b + g + r )
,
(1)
⎨
⎩ β = (2 ⋅ b − g − r ) (b + g + r ) 3
where b , g and r are the responses of the short-wave,
medium-wave, and long-wave sensor channels,
respectively.

Classification of spectral models by their properties
Obviously, fulfilment of Properties I and III signifies
the linearity of the corresponding spectral model and
causes Property V to be also fulfilled:
r
F (λ , p ) = p1 ⋅ B1 (λ ) + p 2 ⋅ B2 (λ ) + p 3 ⋅ B3 (λ ) ,
(2)
r
where p is the vector of model parameters and Bi (λ )
are the basis functions. To make Property II be true as
well, it is necessary and sufficient to meet the following
conditions:
r r r
Bi (λ ) ∈ {0, ci } , ∀p : p ⋅ B(λ ) = const (λ )
(3)
where ci are arbitrary constants. In fact, Eqs. (2)-(3)
define a banded spectral model showing good results
when modelling CC mechanisms (Nikolaev et al. 2006).
The only considerable drawback of the banded spectral
model is unsatisfactory colour rendering (see Fig.2),
which is typical for all linear models.

Figure 2: Banded Spectral Model Chart
Let us now try to reject Property III and to require
meeting Properties II and IV. It follows from I and II
that the logarithm of model spectra forms a linear
subspace, such that one of the basis functions is
constant. Choosing a second-order polynomial as the
basis of this subspace, we obtain the Gaussian model:
r
⎛ p
2⎞
F (λ , p ) = p1 ⋅ exp⎜ − 2 ⋅ (λ − p3 ) ⎟ .
(4)
⎝ 2
⎠

319

rendering provided by this model is far from perfection
(see Fig. 4).

rendering provided by this model is far from perfection
(see Fig. 4).

A similar construction performed for the signal
logarithm provides a new model meeting Properties I,
II, IV, and VI (let us refer to this model as Besselian):
⎛ p ⎛
r
⎛ 2 ⋅π
⎞⎞⎞
F (λ , p ) = p1 ⋅ exp⎜⎜ − 2 ⋅ ⎜⎜1 + sin ⎜
⋅ (λ − p 3 )⎟ ⎟⎟ ⎟⎟ . (6)
2
λ
∆
⎝
⎠⎠⎠
⎝
⎝
As it can be seen from Fig.5, Besselian model shows
best results in colour rendering.
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As it can be seen from Fig.3, Property IV is well met for
the Gaussian model. As mentioned earlier (Nikolaev et
al. 2006), Properties V и VI are also true. However, this
model approximates purple colours with spectra that
exponentially increase at both boundaries of the visible
wavelength range. This causes considerable instability
of the model parameters in the course of modelling.
Furthermore, the concept of a negative saturation
implies no perfect intuitive clarity of the model
parameters.
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Table 1: Properties of Different Spectral Models
Model
General linear
Banded (linear)
Yilmaz’s (linear)
Gaussian
Besselian

I
+
+
+
+
+

II
?
+
–
+
+

III
+
+
+
–
–

IV
–
–
–
±
+

V
+
+
+
+
–
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–
+
±
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Table I summarizes the fulfilment of the abovementioned Properties for all the spectral models
discussed. Symbols “+”, “±” and “–” mean fulfilment,
partial fulfilment and omission respectively. Symbol “?”
means dependence on model parameters.
CC CLUES FOR MUTIPLICATION-CLOSED
MODELS

Figure 4: Yilmaz’s Spectral Model Chart
Consider now one of the first spectral models ever
proposed, Yilmaz’s model:
r
p1 ⎛
⎛ 2 ⋅π
⎞⎞
⋅ ⎜1 + p 2 ⋅ sin ⎜
⋅ (λ − p3 )⎟ ⎟⎟ ,
(5)
F (λ , p ) =
∆
λ
1 + p 2 ⎜⎝
⎝
⎠⎠
where ∆λ is the sensitivity range of the sensor. This
model is linear ( B1 (λ ) = 1 , B2 (λ ) = sin (2 ⋅ π ⋅ λ ∆λ ) ,
B3 (λ ) = cos(2 ⋅ π ⋅ λ ∆λ ) ) and consequently meets
Properties I, III, and V. Furthermore, its construction
well satisfies Property VI: p1 represents brightness, p2
– saturation, and p 3 – hue. At the same time, the colour

Consider now an interesting consequence of Properties I
and II, which allows constructing CC clues for those
spectral models satisfying these two properties. As
already mentioned above, Properties I and II imply the
linearity of the space of the logarithms of model spectra.
Each spectrum satisfying the model corresponds to a
r
vector, p ′ , in this space:
r
log(F (λ , p ′)) = p1′ + p 2′ ⋅ B2′ (λ ) + p3′ ⋅ B3′ (λ ) .
(7)
~
In particular, for the banded model B2 (λ ) = B2 (λ ) ,
~
~
B3 (λ ) = B3 (λ ) ; for the Gaussian model B2 (λ ) = λ ,
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– saturation, and p 3 – hue. At the same time, the colour

Consider now an interesting consequence of Properties I
and II, which allows constructing CC clues for those
spectral models satisfying these two properties. As
already mentioned above, Properties I and II imply the
linearity of the space of the logarithms of model spectra.
Each spectrum satisfying the model corresponds to a
r
vector, p ′ , in this space:
r
log(F (λ , p ′)) = p1′ + p 2′ ⋅ B2′ (λ ) + p3′ ⋅ B3′ (λ ) .
(7)
~
In particular, for the banded model B2 (λ ) = B2 (λ ) ,
~
~
B3 (λ ) = B3 (λ ) ; for the Gaussian model B2 (λ ) = λ ,
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~
B3 (λ ) = λ2 ;
for
the
Besselian
model
~
~
B2 (λ ) = sin (2 ⋅ π ⋅ λ ∆λ ) , B3 (λ ) = cos(2 ⋅ π ⋅ λ ∆λ ) . Let us
call such spectral models multiplication-closed.

becomes illuminated not only with the primary source
but also with the opposite side of the fold. The stimulus
produced by the fold can be expressed as:
r
r
r
F (λ , r ) = g1 (r ) ⋅ S (λ ) ⋅ Φ (λ ) + g 2 (r ) ⋅ S (λ ) ⋅ Φ 2 (λ ) + K ,(8)
r
where r is the radius vector of a point of the fold and
r
r
g1 (r ) > g 2 (r ) ≥ ... are coefficients depending on the
scattering properties of the surface and the scene
r
r
geometry. At the fold boundary g 2 (r ) = g 3 (r ) = K = 0 .
It can be assumed that no secondary illumination exists
within the fold, while the colouration smoothly changes,
according to the following expression:
r
r
g 3 (r ) 3
r
g 2 (r ) 2
Φ ′(λ , r ) = Φ(λ ) +
r ⋅ Φ (λ ) + K . (9)
r ⋅ Φ (λ ) +
g 1 (r )
g 1 (r )

r
For each pixel of an image, the vector p ′ can be
calculated on the basis of three known projections of the
r
spectrum F (λ , p ′) . This can be done either analytically
(when Property V is met) or numerically (in any case).
Since multiplication of spectra corresponds to addition
r
in the logarithmic space, the distribution of the p ′
vectors differs from that of the vectors corresponding to
the reflective spectra of the scene objects by only a
linear shift. In turn, the shift vector corresponds to the
illumination spectrum.

Such a colouration remains in the framework of the
spectral modal only in the case of the banded model.
However, for some multiplication-closed models, Eq.(8)
can be approximated as:
r
r
r
Φ ′(λ , r ) ≈ g ′(r ) ⋅ Φ α (r ) (λ ) ,
(10)
where α > 1 . An example of such an approximation for
the Gaussian model is shown in Fig.6. Here, one can see
2
the Φ ′(λ ) spectrum for Φ(λ ) = exp − 10 −3 ⋅ (λ − 550)

For the models considered, any assumption on the kind
of distribution of colours within the scene can serve as a
CC clue. For instance, in the banded model the
r
components of the p ′ vector cannot exceed zero for
reflective surfaces, while the coordinate origin
corresponds to a white object. Assume that the scene
contains some objects with pi′ = 0 («vividly coloured»
ones). Then, pi′ will be maximal at the corresponding
image pixels, which makes it possible to first find out
these objects and then compute the illumination
parameters. That’s how the well-known “applique”
algorithm is formulated.

(

and g i = 4 , its approximation with the parameters
g ′ = 1.33 , α = 1.2 , and the approximation error. As it
can be seen from the figure, the approximation is
accurate enough.
Thus, for those multiplication-complete models making
approximation (10) adequate, the magnitudes of the
r
r
parameters p 2′ and p3′ proportionally grow within
folds. This fact allows detecting folds on objects with
nonzero saturation (Funt and Drew 1993).

Let us show now what a CC clue can be constructed for
the Gaussian model. It is reasonable to suppose that the
scene more often contains less saturated colours. For the
Gaussian model, p3 directly corresponds to the
saturation, while

p2
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Since multiplication of spectra corresponds to addition
r
in the logarithmic space, the distribution of the p ′
vectors differs from that of the vectors corresponding to
the reflective spectra of the scene objects by only a
linear shift. In turn, the shift vector corresponds to the
illumination spectrum.

saturation, while

p2

Similarly, different CC clues can be constructed for the
multiplication-closed models. However, the accuracy of
their operation always depends on the adequacy of the
statistical model of colour distribution across the scene.
Let us now demonstrate how taking into account scene
reflexes may reduce this dependence and enhance the
stability of the clues.

The presence of folds on uniformly coloured surfaces
causes reflexes to arise in the scene. The fold region
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Let us show now what a CC clue can be constructed for
the Gaussian model. It is reasonable to suppose that the
scene more often contains less saturated colours. For the
Gaussian model, p3 directly corresponds to the
multiplied by the hue. Thus, we expect that the ( p 2 , p 3 )
distribution reaches its maximum in the vicinity of the
point (0,0) . As a result, we obtain the following CC
algorithm. First, construct for the scene image its
distribution ( p 2 , p 3 ) in the Gaussian model. Then,
calculate the medians, med [ p 2 ] and med [ p3 ] . The
point (med [ p 2 ], med [ p3 ]) is then considered an estimate
of the light source chromaticity.

An indication of a fold is a local increase in the rank of
the object in the colour space (according to the
terminology proposed in Ref. (Nikolaev and Nikolayev
2004)). At the same time, unlike the case of a highlight,
no discontinuity of the stimulus intensity is observed.
Let us now show how the properties of folds can be
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An indication of a fold is a local increase in the rank of
the object in the colour space (according to the
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2004)). At the same time, unlike the case of a highlight,
no discontinuity of the stimulus intensity is observed.
Let us now show how the properties of folds can be
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The presence of folds on uniformly coloured surfaces
causes reflexes to arise in the scene. The fold region

321

used. Consider an object, on whose surface a fold is
presumably detected. Let the parameters of the object
stimuli beyond the fold are ( p 2 , p 3 ) . The combination
of the signs of the deviations (∆p 2 , ∆p3 ) of the stimulus
parameters within the fold indicates the quadrant
containing the colouration parameters, regardless of the
illuminant-induced shift. So, each fold found
superimposes two inequalities to the coordinates of an
achromatic object, thereby narrowing the seek area and
decreasing the maximum possible error.
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Suppose now that the deviation (∆p 2 , ∆p3 ) is large
enough to distinguish it against a noise background.
Then, two correctly detected folds are enough to
estimate the chromaticity of the scene illumination
source. Indeed, distribution (8) within approximation
(10) depicts on the ( p 2 , p 3 ) plane a line segment
crossing the point corresponding to α = 0 , that is, the
point portraying the illumination spectrum. Thus, two
segments are enough to determine the illumination
chromaticity. The corresponding plot is shown in Fig. 7.
Solid gray circle corresponds to the chromaticity of the
illuminant. Series of smaller circles correspond to
colour distribution of the folds. Pigments in this
numerical experiment were randomly chosen from
database of natural pigments. One can see that colour
distribution of the fold points on the ( p 2 , p 3 ) to the
position of the light source even in the case of nongaussian reflectances.

Figure 7: Illumination Estimation Using Two Folds
CONCLUSION
The results obtained make us once again return to the
problem of adequacy of the spectral models used in
colour machine vision. A properly chosen spectral
model not only ensures a more accurate estimation of
the colouration parameters of the scene objects but also
allows constructing new features of the illumination
chromaticity. The authors are going to continue
studying the properties of multiplication-closed models,
hoping for the discovery of new, more stable CC
algorithms.
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process is utilised to describe the images with or
without the aid of some domain-specific schema [5].
Despite the optimisation efforts, these search
techniques remain hampered by the fact that they rely
on free-text search that, while cost-effective to perform,
can return irrelevant results as it primarily relies on the
recurrence of exact words in the text accompanying the
image. The inaccuracy of the results increases with the
complexity of the query. For instance, using the
Yahoo™ search engine to look for images of the
football player Zico returns some good pictures of the
player, mixed with photos of cute dogs (as apparently
Zico is also a popular name for pet dogs), but if we add
the action of scoring to the search text, this seems to
completely confuse the Yahoo search engine and only
one picture of Zico is returned, in which he is standing
still!
Any significant contribution to the accuracy of
matchmaking results can be achieved only if the search
engine can “comprehend” the meaning of the data that
describes the stored images, for instance, if the search
engine can understand that scoring is an act associated
with sport activities performed by humans. Semantic
annotation techniques have gained wide popularity in
associating plain data with “structured” concepts that
software programs can reason about [6]. The aim of this
research is to contribute towards the utilisation of
semantic web technologies to improve the processes of
image annotation and retrieval.
The paper begins with an overview of the Semantic
web technologies. In section 3 we review the case study
that was the motivation for this work. Sections 4, 5, and
6 detail the implementation roadmap of our semanticbased retrieval system, i.e. ontology engineering,
annotation, and the retrieval engine. We discuss plans
for further work and conclude in chapters 7 and 8
respectively.

KEYWORDS
Digital Libraries, Semantic Web, Ontology Engineering,
Image Retrieval, Image Annotation
ABSTRACT
In order to maximise the benefit of the colossal
repository of digital images available both publicly and
in private collections, intelligent matchmaking tools are
required. Unfortunately, most image search engines rely
on free-text search that often returns inaccurate sets of
results based on the recurrence of the search keywords
in the text accompanying the images. In this paper we
present a semantically-enabled image annotation and
retrieval engine that relies on methodically structured
ontologies for image annotation, thus allowing for more
intelligent reasoning about the image content and
subsequently obtaining a more accurate set of results
and a richer set of alternatives matchmaking the original
query.
1. INTRODUCTION
Affordable access to digital technology and
advances in Internet communications have contributed
to the unprecedented growth of digital media
repositories (audio, images, and video) over the past few
years. Retrieving relevant media from these seemingly
ever-increasing repositories is an impossible task for the
user without the aid of search tools. Whether we are
considering public media repositories such as Google
images and YouTube [1] or commercial photolibraries such as Empics [2], some kind of search
engine is required to matchmake the user-query and the
available media. This research effort focusses on
image/photo retrieval techniques.
Most public image retrieval engines rely on
analysing the text accompanying the image to
matchmake it with the user query. Various optimisations
were developed including the use of weighting systems
where higher regard can be given to the proximity of the
keyword to the image location, or where more
frequently images are prioritised, or advanced text
analysis techniques that use term weighting method,
which relies on the proximity between the anchor to an
image and each word in an HTML file [3].
Similar relevance-analysis and query expansion
techniques [4] are used in annotation-enriched image
collections, where usually a labour-intensive annotation

2. OVERVIEW OF THE SEMANTIC WEB
Introduction
The fundamental premise of the semantic web is to
extend the Web’s current human-oriented interface to a
format that is comprehensible to software programmes.
For instance, in a future scenario of the Semantic Web,
intelligent agents should be able to set up an
appointment between a patient and the doctor, looking
at both timetables, and then finding the best way to the
clinic without the patient having to interfere in the
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process is utilised to describe the images with or
without the aid of some domain-specific schema [5].
Despite the optimisation efforts, these search
techniques remain hampered by the fact that they rely
on free-text search that, while cost-effective to perform,
can return irrelevant results as it primarily relies on the
recurrence of exact words in the text accompanying the
image. The inaccuracy of the results increases with the
complexity of the query. For instance, using the
Yahoo™ search engine to look for images of the
football player Zico returns some good pictures of the
player, mixed with photos of cute dogs (as apparently
Zico is also a popular name for pet dogs), but if we add
the action of scoring to the search text, this seems to
completely confuse the Yahoo search engine and only
one picture of Zico is returned, in which he is standing
still!
Any significant contribution to the accuracy of
matchmaking results can be achieved only if the search
engine can “comprehend” the meaning of the data that
describes the stored images, for instance, if the search
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annotation techniques have gained wide popularity in
associating plain data with “structured” concepts that
software programs can reason about [6]. The aim of this
research is to contribute towards the utilisation of
semantic web technologies to improve the processes of
image annotation and retrieval.
The paper begins with an overview of the Semantic
web technologies. In section 3 we review the case study
that was the motivation for this work. Sections 4, 5, and
6 detail the implementation roadmap of our semanticbased retrieval system, i.e. ontology engineering,
annotation, and the retrieval engine. We discuss plans
for further work and conclude in chapters 7 and 8
respectively.
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ABSTRACT
In order to maximise the benefit of the colossal
repository of digital images available both publicly and
in private collections, intelligent matchmaking tools are
required. Unfortunately, most image search engines rely
on free-text search that often returns inaccurate sets of
results based on the recurrence of the search keywords
in the text accompanying the images. In this paper we
present a semantically-enabled image annotation and
retrieval engine that relies on methodically structured
ontologies for image annotation, thus allowing for more
intelligent reasoning about the image content and
subsequently obtaining a more accurate set of results
and a richer set of alternatives matchmaking the original
query.
1. INTRODUCTION
Affordable access to digital technology and
advances in Internet communications have contributed
to the unprecedented growth of digital media
repositories (audio, images, and video) over the past few
years. Retrieving relevant media from these seemingly
ever-increasing repositories is an impossible task for the
user without the aid of search tools. Whether we are
considering public media repositories such as Google
images and YouTube [1] or commercial photolibraries such as Empics [2], some kind of search
engine is required to matchmake the user-query and the
available media. This research effort focusses on
image/photo retrieval techniques.
Most public image retrieval engines rely on
analysing the text accompanying the image to
matchmake it with the user query. Various optimisations
were developed including the use of weighting systems
where higher regard can be given to the proximity of the
keyword to the image location, or where more
frequently images are prioritised, or advanced text
analysis techniques that use term weighting method,
which relies on the proximity between the anchor to an
image and each word in an HTML file [3].
Similar relevance-analysis and query expansion
techniques [4] are used in annotation-enriched image
collections, where usually a labour-intensive annotation

2. OVERVIEW OF THE SEMANTIC WEB
Introduction
The fundamental premise of the semantic web is to
extend the Web’s current human-oriented interface to a
format that is comprehensible to software programmes.
For instance, in a future scenario of the Semantic Web,
intelligent agents should be able to set up an
appointment between a patient and the doctor, looking
at both timetables, and then finding the best way to the
clinic without the patient having to interfere in the
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process. Hence, the user would only have to specify the
appointment requirements and the semantic agent will
complete the task on its own [7].

where David Beckham appears to be expressing a rather
negative strong emotion, such as angry, furious,
frustrated or even disappointed. To attain such expanded
results, the data needs a better structure, so as to make
sense for a machine that feelings are attached to people
and can be either positive or negative. Here, the
Semantic Web is likely to bring such a structure that
integrates concepts and inter-entity relations from
different domains, such as Person, Sport, and Media in
relation to the query above.

Ontology support
The concept of ontologies is fundamental to the
Semantic Web. According to the Collins dictionary,
ontology is “the branch of philosophy that deals with
the nature of existence”. Considering a domain (e.g.
science, sports, etc.), “its ontology forms the heart of
any system of knowledge representation for that
domain. Without ontologies, or the conceptualisations
that underlie knowledge, there cannot be a common
vocabulary for representing and sharing knowledge.”
From a computing science point of view, an
ontology represents an area of knowledge that is used
by people, databases, and applications that need to share
domain information. Ontologies include computerusable definitions of basic concepts in the domain and
the relationships among them. [8].
The Ontology Working Language (OWL) [9] has
become the de-facto standard for expressing ontologies.
It adds extensive vocabulary to describe properties and
classes and express relations between them (such as
disjointness), cardinality (for example, "exactly one"),
equality, richer typing of properties, and characteristics
of properties (such as symmetry). OWL is designed for
use by applications that need to process the content of
information rather than just present information to
humans.

3. CASE STUDY FOR SEMANTIC-BASED
IMAGE RETRIEVAL
An opportunity to experiment with our research
findings in semantic-based search technology was
gratefully provided by Empics™. Empics is a
Nottingham-based company which is part of the Press
Association Photo Group Company [2]. As well as
owning a huge image database in excess of 4 million
annotated images which date back to the early 1900’s,
the company processes a colossal amount of images
each day from varying events ranging from sport to
politics and entertainment. The company also receives
annotated images from a number of partners that rely on
a different photo indexing schema.
More significantly, initial investigation has proven
that the accuracy of the results sets matching the user
queries do not measure up to the rich repository of
photos in the company’s library.
The goal of the case study is two-fold. Initially, we
intend to investigate the use of semantic technology to
build a classification and indexing system that critically
unifies the annotation infrastructure for all the sources
of incoming stream of photos. Subsequently, we’ll
conduct a feasibility study aiming to improve the enduser experience of their images search engine. At the
moment Empics’ search engine relies on Free-Text
search to return a set of images matching the user
requests. Therefore the returned results often go offtangent if the search keywords do not exactly recur in
the photo annotations. A significant improvement can
result from semantically enabling the photo search
engine. Semantic-based image search will ultimately
enable the search engine software to understand the
“concept” or “meaning” of the user request and hence
return more accurate results (images) and a richer set of
alternatives.
We decided to focus on sports events as this is
currently the main domain of the company’s business.

Semantics and image retrieval
Applied to image retrieval, the semantic annotation
of images creates a conceptual understanding of the
domains that the image represents, enabling software
agents, i.e. search engines, to make more intelligent
decisions about the relevance of the image to a
particular user query. For example, when searching the
Google™ Image Search engine for some pictures of
English football star David Beckham angry, it seems
relevant to type the keywords ‘David Beckham angry’.
The search engine returns 14 results, within which only
six represent a picture of David Beckham while only in
two of them does he really look angry. The other
retrieved images comprise many irrelevancies and have
little to do with the initial query: one shows a moose,
another one a picture of David Beckham’s wife, or the
front cover of American singer Eminem’s book entitled
Angry Blonde.
The use of the Semantic Web in image retrieval is
likely to improve the computer’s understanding of the
image objects and their interactions. The goal is to make
the machine understand that David Beckham is a
person, and that he is also an English footballer playing
Real Madrid FC. He also used to play for Manchester
United and for the England National Team. Because
Beckham is understood as a person, he is thus likely to
express emotions. For this query the emotion is rather
strong and negative.
The ontology relating David Beckham to human
emotions should be able to retrieve all the pictures

4. ONTOLOGY DEVELOPMENT
Domain Analysis
Our domain analysis started from an advanced point
as we had access to the photo agency’s current
classification system. However, we felt that we need to
compile an integrative structure that combines the
image attributes and the domain specifications. Hence,
two main ontology classes were developed:
 Classes to localise the event in the picture
(stadium, area, etc.),

325

process. Hence, the user would only have to specify the
appointment requirements and the semantic agent will
complete the task on its own [7].

where David Beckham appears to be expressing a rather
negative strong emotion, such as angry, furious,
frustrated or even disappointed. To attain such expanded
results, the data needs a better structure, so as to make
sense for a machine that feelings are attached to people
and can be either positive or negative. Here, the
Semantic Web is likely to bring such a structure that
integrates concepts and inter-entity relations from
different domains, such as Person, Sport, and Media in
relation to the query above.

Ontology support
The concept of ontologies is fundamental to the
Semantic Web. According to the Collins dictionary,
ontology is “the branch of philosophy that deals with
the nature of existence”. Considering a domain (e.g.
science, sports, etc.), “its ontology forms the heart of
any system of knowledge representation for that
domain. Without ontologies, or the conceptualisations
that underlie knowledge, there cannot be a common
vocabulary for representing and sharing knowledge.”
From a computing science point of view, an
ontology represents an area of knowledge that is used
by people, databases, and applications that need to share
domain information. Ontologies include computerusable definitions of basic concepts in the domain and
the relationships among them. [8].
The Ontology Working Language (OWL) [9] has
become the de-facto standard for expressing ontologies.
It adds extensive vocabulary to describe properties and
classes and express relations between them (such as
disjointness), cardinality (for example, "exactly one"),
equality, richer typing of properties, and characteristics
of properties (such as symmetry). OWL is designed for
use by applications that need to process the content of
information rather than just present information to
humans.

3. CASE STUDY FOR SEMANTIC-BASED
IMAGE RETRIEVAL
An opportunity to experiment with our research
findings in semantic-based search technology was
gratefully provided by Empics™. Empics is a
Nottingham-based company which is part of the Press
Association Photo Group Company [2]. As well as
owning a huge image database in excess of 4 million
annotated images which date back to the early 1900’s,
the company processes a colossal amount of images
each day from varying events ranging from sport to
politics and entertainment. The company also receives
annotated images from a number of partners that rely on
a different photo indexing schema.
More significantly, initial investigation has proven
that the accuracy of the results sets matching the user
queries do not measure up to the rich repository of
photos in the company’s library.
The goal of the case study is two-fold. Initially, we
intend to investigate the use of semantic technology to
build a classification and indexing system that critically
unifies the annotation infrastructure for all the sources
of incoming stream of photos. Subsequently, we’ll
conduct a feasibility study aiming to improve the enduser experience of their images search engine. At the
moment Empics’ search engine relies on Free-Text
search to return a set of images matching the user
requests. Therefore the returned results often go offtangent if the search keywords do not exactly recur in
the photo annotations. A significant improvement can
result from semantically enabling the photo search
engine. Semantic-based image search will ultimately
enable the search engine software to understand the
“concept” or “meaning” of the user request and hence
return more accurate results (images) and a richer set of
alternatives.
We decided to focus on sports events as this is
currently the main domain of the company’s business.

Semantics and image retrieval
Applied to image retrieval, the semantic annotation
of images creates a conceptual understanding of the
domains that the image represents, enabling software
agents, i.e. search engines, to make more intelligent
decisions about the relevance of the image to a
particular user query. For example, when searching the
Google™ Image Search engine for some pictures of
English football star David Beckham angry, it seems
relevant to type the keywords ‘David Beckham angry’.
The search engine returns 14 results, within which only
six represent a picture of David Beckham while only in
two of them does he really look angry. The other
retrieved images comprise many irrelevancies and have
little to do with the initial query: one shows a moose,
another one a picture of David Beckham’s wife, or the
front cover of American singer Eminem’s book entitled
Angry Blonde.
The use of the Semantic Web in image retrieval is
likely to improve the computer’s understanding of the
image objects and their interactions. The goal is to make
the machine understand that David Beckham is a
person, and that he is also an English footballer playing
Real Madrid FC. He also used to play for Manchester
United and for the England National Team. Because
Beckham is understood as a person, he is thus likely to
express emotions. For this query the emotion is rather
strong and negative.
The ontology relating David Beckham to human
emotions should be able to retrieve all the pictures

4. ONTOLOGY DEVELOPMENT
Domain Analysis
Our domain analysis started from an advanced point
as we had access to the photo agency’s current
classification system. However, we felt that we need to
compile an integrative structure that combines the
image attributes and the domain specifications. Hence,
two main ontology classes were developed:
 Classes to localise the event in the picture
(stadium, area, etc.),

325

 Classes to characterise the picture itself (frame,
size, creation date, etc.).

A better approach to the classification is to start
with the tournament, which solves the problem above
by storing the information only within the player class.

As this project uses data related to sports, many
other classes are also required to describe it, such as
Player, Team, Match, and Tournament. We also added
action and emotion classes to enable expressing
relationships between objects in the image. A subset of
the ontology tree is shown in Figure 1.

Tournament
Name….
hasTeam…
…..

Team
Name…
hasNationality…
hasPlayer...

Player
FirstName……
LastName……
hasNationality…
….
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Sport Image

Tournament
Name….
hasTeam…
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Event

Human
Characteristic

Stadium

Team

Action

All semantic models use two types of properties to
build relationships between individuals (classes),
Datatype properties, and Object properties. When
assigning properties to a class, all its sub-classes inherit
their parent class properties.
Deciding on the appropriate type of property to use
is not a trivial task. Every use of these properties has to
be done thoughtfully, whereas object properties link
individuals of different classes together, datatype
properties can just point to immediate values (e.g. text
strings), which are meaningless to a reasoning software,
except for performing a string-based search. For
instance, allocating datatype properties to the person
class in order to give each new instance a first name, a
last name is a correct use of datatype properties, because
they cannot be reused by another individual. On the
other hand, object properties are required to assign
someone a nationality. Indeed, a country is more than a
mere string. A country can have properties such as a
currency, a capital city, many towns and villages, a
language, a national flag and anthem, etc. A country
needs thus to be an instance. Furthermore, such useful
classes might be defined in already existing ontologies
which enables their reusability.

Person

Feeling

Player

Manager
Event

Team
Refere

Photographer

Figure 1: Subset of the ontology tree
Consistency Checking
The semantics of OWL uses properties to build
relationships between classes. Following the rational
design techniques for data structures, it is difficult to
avoid inconsistencies in Ontology development [10].
For instance, when designing relationships for players
performing in a particular event, the following is a
commonly taken approach:

Coverage

Player
Team
FirstName……
LastName……
hasNationality…
….

Name…
hasNationality…
hasTournament...

Player

Name…
hasNationality…
hasPlayer...

FirstName……
LastName……
hasNationality…
….

Sport Image
Figure 3: Re-organization of the player classification

Sport
Federation

Team

Tournament

Although consistent, the structural solution in
Figure 3 is incomplete as every year a team will have a
range of players leaving it either to retire or to play for
another team. The same problem occurs with
tournaments as from one year to another, teams taking
part in the tournament change. This problem can be
easily solved by adding a start and end date for the
tournament, rather than by engineering more complex
object property solutions. Hence, as far as the semantic
reasoner is concerned, the “FIFA World Cup 2004” is a
different instance from “FIFA World Cup 2008”. The
same reasoning can be applied to the class team, as
player can change team every season, or even
sometimes twice in a season. These indications,
although basic for a human reasoning, need to be
explicitly defined in the ontology.
Furthermore, in order to increase the automation of
available data, inverse properties are used. Therefore,
there is no privileged way to reason; all the properties
are added in a dynamic manner. The example in Figure
4 presents this stage of the ontology.

Name….
…..

hasTeam……..

Figure 2: Example of class relationships in an ontology

In the example above, a player plays for a team
which takes part in a tournament. However logical this
description appears at first sight, further analysis reveals
a serious inconsistency problem. When a player plays
for two different teams at the same time (e.g. his club
and his national team) or changes clubs every year, it is
almost impossible to determine which team he plays for.
When reusing such player as an individual, this one is
likely to play for the wrong team. The same problem
occurs for a team which can take part in different
tournaments, like FA Premier League and UEFA
Champions’ League for a British football team.
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Team
Tournament

Name…
Season….
hasNationality…
hasPlayer...
isTeamOf….

Name….
hasStartDate..
hasEndDate...
hasTeam…
…..

• isMemberOf, which refers to the organisation
(Club, Press Association, Company, etc.)
• fromPeriod, which depicts the day when the person
was hired by the organisation
• toPeriod, which states the day when the person
leaves the organisation.
Thus, such a class added with these properties
eventually solves all the problems encountered during
the building of this ontology. The club remains a static
entity, as well as player or manager. Moreover, this
relational description allows retracing the career of a
person, having just to describe pictures of him. While
this example is built upon sports it is clear that is
expandable to every domain of the society. Describing
images of anyone at different stages or ages can thus
help retracing his career. Through this example, the
power of the Semantic Web is really tangible.

Player
FirstName……
LastName……
hasNationality…
isPlayerOf….
….

Figure 4: Resolving Coverage problems in ontology
Object Properties such as hasPlayer can have
inverse property isPlayerOf. Such properties reveal the
power of the Semantic Web where everything may be
reused and easily spread. Such inverse properties
automatically state that “if Team A hasPlayer Player B,
then Player B isPlayerOf Team A”. A high degree of
understanding is given to the computer along with
automation.
Normalisation: reducing the redundancy

The developed ontology represents the shared
vocabulary to be used for describing any sports image.
The annotation stage requires not only precise
understanding of the ontology, but also an end-user
focussed approach that methodically considers the
dynamics of the subsequent retrieval process. Reasoning
about the annotation requires the utilisation of an
ontology editor. In this project, we intended to use Jena
[11], an ontology editor that is available as a Java
package API enabling the user to work with OWL files
under Eclipse [12].
The method used to store data is very similar to the
structure of a database, using several tables to store and
organise the data. In this project, the central part of the
annotation is the object of the picture, as it is the only
link between the image and its content. Thus, particular
care needs to be given to the image library as illustrated
in Figure 6.
In the schema in Figure 6, the central part is the
image library. Each image possesses an object, whose
main features are stored within an object library, distinct
from the image library. By using this means of storage,
every object created can be reused if needed. Thus, its
features are entered just once, reducing redundancy and
enhancing the information provided to the annotation.
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5. IMAGE ANNOTATION

Adopting the latest evolution of our ontology in
Figure 4 above will result in creating new tournaments
every year, which is rather inefficient. No matter which
players are playing for the team, or which tournament a
team takes part into, a team is a non-temporal class.
That is, Arsenal Football Club, Manchester United or
the Glasgow Rangers need to remain abstract entities.
Even though the managers change, the players come
and go, the Club entity that gathers players, managers
and fans is nothing but temporal. A higher degree of
abstraction is required here.
The underlying idea consists in the fact that a player
is a member of a team, which is a member of a
particular tournament. A new class is thus required: a
membership class. This is the indispensable link
between teams and players, as well as between teams
and tournaments as illustrated in Figure 5.
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The instances from the Membership class link
together instances from two different classes. In the
figure above, the statement “David Beckham plays for
Real
Madrid”
is
translated
into
instance
DB_Real_Madrid. Owing to the properties of the
Membership class, all its individuals possess the
following properties:
• memberEntity, which links to a person (Player,
Manager, Supporter, Photographer, etc.)

ObjectLibrary
Object#o1
x Class=person
x Name
x Size
x Date Of Creation

ObjectCharacte
rsticLibrary
ObjectCharac#oc1
x Object#o1
x Characterstic=angry

Figure 6: Architecture of the annotation
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For example, when annotating a new image where
David Beckham appears, the user only needs to specify
the URI (Uniform Resource Identifier) referring to the
description of the player. However, the description will
implicitly make the computer understand that in the
picture, there is a person, who is a player, who plays
football for Real Madrid, and who is an English citizen.
All this data is implicitly given to the annotation by
using this architecture.
The main philosophy behind building relationships
in the annotation is built around the sentence structure
[13]: Actor – Action – Object, for instance, Beckham –
Smiles – null, or Zidane – Receives – Red_Card, or
Gerrard – Tackles – Henry.

applied (3). During this stage, a dialog between all the
libraries is required. This algorithm uses a weightings
system (4) previously set by the user in order to finetune the final results in accordance to the user queries
(5). The last stage consists in displaying the results (6).
The nearest neighbour matchmaking algorithm
continues traversing back to the upper class of the
ontology and matching instances until there are no super
classes in the class hierarchy, i.e. the leaf node for the
tree is reached, giving degree of match equal to 0. The
degree of match (DoM) degree is calculated according
to the following equation:
Where the MN is the total number of matching
nodes in the selected traversal path, and GN the total
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Thus, when two individuals match at level 0, it means
that they are identical. The comparison method will
return the value v = 1 for this comparison, as it
represents an exact matching. If the two instances
compared belong to the same class, the method will
return 0.5

provides for using pre-defined weightings to qualify the
search result in accordance to user preferences.
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7. FUTURE WORK
Our immediate plans involve implementing a webbased, user-transparent annotation tool and developing a
web-service based API for the retrieval engine. This
will allow us to conduct an exhaustive evaluation study
comparing the performance of our engine to the
company’s current indexing and retrieval tools.
We also intend to look at benefiting from advances
in content-based techniques to aid in semi-automating
the labour-intensive annotation process and boost the
accuracy of the search engine. Content-based
approaches are designed to extract useful image
information directly from the raw images by deriving
image features that describe the image content in terms
of colour, texture, shape, etc. Image features can either
be computed globally (i.e. for the whole image) or
locally (i.e. for an image region which ideally represents
an object in the scene). Content-based image retrieval
based on an underlying semantic model (see e.g. [15])
currently represents an area of intensive research
although at the moment still in its infancy. Enriching
our semantics-based retrieval approach presented in this
paper with content-based techniques, for example based
on learning strategies that correlate certain image
features with certain parts of the ontology will hence
provide even more accurate retrieval results and can
also be employed to avoid ambiguities as well as to spot
cases of incorrect annotations.

8. CONCLUSIONS
In this paper we presented a detailed road-map for
re-engineering image search engines to take full
advantage of advances in semantic web technologies.
The first stage of the development was producing
ontologies (domain vocabularies) that provide the
search engine with a consistent view of the domain
entities and possible relations between them.
Annotations based on our ontology are expected to have
little redundancies as we took great care in normalising
our ontology structure by applying pragmatic nonsemantic techniques were required.
Our approach to engineering the annotation process
was user-focused and took into account the dynamics of
the retrieval process. It was based on a sentence-based
template suitable for modelling user-queries that can
involve complex relationships between the query
keywords.
The retrieval algorithm is based on a variation of
the nearest-neighbour search technique for traversing
the ontology tree and can accommodate complex,
relationship-driven user queries. The algorithm also
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RAPD or any reactions using untested primers. Computer programs capable of predicting the outcome of
such reactions could save users from running hopeless
experiments. Such programs have been around for some
time now (Rubin and Levy, 1996). As their precision
and speed increases, they could become useful practical
tools in PCR and RAPD design, primer evaluation,
microarray design or teaching.

ABSTRACT
We report the latest details on improvements made or
planned for the VPCR simulation software currently
accessible on the Internet (installed on servers in Padova
and Brno). We describe the inner workings of the
dynamic amplification simulation model, concentrating
mostly on the time- and sensitivity-critical step of
sequence matching. Replacement of BLAST by the
more sensitive and faster PRIMEX similarity search
program resulted in a marked improvement of PCR
product predictions. Further speed improvements were
acheived using hardware acceleration of approximate
sequence matching. We report our theorethical computation time estimates and results of the first tests using
the Arabidopis and human genome sequences as PCR
templates.

PCR SIMULATION PROGRAMS
The simplest program predicting amplification products
from genomic templates (usually not recognized as
such) is the UNIX grep command. Given a primer
sequence p and a complete genomic sequence stored
in a textfile file, one can simply issue the command
egrep p. + rev(comp(p))|comp(p). + rev(p) f ile
where rev() and comp() stand for the reversed and
complementary sequences respectively. However, this
simplicity comes with a price. Exact matching is a
bad estimator of primer binding, which is why it will
predict only a fraction of the possible amplification
products. If one assumes a 20bp primer and allows
single mismatches for binding to still occur, there will
be 61 = 3*20+1 functional variants for each primer,
i.e. 3721 different combinations for two of them. Of
these combinations, only one would be predicted by
precise matching. This would (on average and assuming
a random sequence) result in an underestimation of the
number of possible PCR products by about 99.97%. In
other words, majority of products would go unnoticed.
This estimate is, of course, grossly invalid for welldesigned primers that have no one-mismatch neigbours
in the genome, for which the grep method actually
works. A program by (Lexa et al., 2001) is one of
the early attempts to handle less-behaved primers. The
use of BLAST for approximate matching improved
the primer annealing predictions, which in turn resulted in better predictions of the resulting amplification
products. Shortly after VPCR 1.0 had been announced
a number of other groups that pursued similar ideas
published their software tools (Bikandi et al., 2004)

KEYWORDS
PCR, simulation, PRIMEX, approximate matching,
similarity search, oligonucleotide melting, hardware,
acceleration, FPGA
INTRODUCTION
Amplification of DNA by various flavors of the Polymerase Chain Reaction (PCR) is now a well-established
practice in molecular biology. It has found interesting applications outside mainstream biological research
(e.g. in medicine, detective work or food testing for genetically modified organisms) for its ability to amplify
short regions of even small traces of DNA to quantities
that can be inspected and used by other molecular
methods. In PCR and RAPD reactions that use genomic
templates, oligonucleotide primers anneal to target positions on a genomic sequence. This annealing is influenced most by the sequences involved, temperature
and salt concentration. While certain primers may be
highly specific for a given region of the studied genomic
DNA and the outcome of the corresponding reaction
easily predictable, other set-ups will have less certain
outcomes. This is also the case of multiplex PCR,
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the PCR reaction itself. Evaluating BLAST and other
available software that could possibly carry out the job
resulted in a decision to write a new program that would
be better suited for our purpose. We called the new
program PRIMEX (PRImer Match EXtractor)(Lexa and
Valle, 2003).
In PRIMEX, fast approximate searches in large sequences are acheived by a hierarchical approach to
searching, including a filtering step at the intermediate
level. The program splits the query sequence into non
overlapping words. For instance, if the word size is
10, then a 22-base query sequence will be split into
two non-overlapping words. The search for nearly perfect word matches (typically with no more than one
mismatch per word) of a pre-defined length can be
extremely fast if appropriate data structures are used.
We use a simple and straightforward array-based lookup
table. In addition, we constructed the program to run in
server mode to prevent loading the whole genome and
creating the lookup table repeatedly before every query.
For faster start-ups, the lookup table may be saved to
disk or loaded from disk into the memory as needed.
The mechanism of translating lookup table entries into
candidate matches and further into satisfactory query
matches represents the central algorithm lying at the
very heart of PRIMEX. After the first filtering step,
we obtain a set of candidate sequences, each of which
matches at least one word extracted from the query.
If the number of mismatches allowed per word is
m1, it can be shown that this approach will identify
all sequences that differ by less than n*(m1+1) nucleotides from the query, where n is the number of
non-overlapping words extracted from the query.
This equation shows it is important to choose the right
word-size and search depth (m1) for each oligonucleotide query to acheive a desired specificity. The
searches become much slower with every increase of
m1. We empirically determined word lengths of 8-10 as
good values for evaluating PCR primers with PRIMEX.
Using these values we obtained a good compromise between sensitivity and speed. In combination with m1=0
or m1=1 we can fully identify approximate oligonucleotide matches with 3-6 mismatches. Higher sensitivity is probably not needed, since melting temperature of
oligonucleotides with too many mismatches would fall
outside the range of temperatures relevant to a typical
PCR reaction. Shorter word sizes than 8 could provide
better sensitivity for queries shorter than 20, but in our
experience they also make the program much slower,
because of a high number of candidates that have to be
evaluated further downstream. This may not be the case
for the hardware-accelerated matching reported below,
allowing for higher sensitivity and shorter primers when
using FPGA support.

(Boutros and Okey, 2004). These tools were often
superior to the BLAST-based version of VPCR. Our
goal was to eliminate several errors and inefficiencies in
VPCR 1.0 and design a PCR simulation tool that would
offer physically and chemically sound predictions at
interactive speeds.
The development of VPCR 2.0 has a goal of acheiving
very fast simulations for the largest genomes. While
others were proposing to use grid computing to rapidly
simulate PCR amplification (Anonymous, 2003), we
implemented an efficient algorithm that supports PCR
simulations on a single computer, even with the largest
genomes (Lexa and Valle, 2003). Another important
improvement was the introduction of a PCR simulation
step. This allowed us to predict amplification yield
for a given product. Finally, we are in the process of
building hardware-accelerated string matching methods
for VPCR. The latest details of this undertaking are reported in this paper. To name features that are desirable,
but not available at the moment, the program still lacks
the ability to handle nested and overlapping primers, or
to consider the effects of DNA secondary structures on
amplification rates.
In future, we envisage fully implementing procedures
to handle these more complicated situations, as well as
fully utilize the benefits of hardware acceleration, so
that a single PCR reaction can be predicted at current
or better quality in a fraction of a second on a single
properly equipped personal computer.
PCR SIMULATION WITH VPCR 2.0
Simulation of PCR reactions in VPCR 2.0 is done in
three main stages. The user is prompted for primer
sequences and asked to choose a genome to use as a
template in the simulation. In the first stage (sequence
matching), we identify positions in the genome that are
likely to be annealing sites for the given primers. In
the second stage these positions are evaluated as to the
melting temperature of the potential template-primer
dimers. In the third stage (simulation), the melting
temperature data is used to simulate individual PCR
cycles, considering the dynamic equillibria between free
and bound primers.
Approximate Sequence Matching Using PRIMEX
The search for candidate matches seems to be crucial
for the whole PCR simulation. It must be sensitive
enough to extract all the relevant candidate sequences.
At the same time it should be relatively fast, because
with large genomes it tends to be the time-limiting step
in the simulation. Using BLAST in our first algorithms
to predict PCR products (VPCR 1.0) (Lexa et al., 2001),
we realized several shortfalls of the program for these
purposes and searching for matches always used several
orders more computation time than the simulation of
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Melting Temperature Estimates
The previous stage selects a set of candidate annealing
sites satisfying a maximal number of mismatches or a
minimal Needleman-Wunsch score. However, the parameter relevant for PCR simulation is the binding energy which can be expressed as the melting temperature,
not the number of mismatches or the score. The scorebased filtering is important though, because the energy
calculations are much slower and can only be done
in reasonable time on a limited subset of sequences.
We calculate melting temperature using the nearestneighbour method of (SantaLucia, 1998).

speed is desireable for batch analysis of multiple reactions. Faster calculations may also allow shorter wordlengths needed to evaluate short primers. At present,
most of the simulation computation time is spent
comparing queries with candidate sequences using the
Needleman-Wunsch algorithm inside PRIMEX. Consequently, we chose this step as an appropriate point for
further acceleration.
The Needleman-Wunsch algorithm (Needleman and
Wunsch, 1970) represents a specific application of
dynamic programming (DP) to solving the approximate string-matching (AM) task and was first used in
molecular biology to align DNA sequences. Briefly, the
algorithm splits the task of AM into elementary steps,
which search for a locally-optimal extension of partially
aligned subsequences. The computations are typically
carried out in a DP matrix, which, upon being filled at
completion of all the elementary steps, defines the best
alignment(s) and their scores.
An example of comparing sequences "GTA" and
"GCT" using Needleman-Wunsch algorithm can be
seen in Figures 2a and 2b. The value of each item d
in the DP matrix is computed from the three nearest
neighbours a, b and c using the following formula:

a
if Ui = Vj



a + sub if Ui 6= Vj
d = min
b + ins



c + del
Variables sub, ins and del represent substitution, insertion and deletion penalties that can be adjusted for
different comparison requirements. For example, if the
presence of redundant characters is less acceptable than
difference in characters, the insertion penalty can be set
higher than the penalty for substitution.
Typical software implementation needs n2 computation steps and thus the algorithm time complexity
is quadratic. However, several calculation steps of
Needleman-Wunsch algorithm can be processed independently and in parallel fashion. In terms of the AM
matrix, this means that the anti-diagonal values can be
calculated concurrently, see Figure 2c.
This property is effectively used for algorithm acceleration using dedicated hardware (Hoang and Lopresti,
1992) (Lavenier, 1998) (Yu et al., 2003) (Court and
Herbordt, 2004). Typical hardware architecture is based
on a systolic array of Processing Elements (PE) (see
Figure 2c). Every PE in the array calculates one column
of AM matrix and sends the computed values to the next
PE each clock cycle. Anti-diagonal values are calculated
in parallel and thus the overall time complexity is
reduced from quadratic to linear.

Fig. 1.
Comparison of VPCR 2.0 simulation results with PCR
data from (Lexa et al., 2001). The four reactions shown from let
to right are primer sets ARR5, ARR7, ARR12 and ARR13 against
the Arabidopsis thaliana genome.

Dynamic Simulation of PCR Cycles
Once melting temperatures are known, we can simulate
the PCR reaction in time, estimating the binding of
primers to template, following the amplification yield
of each amplifiable primer pair through the complete
set of PCR cycles. The present simulation model is
relatively simple. It assumes 50% binding of primers
at melting temperature and a sigmoidal response to
temperature changes. Salt concentrations are fixed at
50mM for monovalent ions and 1.5mM for divalent
ions, future releases of the program will allow the user
to manipulate these values as well. The simulation also
tracks the concentration of free nucleotides and the
polymerase. If nucleotides are exhausted by too much
priming, calculations stop in that cycle; if amplification
is limited by the available polymerase, this is reported
in the output.
Example PCR simulation results compared to experimental data can be seen on Fig 1.
NEEDLEMAN-WUNSCH HARDWARE ACCELERATION
The abovementioned approach to PCR simulation produces promising results, however further increase in

SYSTEM ARCHITECTURE
The system architecture for acceleration of PRIMEX is
composed of two basic parts: (1) PRIMEX application
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The block diagram of FPGA architecture is shown on
Figure 4. It is composed of a PCI bridge component
providing communication via the PCI interface; Input/output buffers for storage of incoming and outgoing
data; and multiple instances of systolic arrays, which
perform the string comparisons. The process of string
comparison operates as follows:
1) The input strings are downloaded using DMA operation from host RAM memory via PCI bus into the
FPGA internal input buffers.
2) The appropriate systolic arrays read the data from
input buffers and perform the score computations.
3) The resulting scores are forwarded into the output
buffer and then via DMA operation transferred back
from the FPGA chip into the host RAM memory.
4) After a number of transfers is finished, the FPGA
adaptor generates an interrupt to signalize the software driver, that computed scores are available for
further processing. Alternatively, the software driver
can pool the operation status register placed in the
FPGA chip.
All DMA transfers between RAM and the FPGA chip
are controlled via the DMA controller, which is part of
the PCI bridge.
Individual systolic arrays always contain the correct
number of processing elements to be able to process
even the longest strings in the request. If we assume
that the software is able to sustain a continuous flow
of data to the systolic arrays, then the acceleration
rate of PRIMEX calculations depends mostly on the
number of systolic arrays placed on the FPGA chip.
The maximum number of systolic arrays is constrained
by two conditions: (1) limited computational resources

Hardware Accelerator
PCI Add−on Card
System Architecture

software and (2) an FPGA-based hardware accelerator
connected to the PCI system bus. For effective use of
the acceleration hardware, the software application is
split into two threads. The first thread follows the basic
algorithm of PRIMEX to the point where it generates a
list of candidates for sequence similarity with the query.
It sends the list to the hardware. The second thread
waits for the results from the hardware and continues
the execution of PRIMEX to the end. The rest of the
PRIMEX algorithm has been described already and it
does not change in the accelerated version.
Communication between software and the hardware
accelerator is mediated by an operating system driver
(see 3). The driver processes the requests for string
comparisons, prepares the data for the hardware and
manages the execution of all necessary operations. The
strings to be compared are kept in RAM. For higher
efficiency, the data is gradually transferred from RAM
to the acceleration card via DMA operations controlled
directly by the FPGA. In the same manner, calculation
results are automatically moved to the host RAM memory. The driver only prepares a list of requests in the
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connected to the PCI system bus. For effective use of
the acceleration hardware, the software application is
split into two threads. The first thread follows the basic
algorithm of PRIMEX to the point where it generates a
list of candidates for sequence similarity with the query.
It sends the list to the hardware. The second thread
waits for the results from the hardware and continues
the execution of PRIMEX to the end. The rest of the
PRIMEX algorithm has been described already and it
does not change in the accelerated version.
Communication between software and the hardware
accelerator is mediated by an operating system driver
(see 3). The driver processes the requests for string
comparisons, prepares the data for the hardware and
manages the execution of all necessary operations. The
strings to be compared are kept in RAM. For higher
efficiency, the data is gradually transferred from RAM
to the acceleration card via DMA operations controlled
directly by the FPGA. In the same manner, calculation
results are automatically moved to the host RAM memory. The driver only prepares a list of requests in the
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on the chip and (2) limited input/output bandwidth of
the chip, allowing only a certain number of systolic
arrays to be supplied by data without interruption.
The method, which is able to verify both of these
conditions and automatically map the systolic array
to programmable chips was subject of our previous
research (Martinek et al., 2006). From the results of
a practical implementation (see Table I) the number
of systolic arrays is limited by input/output throughput
of the system. By derivation, it is possible to obtain
common formula for the maximal number of systolic
arrays:
BIN
NSA ≤ min( (L1+L2)∗Ch
L1
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ACCELERATION CARD

Card Type
Host interface
FPGA chip
Bus throughput [Gbps]
Number of systolic arrays
FPGA resource utilization [%]
Number of queries
SW comput. time (software)
SW comput. time (hardware)
SW comput. speed up
PRIMEX comput. time (software)
PRIMEX comput. time (hardware)
PRIMEX comput. speed up
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Alternatively, the performance of hardware accelerator
can be expressed in billions of updates per second
(BUps), where one update represents computation of
one item of the Needleman-Wunsch matrix:
P =

L1.L2.Q
T

L1

TABLE I

where L1 and L2 are lengths of input strings, ChW idth
is width of input characters in bits, SW idth is width of
score in bits, f is FPGA accelerator clock frequency
and BIN and BOU T are input and output throughputs
of the communication bus, respectively. Based on the
maximal number of systolic arrays NSA , it is possible
to realize the input task with Q queries in time:
T =

BIN
NSA ≤ min( (L1+L2)∗Ch

COMBO6X Acceleration Card

COMBO6X
PCI 64/66
xcv2p50
4
8
58.3
100k
3.2 s
5.43 ms
589
3.4 s
255 ms
13

COMBO6E
PCI-XP x4
xcv2p70
10/10
22
91.2
100k
3.2 s
1.88 ms
1700
3.4 s
240 ms)
14

(3)

RESULTS
The described system was implemented on a Pentium
4 3.2GHz computer with 2MB cache, 2GB RAM
supplemented with acceleration card COMBO6X (see
Figure 5) developed in the scope of the Programmable
Hardware project and provided by the CESNET association (Liberouter, 2004). This card was initially developed for the purposes of network application acceleration, but with respect to the amount of computational
power and connectivity to the PCI bus, it can be also
utilized for purposes of bioinformatic algorithm acceleration. COMBO6X card contains the powerful FPGA
gate array with Virtex II Pro (xc2vp50) technology,
static synchronous SSRAM memories with capacity
8MB, additional associative CAM memory and four
gigabit Ethernet interfaces. The card communicates with
the host system via the PCI 64/66MHz interface.
We used the formulas above to calculate the predicted
speed-up of the Needleman-Wunsch algorithm used
within the PRIMEX program (please, see section III.A
for detailed description) on our FPGA hardware. The
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parameters needed for the estimation were set to maximal query length of 40 DNA bases evaluated against
100000 candidate sequences, allowing for 20Achieved
results are listed in Table I. With respect to limited input/output throughput of PCI bus, FPGA chip contains
8 systolic arrays with 40 processing elements. The time
for comparison of all strings with Needleman-Wunsch
algorithm consumes 5.43 ms. In comparison with pure
software implementation, the speed-up is approximately
589. Overall PRIMEX computation implemented in
software using the same data takes an average of 3.4 s
(the exact time and speed-up depends on the query in
a nontrivial manner). Using the hardware accelerator, it
is possible to reduce the computation time to 0.25 s and
speed up the whole application 14 times. The PRIMEX
algorithm contains a sorting step which at present is
fully implemented in software and prevents us taking
full advantage of hardware acceleration. Future work
should optimize the two steps to achieve higher speedups.
The bottleneck of the system is limited capacity of communication bus. If the input/output throughput increases
the number of systolic arrays placed in FPGA chip will
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increase as well as the accelerator performance. In the
second column of Table I are shown possible results
for COMBO6E card with PCI Express x4 interface.
Please note, that listed values are estimated because,
the card is currently in the development stage and thus
the PRIMEX method can not be verified directly.
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CONCLUSIONS AND FUTURE WORK
We have described a system for simulating complex
PCR reactions with genomic templates on a single computer that can achieve interactive speeds and realistic
predictions. Much of the computation speed is due to
the use of a unique filtration method provided by the
PRIMEX software combined with the possibility to accelerate the bottleneck operation of sequence alignment
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ABSTRACT
A novel approach symbolizing the principles of chaos
and its application to evolutionary heuristics is
discussed. The concept of local convergence and its
symbolism to chaotic attractors is discussed. A novel
approach of having a population driven evolutionary
heuristic is then proposed combining the principle of
chaotic attractors and edges.
INTRODUCTION
The creation of evolutionary systems has largely been in
response to the explosion of complex tasks and
applications. In an engineering sense, many problems
now exist which require the use of advanced algorithms
to find optimal and concise results. Problems in
transportation, logistics, production and task scheduling,
telecommunications and financial planning, have such
large search spaces that it become computationally
impossible to address all the search points within the
search space (Onwubolu 2002). Scheduling problems
requiring multiple machines such as the job shop family
cannot be solved exactly with any known mean for over
thirty sized problems (Yamada 2003). For the traveling
salesman problem, some solutions would not be
acquired in the lifespan of a human being. The theory of
optimization evolved in order to solve these complex
problems.

algorithms (GA) through the observation of evolution.
Glover (1989) created tabu search (TS) and scatter
search (SS) with the hallmark of memory retention
capabilities. Dorigo (1992) came up with the ant colony
(ACS) approach after the observation of natural ants and
their work in foraging for food in a natural setting.
Simulated annealing (SA) mimics the heating and
cooling of metals in order to optimize (Van Laarhoven
and Aarts 1987). Differential evolution (DE) by Price
(1999) and its discrete variant (Onwubolu and Davendra
2006) uses vector differentials to find optimal values in
a search space.

KEYWORDS
Evolutionary heuristics, chaos, optimization.

This paper proposes a new generic evolutionary
optimization technique for finding global minimal
solutions. This approach looks at three critical issues in
its operation. The first issue is the critical importance on
initial conditions to the successful propagation of the
population. The second is population dynamics which is
included in the solutions, with regards to its interaction
and behavior in the solution space. The population
dynamics give rise to the third issue which is the
attraction of variables within the population and its
behavior which can be termed chaotic and random.

INTRODUCTION

CHAOS IN EVOLUTIONARY ALGORITHMS
The emergence of chaotic systems was initially
described by Lorenz (1993) and by Henon (1976). The
two famous chaotic attractor bearing their names are the
cornerstone of chaos theory in modern literature.
The emergence of chaotic nature has been described in
EAs in multiple literatures, but in the terms of local
optima convergence. Premature convergence towards
local minima instead of a global minima and the
subsequent “freeze” on evolution was described with
the application of enhanced GA with evolved agents
(Optimization and Automaton Group 2004).

The theory of optimization encompasses the quantitative
study of optima and the methods of finding them
(Onwubolu 2002). In order to optimize a function the
critical point to address is the optimal point which is the
goal and the means of reaching the optimum.
Traditionally, the main objective has been the
convergence criteria; the finding of the optimal,
regardless of the means. New research has delved into
recognizing the provisionary improvements that drive
the process of optimization towards the optimal.

Richter (2002) and Zelinka (2005, 2006) discuss the
possibility of local control of chaos system using
evolutionary algorithms. Chen and Huang (2005)
outline how chaos can be introduced in an evolutionary
system and its behavior observed. Extensive work has
been done to manipulate the conversion schema of DE
to introduce and describe chaos (Zhenyu et al. 2006).
Zelinka (2006) investigated real time control of chaotic
systems using evolutionary heuristics. Till date only
chaos in systems is observed, however this research

In order to optimize, scientists observed naturally
occurring optimization and phenomena and tried to
mimic their attribute into artificial systems. New and
emerging optimization techniques are usually classified
into three distinct classes; natural phenomena, physical
phenomena
and
mathematical-computational
phenomena. Goldberg (1989) devised genetic
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behavior which can be termed chaotic and random.
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aims to establish a heuristic based on the principle of
chaos attractor and population dynamics.

occur, if a “good” starting point is achieved. If the initial
population is very far away from the global minima,
then a large number of generations would be required in
order to find the correct route.

CHAOTIC OPTIMIZATION
Chaos states disorder and irregularities within a system.
In order to enforce non-chaotic behavior, it is
imperative to design a control of chaos. Two
possibilities exist in order to accomplish a system that
does not converge to an attractor or diverge to an edge
as given in Figure 1.

The first issue to be addressed in this research is the
creation of the initial population. Using chaos theory as
a guide, the initial conditions has to be such which can
be mapped and its structure identified.
To archive this purpose, the population P is divided into
four sub-populations (SP). The size of the population Pn
which will be user defined is dived into four segments:
"
$
(1)
k = "Pn 4 $
#
%
where k represents the size of each SP. The population
can now be represented as a collection of four SP’s.
!

P = {SP1,SP2 ,SP3 ,SP4 }
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Two SP’s are created using a structured approach and
the other two using random generation.

!

Figure 1: Conceptual diagram of attraction and edge

Structured Approach
As outlined previously, a structured approach is
essential in order to have a control over the solution
spread. Problems like traveling salesman problem (TSP)
and quadratic assignment problem (QAP) amongst
others have an in built structure and the solution also
has to exhibit some structure, in order to find good
solutions quickly.

The first possibility is to detect whenever a chaotic
system is about to arise and design a feedback system in
order to bypass the chaotic region
In order to find the global minima, the population needs
not converge, but stay robust. Robustness is critical in
order to map the solution space. Even when the
objective function has converged, the ordering of the
individual solutions is diverse. Therefore the approach
proposed is to keep the solutions diverse throughout the
evolution, by generating a distance between the
solutions spread instead of the objective function of the
solution. Inorder to do this, intelligence has to be
incorporated within the solutions. The overriding
approach is to incorporate population dynamics within
the solutions in order to organize a feasible propagation
approach.
The processes required to have a controlled propagation
is described in the following sections. The methodology
introduces the approach in terms of discrete
optimization, specifically permutation based as a means
to describe the different processes.

Two SP are identified as having a structured population.
One has a forward approach, while the other has a
backward approach.
The forward approach takes the value from the lower
order to the higher order. The SP is given as:

#
%
SP1 = {"1,"2 ,...,"k } k = #Pn 4 %
$
&
where each solution

" is represented as:
" = { x1, x 2 , x 3 ,..., x n }

(4)
The user defined variable n represents the solution size.

!

!

Initial Population
Chaos theory stipulates that the emergence of chaotic
behavior is invariably linked to initial conditions of the
system. When observing all EA’s, it becomes clear that
little attention is paid to the initial conditions like
population. The overriding approach is to have a
population created using random generation, which the
search heuristic will guide towards the global minima.

(3)

!
!

The fallibility of this approach is that a lot of emphasis
is given to the random generator. Propagation will only

The first!solution is a direct ascend from the lower
lo
hi
bound x to the upper bound x .
lo

"1 = { x , x

,..., x

hi

}

(5)

In order to obtain a structured solution, the first solution
is segmented and recombined in different orders to
!
produce different combinations. The first segmentation
occurs at n/2, and the two half’s are swapped to produce
the second solution. The second fragmentation occurs
by the factor 3; n/3. The general representation is given
as:
(6)
k " 1+ 2!+3!+.....+ z!
where z is the total number of permutations possible.

!
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(5)

The second approach is the backward approach. In the
backward approach the solutions are aligned with high
x hi to low x lo order.
(7)
"1 = x hi , x hi#1,..., x lo

{

!

}

Propagate: Nmber of valid solutions created by a
singular solution.

{

!

Successful propagate " : Frequency with which the
solution will be combined with another solution
# Propagate
(10)
"=
# Successful propagate

]

This value is checked against the values already in the
solution and added to the solution if it is unique.
! x " { x1, x 2,...., x i } i # {1,2,....,k}
(9)
!
if x $ { x1, x 2 ,...., x i }

Rank: The rank gives the standing of the solution in the
SP. Rank is solely determined by the objective function.
!
Action: Three actions are defined; dormant, active and
expired. Action is based on the performance of the
solution in the SP. “Dormant” refers to an inactive
solution, “Active” refers to a vaible solution and
“Expired” refers to an inactive solution.

POPULATION DYNAMICS
Chaos theory is based on two principles. The first
principle is that simple systems will exhibit complex
behavior which cannot be explained using conventional
theory. The second principle is that complex systems
will exhibit behavior which will seem random and
unstructured, but it has an underlying order.

Individual Variables

The application of this theory to EA is that EA by
comparison with dynamic systems are simple systems,
which exhibit complex behavior. So in order to
understand complex behavior it is essential to have in
built intelligence within the population.

A new class of individual variables is defined in this
proposal in order to map and keep track of individual
variables. Each solution is computed in accordance to
the difference between adjacent values. The variance
factor " defined here is given as:
% n#1
(
' $ x i # x i+1 *
(11)
* x + { x , x ,..., x }
" = ' i=1
i
1 2
n
'
*
n
'
*
&
)

In addition to operational variables which keep track of
the feasibility of the solution within the population,
individual characteristics of the solutions have to be
mapped.

Most systems have no intelligence within the
population. GA, DE and Mematic Algorithm (MA) have
no group dynamics where as SS, Particle Swamp
Optimization (PSO) and ACS due to their memory !
adaptive programming (MAP) has some level of group
dynamics. The core issue that is used with group
dynamics is the issue of memory adaptive
programming. Most emerging EA’s like SS and PSO
have inbuilt MAP, which is used to find good search
space. SS has a singular reference set which it creates
from the main population, which has intensified and !
diversified solutions. Using this approach, solution
space is mapped to find better routes.

The " gives the ordering of the values within the
!solution. The higher the factor the larger the spread of
the values, and the more diverse the solutions.

" # 1.0
" $ 1.0

for condensed solutions
for expanded solutions

(12)

The second individual variable defined is the spread
factor " . The " gives an overall identification as to the
!difference between individual solutions; however the
hierarchy between adjacent values in a solution is not
indicated. The spread factor s defined as:

!

(&+1 if ( x i+1 # x i ) $ 1
"='
()#1 if ( x i+1 # x i ) % 1
where i * {1,2,....,n}

Operational Variables

The conclusions drawn from the

!

" is given as:

(13)

!

The proposed algorithm proposes five distinct
operational variables to order to invoke and expedite
evolved agents, to enforce cooperative evolution and
compute feasibility of solution.

}

Lifespan: Number o generation completed by solution

Random Approach
!It is very critical to observe that a random approach is
only!as good as the random generator used. A very good
random generator is required to produce solutions which
have a good spread. A random population is very easy
to create. Simply generate a value between the lower
x lo and higher x hi bounds:
(8)
x = rnd x lo , x hi

[

!

The two SP’s are created using the random generation
where each solution is unique.
!

This proposed approach takes this application to the
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!
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comparison with dynamic systems are simple systems,
which exhibit complex behavior. So in order to
understand complex behavior it is essential to have in
built intelligence within the population.

A new class of individual variables is defined in this
proposal in order to map and keep track of individual
variables. Each solution is computed in accordance to
the difference between adjacent values. The variance
factor " defined here is given as:
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In addition to operational variables which keep track of
the feasibility of the solution within the population,
individual characteristics of the solutions have to be
mapped.

Most systems have no intelligence within the
population. GA, DE and Mematic Algorithm (MA) have
no group dynamics where as SS, Particle Swamp
Optimization (PSO) and ACS due to their memory !
adaptive programming (MAP) has some level of group
dynamics. The core issue that is used with group
dynamics is the issue of memory adaptive
programming. Most emerging EA’s like SS and PSO
have inbuilt MAP, which is used to find good search
space. SS has a singular reference set which it creates
from the main population, which has intensified and !
diversified solutions. Using this approach, solution
space is mapped to find better routes.
This proposed approach takes this application to the
next level. SS uses a singular reference set to invoke
MAP, where as this approach proposes four distinct
SP’s. The advantage is that small groups will have
!
greater competition, in lieu of large groups. Also small
grouping are easier to manage.

The " gives the ordering of the values within the
!solution. The higher the factor the larger the spread of
the values, and the more diverse the solutions.

" # 1.0
" $ 1.0

(12)

The second individual variable defined is the spread
factor " . The " gives an overall identification as to the
!difference between individual solutions; however the
hierarchy between adjacent values in a solution is not
indicated. The spread factor s defined as:

!

(&+1 if ( x i+1 # x i ) $ 1
"='
()#1 if ( x i+1 # x i ) % 1
where i * {1,2,....,n}

Operational Variables

The conclusions drawn from the

!

!
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for expanded solutions

!
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" is given as:

(13)

into infeasible paths. A schematic of the chaos features
is given in Figure 2.

#> 0 backward spread
%
(14)
" = $= 0 uniform spread
%< 0 forward spread
&
The spread factor is critical in order to manage the
propagation of the SP.
!Group Variables

!Group Variables

EAs are characterized by their population based
approach, where “many are better than one” approach is
used. Also a group of solutions offers in addition to a
larger search space, a better probability of finding a
global minimal solution. However as stated earlier, the
emergence of unpredictable behavior hinders the
propagation of the population. To study group behavior,
it is essential to understand group characteristics. The
three critical factors of group variables which are
required are:

In order to drive the population and avoid chaos, it is
essential to have population control.
When the population is generated, all the solutions are
mapped and evaluated. The solutions are assigned
according to their rank in the SP. By evaluating the
group variables, it then becomes possible to compare
each SP with each other in order to see if the problem is
structured or random based on their average values. The
problem classification " is set as structured " if the
problem is classified as structured or set as random " if
classified as random.
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Range: The range of the SP is given as the difference
between the highest objective function and the lowest
objective function given as:
(16)
SPrange = f " ( hi) # f " ( lo)
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Deviation: The spread of the solution in the solution
space which is given as:
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Average: The average value is the cumulative average
of the SP in terms of the objective function. The
formulation for the average value is given as:

SPavg =

into infeasible paths. A schematic of the chaos features
is given in Figure 2.
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The spread factor is critical in order to manage the
propagation of the SP.

If a true classification is not achieved in the initial
population, then the population is allowed to iterate
taking the average of the two approaches.

!

(17)

k #1

The deviation is the most important feature since it is
used to control the solution space in order to avoid the
chaos
edges. Deviation controls the solution spread as it
!
defines the range a solution occupies. According to the
deviation of the SP, new solutions are incorporated in
the SP, and old solutions discarded. This process is
further discussed in the following section.

CHAOS VARIABLES

POPULATION PROPAGATION

Chaos Attractor CA
The distance that each segment of solution has to differ
from each other. The CA is given as:
(19)
CA " [0,1+]

Whenever propagation occurs, two phenomena that are
created are either attractors or edges. These are regions
where unpredictable behavior occurs, and regions which
should be avoided. In order for the propagation to occur
two chaos control variables are now defined.

The key issue in all optimization techniques in the issue
of propagation of the population from one generation to
the next. The primary issue in this approach is not the
propagation, but the avoidance of chaotic features in the
population as it’s propagates from one generation to the
next.

!

Attractors form when solutions tend to converge
towards !
a particular solution. Attraction can be
!
classified in two ways, either through the use of
objective functions or the ordering of solutions. The
contemporary approach is to evaluate solutions in
regards to their objective functions; however, two
solutions may have the same objective functions, but
different spread.

Two chaotic features are identified in EA’s; chaotic
attractors and chaotic edges. The attractors pull together
the solutions around a common value, whereas the
edges tend to pull solutions away from the minima and
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Figure 2: Chaos Features.
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used to control the solution space in order to avoid the
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edges. Deviation controls the solution spread as it
!
defines the range a solution occupies. According to the
deviation of the SP, new solutions are incorporated in
the SP, and old solutions discarded. This process is
further discussed in the following section.

CHAOS VARIABLES

POPULATION PROPAGATION

Chaos Attractor CA
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Whenever propagation occurs, two phenomena that are
created are either attractors or edges. These are regions
where unpredictable behavior occurs, and regions which
should be avoided. In order for the propagation to occur
two chaos control variables are now defined.

The key issue in all optimization techniques in the issue
of propagation of the population from one generation to
the next. The primary issue in this approach is not the
propagation, but the avoidance of chaotic features in the
population as it’s propagates from one generation to the
next.
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Attractors form when solutions tend to converge
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a particular solution. Attraction can be
!
classified in two ways, either through the use of
objective functions or the ordering of solutions. The
contemporary approach is to evaluate solutions in
regards to their objective functions; however, two
solutions may have the same objective functions, but
different spread.

Two chaotic features are identified in EA’s; chaotic
attractors and chaotic edges. The attractors pull together
the solutions around a common value, whereas the
edges tend to pull solutions away from the minima and
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The SP is segmented into four regions, each region
having a distinct spread, differing from its neighbor by
at least one CA .
& CA CA
#%
& CA #
"1,"2 ,...," k ( )%" k +1," k +2 ,...,"2 k ( ) ...)
( 5) '
$
$ ( 5 ) ( 5)
5'
(20)
#
&
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This approach looks at the variance of the solutions in
order to check for stagnation. This enforces separation
of the solutions; enforcing non-convergence of the SP.
CA is the distance between two segments in the region
spread.

low one and vice versa. As each crossover occurs, the
resulting solution is evaluated with respect to its
objective function, and a counter is set as to how
successful different mating strategies are. Generally
opposing " and " will give ideal results since a greater
space will be evaluated in order to find solutions.
SOLUTION VALIDITY

!

During the propagation of the population, the minimum
spread is to be maintained. As outlined CA is an
element of "
(21)
CA " #
This enforces that no attractor forms, by isolating
solution away from each other. !

!

!

Chaos Edge
!

!

!

!

Chaos Edge
!

GENERATION
The solution iterates for a set number of generations, set
in the range of:
(23)
100 " Gmax " 300
However this value is user dependent. Upon the
completion of the iterations, the top ranked solutions
within each cluster is printed and the best within them is
taken!as the minima produced in the iteration.

!
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!

The edge boundary CE is also checked in order to
avoid chaos edges.!If the boundary is within tolerable
limits then the solution is allowed to remain in the
population.

!

DYNAMIC REPLACEMENT
Survival in the population is performance based. The
first ten iteration of the population are free iterations,
since no penalty functions are operational. After ten
iterations, the performance is checked in terms of the
lifespan, offspring and propagate factor. If the
propagate factor " is high, then the solution is nonperforming, since the number of offspring’s will be low.
This solution is then tagged as dormant. If upon another
set number of iterations, the solution does not improve,
it is then
! tagged as expired.
As other solutions are created then solutions to be
removed are the expired and dormant solutions, unless
their rank is within the top five of the SP.
GENERATION
The solution iterates for a set number of generations, set
in the range of:
(23)
100 " Gmax " 300
However this value is user dependent. Upon the
completion of the iterations, the top ranked solutions
within each cluster is printed and the best within them is
taken!as the minima produced in the iteration.

!

The solutions are combined using a two point crossover
with respect to the variance factor " and the spread
factor " . In order to propagate two conditions are vital.
Firstly MAP structures have to be utilized. This requires
the merging of intensified solution and diversified
solutions. Secondly for !rapid progression, the best
solutions have to be exploited.

CONCLUSION
The proposed heuristic of chaotic optimization
addresses the issue of local optima convergence and
stagnation. Premature convergence is shown as an
attribute of Chaos theory, and its underlying principles.

The solutions are mated according to their individual
variables. A hig varience " solution is mated with a

!

!

Once a solution is generated, it is evaluated and checked
against the other solutions in the SP. If it improves upon
the best, it is then included in the SP. If it improves
upon the first cluster of high performing solutions, it
then replaces the worst solution within its cluster.
The most critical issue is that the population integrity
has to be maintained. In order to avoid chaos attraction,
CA has to be maintained between the solutions. Once a
solution is added to the SP, the CA between the inserted
cluster and the next cluster is checked.

!

CE

CROSSOVER APPROACH

CONCLUSION

The solutions are mated according to their individual
variables. A hig varience " solution is mated with a

!

The solutions in the population cannot differ by more
than the specified CE at any point during the
generations. The deviation of the entire SP has to be set
at a threshold point where the SP will not become too
diverse. This is a better approach than simply specifying
the range between
intensified and diversified solutions,
!
since now the entire SP is taken into consideration when
the computations is conducted.
(22)
CE " [0,1+]
As with all operational variables, CA and CE have to
be tuned in order to have optimal operation of the
algorithm. The initial population however gives a good
!
indication of how the variables are to be tuned.

As other solutions are created then solutions to be
removed are the expired and dormant solutions, unless
their rank is within the top five of the SP.

The proposed heuristic of chaotic optimization
addresses the issue of local optima convergence and
stagnation. Premature convergence is shown as an
attribute of Chaos theory, and its underlying principles.

SOLUTION VALIDITY

Whereas the Chaos Attractor CA deals with individual
solutions variables, the Chaos Edge deals with the entire
SP variables. The Chaos Edge CE implies that the
!
population
be kept robust, in order to keep away from
the chaotic edges.!A tight grouping has to be initiated
for the algorithm, since multiple intensified variables
will lead to attraction,!and highly diversified variables
will lead to unguided behavior at the edges.

Survival in the population is performance based. The
first ten iteration of the population are free iterations,
since no penalty functions are operational. After ten
iterations, the performance is checked in terms of the
lifespan, offspring and propagate factor. If the
propagate factor " is high, then the solution is nonperforming, since the number of offspring’s will be low.
This solution is then tagged as dormant. If upon another
set number of iterations, the solution does not improve,
it is then
! tagged as expired.

!

This approach looks at the variance of the solutions in
order to check for stagnation. This enforces separation
of the solutions; enforcing non-convergence of the SP.
CA is the distance between two segments in the region
spread.

low one and vice versa. As each crossover occurs, the
resulting solution is evaluated with respect to its
objective function, and a counter is set as to how
successful different mating strategies are. Generally
opposing " and " will give ideal results since a greater
space will be evaluated in order to find solutions.

During the propagation of the population, the minimum
spread is to be maintained. As outlined CA is an
element of "
(21)
CA " #
This enforces that no attractor forms, by isolating
solution away from each other. !
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The solutions are combined using a two point crossover
with respect to the variance factor " and the spread
factor " . In order to propagate two conditions are vital.
Firstly MAP structures have to be utilized. This requires
the merging of intensified solution and diversified
solutions. Secondly for !rapid progression, the best
solutions have to be exploited.

!
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DYNAMIC REPLACEMENT

The solutions in the population cannot differ by more
than the specified CE at any point during the
generations. The deviation of the entire SP has to be set
at a threshold point where the SP will not become too
diverse. This is a better approach than simply specifying
the range between
intensified and diversified solutions,
!
since now the entire SP is taken into consideration when
the computations is conducted.
(22)
CE " [0,1+]
As with all operational variables, CA and CE have to
be tuned in order to have optimal operation of the
algorithm. The initial population however gives a good
!
indication of how the variables are to be tuned.

!

Once a solution is generated, it is evaluated and checked
against the other solutions in the SP. If it improves upon
the best, it is then included in the SP. If it improves
upon the first cluster of high performing solutions, it
then replaces the worst solution within its cluster.

The edge boundary CE is also checked in order to
avoid chaos edges.!If the boundary is within tolerable
limits then the solution is allowed to remain in the
population.

Whereas the Chaos Attractor CA deals with individual
solutions variables, the Chaos Edge deals with the entire
SP variables. The Chaos Edge CE implies that the
!
population
be kept robust, in order to keep away from
the chaotic edges.!A tight grouping has to be initiated
for the algorithm, since multiple intensified variables
will lead to attraction,!and highly diversified variables
will lead to unguided behavior at the edges.

CROSSOVER APPROACH

!

The most critical issue is that the population integrity
has to be maintained. In order to avoid chaos attraction,
CA has to be maintained between the solutions. Once a
solution is added to the SP, the CA between the inserted
cluster and the next cluster is checked.

!

CE

The SP is segmented into four regions, each region
having a distinct spread, differing from its neighbor by
at least one CA .
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The evolution of attractors and edges within the
populations are indications of chaotic behavior.

Onwubolu, G., C. 2002. Emerging Optimization Techniques in
Production Planning and Control. Imperial Collage
Press, London.

By using standard spread techniques and applying
selective crossover techniques, it is possible to keep the
evolution progressing towards global minima. Anticonvergence criteria ( CA ) along with anti-divergence
criteria ( CE ) are introduced to enforce strict
distribution of the population.

Onwubolu, G., C. and Babu, B., V. 2004. New Optimization
Techniques in Engineering. Springer Verlag, Germany.
Price, K. 1999. An introduction to differential evolution. In:
Corne, D., Dorigo, M., and Glover editor’s, New Ideas in
Optimization, McGraw Hill International, UK, 79-108.
Richter, H., 2002. “An Evolutionary Algorithm for
Controlling Chaos: The use of Multi-objective Fitness
Functions”. Parallel Problem Solving from Nature. 2439,
308-317.

The end result
! is a population which is multi-functional
based,
where
for propagation to occur multiple
!
conditions, like average spread, variance and rank have
to be satisfied, instead of the generic approach of
objective function evaluation. By using multiple
functions, it then becomes possible to introduce
intelligence within the population, and expedite
population dynamics.

Taillard, E., Gambardella, L., Gendreau, M. and Potvin, J.
2001. Adaptive memory programming: A unified view of
metaheuristic. Invited Review; European Journal of
Operations Research. 135, 1-16.
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parameters setting by means of EA, leading to
improvement of system behavior and better and faster
stabilization to the desired periodic orbits. Some
research in this field has been recently done using the
evolutionary algorithms for optimization of local
control of chaos (Richter and Reinschke, 2000).
This contribution deals with an investigation on the
design of the targeting cost function securing the
improvement of system behavior and faster stabilization
to desired periodic orbits. The control law is based on
Pyragas method: Extended delay feedback control –
ETDAS (Pyragas 1995). This contribution is
continuation of previous experiments with application
of EA to chaos control (Zelinka 2005a, Zelinka 2005b,
Senkerik 2006a, Senkerik 2006b).

KEYWORDS
Chaos, control, optimization, evolutionary algorithms,
parameter estimation
ABSTRACT
This contribution deals with optimization of the control
of chaos by means of evolutionary algorithms. The
main aim of this work is to show that evolutionary
algorithms are capable of optimization of chaos control
and to show several methods of constructing the
complex targeting cost function leading to satisfactory
results. As a model of deterministic chaotic system the
two dimensional Henon map was used. The
optimizations were realized in several ways, each one
for another cost function or another desired periodic
orbit. The evolutionary algorithm Self-Organizing
Migrating Algorithm (SOMA) was used in four
versions. For each version, simulations were repeated
several times to show and check robustness of used
method and cost function. At the end of this work the
results of optimized chaos control for each designed
targeting cost function are compared.
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ABSTRACT

(1)

This work primarily consists of two case studies. Both
of them are focused on estimation of three accessible
control parameters for EDTAS method to stabilize
desired UPO (unstable periodic orbit) and comparison
of results for used cost function. Desired UPOs are
following: p-1 (a fixed point) in the first case and p-2 in
the second case. All simulations were 50 times repeated
for each EA version. The control method – ETDAS in
the discrete form suitable for two dimensional Henon
map has form (2).

S n = x n + RS n − m

parameters setting by means of EA, leading to
improvement of system behavior and better and faster
stabilization to the desired periodic orbits. Some
research in this field has been recently done using the
evolutionary algorithms for optimization of local
control of chaos (Richter and Reinschke, 2000).
This contribution deals with an investigation on the
design of the targeting cost function securing the
improvement of system behavior and faster stabilization
to desired periodic orbits. The control law is based on
Pyragas method: Extended delay feedback control –
ETDAS (Pyragas 1995). This contribution is
continuation of previous experiments with application
of EA to chaos control (Zelinka 2005a, Zelinka 2005b,
Senkerik 2006a, Senkerik 2006b).
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Design of targeting CF

periodic orbit to be stabilized. The perturbation Fn in
equations (2) may have arbitrarily large value, which
can cause diverging of the system outside the interval {1.5, 1.5}.
Therefore, Fn should have a value
between − Fmax , Fmax and EA should find an appropriate
value of this limitation to avoid diverging of system.

To decrease the average iterations needed for
stabilization (IStab value) it was necessary to modify
the definition of CF. The CF1 is not suitable for adding
any term of penalization for slowly stabilizing solutions,
thus the CF2 was modified to use for both p-1 and p-2
orbit. The CF value is multiplied by number of
iterations (NI) of the first found minimal value of
difference between desired and actual system output
(i.e. the beginning of fully stabilized UPO). To avoid
any problem with CF returning value 0 and to put the
penalization to similar level as the not-penalized CF
value, the small constant (SC) is added to CF value
before penalization (multiplying by NI). The modified
CF2 has form (5).

The cost function
In this work several types of cost function (CF) were
developed and tested for stabilization of p-1 orbit (fixed
point) and p-2 orbit. The CF has been calculated in
general from the distance between desired state and
actual system output. The minimal value of this cost
function revealing the best solution is zero. The aim of
all the simulations was to find the best solution that
returns the cost function value as close as possible to
zero. The idea was to minimize the area created by the
difference between the required state (stabilized fixed
point) and the real system output on the whole
simulation interval – τ, thus this proposal of CF should
secure fast targeting into the close neighborhood of p-1
orbit and its stabilization. The CF1 is given by (3).

τ2
⎛
⎞
CFTARG = NI ⎜⎜ SC + penalization1 + ∑ TS t − AS t ⎟⎟ (5)
t =τ 1
⎝
⎠
Where:
SC = 10-16 for p-1 orbit; SC = 10-8 for p-2 orbit

This proposal of CF was successfully tested in previous
experiments. To avoid any problems with defining the
value of SC in advance (especially for stabilization of
higher periodic orbit) the design of new targeting CF
had to be changed. The first version of final design of
targeting CF (CFTARG1) has form (6).The SC value (7) is
here counted with the aid of power of not-penalized
basic part of CF.

τ

CF1 = ∑ TS t − AS t

(3)

t =0

Where: TS - target state, AS - actual state
Another cost function (CF2) had to be used for
stabilizing of higher periodic orbit. It was synthesized
from the simple CF1 (3) and other terms were added. In
this case it is not possible to use the simple rule of
minimizing the area created by the difference between
the required and actual state on the whole simulation
interval – τ, due to the many serious reasons, for
example: degrading of the possible best solution by
phase shift of periodic orbit. This CF is in general based
on searching for desired stabilized periodic orbit and
thereafter calculation of the difference between desired
and found actual periodic orbit on the short time
interval - τs (approx. 20 - 50 iterations) from the point,
where the first min. value of difference between desired
and actual system output is found. Such a design of CF
should secure the successful stabilization of higher
periodic orbit anywise phase shifted. This CF can also
be used for p-1 orbit. The CF2 has form (4).

τ2
⎛
CFTARG1 = NI ⎜⎜ SC + penalization1 + ∑ TS t − AS t
t =τ 1
⎝
Where:
SC = 10EXPCF

⎛ τ2
⎞
EXPCF = log 10 ⎜⎜ ∑ TS t − AS t + 10 −15 ⎟⎟
⎝ t =τ 1
⎠

(7)

In the second version of final design (CFTARG2), there is
only slight change in comparison with previous design.
Here the number of steps for stabilization (NI)
multiplies only the small constant (SC) which is counted
in the same way as in the previous case (7) The second
version of final design of targeting CF (CFTARG2) has
form (8)

τ2

CF 2 = penalization1 + ∑ TS t − AS t

⎞
⎟⎟ (6)
⎠

CFTARG 2 = (NI ⋅ SC ) + penalization1 +

(4)

t =τ 1

Where: τ1 - the first min. value of difference between
TS and AS
τ2 – the end of optimizing interval (τ1+ τs)
penalization1= 0 if τ - τ2 ≥ τs;
penalization1= 10*(τ - τ2) if τ - τ2 < τs (i.e. late
stabilization)

t =τ 1

t

− AS t (8)

These two targeting CFs (6) and (8) are tested and
compared in this work. The difference between them
can be clearly seen on Fig. 1, which shows the
dependence of CFTARG1 (6) and CFTARG2 (8) values on
the adjustable parameter K and Fmax .
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This case is focused on the stabilization of p-1 orbit.
Unperturbed Henon map has this p-1 orbit: xF = 0.8
Each SOMA version gave almost the same result of CF
value for the best solution. See Fig. 2 for the best
individual solution with the lowest CF value (SOMA
ATO) and Fig. 3 for comparison of all used versions.
Based on obtained results, it may be stated that the
control parameters estimated in the optimizations
ensured fast reaching of a desired state, on average,
about 50 iterations are required.
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Table 2: Results for p-1 orbit, CFTARG1
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EXPERIMENTAL RESULTS

Four versions of SOMA were used for all simulations.
See Table 1for relation between each version and index
mark in Figures. Parameters for optimizing algorithm
were set up the way in order to reach the same value of
maximal CF evaluations for all used versions. Each
version of SOMA has been applied 50 times in order to
find the actual optimum. The primary aim of this
contribution is not to show which version is better or
worse but to show that the EA can in reality be used for
deterministic chaos control when the cost function is
properly defined and how the results can be influenced
by even slight changes in the design of CF. All results
are shown only for variable x of two dimensional Henon
map because of its form (1), where the variable y has
the same values as variable x but it is only phase shifted.
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For the experiments described here, stochastic
optimization algorithm SOMA (Zelinka, 2004), has
been used. It was chosen because it has been proven
that this algorithm has the ability to converge towards
the global optimum.
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that this algorithm has the ability to converge towards
the global optimum.
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The best solution for each version of SOMA are shown
in Tables together with other optimization results like
Iterations required for stabilization (IStab) Average
IStab value for 50 repeated simulations (Avg. IStab).
Comparison of SOMA versions from the point of IStab,
and estimated parameters K, Fmax , R is in Figures. These
diagrams show the variance of observed parameter and
the small rectangular mark represents average value.
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This case is focused on the stabilization of 2p-orbit.
Unperturbed Henon map has this p-2 orbit: x1 = -0.56,
x2 = 1.26.
In comparison with p-1orbit the EDTAS control method
is not able to reach “exact” stabilization of p-2 orbit.
Thus the not penalized and multiplied basic CF value is
always greater than zero. From Table 4 it follows that
all versions of SOMA have found relatively similar
results for the best solution, from the point of view of
CF value. See Fig. 6 for the best individual solution
with the lowest CF value (SOMA ATR) and Fig. 7 for
comparison of SOMA versions. For successful
stabilization of p-2 orbit, on average, about 84 iterations
are needed
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The best results of each SOMA version are shown in
Table 3. The best solution and comparison of SOMA
versions are depicted in Fig. 4 and Fig. 5. As can be
seen from Table 3, three SOMA versions give similar
results of the best solution; SOMA ATA has found the
lowest CF value. From the comparison with previous
case (See Table 2) follows, that the average IStab value
is smaller. But on the other hand this CF give two best
solutions (SOMA ATO and ATAA), where the final CF
value is not divisible by the NI value (or IStab) without
remainder Thus this design of CF secures very fast
reaching of desired state but with slightly lower quality
of stabilization (basic part of CF>0) For stabilization,
on average, about 38 iterations are needed
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See Table 5 for the results of this optimization. The best
individual solution with the lowest CF value (SOMA
ATR) is depicted on Fig. 8. and comparison of SOMA
versions on Fig. 9. In spite of the promising results in
case of p-1 orbit, smaller final CF values for the best
solutions and less nonlinear CF surface (see Fig. 1) it
seems that this optimization by means of CFTARG2 gives
worse results than previous optimization from the point
of view of average IStab value. For successful
stabilization of p-2 orbit in this case, on average, about
93 iterations are needed

The comparison of results for CFTARG1 (6), and CFTARG2
(8) with initial conditions uniformly distributed in the
region of 0 < xinitial < 1 was done for these two cases:
p-1 orbit and p-2 orbit. In the first case (Fig. 10) the
control algorithm was set up as follows: For CFTARG1 as
the solution given by SOMA ATR (Table 2.) and for
CFTARG2 as the solution given by SOMA ATO (Table
3.).
In the second case (Fig. 11) the control algorithm was
set up as follows: For CFTARG1 as the best solution given
by SOMA ATR (Table 4.) and for CFTARG2 as the best
solution given by SOMA ATR (Table 5.).
As can be seen from Figures 10 and 11 both targeting
CFs steers the system very quickly to desired state. In
case of p-1 orbit, the results are very similar, but
paradoxically in case of p-2 orbit the solution obtained
by CFTARG2 gives better results for this comparison,
although this CF gives the worse results of Avg.Istab
value for 50 repeated optimizations (See Table 4 and 5).
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Fig. 11. Comparison of the best solutions, p-2 orbit,
CFTARG1 (upper) and CFTARG2 (lower)
CONCLUSION

Based on obtained results, it may be claimed that all
simulations give satisfactory results and thus EAs are
capable of solving this class of difficult problems and
the quality of results does not depend only on the
problem being solved but also on the proper definition
of the CF. In this contribution two different CFs were
introduced and tested in the task of fast targeting and
stabilization of desired periodic orbits. As can be seen
from the optimization results presented here, they are
extremely sensitive to the construction of used CF. Any
small change in the design of CF can cause radical
improvement of system behavior, but on the other hand
can cause worsening of any other observed parameter,
as in the case of CFTARG2 for p-2 orbit.
There is no problem for the future research in
defining much more complex CF comprising any
criterion. Furthermore, parameter settings for EA were
based on heuristic approach; therefore there is also
possibility to bench them for the future research.
According to all results shown here it is planned that the
main activities will be focused on testing more complex
cost functions together with searching for better settings
of EA and certainly on testing of evolutionary
deterministic chaos control in continuous-time and
high-order systems.
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and

optimization,

solution. The use of stochastic, discrete-event
simulation as solution method is usually obliged
(Bruzzone et al. 1996a). Here, starting from a processbased description of the queuing model we used a
Visual SLAM environment (Pritsker et al. 1997) to
quickly obtain a prototype for validating some basic
modeling choices on arrivals and service times and
conducting a simplified scenario analysis upon the
number of berth cranes to be employed for
discharge/loading operations. Here we are faced with a
finer modeling of the integrated logistic processes of
vessel entrance and berthing at the Gioia Tauro
terminal. The entrance channel, today shared by
container vessels and other traffic, could become a
future bottleneck as containerized traffic increases. The
explicit representation of the berth length (3.3km) in
terms of berth slots for which a fixed draft may allow or
prevent the assignment to some new container vessels
of latest generation is also required. Finally, the
complex policies by which the crane manager
allocates/deallocates cranes at the same big vessel to
guarantee a target on the rate of service and deploys
these crucial resources along the entire berth is also
asked to be represented by a decision tool. A new
queuing network model is designed to satisfy the above
requirements and the natural implementation of the
model based on a traditional procedural language is
pursued in a modern environment as (Borland®
Developer Studio 2006). This suite offers a set of very
usefull visual objects for designing a manager-friendly
tool where each single panel will be the result of an
agreement with the same manager. Such an approach,
clearly requires a significant programming effort.
Nevertheless, it is appropriate for implementing all the
mechanisms and real policies of resource allocation and
scheduling defined by the terminal managers.
Moreover, it is also especially fit for dealing with
massive data entry and displaying a great number of
non customary results for system anaylsis and
evaluation. Particular attention has been given to the
statistical methods used to analyze simulation output.
The availability of credible simulation results enables
the use of the model for a what-if type simulation based
optimization approach on both the capacity planning of
logistic resources and the management of logistic
operations. The problem of finding a queuing system
configuration that optimizes the expected value of some

container

ABSTRACT
The extension and application of a queuing network
model to the management of core logistic processes at
the Gioia Tauro marine container terminal is presented.
Real features incorporated in the model require
simulation to solve it. A manager-friendly simulator is
designed for the real case study, under the constraint of
guaranteeing a finer representation of: the congestion
phenomenon at the port channel; the port admission
policy for newly arrived vessels in the roadstead; the
management of berthing slots; the assignment of cranes
for discharge/loading operations. The application
software is presented through a detailed discussion of
its features, as these appear on panel for system
definition and analysis. The simulator computes point
and interval estimates for system performance
measures. Statistical computations are based upon the
issue of batching elementary observations either within
the same run or across multiple runs. Simulation
experiments are presented and discussed with the aim of
recommending a cost-effective method for interval
estimates in quantitative scenario analysis.
INTRODUCTION
Logistics in modern container terminals and
operations management problems are exhaustively
discussed in recent survey papers as (Vis and de Koster
2003; Steenken et al. 2004) and the need for both
optimization and simulation models is well recognized
(Bruzzone et al. 1996b). Congestion phenomena are
unavoidable when facing the allocation of shared
resources to random arrivals of vessels and operations
whose times are affected by several causes of
randomness. A basic queuing network model of the
logistic
activities
related
to
the
arrival,
discharge/loading operations and departure processes of
vessels at a container terminal has been proposed in
(Legato and Mazza 2001). Some real features, such as
non-standard service stations, time dependent priority
mechanisms and complex resource allocation policies,
prevent using any analytical approach to model
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measures of system performance on the long-run, such
as terminal throughput and lead time, is strongly
demanded. When using a simulator, this approach is
known as optimum seeking by simulation (Law and
Kelton 2000) and it requires the selection of a costaccuracy effective method for interval estimates of
average performance measures or average point
estimates followed by variance estimation. In fact, at
each iteration of a simulation based optimization
procedure one or multiple candidate configurations
need to be analyzed for comparison (Swisher et al.
2003). Thus, computational burden must be carefully
considered in terms of number and length of simulation
runs.
The paper is organized as follows. The queuing model
of the core logistic process at the Gioia Tauro terminal
is presented in the next section. The application
software developed is illustrated in section 3.
Methodologies for the output analysis of simulation
runs are discussed in section 4. Conclusions are in
section 5.

position and then to receive one or more tugs and/or
pilots, that will maneuver it to the berthing position. In
principle a sort of semaphore-like queue should be
considered to represent the possible stop and its random
duration. In the reality of our interest, the container
terminal at the port of Gioia Tauro, the holding time of
the entrance channel by one vessel is becoming a non
secondary congestion factor due to rising “external
traffic” (e.g. other vessels visiting the port, but not the
container terminal). A semaphore-like queue is shown
in the leftmost part of the queuing network model
proposed in this paper, as illustrated in Figure 1. In a
recent paper (Legato et al. 2006) it has been shown that
this modeling device can be replaced by a so called pure
delay station with delay times distributed as a 2-phase
Coxian distribution (Trivedi 2002).
The central part of the model in Figure 1 is reserved
to the I/O channel model, where maneuvering resources
(tugs and pilots) appear as duplicated but must be
intended as subjected to a locking phenomenon issued
by the vessel that has curently obtained the channel
resource by the channel controller (manager). Usually,
exiting vessels have priority on entering ones. Vice
versa, instead of a FIFO rule, a look ahead mechanism
is sometimes adopted between a newly arrived vessel in
the roadstead and other important vessels about to
arrive.

QUEUING NETWORK MODELS FOR VESSEL
ARRIVAL, ENTRANCE AND BERTHING
Some queuing based simulation models for core
logistic processes at real container terminals can be
found in (Silberholz et al. 1991; Gambardella et al.
1998; Yun and Choi 1999; Shabayek and Yeung 2002).
All these models share the common lack of attention to
the waiting phenomenon that arises when an incoming
vessel stops in the roadstead, first to ask for a berthing
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The rightmost part of the model in Figure 1 illustrates
the berth model. Here, the whole berth length is
arranged as a variable set of berth segments whose
individual length may vary as well. Precisely, each of
these segments consists in a given number of berthing
slots (24m) equipped with at least one crane. Each
segment is assigned to a subset of shipping companies
and, therefore, it results as a queuing station with
multiple servers (cranes) and a limited number of places
in queue. This limitation may result as a major cause of
vessel stopping in the roadstead, whenever the berth
manager is forced to address an arriving vessel to a fully
occupied berth segment. The proposed queuing model
contemplates the possibility of re-addressing the
stopped vessel, provided that the new segment has a
proper draft. On the other hand, the choice of berthing
one vessel rather than another into a specific segment
could result in a too long distance from the
source/destination point of its containers in the storage
yard.
The above queuing network model holds in store a
wide range of useful alternative configurations to be
evaluated by simulation in order to support major
decisions. For example:
• what kind of admission policy should be
adopted in the roadstead?
• how many berth segments should be organized
for active “shipping services”?
• how many cranes - out of the total, fixed
number of available ones - should be allocated
for each of the above segments?
• in which segment should vessels entering the
port be berthed, provided that this decision
may be based on some suitable attributes
shared by any given subset of the active
services?

The simulator consists of two panel-like interfaces
designed to help the user insert the proper input
parameters and obtain simulation output on screen
and/or file. The so-called Main Panel (MP) is designed
for defining system resources and operational policies.
The overall configuration described in this section is
referred to as the “scenario”. The Service Manager
Panel (SMP) is a friendly input panel for the physical
and operational specifications that characterize the
individual vessel services accounted for. The overall
configuration defined in this section is referred to as the
“services”. Together, the scenario and services files
provide all the data for any simulation experiment. In
both panels, the input parameters are specified in taborganized screens and the system architecture is
designed to minimize errors caused by a faulty data
entry and/or accidental scenario-service mismatching
performed by the user.
In the following paragraphs, we focus on some
important channel and berth related features encoded in
the related subareas of the software, rather than just
present a general outline of the two major panels.
Resource Definition
The Resources section illustrated in Figure 2 is one of
the components for data input in the Main Panel. It
allows to account for the number and state of the
resources that characterize a certain scenario. Resources
include available pilots, tugs, length of simulation run
(in days), TEUs factor and crane utilization. But most
of all, this is the point in which the berth definition is
initiated via the berth segment length sub-area. The
berth deserves particular attention because it is a
prerequisite for channel acquisition.
A berth segment is specified by inserting the lower
bound and upper bound bollards that demarcate the
segment’s physical extension (e.g. Segment 1 1 to 7).

THE APPLICATION SOFTWARE
The CaLeMa software (Borland® Developer Studio
2006) is a simultion environment designed to reproduce
the current MCT practice for vessel berthing and
terminal operations, with a particular focus on channel
contention and the management of berthing points. It is
the result of a combined application-oriented modeling
effort between simulationists and (MCT) policy makers
which ranges from form (e.g. user-friendly panel
interface, graphical/textual output display, layout, etc.)
to content (e.g. identification of system specifications
and assumptions, data modeling, etc.). CaLeMa is
currently used as a tool for both operational
management and to explore different quantitative
solutions and scenarios other than those deployed by the
company at present. To produce statistical results on
the predetermined system of interest, interval estimates
can be computed on the basis of the replicated batch
means method (Andradottir and Argon 2001) as
particularized and experimented in the later sections.

Figure 2: Resource Area in the MP
Once berth segments are fixed, the berth depth needs
definition by clicking on the proper button and entering
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as well as the berth depth.
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Berth and channel availabity also depend on external
factors. This simulator covers interruptions due to non
MCT traffic and bad weather. The occurrence of these
events is dealt with by inserting event frequency (i.e.
average number of external vessel arrivals per week or
number of days per year during which the entire
terminal activity is brought to a halt), followed by a
conventional “type” and “degree” of event regularity.
This feature is illustrated in Figure 5.
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Practically speaking, berth assignment is not
straightforward. It occurs on the basis of the four yesenabling options set by the user in the service properties
panel shown in Figure 4. Berth guarantee ensures the
pre-assignment of a berth segment to the associated
service whose length and time location are respectively
defined in the segment priority and time window fields
in the Service Manager Panel. Berth priority grants the
assignment of a segment with priority to a service
having such benefit. In case more than one entitled
service is making this request simultaneously, then
berth assignment occurs on a first-come first-served
basis. The time tolerance field represents the amount of
time (in hours) that a service can wait before berth
assignment when its pre-assigned berth segment is
occupied. This time limit has a meaning if reffered to
services for which berth assignment is guaranteed. The
not used field is currently unavailable, but its future
purpose is to postpone the beginning of container
discharge/loading operations to the next shift.
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Figure 5: Definition of External Factors in the MP
Service Definition
A service (i.e. the sequence of ports, or port rotation,
to be visited by a vessel) “generates” the arrival of
vessels demanding berth assignment. For complete
definition, a service requires a wide range of
information. The Service Manager Panel provides subareas that account for such definition and management
throughout the entire service life-cycle (new, save,
modify, sort, delete). It includes the service name, the
shipping company and the number of vessel classes,
meaning a group of vessels with attributes in common
such as length and draft. An example of different types
of vessel classes within the same service is shown in
Figure 6: every class is characterized by a frequency,
length, draft, number of pilot(s) and tug(s), extra
bollard(s) in compliance with security measures and
max TEU capacity.
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or with time windows radio buttons in the Arrivals
section. When opting for the former, the average
number of vessels per week, along with the “type” and
“degree” of arrival regularity must be inserted. Instead,
the second option requires more details to configure the
arrival pattern. As shown in Figure 7, the entry fields to
complete are: the number of time windows planned for
the service of interest (at the most three for every
service); the day of the week and the hour of the day
that define the upper and lower bound of each time
window; the probability that vessel arrival will fall
before, inside or after the time window.

Figure 9: Crane Assignment to Vessel Service in the
SMP
Simulation Output
Presentation of results is as important as their
acquisition. CaLeMa offers easy-to-read data traces and
reports for system performance over the entire
simulation horizon.
The Main Panel is the primary source for data output.
It is designed to offer immediate access to different
kinds of data that can be summarized in the following
categories:
• global data and averages;
• averages per service;
• averages per shift;
• averages per segment.
Results can be viewed directly on screen, as well as
selected via button and/or menu in customized txt
formats.
Many performance measures belong to more than one
of the above categories. Table 1 summarizes which
indices are computed in global terms (G), per single
service (S), per shift (on screen – Sh; on report – ShR)
and per berth segment (R). The most significant are
defined in Appendix; details for every index listed
below are provided in the User’s Manual (Canonaco et
al. 2006).

Figure 7: Definition of Vessel Arrival in the SMP
The Service Manager Panel also includes additional
vessel data (GCP – gross crane productivity, berth
moves, cover moves, maneuvering time, unlashing time,
lashing time, other idle time) and operational settings,
which are both required to compute the sojourn time for
a vessel of any given service. For example, for the
service at hand:
• berth assignment is completed in Figure 8 by
indicating a particular berthing preference or
priority segment, as well as checking one or more
“second choice” segments;

Table 1: Performance Measure Matrix
Performance Measure/Output
Moves
Covers
N° of vessel arrivals
N° of vessel departures
TEUs - twenty equivalent units
N° of vessels in roadstead
N° of vessels in berth
GCWH - gross crane working hours
Shift utilization
Simulated time
N° of cranes
N° of gangs
Service name
Crane intensity
GCP - gross crane productivity
Waiting in roadstead (and cause)
Waiting in berth (and cause)
Berth segment
Bollards per berth segment
Length per berth segment
Moves per berth segment
TEUs per berth segment
TEUs/m per berth segment
Berth occupation per berth segment
GCP per berth segment
Shift number
Overall productivity

Figure 8: Berth Assignment to Vessel Service in the
SMP
•

crane assignment is defined in Figure 9 by
specifying the crane intensity target and the number
of cranes to assign during the 1st and 2nd shift these values are used to determine the number of
cranes to deploy in the (eventual) remaining shifts.
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that deserves special attention is the trace. In general, a
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trace is a file that records all the “relevant” events for
simulation (i.e. an event determines a change in the state
of the system) - in brief, it is a compact representation
of the system behavior described by activity progress in
time. The role of this program feature is twofold: on one
hand, it is used by simulationists to detect errors
committed during the design and development stages;
on the other, it is employed by the end-user to perform
tailored statistics regarding particular system
performance measures not accounted for in the default
output (on-screen or text-file) support functions.
In the current version of the simulator, the trace is
composed by a set of lines where every line contains
fields that provide a complete description for every
vessel-occurrence. These fields range from specific
physical attributes (i.e. vessel code, service name, class)
and operational characteristics (i.e. vessel GCP, crane
intensity, container moves and covers) to vessel service
recording (manouvering time, unlashing time, lashing
time, idle time, arrival time, berthing time, labor ashore
time, un-berthing time, departure time); from berth
position (i.e. from-to bollards) to global and specific
waiting times in both the roadstead and berth.
As a result of the detailed design of its structure, the
trace can also be used to create graphical outputs (e.g.
berth plans) and smoothly moving depictions of the
terminal activities characterized by constantly changing
states (e.g. operations). These post-processed results can
provide static graphic layouts to be used alone or in
optimization procedures (e.g. in a cutting stock
optimization model for the weekly berth plan as shown
in Figure 10), as well as dynamic audience-oriented
presentations (e.g. 2D or 3D animations).

ones. Interval estimates for average measures or
variance estimates - to be produced for purposes of
ranking and selection (Goldsman and Nelson 2002) of
different queuing configurations - are based upon the
issue of batching elementary observations either within
the same replication or across multiple replications.
Grouping (dependent) observations into batches and
then working with batches (Schmeiser 1982) is the
consolidated method to achieve (at least approximately)
the independence property among realizations of the
statistic to be used, as required by theory (Alexopoulos
and Seila 1998). The first batching mode is aimed to
minimize the initialization bias throughout the gathered
observations at the price of dealing with correlations
among them, while the second batching mode is aimed
to do the vice versa. Nevertheless, finding the optimal
compromise between the number of replications and the
number of batches per replication is a problem still
focused in some recent papers (Alexopoulos and
Goldsman 2003).
The study of key convergence properties of the
classical steady-state simulation analysis method of the
non overlapping batch means (i.e. batching within one
single run) is usually referred to a restricted number of
stationary processes such as the first order
autoregressive process, the exponential autoregressive
process and the simple M/M/1 queuing process, due to
the choice of dealing with a known covariance function
(Song and Schmeiser 1995; Goldsmann et al. 1997;
Wilson and Steiger 2001). Vice versa, our practical
interest is in analyzing stochastic processes arising in
complex queuing networks as the one in Figure 1
underlying the developed simulator, where no explicit
form exists for the covariance function and,
furthermore, the impact of transient (initialization bias)
on simulation mean and variance estimators has to be
evaluated. This motivates an empirical analysis of the
coverage properties of different batching modes with
reference to the practical queuing system in Figure 1.

Figure 10: The Weekly Berth Plan
OUTPUT DATA ANALYSIS
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In CaLeMa interval estimates are computed as
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A set of m, independent, replications is obtained with
m, independent, random streams. From each replication
we take one or multiple batches, each grouping n
(dependent) observations of the performance measure
of interest. The first l observations may be discarded to
limit the bias effect of transient. The sample means
(statistics):
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X 1 ( n),K, X j ( n),K, X b ( n)

corresponding to the resulting batches ( b, b ≡ m , under
one batch per replication) become normally distributed
n → ∞ , with µ as the common mean and,
as
moreover, they become independent even though some
batches are taken from the same replication.
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As a result of the detailed design of its structure, the
trace can also be used to create graphical outputs (e.g.
berth plans) and smoothly moving depictions of the
terminal activities characterized by constantly changing
states (e.g. operations). These post-processed results can
provide static graphic layouts to be used alone or in
optimization procedures (e.g. in a cutting stock
optimization model for the weekly berth plan as shown
in Figure 10), as well as dynamic audience-oriented
presentations (e.g. 2D or 3D animations).

Figure 10: The Weekly Berth Plan
OUTPUT DATA ANALYSIS
At the opposite sides of the simulation based
methodology for the analysis of a queuing system there
are the two choices of (1) producing one very long
sample path of the stochastic processes representing the
performance measures of interest or (2) producing
multiple, independent, sample paths (Whitt 1991).
Queue occupancy (number in), time in queue (delay)
and the counting process of jobs at the system exit point
(throughput) are typical performance measures whose
mean values are usually evaluated by one single
replication (simulation run) or multiple, independent,

X 1 ( n),K, X j ( n),K, X b ( n)

corresponding to the resulting batches ( b, b ≡ m , under
one batch per replication) become normally distributed
n → ∞ , with µ as the common mean and,
as
moreover, they become independent even though some
batches are taken from the same replication.
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On the other hand, using classical notations, the
following result (Steiger and Wilson 2001):
D

X j (n) ⎯⎯→ Z ( µ , σ 2 (n) / n ),

further replications to obtain an independent estimate of
the sample variance. We also investigate the number of
observations required per batch to achieve normality of
the batch sample mean.
Finally, we exploit all the possible combinations of
replications and batches per replication (e.g. 5 runs per
6 batches, 3 runs per 10 batches, etc.) by conducting
extensive numerical experiments. As a result of these
experiments, we realize that there is no substantial
difference in terms of quality for the coverage property.
Numerical results reported in the following refer to a
queuing network where some not important details from
the model in Figure 1 are neglected (Legato et al. 2006).
By fixing a batch duration to a relatively small value
(803 job departures at the sampled queuing station), one
may verify, in Figure 11, the expected violation of the
normality assumption upon the batch means. In
particular, results are shown for batch number 15 (the
last one, to minimize the bias effect due to the transient
period). Observe that, as shown in Fugre 12, almost
4000 departures are needed to feel a bit safe about the
satisfaction of the normality assumption on the sample
mean under investigation!

for finite n, ∀ j

in conjunction with the use of only one batch per
independent replication b ≡ m , guarantees that:
S X2 ( m )

D

⎯⎯→

σ 2 ( n) / n
and, hence,

(

m X ( m) − µ X
S2
X ( m)

)

χ m2 −1

m −1

D

⎯⎯→ Tm −1

(1)

Observe that we may use half of the replications for
computing the sample variance and the second half for
computing a stable estimate of the sample mean, thus
respecting the basic (independence) assumption
underlying (1). Whatever the choice, we use the
following to get an interval estimate:

[

]

µ X ∈ X ( m) ± H
with prob ≅ (1 − α )
where

On the other hand, using classical notations, the
following result (Steiger and Wilson 2001):
D

X j (n) ⎯⎯→ Z ( µ , σ 2 (n) / n ),

further replications to obtain an independent estimate of
the sample variance. We also investigate the number of
observations required per batch to achieve normality of
the batch sample mean.
Finally, we exploit all the possible combinations of
replications and batches per replication (e.g. 5 runs per
6 batches, 3 runs per 10 batches, etc.) by conducting
extensive numerical experiments. As a result of these
experiments, we realize that there is no substantial
difference in terms of quality for the coverage property.
Numerical results reported in the following refer to a
queuing network where some not important details from
the model in Figure 1 are neglected (Legato et al. 2006).
By fixing a batch duration to a relatively small value
(803 job departures at the sampled queuing station), one
may verify, in Figure 11, the expected violation of the
normality assumption upon the batch means. In
particular, results are shown for batch number 15 (the
last one, to minimize the bias effect due to the transient
period). Observe that, as shown in Fugre 12, almost
4000 departures are needed to feel a bit safe about the
satisfaction of the normality assumption on the sample
mean under investigation!

for finite n, ∀ j

in conjunction with the use of only one batch per
independent replication b ≡ m , guarantees that:
S X2 ( m )

D

⎯⎯→

σ 2 ( n) / n
and, hence,

(

m X ( m) − µ X
S2
X ( m)

)

χ m2 −1

m −1

D

⎯⎯→ Tm −1

(1)

Observe that we may use half of the replications for
computing the sample variance and the second half for
computing a stable estimate of the sample mean, thus
respecting the basic (independence) assumption
underlying (1). Whatever the choice, we use the
following to get an interval estimate:

[

]

µ X ∈ X ( m) ± H
with prob ≅ (1 − α )
where

H =ˆ

tm −1,1−α
m

2

⋅

S2

X (m )

H =ˆ

.

Usually, the independence assumption between the
sample mean and the sample variance is ignored and
their respective estimates are obtained by a sequential
execution of all the batches on the same unique long run
of simulation. The resulting “batch means” method
introduces a second error upon the estimate of the
sample variance, due to the correlation among batches.
The only way to limit these errors relies upon the
possibility of using sufficiently large batches on a
sufficiently long run of simulation for each
configuration of the queuing system to be analyzed.
This could introduce an untolerable computational
burden in a simulation based optimization procedure.
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Numerical Experiments

Numerical Experiments

In this section we report on our empirical experience
in queuing model simulation. We investigate how
output observations can be organized in batches and
replications and then evaluate the resulting coverage
properties of any batch-based interval estimator of a
given output process.
In particular, we produce and compare interval
estimates by using 30 batches in two different cases: (1)
all batches taken from a unique replication (classical
batch means method) are used to compute both the
sample mean and the sample variance; (2) 15 batches
taken from the same replication estimate the sample
mean, while 15 additional batches are taken from 15
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Figure 12: Improvement with the Increased Sample Size
Results become worse when moving to a non
bottleneck station, where the effect of the distribution of
what stands here for a service time (time spent in the
roadstead for admission to the port) becomes more
important. Again, we show the effect of increasing the
batch size of output observations (simulated departures
from the sampled queuing station) from 2067 in Figure
13 up to 9939 in Figure 14. This means that the user
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would have to fix, as sample size, the number of
observations that guarantee the normality assumption at
the light-loaded queuing stations.
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In order to verify the possibility of producing narrow
interval estimates and also more uniformly located
around the yellow line of reference, larger size batches
(3976 observations) are used next. Under this number,
Figure 12 indicates that the normality assumption upon
the sample mean is approximately satisfied. The results
shown in Figure 16 confirm the quality improvement.
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For completeness, numerical investigation on
coverage properties has been repeated at a non
bottleneck queuing station that, in this scenario
example, corresponds to the entrance channel and it is
characterized by a hyperexponential distribution for
delay times suffered by vessels.
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Figure 16: Coverage Results for 30 Interval Estimates
under Batch Sizes of 3976 Observations.
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Figure 16: Coverage Results for 30 Interval Estimates
under Batch Sizes of 3976 Observations.

Coverage behavior for cases (1) and (2) described
earlier are now examined. A yellow line in Figure 15
indicates the sample mean estimate obtained by a very,
very long run of simulation that, obviously cannot be
recommended in simulation based optimization
procedures. Looking at coverage results at a non
bottleneck station, shown in Figure 15 with reference to
the average number of jobs present (vessels berthed in a
given segment), it seems that, despite the violated
normality assumption upon the batch mean statistics,
the quality of coverage is indistinguishable from the
classical implementation of the batch means method, i.e.
the implementation where the 15 batches for variance
estimation are taken from the same, unique replication
used for sample mean estimation.
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Figure 17: Coverage Results for 30 Interval Estimates,
under Batch Sizes of 2067 Observations.
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Figure 17: Coverage Results for 30 Interval Estimates,
under Batch Sizes of 2067 Observations.
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Figure 18: Coverage Results for 30 Interval Estimates,
under Batch Sizes of 9939 Observations.
In conclusion, correlation among batches does not
seem to generate significant errors when producing
interval estimates for a mean performance measure; on
the other hand, one could avoid this correlation by
estimating the sample mean using short, independent
replications.
CONCLUSIONS
A manager-friendly simulation environment has been
designed to answer a real problem formulated by MCT
SpA, the company that manages the container terminal
in Gioia Tauro (Italy). Its fuctionality has been
illustrated in detail, according to the requisites fixed
with the terminal manager. The simulator is based on a
queuing network model representing the integrated
management of the entrance channel to the port and the
berthing segments dedicated to the flow of container
vessels. The simulator is a significant case of
application of queuing, simulation and statistical
methodologies as decision supporting tool for
evaluating quantitative indices of performance in
simulation based optimization studies. The replicated
batch means method for interval estimates of the above
indices has been investigated via numerical
experiments, in order to assess its practical accuracy
and, hence, provide some guidelines to the users.
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APPENDIX
A brief description of the most significant
performance measures recalled in the present paper is
provided below.
Berth occupation per berth segment - time-weighted use
of a berth segment divided by the time-weighted
capacity of the berth segment.
Covers - number of container moves to be performed in
order to open/close vessel hatch covers.
Crane intensity - weighted number of cranes assigned to
the vessels belonging to the same service.
Crane utilization - simultaneous use of two or more
cranes on the same vessel is likely to reduce these
resources’ efficiency; a 100% value in a field indicates
full operational conditions for the corresponding crane.
GCP, gross crane productivity - number of container
movements per hour performed by cranes assigned to
vessels of the same service.
GCWH, gross crane working hours - number of the
total crane working hours.
Moves - number of container moves to be performed
during vessel discharge/loading.
Overall productivity - number of container movements
and covers performed by the cranes assigned to vessels
of the same service.
Shift utilization - time-weighted use of a shift divided
by the time-weighted capacity of the shift.
TEU, twenty equivalent units - unit for measuring
container length.
TEUs factor - ratio used to convert TEUs to containers.
Waiting in berth - time a vessel spends in its berth slot
before it can exit the port (it depends on the availability
of pilot(s), tug(s) and channel)
.
Waiting in roadstead - time a vessel spends in the
roadstead before it can enter the port (admission
depends on the availability of pilot(s), tug(s), berth, and
channel).
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The tool Villon itself, however, does not give
automatically ready-to-use optimal solutions of complex
problems but offers an experimental environment,
a “laboratory”
for
investigation
of
various
configurations of a station/junction infrastructure
configuration,
operational
strategies
and
all
consequences of their application. Simply said, using
Villon, a user-experimenter can answer questions
“What happens, if ...?“. It is supposed that the user
himself is expert in railway technologies and, moreover,
cooperates closely with the management officers of the
station.
Several basic stages of work with Villon can be
distinguished according to the typical activities, which
are carried out:
• Acquisition, processing and analysis of data
concerning real or planned station/junction.
• Construction of infrastructure model.
• Construction of dynamical operation (traffic)
model, which serves for investigation of the
station properties with proposed infrastructure
configuration.
• Experimenting with the simulation model. It is
an iterative process of consequent runs
of simulation
experiments with
modified
parameters with the objective to disclose the
behaviour of the system in correspondence with
the given set of parameters leading to the
solution of the problem. It is evident that
a number of simulation experiments should be
performed. This number depends on the degree
of expertise of experimenter, on the quality of
the simulation model and also on tools available
for evaluation of experiments. A correct
evaluation of results undoubtedly shows the
direction and next steps in the quest for
solution.
• Analysis of results of simulation experiments.
Villon enables the user to follow on-line
animation of movements of all mobile resources
and of technological processes. Moreover,
Villon is capable to submit information on
properties of all both static and dynamic station
elements including clients of the system, via so
called Explorer. The broad scope of tools
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ABSTRACT
The paper pays attention to presentation of realised
simulation study focused on a prognostic traffic within
Prague Masaryk station with the special interest to
variants of track infrastructure as well as to alternatives
of local technological processes. Relevant simulation
model was built within integrated environment of
software tool Villon, which represents worldwide top
tool for railway-based simulations.
INTRODUCTION
Simulation of systems is a method supporting analysis,
design and optimisation of real systems. Three steps can
be distinguished:
• Substitution of a real system by its simulation
model.
• Experimenting with the simulation model with
the aim to disclose its properties, behaviour and
reactions under selected conditions.
• Application of obtained results in the real
system (existing or designed).
Simulation model should be as accurate and detailed as
possible so that its results are applicable to the reality.
At the other side, there is also certain limit of detail,
which should not be trespassed.
The software product Villon belongs to simulation tools
which are based on above described principles and was
successfully verified in practice. Villon is not only
a very efficient tool for verification of infrastructure
modifications but it is also very suitable mean for
investigation of possibilities how to increase the
efficiency of service resources and improve decision
activities. Villon enables the user to construct complex,
detailed and interactive simulation models, make
experiments with them and analyse the results.
Simulation
model
built
within
experimental
environment of the tool Villon can be an effective aid
for solution of described problems linked with
infrastructure and operational planning.
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includes the possibility to obtain up-to-date
statistics about the performance (state) of all
mobile and fixed elements of the station. This
information is given in a graphic form.

(operation) within studied station and its close
surroundings.
Building of simulation model within the frame of Villon
tool represents several steps specialised in elaboration
of various kinds of data. The following examples
illustrate the most important pieces of data constituting
the mentioned model.

Figure 1: Animation of train movements
It is clear that during the simulation run we are not able
to discover all aspects of the system behaviour. Villon
however offers the possibility of recording simulation
run into a simulation protocol, which can be used later
as a data source for post-simulation evaluation of
results. Again, Villon offers a user a set of tools for
statistical evaluation of protocol data, for construction
of schedules of resources and activities in graphic form,
exploitation of infrastructure, etc. If needed, all
recorded data can be exported e.g. to MS Excel format.
Credibility of the experiment results strongly depends
on the good fit of the infrastructure model and of the
operation model to the reality.

Physical infrastructure – represents the plan of the
trackage (usually using 1:1000 scale), which can be
provided in electronic form (e.g. in DXF format related
to AutoCAD software application) or in a
classical/paper form (in that case a paper form has to be
transformed into electronic one – i.e. scanning and
vectorisation is carried out). Physical infrastructure is
composed of: individual tracks, switches, signalling
devices, platforms, buildings and other important
facilities.
The model of Prague Masaryk station reflected two
main versions of track infrastructure with different
layouts and positioning of platforms.

Logical infrastructure – keeps functions of individual
elements from physical infrastructure (reception tracks,
departing tracks, shunting tracks etc.) and definitions of
isolated track circuits.

Logical infrastructure – keeps functions of individual
elements from physical infrastructure (reception tracks,
departing tracks, shunting tracks etc.) and definitions of
isolated track circuits.

Train routes – are mostly dynamically calculated
during a simulation run (reflecting current situation
within the trackage) or for special cases statically
predefined in a relevant database. It is also possible to
define further attributes related to train routes, e.g.
movement to occupied track, time needed for train route
preparation etc.

Train routes – are mostly dynamically calculated
during a simulation run (reflecting current situation
within the trackage) or for special cases statically
predefined in a relevant database. It is also possible to
define further attributes related to train routes, e.g.
movement to occupied track, time needed for train route
preparation etc.

Technological procedures applied to train attendance –
describe recipes related to relevant technological
processes. Every procedure represents a different
succession of individual activities related to a
corresponding kind of train elaboration. Those
procedures are specified in the form of acyclic network
(as defined in graph theory) whereas the edges reflect
relevant technological activities (brake test, technical
inspection etc.).

Technological procedures applied to train attendance –
describe recipes related to relevant technological
processes. Every procedure represents a different
succession of individual activities related to a
corresponding kind of train elaboration. Those
procedures are specified in the form of acyclic network
(as defined in graph theory) whereas the edges reflect
relevant technological activities (brake test, technical
inspection etc.).

of

Trains – contain all important characteristics associated
with studied trains, i.e. train numbers, arrival and
departure times, technological procedure applied to
train attendance, utilised locomotive etc. Simulated
incoming trains can follow either deterministic or
stochastic approach, i.e. those trains either arrive
exactly according to the relevant timetable or are
delayed. The delays can be generated on the base of
statistical examination applied to a historical data or on
the base of an expert estimate (namely in case of a
prognostic traffic).

Simulation model was built on the request of General
Headquarters of Czech Railways in order to verify
several prognostic variants of track infrastructure,
technical equipment and technological processes
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Figure 3: Second infrastructure variant
(scenarios #8 – #10)

Figure 2: First infrastructure Variant (scenarios #1 – #7)
Simulator of Prague Masaryk station (Praha
Masarykovo nádraží) reflects the prognostic traffic
(expecting utilisation of electric multiple-unit trains)
within the frame of morning peak hours (from 6:00 a.m.
to 9:00 a.m.), where the original timetable contains the
following lines:
• S1: (Kolín –) Praha-Libeň – Praha Masarykovo
nádraží and back, period 30 minutes, sojourn
time 35 minutes.
• S2: (Lysá nad Labem –) Praha-Vysočany –
Praha Masarykovo nádraží and back, period 30
minutes, sojourn time 30 minutes.
• S5: (Kralupy nad Vltavou –) Praha-Bubeneč –
Praha Masarykovo nádraží and back, period 30
minutes, sojourn time 25 minutes.
• S6: (Kladno –) Praha-Dejvice – Praha
Masarykovo nádraží and back, period 15
minutes, sojourn time 20 minutes.

• S22: (Letiště Ruzyně –) Praha-Dejvice – Praha
Masarykovo nádraží and back, period 15
minutes, sojourn time 20 minutes.
The process of model validation was based on empirical
methodology because the study was supposed to
investigate the newly planned variants of infrastructure
and the prognostic timetable. It means in fact that the
independent top professional from the field of station
operation and train movement dynamics examined in
detail the results of validation experiments in order to
find out if the simulator’s behaviour (outputs) plausibly
reflects relevant processes (technological processes,
movements of the trains etc.).
SIMULATION EXPERIMENTS
Simulation experiments were focused on the operational
characteristics associated with selected scenarios, the
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of utilization rates related to platform tracks).
Utilisation rate of each platform track does not exceed
80 % for the given prognostic timetable. The scenario
#7 shows the lowest utilisation rate related to platform
tracks (relevant with first infrastructure version). The
reason of that advantageous result originates from
sojourn time reduction (applied to trains related to lines
S6 and S22) from original 20 minutes to 10 minutes.
The traffic linked with the second infrastructure version
was studied within simulation experiments following
scenarios #8 – #10. The lowest utilisation rate
of platform tracks is associated with the scenario #10,
which is based mainly on the reduction of train sojourn
times within the lines S6 and S22. On the other hand,
the scenario #8 provides the most convenient
operational solution for the primary prognostic
timetable (originally with no reductions of train sojourn
times) with the utilisation of all individual platform
tracks not exceeding 80%.
Selected scenarios (#2, #8 and #10), which disposed
of required quality of operational characteristics, were
simulated once more using stochastic delays related to
train arrivals. In order to distinguish them from the
original (deterministic) ones we denote those scenarios
as #2a, #8a and #10a.
The scenario #10a enabled to reach the lowest
utilisation rate of platform tracks. However the highest
values of consecutive delays associated with train
departures were achieved (namely because of shorter
train sojourn times determined for lines S6 and S22). So
in that case the considerable traffic sensitivity related to
delays on arrivals was manifested.
Simulation experiments following scenarios #2 and #8
show almost the same results linked with utilisations
of tracks as well as average and maximum departure
delays.

conceptions of which differ from each other mainly by
numbers and positioning of considered edges of
platforms and train sojourn times. Simulation study paid
attention entirely to ten scenarios of prognostic railway
traffic.
First Variant of Infrastructure
First set of simulation experiments studied railway
traffic on the trackage as presented within figure 1:
• Scenario #1 – number of edges of platforms:
6+4.
• Scenario #2 – number of edges of platforms:
6+4, partially left-sided traffic.
• Scenario #3 – number of edges of platforms:
6+2.
• Scenario #4 – number of edges of platforms:
6+2, partially left-sided traffic.
• Scenario #5 – number of edges of platforms:
7+2, partially left-sided traffic.
• Scenario #6 – number of edges of platforms:
7+2, partially left-sided traffic, reduction of a
train sojourn time (related to the line S5) to 19
minutes.
• Scenario #7 – number of edges of platforms:
7+2, reduction of a train sojourn time (related
to the lines S6 and S22) to 10 minutes.
Second Variant of Infrastructure
Further simulation experiments concentrated on traffic
within the frame of the trackage variant depicted on the
figure 2:
• Scenario #8 – number of edges of platforms:
7+3, partially left-sided traffic.
• Scenario #9 – number of edges of platforms:
6+3.
• Scenario #10 – number of edges of platforms:
6+3, reduction of a train sojourn time (related
to the lines S6 and S22) to 10 minutes.
The results of realised simulation experiments (based on
ten above mentioned scenarios) were statistically
elaborated with the aim to obtain namely the following
kinds of factors:
• utilisation rate of platform tracks,
• numbers and locations of train conflicts,
• values of potential delays (related to train
arrivals and departures),
• numbers of replacements of selected switches.
In addition, the occupation plans of tracks were
elaborated for all scenarios in order to provide
conventional materials related to station operation.

CONCLUSIONS
Final evaluation of realised simulation experiments led
to the following recommendations. The most
convenient infrastructure configurations linked with
a corresponding traffic conceptions are involved within
scenarios #2, #8, #7 and #10. Traffic organised
according to those scenarios did not cause utilisation
rate of tracks higher than 80%. The difference between
scenarios #2, #8 and #7, #10 represents above adduced
reduction of train sojourn times within Prague Masaryk
station applied to the lines S6 and S22. The mentioned
sojourn times reductions originate from realistic feasible
technological times reflecting the scheme of prognostic
railway traffic.
The range of track infrastructure as defined within
scenarios #7 and #10 represents a sufficient layout for
the studied traffic on the required level of quality
determined by utilisation rates of relevant tracks and
departure delays namely depending on arrival delays.
Track infrastructure configuration specified in scenarios
#2 and #8 enables to reach better operational
characteristics comparing to configuration utilized

Evaluation of Simulation Experiments
The traffic based on the scenario #2 (6+4 edges of
platforms) represents the second best result on the first
version of infrastructure (from the point of view
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within scenarios #7 and #10. There is also a lower
degree of sensitivity related to arrival delays with regard
to departure delays for that trackage configuration.
Presented simulation study (project) succeeded in
comparison of various prognostic trackage alternatives
and timetable variants related to Prague Masaryk
station. Achieved results (based on realised simulation
experiments) demonstrated advantages and weak points
of individual scenarios. Applied approach, i.e.
experimental method of computer simulation, as well as
utilised software simulation tool Villon can be
recommended for solutions of similar projects not only
in the Czech Republic but also worldwide.
Finally we can make a remark that the mentioned tool
Villon was successfully utilised within many other
projects focused on simulations related to passenger and
freight railway traffic as well as factory rail-road traffic
in European countries (Germany, Switzerland, Austria,
United Kingdom, Slovakia and Czech Republic) and
also in Asia (China).
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In addition it is to be considered the maintenance due
to unexpected failures: it is a small factor, but the stops
that it produces are very costly.
Stochastic factors affect also the refurbishment and
supply of items: some of them have very high cost (i.e.
blades and vanes or single big entities such as the
rotor) and so this is another complexity factor.
In consequence of such considerations, stochastic
simulation is the best approach to analyze the problem,
and this paper is centered on the simulation model used
for this purpose.

ABSTRACT
This paper presents a model for supporting decisions in
managing power plants service, using simulation to test
possible solutions that emerge from an intelligent
optimization tool using genetic algorithms.
INTRODUCTION
Service and maintenance of power plants is a critical
and strategic field, able to provide high profit to
constructors if well managed. Nowadays it is a
common strategy to use the same inventory of
maintenance kits for different users in order to divide
costs, so there is the need of well-planning the turnover
of strategic kits and inspections in order to minimize
costs for spare part acquisition.
In this work the authors propose a new approach based
on simulation to find the best solutions. The need for
simulation is due to the fact that the problem is very
complex: inventory and planning are strictly related in
a mutual relationship: critical items are involved in
revamping/refurbishment/recoating with a percentage
of scrapping and non-operative time to be taken in
account. The choice on how to rotate kits or blades and
van layers could affect or improve overall result.
Usually maintenance contracts for power plants are
based on deadlines set on a number of equivalent
operating hours (EOH) for the units to be maintained.
In this situation it is convenient to close the contract
trying to optimize life cycle of high-cost items, that
typically need refurbishment.
An element adding more complexity to this situation is
the intervention of many stochastic factors: utilization
profile for the power units is function both of the
market demand both of the other power providers, so
the EOH variance is high and affects the requirements
for the scheduling of inspections, that is instead subject
to severe bonds and constraints regarding the life cycle.

POWER PLANT POOLING
The concept of pooling in power plants service is to
reuse maintenance kits sharing them among a number
of power units: in this case, if the planning of
maintenance inspections is well-structured, a kit that
has been dismounted from a unit and refurbished can
be used on another. In this case it is evident how spare
parts number and inspection scheduling are strictly
linked. A common pool has effects on inventory level
and other costs connected: to share parts among
different plants reduces the stock, the costs of
maintenance teams and mobile warehouses. The
complexity of relations among factors lead to a
complex simulation architecture.
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of strategies utilized and their feasibility, taking in
account inventory levels, costs, quality of the service,
etc.
For combining the best solution in terms of
computational speed and user-friendly reporting, the
simulation tool has been developed in C++ with a
reporting system exporting data on MS Office ©. This
system is integrated with the FUSE © package for
fuzzy logic evaluation of obtained planning and works
on last generation PCs.

GENERAL ARCHITECTURE
The simulation model proposed in this paper allows to
support decision making in power plant service both
for inventory both for maintenance planning, basing on
boundary conditions set up by the key user, such as the
possibility of making expediting orders, the weight of
plant availability etc.
This model is the result of combination of simulation
and AI (Artificial Intelligence) techniques used to test
different scenarios and identify optimal solution. This
statement is to be clarified: due to the complex
constraints and highly stochastic behavior of the
system, it is impossible to find an optimum in the
mathematical sense of the term: but the fundamental
result is to find a “robust” solution that statistically can
provide good results in terms of costs and quality of
service.
To develop a good planning in fact there are three
factors to be considered:
• Inventory Optimization
• Scheduling Optimization
• Combined Inventory/Scheduling Optimization
The overall scheme of this innovative architecture is
summarized in figure 1

INDEPENDENT VARIABLES
In the following there is a short description of some of
the most important independent variables, based on
different kinds of input:
• Units - that means main plant components: Gas
Turbines, Steam Turbines, Generators
• Sites: geographical position of each plant and
environmental characteristics
• Plants: a plant is the combination of all the kind of
units (i.e. combined cycle: gas turbine, gas-turbine
generator, steam turbine and steam turbine
generator) in a single site.
• Users: this is the definition of characteristics of the
owner of each plant considering utilization profile,
warehouse location, attitude in claim negotiation
etc.
• Inspection & Revision Scheduling: this is a
scheduling of planned interventions for
maintenance considering the three types of
important events in plant lifecycle: general revision
(corresponding to a major inspection on the gas
turbine), partial revision (corresponding to hot gas
inspection on gas turbines) part and inspection
(corresponding to minor inspection of gas turbine)
• SPTs (Spare Part Type): they correspond to types
of critical components (i.e. rotor, blades and vanes)
and major systems (i.e. Digital Control System)
• SPI (Spare Part Items): correspond to each item of
SPT in the inventory or mounted on a unit,
including its information about residual life,
current states, inspection history, etc.
• General Parameters: common parameters affecting
different phenomena such as: maintenance
duration, expediting policies, impact of different
schedule constraints.

SIMULATION MODEL DESCRIPTION
The model used is a stochastic, combined, event driven
simulator. Events that drive simulation are all the
critical time points as failures, maintenance
inspections, start-up/shutdown contract milestone,
deliveries etc.
The power demand and EOH are computed integrating
expected profiles between two consecutive events.
In each timeframe and for every simulation run the
model extracts values from distribution probabilities of
stochastic variables based on Montecarlo Technique.
To define properly the statistical distribution to be
used, the available historical data have been analyzed
with subject matter experts (SME) and submitted to
statistical tests such as Chi-square.
Usually historical data available are very few, this due
to a short history of the system, errors in records,
confidential nature of the information, and initially the
authors assumed to use extensively beta distributions,
that optimizes the combination of historical data with
expert estimations.
The simulation model has been subjected to a VV&A
(Verification, Validation and Accreditation) process in
a specific scenario, because this is a fundamental step
for every simulator. For the validation the authors used
a dynamic validation based on Analysis of Variance
(ANOVA), Mean Square pure Error (MSpE),
Confidence Band, Statistical Comparison, Sensitivity
Analysis. This approach allows to estimate robustness

CONTROLLED VARIABLES
The goal in term of results to be produced by the
simulation model is to estimate scenarios and
management policies; some of the most important
performance indexes and reports obtained from the
simulator are:
• Effective Planning for Units
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provides estimations of the different stochastic
components versus the initial planning and
management strategies. The reports include also the
temporal evolution of the following parameters:
Unit EOH
SPI Consumption
SPT Quantities on the Warehouses
Refurbishment Quantities
Failures (minor and critical major)

Effective Planning for SPI
Log on Time Constraint Respect detailing:
• Deadlines not respected
• Delta Times not respected
• Dates not acceptable
• Stockout Times and Quantities
Availability of SPI
Costs over the Time detailing:
• Acquisition Costs
• Refurbishment Costs
• Refilling Costs
• Warehouse Fees
• Expediting Fees
• Initial Costs for the defined Configuration
Risk Reports
• Risks in Delay on Planning Maintenance
• Risk on SPI Shortage
• Number of Stops and Durations
SPI Service Level
SPI Rotation
Expected Final Status of the SPI at the end

•
•

•
•

Modelling The Units
It is important in the presented model, to define some
characteristics of the units such as the reference plant.
For this reason there has been created a Unit database
containing the different entities subjected to
maintenance planning and service management in
current scenario; gas turbines, steam turbines and
generator are the most important in the proposed case;
some of the parameters defined for the units, among
the most important, are:
IDunit Unique identifier of the Unit
Reflant Reference Plant
RefSite Reference Site
RefOwner Reference User
Type Type and model of Unit (i.e. GT-107B)
LEOH Last value of the EOH (Equivalent Operating
Hours) collected by Plant DCS [EOH]
LDT
Time of the Last EOH Data Collection [date]
Ktoheoh reference factor defined as statistical variable
for conversion from operating hours in
equivalent operating hours based on the unit
operative profile (i.e. frequent shut-down and
start-up) [real number]
Ktstoh reference factor defined as statistical variable
for conversion from solar time to operating
hours based on the unit utilization profile (i.e.
always on or peak coverage) [real number]
TFF
Date of the first fire [date]
HFF
EOH at first fire [EOH]
TMgr Date of the Last General Revision [date]
HMgr EOH at Last General Revision [EOH]
TMpr Date of the Last Partial Revision [date]
HMpr EOH at Last Partial Revision [EOH]
LMxR Type of the Last completed revision [Partial or
Full]
NMprp Number of general revision in between each
partial revision [integer number]
TMi
Date of the Last Inspection [date]
HMi
EOH at Last Inspection [EOH]
ΔHpr Interval between Revisions of the same
plant [EOH]
Interval between Inspections of the same
ΔHpi
plant [EOH]

The user should provide some fundamental
management parameters, it is important to mention
among them:
• Replication Number for each scenario evaluation
• Pseudo Random Number seeds (or automatic
initialization)
• Simulation Duration
• Power Plant Pool Characteristics
• Inventory initial configuration
• Initial Scheduling
• Operative Management Criteria
• Inventory Management Policieis
• Policy for restoring Safety Levels
• Policy for managing Expediting
• Policy for managing Expediting
• Policy for Interchanging compatible SPIs
• Policy for Cannibalization of SPI in planned
maintenance occurrences
• Policy for Cannibalization of SPI due to
failures
• Policy for processing Automatic Collected
Data
• Policy for managing contract duration
These are considered the initial conditions and,
referring to a specific scenario, the simulation model is
able to reproduce power plant operations and services,
managing and integrating the initial scheduling as well
as unexpected failures.
For the convenience of VV&A of the model,
simulation generates a log file containing all the
simulated events, costs and performances. It also
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ODRk and ODIk are representing the opportunity to fix
the scheduled inspection in a specific month of the
year; this is a strategic decision of the pooling manager
that sets it up considering mostly: month workload,
month demand, plant owner expectations and
requirements, contract details.
The Unit methods are summarized in figure 2.
Spare Part Items
The Spare Part Items (SPIs) are fundamental objects,
including all the entities required for planned
maintenance and/or subjected to failures.
It is to be considered in fact that there is a variability
on parameters also on the same type of spare part: for
instance scrapping percentage during refurbishment
along the item life cycle, or consumption rates for a
specific kit due to some individual defect are not fixed
even if it is possible to define statistically average
values.
So it was decided to keep these attributes on the SPI for
guaranteeing serialization of the spare parts, while SPT
are used mostly for management aspects.
Taking in account such considerations, SPI are
characterized by attributes among whom we have to
mention:
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EXPERIMENTAL RESULTS
The general approach used in this research is based on
previous simulation models in the field of power plants
developed by the same Authors. The result was
satisfying because it was quite efficient in representing
a very complex reality: for instance, the model is now
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Events of scheduled maintenance are objects defined in
aprioristic way by the user (this is the real method for
operating in service of power plants) and then are
dynamically generated by the model during simulation;
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on test on a reality with about 1'000 SPI for a pool
including over 40 units.
Through the Mean Square pure Error evolution
technique was achieved the Statistical validation of the
model. MSpE is applied to the replication number over
the timeframe. This corresponds to a contractual
hypotheses for the pool service, and the availability
results are summarized in figure 3. Level of estimation
is good in terms of confidence band on several results
(i.e. plant availability).
The great benefit of using C++ is a very high
computational efficiency, even if the best results are
obtained by investigating schedule on specific critical
items that are key factors to optimize the process and
find best strategies.

8.

9.

10.

11.

CONCLUSIONS
12.
The results obtained from this research represent a
success for the management of very complex
strategies. The model VV&A has demonstrated the
reliability of available data and allowed to organize
reporting system & results.
In this phase the model is subject to a special tailoring
on a real case study. The authors are also working
forward on an improvement of optimization
capabilities.
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ABSTRACT
The focus of this paper is to deal with passengers flow
and security issues of an Italian airport terminal, the
International airport of Lamezia Terme in Calabria
(Italy). The objective is to analyze system performance
under different scenarios through a simulation model
implemented in Anylogic™. After the modeling phase,
the simulation model has been validated comparing
simulation results with real system results. The authors
use the simulation model for investigating system
behavior under the effect different scenarios obtaining
varying critical input parameters. The passengers
average wait time for reaching the gate area measures
system performance.

runway capacity;
parking area capacity and location;
ramps management;
baggage handling;
passengers flows;
cargo hub management.

There are also studies about the airport security;
Candalino et al. (2004) study baggage screening
strategies using artificial intelligence techniques. Babu
et al. (2006) consider the security problem at a US
airport. Olapiriyakul and Das (2007) analyze the
problems related to the design and analysis of security
screening and inspection system. Yfantis (1997)
introduces a new baggage-tracking system for
improving airport security. In this paper the authors
propose a simulation model of the airport of Lamezia
Terme (Calabria, Italy) for investigating system
performance under the effects of different scenarios
characterized by different resources allocation and
availability.

INTRODUCTION
The importance of an airport is related to its interface
function between land and air transportation. An airport
is a complex system that dynamically interacts with
entities operating in the same location.
The airport terminal management is a quite complex
task, the a-priori planning of resources allocation must
be updated as the time goes by for taking into
consideration the stochastic variables that affect
terminal processes and activities (flow of people, flow
of cargo, inter-arrival times, etc.). Such context has
been remarkably complicated by security measures
adopted after 11/9 terrorist attacks: a great number of
security measures were adopted to avoid new terrorist
actions in airport terminals (see Rossiter and Dresner,
2004). Without proper security measures, people could
consider the air transportation system as unsafe and
could refrain from traveling by aircraft (Branker, 2003).
The state of art overview highlights different research
works in modeling airport terminal operations. Brunetta
and Romanin–Jacur (1999) implement a simulation
model to analyze passenger and baggage flow in an
airport terminal, Gatersleben and Van Der Wej (1999)
analyze the bottlenecks in the passengers flow and
provide integral solutions for supporting future airport
developments. Modeling & Simulation in airport
terminals is widely used for:

THE AIRPORT TERMINAL
As before mentioned, the airport considered in this
paper is the International Airport of Lamezia Terme in
Calabria, Italy (see Figure 1).

Figure 1: The Airport Terminal of Lamezia Terme
It is the most important terminal of Calabria because of
its geographic central position that guarantees
connections between the south part of Italy and the most
important Italian/International hubs (see Figure 2). The
airport has a catchments area of 1200000 passengers per
year and air traffic that in 2004 registered 14000
movements (landings and take-offs). The success and
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provide integral solutions for supporting future airport
developments. Modeling & Simulation in airport
terminals is widely used for:

THE AIRPORT TERMINAL
As before mentioned, the airport considered in this
paper is the International Airport of Lamezia Terme in
Calabria, Italy (see Figure 1).

Figure 1: The Airport Terminal of Lamezia Terme
It is the most important terminal of Calabria because of
its geographic central position that guarantees
connections between the south part of Italy and the most
important Italian/International hubs (see Figure 2). The
airport has a catchments area of 1200000 passengers per
year and air traffic that in 2004 registered 14000
movements (landings and take-offs). The success and
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the progressive development of the airport is due to the
quality and functionality of the structure, characterized
by high quality services (check-in area accessibility,
check-in number, shops and baggage hall), by the
efficiency of the airport/town connections operated with
different transportation vehicles (taxi, cars rent, buses).
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Figure 2: Location of the Airport Terminal
The passenger flow in the terminal can be subdivided in
three sub-processes:
• departure;
• arrival;
• transfer.
The departure process starts when passengers enter the
terminal and finish when they exit from the structure.
The arrival process starts when passengers land in the
airport and finishes when they exit from the terminal.
The transfer process includes operations of the
departure and arrival process: passengers are involved
in the procedures related to the departure process
(security controls) and in some procedures connected to
the arrival process. Figure 3 reports the detailed flow
chart of the arrival process.
The baggage flow in the airport terminal interests:

Figure 3: Arrival process

Figure 3: Arrival process

On the contrary, a generalized flexible simulation model
could be applied to analyze general problems of an
airport terminal under different operative scenarios. The
focus of this work is to implement a flexible simulation
model of an airport terminal that can be easily modified
to study any similar terminal.
The simulation model proposed in this paper reproduces
all the most important processes and operations of the
terminal: passengers, baggage and aircrafts flows. Flight
departures and arrivals are scheduled according to the
arrival/departure flight timetable of the terminal (see
next section from input data analysis).
The model has been implemented using the commercial
package Anylogic™ by XJ Technologies.
Anylogic™ is a multi-paradigm simulation tool which
can be adopted to implement discrete, continuous and
hybrid systems, with a great flexibility and userfriendliness; moreover it is 100% Java based.
In particular, for reproducing each process and for
increasing the flexibility of the model, different classes
have been implemented using the objects of Anylogic™
Enterprise Library. In fact, in each class, it is possible to
find objects like:
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• queues and delays for entering entities (aircrafts,
passengers, baggage);
• selectoutput objects to reproduce entities decision
and flows in the model;
• conveyors to move entities along a particular path
or to represent their delay time.

• baggage of departing passengers, which, after the
check-in operations, are routed to aircrafts by
trucks;
• baggage of landing passengers, which are moved
from aircrafts to the baggage hall.

The most important classes are:
• Passengers Arrival Process, which generates
passengers flowing in the model;
• CheckIn Line that represents the delay elapsed to
cover the path to check-in points;
• CheckIn Process to recreate the check-in
operations;
• Baggage Process which represents the checked-in
baggage handling operations through the terminal;

THE SIMULATION MODEL
An airport terminal simulation model should describe
the system under study in details, but it can have some
disadvantages (see Brunetta and Romanin–Jacur, 1999),
due to model flexibility: a model implemented to satisfy
specific requests could not be applied to solve problems
of an airport terminal different from that considered.
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• Security Controls which reproduces the security
control points;
• Passport Controls Operations, which reflects all
the operations related to the passports control
process;
• General Services which represents all the other
processes of the terminal (first aid station, lost &
found, hairdresser, WC, etc.);
• Exit Operations which includes three different
classes for modeling buses stop, car park and taxi
service;
• Baggage Operations which reproduces all the
operations involving baggage;
• Gates Operations, which reproduces all the
operations for the departure process as well as the
operations related to the aircraft boarding and
getting off.

Figure 6: Modified arriving flight timetable
SIMULATION MODEL VERIFICATION AND
VALIDATION
Verification is the process of determining that a model
implementation accurately represents the developer’s
conceptual description and specifications. The
simulation model verification has been made using the
debugging technique. The model has been debugged,
following an iterative procedure, for finding and
eliminating all the bugs due to model translation
(translation from the conceptual model to the Anylogic
model, or, in other words, to the computerized model).
Validation is the process of determining the degree to
which a model is an accurate representation of the real
world from the perspective of the intended use of the
model. The data used for validating the simulation
model regard national and international passengers flow
in the period January 2005 – May 2006. Table 1
consists of such data subdivided per year and per type
of passenger. The same data are also available, for the
same period, for each origin/destination flight.

Input Data
In order to test the simulation model with scenarios
similar to real system evolution, we must import all the
data related to the departing/landing flights. The data
have been organized in two Microsoft Excel
spreadsheets: the first reporting the departing flights,
the second one reporting the landing flights. Initially the
data have been sorted according to different flight
companies, then the spreadsheets have been modified
for allowing the interface with Anylogic™ java
routines. The initial sheet is reported in Figure 5.
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PERIOD

NATIONAL

INTERNATIONAL

PERIOD

NATIONAL

INTERNATIONAL

01/01/2005
31/12/2005

925952

229342

01/01/2005
31/12/2005

925952

229342

01/01/2006
31/05/2006

439961

146262

01/01/2006
31/05/2006

439961

146262

TOTAL pax

1741517

TOTAL pax

The validation process is made up by three different
steps:
• evaluation of the simulation run length;
• global simulation model validation based on the
passengers flows in a period of 17 months;
• specific simulation model validation based on
passengers flow on the most important Italian flight
from and to Lamezia Terme airport.

Figure 5: Arriving flight timetable
For example, arriving/departing time of each flight has
been converted using the model time unit (second);
information about flight frequency are represented
using the following format: the value “1” indicates the
presence of the flight in that day, the value “0” indicates
the absence. In Figure 6 the modified arriving flight
timetable is reported.

Simulation run length
The simulation run length is usually the first step of the
validation process. Such information is used for
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case. The highest value is 6.18%, the lowest value is
2.26%.
Table 4: Results of the Specific Validation
Origin
Destination
L.Terme
Roma F.co
L.Terme
Milano Lin.
L.Terme
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L.Terme
Torino
L.Terme
Bologna
L.Terme
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Roma F.Co
L. Terme
Milano Mal
L. Terme
Milano Lin.
L. Terme
Torino
L. Terme
Bologna
L. Terme
Venezia
L.Terme

MSpE Analysis (Inspected people per day)
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350

MSpE

300
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Figure 7: MSpE Analysis
Validation
As before mentioned the validation of the simulation
model has been conducted at global and specific level.
The global validation compares the real flow of
passengers in the period January 2005 – May 2006 with
the flow of passengers obtained by the model in the
same period. The passengers are subdivided in national
and international. Table 1 consists of validation results.
The difference between real and model results for
national flow of passengers is 5.37% whilst the
difference for international passengers is 2.22%.
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38969

39870

2.26 %

32925

31234

5.14 %

22491

21410

4.81 %

1036927

988824

4.64 %

As mentioned into the introduction, in this paper we
propose a simulation model of the airport of Lamezia
Terme (Calabria, Italy) for investigating system
performance under the effects of different scenarios
characterized by different resources allocation and
availability. We take into consideration the following
factors as input parameters:
• passengers arrival time at the airport before the
flight;
• check-in points available;
• security control lines available.
The variation of such parameters creates different
operative scenarios characterized by different resources
allocation and availability (we specifically refer to
check in points and security control lines). Both of them
affect the passengers’ average waiting time for reaching
the gate area (performance index selected for our
analysis). In addition, another important factor affecting
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The second validation process compares the real flow of
passengers with the flow of passengers obtained by the
model for the most important Italian routes. Such
validation is useful for understanding if the model
correctly subdivides the total flow of passenger among
the different routes. Table 4 consists of the second
validation results. The difference between the real
system and the model is comparable with the previous

case. The highest value is 6.18%, the lowest value is
2.26%.

400

We concluded that, in its domain of application, the
model implementation accurately represents the initial
conceptual model (verification) and recreates with
satisfactory accuracy the real system (validation).

Table 3: Results of the Global Validation
01/01/05 01/01/06
Total
31/12/05 31/05/06
National
National
925952
439961
1365913
Real
988824
454672
1443496
Model
6.36%
3.24%
5.37%
Difference
Internat.
Internat.
229342
146262
375604
Real
235349
148542
383891
Model
2.55%
1.53%
2.22%
Difference

validation, design of experiments and simulation results
analysis. We can say that the run length is the correct
trade-off between results accuracy and time required for
executing the simulation run. To evaluate the run length
we use the Mean Square Pure Error analysis (MSPE)
considering the number of inspected people per day.
Figure 7 shows the experimental error of the number of
inspected people per day versus time (expressed in
days). After 130 days the value of the MSPE is small
enough for assuring the goodness of the simulation
model statistic results.
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affect the passengers’ average waiting time for reaching
the gate area (performance index selected for our
analysis). In addition, another important factor affecting
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the performance index is the passengers arrival time at
the airport before the flight.
For analyzing the impact of such factors on the
performance index, we decided to use the Factorial
Experimental Design. Table 5 consists of factors and
levels used for the design of experiments.

From the ANOVA theory, factors that have a significant
impact on the passengers average wait time have a value
of p≤α, where α is the confidence level (in our analysis
α = 0.05) and p is the probability to accept the negative
hypothesis (the factor has no impact on the performance
index).
According to ANOVA results and to equation (1),
graphically reported in figure 8, we can observe that:

Table 5: Factors and Levels
Factor
Time before
flight (min.)
Check-in points
Security control
lines

ID

Level 1

Level 2

X1

-180 (-1)

-60 (+1)

X2

10 (-1)

15 (+1)

X3

2 (-1)

4 (+1)

• decreasing passengers time before flight from 180
to 60 minutes, the passengers’ average wait time
for reaching the gate area increases up to 10
minutes (because of the greater number of people
in check in and security control queues just before
the flight);
• increasing check-in points from 10 to 15, we can
obtain a reduction of the passengers’ average wait
time from 7.5 to 2.5 min;
• increasing security control lines from 2 to 4, we
have a reduction of the passengers’ average wait
time from 7.5 to 2.5 min.

Each factor has two levels: in particular, level 1 (-1)
indicates the lowest value for the factor and level 2 (+1)
indicates the greatest value. In order to test all the
possible factors combinations, the total number of the
simulation runs is 23. Each simulation run has been
replicated 5 times, so the total number of replications is
40 (8x5=40). Each replication has a length of 130 days
as evaluated by the Mean Square Pure Error analysis.
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SIMULATION RESULTS ANALYSIS

The results of the simulation model have been analyzed
by means of Analysis of Variance (ANOVA) and
Residuals Analysis. The ANOVA partitions the total
variability of the performance index (the passengers’
average waiting time for reaching the gate area) in
different parts due to the influence of the factors
reported in Table 5. Following this way, we can
understand if factors affect the performance index, or,
in other words, we can write an analytical relation
(called meta-model of the simulation model) between
the performance index and the factors. We hypothesize
that such relation is a general linear statistic model. Let
Y be the performance index and xi be the factors, we can
write:
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write:

∑ β j x j + ∑∑ βij xi x j + ε
j =1

Y = 14.72 + 7.20 * x1 + 2.76 * x2 + 2.72 * x3 − 2.87 * x1x2 +
− 2.67 * x1x3 − 0.90 * x2 x3

j =k

Y=

The input output meta-model is reported in equation (2).

k=3

(1)

Equation 2 is the most important result of the analysis.
In effect, the input output relation is a powerful tool that
can be used for correctly designing passengers’ flow
taking into consideration security issues.
The validity of the results, obtained thanks to ANOVA
has been confirmed by residuals analysis. From the
literature we know that the ANOVA starting hypotheses
are: observations normally and independently
distributed and observations with the same variance for
each possible combination of the factors levels. Such
hypotheses have been verified using the graphical tools,
based on residuals analysis, reported in Figure 9.
From the Normal probability plot of the residuals, it is
possible to observe that the residuals deviation from the
normality is not severe, from the Residuals Versus the
Fitted Values we can see that the hypothesis of equal
variance can be accepted and, the hypothesis of

i< j

Table 6 consists of ANOVA results, obtained by using
the software Minitab.
Table 6: ANOVA results
Source
X1
X2
X3
X1* X2
X1* X3
X2* X3
X1* X2* X3
Error
Total

DF
1
1
1
1
1
1
1
24
31

Adj MS
4764013
6073484
5929707
4022157
3733961
5910782
3727133
634614

F
173,95
221,76
216,51
146,86
136,34
215,82
136,09

(2)

P
0
0
0
0
0
0
0
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CONCLUSIONS
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the processes and operations of the International airport
of Lamezia Terme in Calabria, Italy. The simulation
model verification and validation (performed according
to real data) shows the capability of the simulation
model to recreate with satisfactory accuracy the real
system. The analysis carried out with the simulation
model investigate the passengers’ average waiting time
before reaching the gate area under the effect of
different resources availability as well as in
correspondence of different passengers’ behaviour. The
input-output model, obtained by means of ANOVA, is a
powerful tool for correctly designing passengers’ flow
into the airport keeping into consideration security
controls. In addition, the results confirm the model
flexibility and its possible future applications for
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1 HYDRAULIC-MECHANICAL LOAD-SENSING
SYSTEM

Fluid power systems, in which working pressure
(pressure in pump output) is kept proportional to load,
are called hydraulic load-sensing systems. Such systems
are mainly used in mechanisms containing numerous
drives to run with the purpose to save energy. The
scheme of the hydraulic load-sensing system of Bosch
GmbH is shown in Fig. 1, the scheme of hydraulicmechanical controller in Fig. 2 and the section of the
valve block in Fig. 3.
In Fig. 1, the variable displacement axial piston pump is
driven by an electric motor M. Hydraulic-mechanical
control of the pump volumetric flow is performed by
control valve and hydraulic cylinder. The feeding chain
of the hydraulic motor RVerbr contains tube RL-zu,
pressure compensator RIDW, measuring valve RVW,
check valve, meter-in throttle edge RSK-zu and
connection elements.

ABSTRACT
This paper deals with the design of a hydraulicmechanical load-sensing system using computer
modelling and simulation in an object-oriented
programming environment. As initial, the scheme of a
hydraulic-mechanical load-sensing system of Bosch
GMbH has been taken. A modified scheme of the
system is proposed. The object-oriented mathematical
model of the system is composed. The approach is
based on using multi-pole models and signal-flow
graphs of functional elements, enabling methodical,
graphical representation of mathematical models of
large and complicated chain systems. In this way we
can be convinced of the correct composition of models.
The high-level programming environment NUT is used
as a tool for modelling and simulation. A procedure of
adjusting the multi-pole model is proposed. Modelling
and simulation of separate objects, subsystems and the
whole system are discussed.

The output chain of the hydraulic motor RVerb contains
a meter-out throttle edge RSK-r, and tube RL-ab. The
device contains load-sensing pressure feedback with
resistance RLS.

Fig. 1 - Scheme of the hydraulic–mechanical load-sensing system of Bosch GmbH.
Proceedings 21st European Conference on Modelling and Simulation
Ivan Zelinka, Zuzana Oplatková, Alessandra Orsoni ©ECMS 2007
ISBN 978-0-9553018-2-7 / ISBN 978-0-9553018-3-4 (CD)
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The scheme of a hydraulic-mechanical controller
(Fig. 2) contains a spool valve (effective area AV) with
inflow and outflow slots, constant resistor (volumetric
flow QDr), positioning cylinder (effective area AZ), and
swash plate with spring.

The main part of the valve block (Fig. 3) is a
directional valve with measuring throttle edge RVW,
meter-in throttle edge RVS-zu and meter-out throttle
edge RSK-r. The valve block also contains pressure
compensator with throttle edge RIDW and check valve
with pressure drop 0.5 bars.
Examples of modelling and simulation of this loadsensing system were discussed in (Grossschmidt et al.
2006). The load-sensing system is quite complicated
and contains several feedbacks. Iterations that were
used in the simulation process turned out to be
unstable. The resulting graphs appeared to be not
smooth.
To get better results we need to improve the model.
The main reason of instability is that the feeding
pressure of the controller was taken from the output of
a variable displacement hydraulic pump. But the
pressure in the pump output depends on the resistance
of the whole system. Pressure drops in connecting
tubes of feedback chains affect the system behaviour as
well.

Fig. 2 - Scheme of a hydraulic-mechanical controller.
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2 MODIFIED LOAD-SENSING SYSTEM
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A modified scheme of load-sensing system is
proposed, in which the controller has an independent
constant pressure feeding. Feedback pressures have
been taken directly from the measuring valve with
pressure compensator RIDVW.
The scheme of modified load-sensing system is shown
in Fig. 4.

A modified scheme of load-sensing system is
proposed, in which the controller has an independent
constant pressure feeding. Feedback pressures have
been taken directly from the measuring valve with
pressure compensator RIDVW.
The scheme of modified load-sensing system is shown
in Fig. 4.

Fig. 3 - Section of the valve block.

Fig. 3 - Section of the valve block.
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Fig. 4 - Scheme of the modified hydraulic–mechanical load-sensing system.

Fig. 4 - Scheme of the modified hydraulic–mechanical load-sensing system.
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During the simulation, some elements of the model
need parameters, the values of which cannot be
computed at the moment they are required. For
computing values of such parameters, a special
iteration method has been used. When starting the
process, approximate values of critical parameters have
been given as initials. At each step of the simulation
process we try to refine initial approximate parameters.
We use the NUT system to synthesize programs for recomputing some parameters and try to re-compute
them iteratively until precise values of the parameters
have been attained.
It is possible to solve a great number of various
computing tasks on each fluid power system evaluating
some components as inputs and computing some other
components as outputs.

3 NUT PROGRAMMING ENVIRONMENT
The NUT system is a programming tool, which
supports declarative programming in a high-level
language, automatic program synthesis and visual
programming (Tyugu et al. 1997). The NUT
programming language rests on two paradigms:
procedural object-oriented programming and the
automatic synthesis of programs from declarative
specifications. The NUT language is object-oriented.
Concepts in it are specified as classes, and then used
either in computations or for specifying new concepts.
The description of NUT classes may contain
specifications of their components, methods, initial
values and other properties. Due to an equation solver
built into the language processor, the system is able to
interpret arithmetic equations as multi-way procedures
for computing the unknown components of the
equation. Each class can have a visual representation as
well, so that specifications can be described visually.
Automatic synthesis of programs is a technique for the
automatic construction of programs from the
knowledge available in specifications of classes.
Having a specification of a class, we are, in general,
interested in solving the following problem: find an
algorithm for computing the values of components
y1,..., yn from the values of components x1,..., xm. The
automatic synthesis of programs, as practised in NUT,
is based on proof search in intuitionistic propositional
logic.
The NUT graphics facilities include Graphics Editor, a
set of graphics functions in the language, and the
Scheme Editor. The Scheme Editor is a tool for visual
programming that allows the user to define and use
classes by means of graphical schemes. In order to
draw schemes of problem descriptions, we have, for
each class, an icon in the palette and an image, which
will represent an object in a scheme. There are number
of built-in features of the scheme editor, which support
visual programming.

The whole computing process is organised by
supporting class “process”. State variables are
introduced for every functional element to characterize
the features of the element at the current simulation
time step. The simulation process starts from the initial
state and includes calculation of following state
(nextstate) from previous states (from oldstate and
state). Final state (finalstate) is computed as a result of
simulation.
5 COMPOSING MODEL OF THE MODIFIED
LOAD-SENSING SYSTEM
The multi-pole model (Fig. 5) represents the scheme of
the modified load-sensing system (Fig. 4).
To build up the multi-pole model it is necessary to
decompose the scheme of the load-sensing system into
logical components and subsystems.
Models of the following components of the loadsensing system have been developed: variable
displacement axial piston pump, electric motor,
hydraulic-mechanical controller, valve block, hydraulic
motor, tubes and multiple tube connection elements.
Model of the hydraulic-mechanical controller includes
models of control valve, meter-in throttle edge, meterout throttle edge, resistor and positioning cylinder with
swash plate.
Model of the valve block includes a measuring valve
with pressure compensator, check valve with meter-in
throttle edge and meter-out throttle edge of the
hydraulic motor.

4 MODELLING AND SIMULATION OF FLUID
POWER SYSTEMS
A number of packages for different fluid power
systems modelling and simulation have been
implemented in the NUT system (Grossschmidt et al.
2000, 2003). Multi-pole models of functional elements
have been described as NUT classes together with their
icons and images. Using visual specifications of
described multi-pole models one can graphically
compose models of various fluid power systems. When
solving specific simulation problem, the model has to
be adjusted by evaluating different parameters of the
elements and adding sources to elements of the model
that describe disturbances of the necessary shape and
values.

The multi-pole model of the whole load-sensing
system has been built up using the components models.
First, necessary components have been connected
trough poles. Second, variables of connection poles
have been defined as inputs or outputs for every
component depending on required causalities
(Grossschmidt et al. 1998).
All the models of the load-sensing system components
have been described as NUT classes together with their
images and icons.
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Fig. 5 - Multi-pole model of the modified hydraulic-mechanical load-sensing system.
Notations: 1 - Displacement of the control valve VP; 2 - Meter-in throttle edge RVP of the control valve; 3 - Hydraulic
interface element IEH1-3; 4 - Positioning cylinder ZV; 5 – Constant resistor REL; 6 - Meter-out throttle edge RVT of
the control valve; 7 - Variable displacement pump PV; 8 - Electric motor ME; 9 - Tube RtuHS; 10 - Measuring valve
with pressure compensator RIDVW; 11 - Meter-in throttle edge for hydraulic motor RSKZ; 12 - Hydraulic motor MH;
13 - Meter-out throttle edge for hydraulic motor RSKA; 14 - Tube RtuHS.
Maximum working pressure pmax = 250 bar, pressure
drop in measuring valve ∆pIDW =~5…7 bar, pressure
drop in measuring valve with pressure compensator
∆pIDVW =~14…19 bar, pump control system feeding
pressure p0 = 120 bar and pump control pressure
pCP =~7…25 bar have been taken.
Fourth, we need to set up maximum displacements of
the valves.
Maximum displacement of the pump controller valve
yV = 0.003 m, maximum displacement of directional
valve yVW = 0.007 m, maximum displacement of the
pressure compensator yIDW = 0.007 m have been taken.
Fifth, all the models of components must be tested
separately. For every component the simulation
problem must be composed and input signals must be
chosen. Behavior of the component must be simulated.
Initial approximate components parameters values (e.g.
stiffness of springs, geometry of valves working slots,
etc.) must be refined as a result of simulations.
Sixth, the separately tested components models must
be connected into more complicated subsystems, tested
in behavior and adjusted if necessary.
Seventh, the whole load-sensing system must be built
up and simulation tasks must be solved.

6 SPECIFYING SYSTEM PARAMETERS
The most important stage in design of hydraulic loadsensing system is parameters specification. In order to
help designer to find better solutions, computer
simulation technology is proposed that includes
following steps.
First, we need to choose hydraulic motor and
hydraulic pump parameters.
Axial piston hydraulic motor with working volume
V = 40*10-06 m3/rev; axial-piston variable
displacement pump maximum working volume Vmax =
63*10-06 m3/rev, nominal rotation frequency nnom =
1475 min-1 and maximum displacement angle of the
pump swash plate αmax = 0.3264 rad have been taken.
Second, the fluid and its properties must be chosen.
The oil HLP46 has been taken (kinematic viscosity
ν = 45*10-6 m2/s at temperature T = 40oC and density
ρ = 890 kg/m3 at temperature T = 15oC). The working
temperature T = 40oC has been chosen. Kinematic
viscosity and density depending on the pressure are
calculated at each step.
Third, we need to set up initial approximate values of
pressures and pressure drops for pump control.
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13 - Meter-out throttle edge for hydraulic motor RSKA; 14 - Tube RtuHS.
Maximum working pressure pmax = 250 bar, pressure
drop in measuring valve ∆pIDW =~5…7 bar, pressure
drop in measuring valve with pressure compensator
∆pIDVW =~14…19 bar, pump control system feeding
pressure p0 = 120 bar and pump control pressure
pCP =~7…25 bar have been taken.
Fourth, we need to set up maximum displacements of
the valves.
Maximum displacement of the pump controller valve
yV = 0.003 m, maximum displacement of directional
valve yVW = 0.007 m, maximum displacement of the
pressure compensator yIDW = 0.007 m have been taken.
Fifth, all the models of components must be tested
separately. For every component the simulation
problem must be composed and input signals must be
chosen. Behavior of the component must be simulated.
Initial approximate components parameters values (e.g.
stiffness of springs, geometry of valves working slots,
etc.) must be refined as a result of simulations.
Sixth, the separately tested components models must
be connected into more complicated subsystems, tested
in behavior and adjusted if necessary.
Seventh, the whole load-sensing system must be built
up and simulation tasks must be solved.

6 SPECIFYING SYSTEM PARAMETERS
The most important stage in design of hydraulic loadsensing system is parameters specification. In order to
help designer to find better solutions, computer
simulation technology is proposed that includes
following steps.
First, we need to choose hydraulic motor and
hydraulic pump parameters.
Axial piston hydraulic motor with working volume
V = 40*10-06 m3/rev; axial-piston variable
displacement pump maximum working volume Vmax =
63*10-06 m3/rev, nominal rotation frequency nnom =
1475 min-1 and maximum displacement angle of the
pump swash plate αmax = 0.3264 rad have been taken.
Second, the fluid and its properties must be chosen.
The oil HLP46 has been taken (kinematic viscosity
ν = 45*10-6 m2/s at temperature T = 40oC and density
ρ = 890 kg/m3 at temperature T = 15oC). The working
temperature T = 40oC has been chosen. Kinematic
viscosity and density depending on the pressure are
calculated at each step.
Third, we need to set up initial approximate values of
pressures and pressure drops for pump control.
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Simulation problem description of measuring valve
with pressure compensator is shown in Fig. 6.
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Fig. 6 - Simulation problem description of measuring
valve with pressure compensator.
Notations: 1 - Input volumetric flows; 2 - Measuring valve
with pressure compensator RIDVW; 3 - Drawing graphic;
4 - Constant input pressure at right port; 5 - Input
displacements of the directional valve.

Fig. 8 - Simulation problem description of hydraulicmechanical controller.
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Notations: 1 - Pressures at the left port of VP; 2- Displacement of the control valve VP; 3 - Constant pressure at
the right port of VP; 4 - Calculation of pressure differences;
5 - Meter-in throttle edge RVP of the control valve; 6 – Constant feeding pressure of the pump controller; 7 - Hydraulic
interface element IEH1-3; 8 - Drawing graphic; 9 – Constant resistor REL; 10 - Meter-out throttle edge RVT of the
control valve; 11 - Zero volumetric flow to the positioning
cylinder ZV; 12 - Constant pressure in outlet.
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Pressure interval, required for pump volumetric flow
regulation from max to min is pCP =~7…24 bar. Calculations start from the right end of the graph (Fig. 9).
The short vertical part in the curve is caused by
approximate initial values of subsystem parameters.

The measuring valve has two identical slots.
Dependency of pressure drop in measuring valve on
direction valve displacement is mainly influenced by
these two slots profiles. Slot profiles have been
designed to contain 6 linear fragments of different
shape in order to achieve almost linear dependency.
The pressure compensator has four identical slots.
Dependency of pressure drop in pressure compensator
on direction valve displacement is influenced by these
four slots profiles. Slot profiles have been designed to
contain 15 linear fragments of different shape in order
to achieve almost linear dependency. It was quite
difficult to get linear dependency in the cases of minor
displacements of the directional valve (Fig. 7).
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Fig. 9 - Simulated pump control pressure depending on
the pressure drop in the measuring valve with pressure
compensator.
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Fig. 7 - Simulated pressure drop in measuring valve
with pressure compensator depending on the
displacement of the directional valve.
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The hydraulic-mechanical controller includes constant
pressure feeding that enables to make feedback
independent of pressure in hydraulic pump output.

The hydraulic-mechanical controller includes constant
pressure feeding that enables to make feedback
independent of pressure in hydraulic pump output.

Fig. 10 - Simulation problem description of hydraulic
motor subsystem.
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Notations: 1 – Input volumetric flows; 2 - Meter-in
throttle edge for hydraulic motor RSKZ; 3 - Drawing
graphic; 4 - Hydraulic motor MH; 5 - Meter-out
throttle edge for hydraulic motor RSKA; 6 - Constant
load moment; 7 - Input displacements of the directional
valve; 8 - Tube RtuHS; 9 - Constant pressure in outlet.
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Meter-in and meter-out throttle edges ensure minor
changes of subsystem inlet pressure in dependence of
the displacement of the direction valve (Fig. 11).
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Fig. 11 - Pressure at inlet to the meter-in throttle edge
of hydraulic motor depending on the displacement of
the direction valve (load moment M = 68.7 Nm).
8 SIMULATION OF THE WHOLE LOAD-SENSING SYSTEM

Fig. 11 - Pressure at inlet to the meter-in throttle edge
of hydraulic motor depending on the displacement of
the direction valve (load moment M = 68.7 Nm).
8 SIMULATION OF THE WHOLE LOAD-SENSING SYSTEM

Fig. 12 - Simulation problem description of the whole load-sensing system (calculating efficiency coefficient
depending on the static values of the directional valve displacement and hydraulic motor load moment).
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depending on the static values of the directional valve displacement and hydraulic motor load moment).

Notations: 1 - Displacement of the spool valve VP; 2 - Constant feeding pressure for the pump controller; 3 - Meter-in throttle edge
of the control valve RVP; 4 - Hydraulic interface element IEH1-3; 5 - Positioning cylinder ZV; 6 - Constant resistor REL; 7 - Meterout throttle edge RVT of the control valve; 8 - Variable displacement pump PV; 9 - Constant pressure in outlet; 10 - Electric motor
ME; 11 - Efficiency coefficients calculator WG; 12 - Input static values of the directional valve displacement; 13 - Drawing graphic;
14 - Tube RtuHS; 15 - Measuring valve with pressure compensator RIDVWlin; 16 - Meter-in throttle edge for hydraulic motor
RSKZ; 17 - Hydraulic motor MH; 18 - Meter-out throttle edge for hydraulic motor RSKA; 19 - Input static values of the hydraulic
motor load moment; 20 - Tube RtuHS; 21 - Pressure in outlet.
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Angle velocity of the hydraulic motor depends on the
pump volumetric flow (Fig. 13)

Increasing the hydraulic motor load moment the angle
velocity decreases (Fig. 14). It is caused by volumetric
losses in pump and motor.
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velocity decreases (Fig. 14). It is caused by volumetric
losses in pump and motor.

Fig. 13 - Simulated angle velocity of the hydraulic
motor depending on the displacement of the directional
valve (load moment of the hydraulic motor 68.7 Nm).

Fig. 14 - Simulated angle velocity of the hydraulic
motor depending on the load moment of the hydraulic
motor (displacement of the directional valve 0.0045 m)
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motor depending on the displacement of the directional
valve (load moment of the hydraulic motor 68.7 Nm).

Fig. 14 - Simulated angle velocity of the hydraulic
motor depending on the load moment of the hydraulic
motor (displacement of the directional valve 0.0045 m)
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Output power of the electric motor in the case of zero
load moment of hydraulic motor is 1486 W (Fig. 15).
Increasing the load moment causes almost linear
increase of the output power of the electric motor.

The efficiency coefficient of the whole system
increases from ~0.65 to 0.73 when the pump
volumetric flow is higher than ~2.5*10-4 m3/s (Fig.
18). In the cases of less pump volumetric flows the
efficiency coefficient falls rapidly.

Fig. 15 - Simulated output power of the electric motor
depending on the load moment of the hydraulic motor
(displacement of the directional valve 0.0045 m).
Efficiency coefficient of the whole system is maximal
if the load moment of the hydraulic motor is higher
than ML =~50 Nm (Fig. 16). In the cases of less load
moment the efficiency coefficient falls.

Fig. 18 - Simulated efficiency coefficient of the whole
system depending on the displacement of the
directional valve (load moment of the
hydraulic motor 68.7 Nm).
9 SIZE AND COMPLEXITY
The modeling and simulation task of the whole loadsensing system considered in the paper contains:
• 21 classes, including 15 component classes;
• 923 variables;
• 9 variables that have to be iterated during the
computations;
• 54 bindings between system components.
The automatically constructed problem-solving
algorithm contains:
• 160 operators (equations, methods, assignments)
• 26 separate algorithms for solving subtasks.
All the simulations were performed on the Sun
workstation in the UNIX environment.

Fig. 16 - Simulated efficiency coefficient of the whole
system depending on the load moment of the hydraulic
motor (displacement of the directional 0.0045 m).
The output power of the electric motor is proportional
to pump volumetric flow in the case of constant load
moment of the hydraulic motor (Fig. 17).

CONCLUSIONS
Hydraulic load-sensing systems are complicated
automatically regulating systems with number of
components and several feedbacks. Feedbacks make
the system very sensitive and unstable for simulation.
A very precise parameter setting, especially for
resistances of hydraulic valve spools, is required to
make the system function.
A modified scheme of load-sensing system is
proposed, in which the controller has an independent
constant pressure feeding. Feedback pressures have
been taken directly from the measuring valve with
pressure compensator.
Using an object-oriented approach enables one in
flexible way to compose and experiment with various
large and complicated models. Automatic program
synthesis allows describing and solving a great number

Fig. 17 - Simulated output power of the electric motor
depending on the displacement of the directional valve
(load moment of the hydraulic motor 68.7 Nm).
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of simulation tasks in order to find out better solutions
to design problems.
As a result of the current research, a simulation system
is proposed that enables one to perform computer
experiments at the first stage of design. Results of
simulations can be used as initial data while building
trial versions of real load-sensing fluid power systems.
The main features of the approach proposed in the
paper are as follows.
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• Mathematical models of the functional elements are
composed as multi-pole models taking into account
signal propagation in both directions.
• Used multi-pole
causalities.
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• The mathematical model of the fluid-power system
contains models of functional elements and carries
the full information about connections of
input/output variables, which express the
considered mathematical causalities and guarantees
the completeness of the model.
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• Modelling and simulation are built up in an objectoriented way using the NUT programming
environment. This enables one to visualize and
automate the simulation process.
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The system visualizes its results by means of specific
visualization tools, designed specifically for the type of
information thrown by the system - weather & air
quality forecast information. These tools are:
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ABSTRACT

•

This document introduces a Web Based Forecasting
Information System. The system gives the user
meteorological and chemical (air quality) forecasting
information of a defined domain in a web based manner.
The user can access through a web page products like:
chemical and meteorological forecasting animations,
images and text plain data of a given point inside the
global domain. All the forecasting data is obtained via
the CAMx and RAMS numerical models. The system is
actually being used for a government control entity and
is actually available at http://simeca.metropol.gov.co.

•
•

ABSTRACT
Vis5d
(http://www.ssec.wisc.edu/~billh/vis5d.html),
NCARG
(http://ngwww.ucar.edu/ng4.4/index.html),
PyNGL
(http://www.pyngl.ucar.edu/).

All these tools work under the UNIX like Operating
system, as well as the Forecast Models. The interface
between all these tools and the web page was
constructed using PHP (Hypertext Preprocessor,
www.php.net) programming language.

INTRODUCTION

Finally, the system end user accedes to all the
information through a Web Browser. By means of this,
the user can obtain graphical, binary and plain text
forecast data related to a point inside the global domain.
Detailed an up-to-date information about the system can
be obtained at http://simeca.metropol.gov.co.

The main purpose of the prediction system is to inform
the users, in real time, about the air quality and
meteorological conditions in a defined domain. The
system can give air quality and meteorology related
information of any point inside the domain, in a
graphical and plain text format.

SYSTEM ARCHITECTURE

The whole prediction system is indeed a Web
Application that is based on tools developed for the
visualization and the handling of information product of
Meteorological and Chemical Forecasting. The nucleus
of the whole system is conformed by a Meteorological
Forecasting Model, RAMS (www.atmet.com), and by a
Chemical Forecasting Model, CAMx (www.camx.com).
A diagram of the entire application can be seen on
Figure 1.

The system is basically conformed by three modules: 1)
Forecast Cluster, 2) the Web server, and 3) a Data Base.
The communication between the Forecast Cluster and
the Web server is established using the SSH (Secure
Shell) protocol. SSH is a set of network standards and
protocols that allow to establish a safe communication
channel between two computers. SSH typically is used
to accede to a remote computer and to execute
commands, also allows file transfer by means of the
associated protocols SFTP (Secure File Transfer
Protocol) or SCP (Secure Copy). Using SSH, the Data
Base Server obtains the final forecast files from the
Forecast Cluster, the Web Server processes them in
order to turn them into graphs, plain data and
animations (dynamically, depending on user request);
and then gives the data to the end user as he requested.

When the models have finished making their forecasts,
these are generally stored in Data Base which is the
central part of the system (see Figure 1), because from
this point flows of information towards the graphical
tools, and towards the end user of the system. The
storage technique for the forecast data depends on the
data base capacity, as the growth is exponential.
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the users, in real time, about the air quality and
meteorological conditions in a defined domain. The
system can give air quality and meteorology related
information of any point inside the domain, in a
graphical and plain text format.

SYSTEM ARCHITECTURE

The whole prediction system is indeed a Web
Application that is based on tools developed for the
visualization and the handling of information product of
Meteorological and Chemical Forecasting. The nucleus
of the whole system is conformed by a Meteorological
Forecasting Model, RAMS (www.atmet.com), and by a
Chemical Forecasting Model, CAMx (www.camx.com).
A diagram of the entire application can be seen on
Figure 1.

The system is basically conformed by three modules: 1)
Forecast Cluster, 2) the Web server, and 3) a Data Base.
The communication between the Forecast Cluster and
the Web server is established using the SSH (Secure
Shell) protocol. SSH is a set of network standards and
protocols that allow to establish a safe communication
channel between two computers. SSH typically is used
to accede to a remote computer and to execute
commands, also allows file transfer by means of the
associated protocols SFTP (Secure File Transfer
Protocol) or SCP (Secure Copy). Using SSH, the Data
Base Server obtains the final forecast files from the
Forecast Cluster, the Web Server processes them in
order to turn them into graphs, plain data and
animations (dynamically, depending on user request);
and then gives the data to the end user as he requested.

When the models have finished making their forecasts,
these are generally stored in Data Base which is the
central part of the system (see Figure 1), because from
this point flows of information towards the graphical
tools, and towards the end user of the system. The
storage technique for the forecast data depends on the
data base capacity, as the growth is exponential.
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Services Module obtain the necessary data from the
Forecast Module’s output binary files to generate the
data or graphical information requested by the system’s
end user from a given Web Page. After the user request,
the information is displayed to the end user in real time,
and all the data requested is generated dynamically.

The Figure 2 shows the general system architecture. It’s
a typical Web Application Architecture. In some blocks,
the applications used are shown.
The Communication between the Web server and the
Data Base Server is established by means of a clientserver session, where the Web Server acts as client via
the “Zend for Core Oracle” Application. Zend Core™
for Oracle® allows the use of PHP (Preprocessor
Hypertext, http://www.php.net/) with the Oracle DBMS
(Data Base Management System) in Web Applications;
In fact, Zend Core™ for Oracle® is a PHP
Development Environment that allows a complete
integration with Oracle data bases.

Modules Information Flow
The scheme shown in Figure 1 allows to observe how
would be the information flow in the entire system. On
first place, all the Meteorological Forecasts are done
using Reanalysis Data obtained from different Global
Models Runs. Then, the data generated for the
Meteorological Forecast Model is saved on a data base
and used as input to the Chemical Model. All the data is
stored in a repository from where the Web Services
Module can transform it into graphical and plain text
data as end user request. The end user defines the
required data characteristic trough a Web Form that is
served by a PHP script who transforms the binary data
into the format specified by the web page user. The PHP
scripts trust on tools as PyNGL, vis5d and REVU
(RAMS postprocessor tool) to give the end user the
requested data.

The system Web services are implemented by means of
the conjunction use of the Apache Web Server
application (http://www.apache.org/) and PHP as an
Application Server. Both, PHP and Apache, run under
the
Fedora
UNIX
distribution
(http://fedora.redhat.com/). The system access the
graphical tools (PyNGL, NCARG, Vis5d) services
using PHP, they allow the system to generate the
graphics it needs dynamically and in Real Time.
SYSTEM CHARACTERISTICS

System Services Request Procedure

As it was insinuated before, the main system is made up
of three subsystems: 1) Forecast Models Module, 2)
Data Base Module and 3) Web Services Module.

The end user can access all the services supported by
the system trough a typical web page (see Figure 3). On
this web page the user will find a brief system
explanation, system usage tutorials and other useful
documentation, and web links. Also, from the system
home page the end user can access several web forms
from where to interact with the system, one of this web
forms is shown on Figure 4. Then in the web form, the
end user can define the geographical point of interest
(inside the model forecast domain) by clicking one point
over a map who represents the models forecast domain
or by entering the interest point coordinates (latitude,
longitude) in decimal degrees using the web form.

The Forecast Module was implemented in a Cluster.
The Forecast Models (RAMS & CAMx) are installed on
this machine which runs the Fedora Core 4 Operating
System. The Forecast Module generates binary archives
containing forecast information about the geographical
domain selected. These archives are processed by the
others modules so that all the services of the system are
provided to the end user. All the information output by
this module is stored on backup disks. The Module’s
Cluster is operated via a Front End Machine, usually the
slowest machine of the set or any other low resources
machine, who allows an operator to control the entire
cluster and run the numerical models.

Once the end user have interacted with one of the
several web forms, he will be redirected to a web page
where all the requested forecast products will be shown,
all the products are related to the point first defined by
the end user. For a given geographical point, the end
user can request products like: XY Plots of a predefined
forecast variable, Meteograms, Soundings, among other
system products. Also, the end user can choose the final
format of the system products requested, it can be
graphs, XY plots, 3D animations or plaint text data. At
the end of the process, the end user will obtain the
required data, in the requested format.

The binary archives obtained from de Forecast Module
are used by the Web Services Module to generate
graphs, animation and plain text data dynamically. All
this is done via the models post-processing tools and
state of the art scientific graphical tools. Also, the plain
text data can be stored in a Data Base using PHP
Programming Language. The binary files are also stored
in a repository way for future analysis, they can also be
stored in a Data Base or in Backup Disks either
magnetic (tapes) or optical disks.
As mentioned early, The Web Services Module was
implemented using the Apache Web Server Application
in conjunction with a PHP Application Server. Trough
PHP scripts and several different tools, the Web
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this web page the user will find a brief system
explanation, system usage tutorials and other useful
documentation, and web links. Also, from the system
home page the end user can access several web forms
from where to interact with the system, one of this web
forms is shown on Figure 4. Then in the web form, the
end user can define the geographical point of interest
(inside the model forecast domain) by clicking one point
over a map who represents the models forecast domain
or by entering the interest point coordinates (latitude,
longitude) in decimal degrees using the web form.

The Forecast Module was implemented in a Cluster.
The Forecast Models (RAMS & CAMx) are installed on
this machine which runs the Fedora Core 4 Operating
System. The Forecast Module generates binary archives
containing forecast information about the geographical
domain selected. These archives are processed by the
others modules so that all the services of the system are
provided to the end user. All the information output by
this module is stored on backup disks. The Module’s
Cluster is operated via a Front End Machine, usually the
slowest machine of the set or any other low resources
machine, who allows an operator to control the entire
cluster and run the numerical models.

BRIEF TOOLS DESCRIPTION BY MODULE

The binary archives obtained from de Forecast Module
are used by the Web Services Module to generate
graphs, animation and plain text data dynamically. All
this is done via the models post-processing tools and
state of the art scientific graphical tools. Also, the plain
text data can be stored in a Data Base using PHP
Programming Language. The binary files are also stored
in a repository way for future analysis, they can also be
stored in a Data Base or in Backup Disks either
magnetic (tapes) or optical disks.

Above in this article where described the several
modules that conforms the system, now it will be
described the various tools that are grouped into each
module.

As mentioned early, The Web Services Module was
implemented using the Apache Web Server Application
in conjunction with a PHP Application Server. Trough
PHP scripts and several different tools, the Web

Once the end user have interacted with one of the
several web forms, he will be redirected to a web page
where all the requested forecast products will be shown,
all the products are related to the point first defined by
the end user. For a given geographical point, the end
user can request products like: XY Plots of a predefined
forecast variable, Meteograms, Soundings, among other
system products. Also, the end user can choose the final
format of the system products requested, it can be
graphs, XY plots, 3D animations or plaint text data. At
the end of the process, the end user will obtain the
required data, in the requested format.
BRIEF TOOLS DESCRIPTION BY MODULE
Above in this article where described the several
modules that conforms the system, now it will be
described the various tools that are grouped into each
module.
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Figure 3. System Home Web Page.

Figure 3. System Home Web Page.

Figure 4. Meteorological Forecast Web Form with an interactive map.

Figure 4. Meteorological Forecast Web Form with an interactive map.
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The U.S. EPA has approved the use of CAMx for
numerous ozone and PM State Implementation Plans
throughout the U.S, and has used this model to evaluate
regional mitigation strategies. For more information see
www.camx.com.

Forecast Models Module
This Module is conformed by 2 numerical forecast
models and their post-processing & pre-processing
tools. Several of the post & pre-processing tools where
developed by us in order to accomplish all the
functional system requirements.

Data Base Module
The Forecast Models Module generates great volumes
of information that must be stored. All this information
is stored in two ways: In a relational Data Base or in a
binary files repository.

Regional Atmospheric Modeling System (RAMS)
The Regional Atmospheric Modeling System, is a
numerical model developed by scientists at Colorado
State University and the ASTER division of Mission
Research Corporation for simulating and forecasting
meteorological phenomena, and for depicting the
results. Its major components are:

To implement the data base we used the Oracle DBMS
(Data Base Management System), more precisely
Oracle Database 10g. Other DBMS can be used to
implement this module; we use this particular DBMS
due to platform requirements. To fill the data base, we
create a PHP script that generates ASCII files from the
binary files resulting from both numerical models runs.
Then, these ASCII files are introduced to the data base
using SQL statements invoked by a PHP script. After
this, the Web Services Module can obtain the data it
needs via the data base or the binary files repository.
For more information about Oracle DBMS see
www.oracle.com.

(1) an atmospheric model which performs the
actual simulations,
(2) a data analysis package which prepares initial
data for the atmospheric model from observed
meteorological data, and
(3) a post-processing model visualization and
analysis package which interfaces the
atmospheric model output with a variety of
visualization software and other utilities.
RAMS is most often used as a limited area model, and
many of its parameterizations have been designed for
mesoscale or high resolution cloud scale grids.
However, RAMS may also operate as a global scale
model for simulating large-scale systems by configuring
two hemispheric grids, which use a polar stereographic
projection and continually exchange boundary data
between them. There is no lower limit to the domain
size or to the mesh cell size of the model’s finite
difference grid; microscale phenomena such as
tornadoes and boundary layer eddies, as well as submicroscale turbulent flow over buildings and in a wind
tunnel, have been simulated with this code. For more
information see www.atmet.com.

Web Services Module
Through this module the system can publish all its
products and interact with the end user. This module
also interacts with the Data Base Module to obtain the
information the end user may need.
The system was implemented using the Apache Web
Server Application (www.apache.org) and a special tool
for Web Applications named Zend Core™ for Oracle®
(www.zend.com). Zend Core™ for Oracle® supports
businesses using PHP with Oracle Database for
business-critical Web applications. It provides a stable,
high performance, easy-to-install and supported PHP
development and production environment fully
integrated with the Oracle Database. Zend Core™ for
Oracle® was designed to support Oracle Database 10g,
and Apache 2.0.x which is ideal for our Information
System requirements.

Comprehensive Air quality Model with extensions
(CAMx)
The Comprehensive Air quality Model with extensions
is a publicly available open-source computer modeling
system for the integrated assessment of gaseous and
particulate air pollution. Built on today’s understanding
that air quality issues are complex, interrelated, and
reach beyond the urban scale, CAMx is designed to:
•
•
•
•
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Server Application (www.apache.org) and a special tool
for Web Applications named Zend Core™ for Oracle®
(www.zend.com). Zend Core™ for Oracle® supports
businesses using PHP with Oracle Database for
business-critical Web applications. It provides a stable,
high performance, easy-to-install and supported PHP
development and production environment fully
integrated with the Oracle Database. Zend Core™ for
Oracle® was designed to support Oracle Database 10g,
and Apache 2.0.x which is ideal for our Information
System requirements.

Comprehensive Air quality Model with extensions
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The Comprehensive Air quality Model with extensions
is a publicly available open-source computer modeling
system for the integrated assessment of gaseous and
particulate air pollution. Built on today’s understanding
that air quality issues are complex, interrelated, and
reach beyond the urban scale, CAMx is designed to:

•
•
•
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Data Base Module

Regional Atmospheric Modeling System (RAMS)
The Regional Atmospheric Modeling System, is a
numerical model developed by scientists at Colorado
State University and the ASTER division of Mission
Research Corporation for simulating and forecasting
meteorological phenomena, and for depicting the
results. Its major components are:

•

Simulate air quality over many geographic
scales
Treat a wide variety of inert and chemically
active pollutants: Ozone, Inorganic and organic
PM2.5/PM10; Mercury and toxics.
Provide source-receptor, sensitivity, and
process analyses.
Be computationally efficient and easy to use

The U.S. EPA has approved the use of CAMx for
numerous ozone and PM State Implementation Plans
throughout the U.S, and has used this model to evaluate
regional mitigation strategies. For more information see
www.camx.com.

Forecast Models Module

Simulate air quality over many geographic
scales
Treat a wide variety of inert and chemically
active pollutants: Ozone, Inorganic and organic
PM2.5/PM10; Mercury and toxics.
Provide source-receptor, sensitivity, and
process analyses.
Be computationally efficient and easy to use
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by the external flow are destroying the continuity of this
stream, and turning it back to upper (suction) side of the
rotor. Then this air goes again by the rotor closing the
loop of vortex. So the vortex is propelled by the rotor on
one side, and by surrounding flow on the other. It is
clearly shown in Fig. 1.

ABSTRACT
This work contains the simulation results of vortex ring
state appearance and evolution around main rotor of a
helicopter. These calculations were based on solution of
Navier-Stokes equations using the Fluent code. During
these simulations an actuator disc model of fan has been
used. This model assumes that a fan is a pressure jump
generating surface. Two meshes have been used during
this simulation: three dimensional and axisymmetric two
dimensional. The most of the cases has been calculated
using steady flow solution, but unsteady model also has
been applied. Main goal of this work was a calibration of
model, in terms of simplifications influence on results,
and also in comparison with experimental results. It is
assumed, that after a proper calibration, this model can
be used in further flight safety methods of VRS
elimination research.

Vortex ring state on main rotor of a helicopter may
appear not only in vertical flight, but also in forward
flight. In Fig. 2 a theoretical range of VRS appearance
depending on horizontal and vertical velocities of a
helicopter is shown. A VRS starts to appear at the
descent velocities around 0.5 of velocity induced by the
rotor, and stops at 1.5 of this velocity. Using this chart
one can figure out, that there is only several ways to get
rid of the vortex ring. Pilot can:
• try to enforce forward flight, which can blow backward
all the vortices from a rotor.
• try to enforce higher descent velocity than a "bottom
part" of VRS velocities range. Unfortunately this
maneuver cannot be done in proximity of ground.
• try to climb up from VRS by increasing power. It is
known, that required power for such maneuver is about
twice the power needed to hover flight, and there is only
one helicopter that can do this: Sikorsky S-64 Skycrane
without container mounted.
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the main rotor may appear a toroidal structure called a
vortex ring. This is very dangerous phenomenon, because
the rotor stops pulling a helicopter up, instead wasting
its power to propel the vortex around it. The fully
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Fig.2 Flight conditions most dangerous in terms of VRS
phenomena appearance.
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The problem is, that a vortex ring has a strong tendency
to stabilize itself around a rotor. Increasing a power does
not cause a blowing out the vortex, but instead it causes
continuous increasing of a vortex rotational velocity.
The only exception is a situation, when an induced
velocity increases dramatically. This is not usual,

Vortex Ring State (VRS, called also "settling with
power") appears in a following way: the air stream
flowing through a rotor meets with a surrounding air
which has opposite velocity. The friction forces caused
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because a lot of power is needed even to stop
descending. Previously mentioned strong tendency to
stabilize the vortex around the rotor is very dangerous
during an attempt to escape forward from VRS.
Unfortunately this is the only solution in proximity of
ground. Most feasible method is a fast descent, but it
requires a reserve of altitude and velocity. It leads to
determine such flight rules, which allow a helicopter to
stay in dangerous flight conditions for a very short time.

2. METHODOLOGY OF VORTEX RING STATE
SIMULATION.
Simulation of VRS has been done using commercial
FLUENT ® [1] code, being a widely recognized CFD
industrial standard. In general this code solves the
Navier-Stokes equations using finite volume method.
Flow equations are solved in a given domain,
represented by using structural, non-structural or mixed
computational mesh. Code allows to use a wide
spectrum of computational methods. For an analysis of
flowfield around rotors, this code also contains a lot of
computational models. Most complex model is modeling
of unsteady flow around rotor with exact model of
geometry. This type of solution is very time consuming,
and requires a lot of computer resources. Time and
resource efficiency is crucial during modeling of
maneuvering helicopter, and especially during VRS
analysis. This phenomenon is highly unsteady and
nonperiodical, and requires a very time consuming
computational simulation. In that case, to proceed in
acceptable time with such simulation, simplification of
flow modeling is strongly taken into account. In
presented approach a computational model of rotor
based on pressure jump surface was used. In Fig. 4 basic
geometrical conditions of a model are shown. A
helicopter is represented by a simplified fuselage and
infinitely thin disc (so called actuator disc) which
represents the rotor. Depending on a specific
requirements a shape of fuselage is more or less
simplified. Actuator disc can model both, main and tail
rotors. In presented research the model of helicopter
shown in Fig. 4. was applied.

Fig. 3 Ranges of forward and descent speeds, where as a
unit has been used the induced velocity. [2]
In Fig. 3 a similar chart for the real helicopter is shown.
The range of VRS is much wider than a theoretical
analysis could determine. It is also hard to achieve the
autorotation conditions (curve “A”) not passing through
the VRS area. The Vortex Ring State appearance has a
strong influence on flight safety. This is the reason, why
a research concerning VRS is so important.
In such research very helpful could be the computer
simulation. In general, the computer methods of flow
simulations around the rotor of a helicopter are based on
a whole spectrum of CFD methods: simplified methods
of vortex line on one hand, and unsteady Navier-Stokes
solutions around complex geometry of rotor on the
other. In this work an alternative methodology of
computer modeling of flow around helicopter rotor is
introduced. Methodology is based on combination of
flow modeling using Navier - Stokes unsteady solution
with simplified pressure jump surface (actuator disc,
FAN model) representation of rotor. Because of wide
range of problems according to VRS, this work contains
only partial analysis of flowfield simulation around
helicopter during VRS appearance, as follows:
• validation of simplified modeling of rotor using
pressure jump surface in VRS analysis
• simulation of dynamic phenomena leading to
VRS
• simulation of dynamic maneuvers allowing to
escape from VRS state

Fig. 4 Geometrical assumptions of computational
model.
The model of a helicopter described above, was
surrounded by a computational domain, as it is shown in
Fig. 5. In case of unsteady flight , it was assumed that
whole computational domain is moving with a
helicopter according to assumed kinematics. Flow
equations were solved in non inertial reference frame
attached to the helicopter. Boundary conditions were
assumed as shown in Fig 5. The surface of fuselage was
considered as a solid wall. On external surfaces the far
field condition was assumed. An additional condition
was set on actuator disc modeling main rotor. The
FLUENT boundary condition type FAN was applied.
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Details of mesh are shown in Fig 8. A hybrid structural nonstructural mesh has been used.
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Fig. 5 Structure of considered flowfield.
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This type of condition allows to enforce on given surface
an assumed pressure jump and also a distribution of
tangential components of velocity vector. This type of
boundary condition is used for simplified modeling of
the disturbances of flowfield generated by vents and fans.
In described approach this type of boundary condition
was used for modeling the effects generated by rotating
main rotor of a helicopter. Basic parameter defining a
FAN is a pressure jump distribution. In presented
approach following radial distributions on rotor disc
were applied:
• Pressure jump defined by a load distribution
along a blade
• Linear distribution of radial velocity
• Linear distribution of swirl velocity
Exemplary of distributions have been shown in Fig 6.

This type of condition allows to enforce on given surface
an assumed pressure jump and also a distribution of
tangential components of velocity vector. This type of
boundary condition is used for simplified modeling of
the disturbances of flowfield generated by vents and fans.
In described approach this type of boundary condition
was used for modeling the effects generated by rotating
main rotor of a helicopter. Basic parameter defining a
FAN is a pressure jump distribution. In presented
approach following radial distributions on rotor disc
were applied:
• Pressure jump defined by a load distribution
along a blade
• Linear distribution of radial velocity
• Linear distribution of swirl velocity
Exemplary of distributions have been shown in Fig 6.

Fig.7 Example of mesh used for VRS computations

Fig. 6 Distributions of pressure jump (dP), swirl velocity
(vt) and radial velocity (vr) on actuator disc.
The described computational problem requires a specific
mesh. In a structure of this mesh the disc modeling
rotating elements of fan have to be distinguished.
Example of such mesh has been shown in Fig 7, 8. Fig 7
is an overview of a mesh surrounding a helicopter in its
central part. Flowfield dimensions are extremely large in
comparison with helicopter dimensions.
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Details of mesh are shown in Fig 8. A hybrid structural nonstructural mesh has been used.
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Fig.8 Example of hybrid mesh surrounding the model of
a helicopter.

Fig.8 Example of hybrid mesh surrounding the model of
a helicopter.

3. THE RESULTS OF CFD SIMULATIONS.
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Fully three-dimensional simulation of VRS has been
predeceased by simple two-dimensional axisymmetric
simulation. In that case a version of FLUENT code
allowing to solve two-dimensional problems has been
used. Analysis concerned an isolated rotor. At the
beginning a hover flight condition has been determined.
Next, an analysis of flowfield for different values of
descent velocity has been done. The results are shown in
Fig 9. In the first phase of simulation the flow around
the rotor is typical for hover flight. Following color
maps are showing, phase by phase, a process of VRS
formation and destruction. Most significant VRS can be
observed in some specific range of descent velocity.
Above this range the vortex is blown up from the rotor.
Further computations were done for fully threedimensional case using the mesh shown in Fig 7 and 8.
The simulation included two different cases of helicopter
flight:
•
the descent with constant acceleration
•
the escape from VRS forward, with constant
acceleration.

Fully three-dimensional simulation of VRS has been
predeceased by simple two-dimensional axisymmetric
simulation. In that case a version of FLUENT code
allowing to solve two-dimensional problems has been
used. Analysis concerned an isolated rotor. At the
beginning a hover flight condition has been determined.
Next, an analysis of flowfield for different values of
descent velocity has been done. The results are shown in
Fig 9. In the first phase of simulation the flow around
the rotor is typical for hover flight. Following color
maps are showing, phase by phase, a process of VRS
formation and destruction. Most significant VRS can be
observed in some specific range of descent velocity.
Above this range the vortex is blown up from the rotor.
Further computations were done for fully threedimensional case using the mesh shown in Fig 7 and 8.
The simulation included two different cases of helicopter
flight:
•
the descent with constant acceleration
•
the escape from VRS forward, with constant
acceleration.

Fig. 6 Distributions of pressure jump (dP), swirl velocity
(vt) and radial velocity (vr) on actuator disc.
The described computational problem requires a specific
mesh. In a structure of this mesh the disc modeling
rotating elements of fan have to be distinguished.
Example of such mesh has been shown in Fig 7, 8. Fig 7
is an overview of a mesh surrounding a helicopter in its
central part. Flowfield dimensions are extremely large in
comparison with helicopter dimensions.

399

The results of the
simulation are shown in
Fig. 11. and 12. The
pictures
shows the
pathlines
around
a
w
helicopter
rotor.All
characteristic phases of
VRS are shown. Flow
generated by the rotor is
turned back over the
surface of a propeller.
When a descent velocity,
similar to velocity induced
Fig.10 Kinematics of by the rotor is achieved, a
helicopter during descent vortex ring appears, and it
with constant acceleration. exists in some range of
descent velocity. In reality,
the descent velocity is stabilizing itself in this range, and
it is hard to get rid of VRS. Similarity with stall of an
aircraft is adequate, in terms of hardness to avoid, danger
in ground proximity and flight safety.
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Fig.9 Result of 2d simulation for hover and various
velocities of descent.
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3.1 Simulation of descent flight with constant
acceleration.
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In a first part of three-dimensional computations a
simulation of helicopter descent flight with constant
acceleration was considered.(Fig.10.). The following
cinematic data was assumed:
descent acceleration:
forward acceleration:
ranges of velocities:
descent:
forward:
timeframe of simulation:

W=24
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V= 0

V= 0

aw = 2 m/s2
av = 0 m/s2
W = 0 - 40 m/s
V = 0 m/s
T = 20 s

Fig.11 Path lines flowing from the rotor disc in given
timeframes, during descent flight , front view.
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In a described simulation the vertical velocity was
increased further, to push a helicopter through a vortex
ring state. Therefore a verification of model, in terms of
blow up a vortex from rotor when a descent velocity is
high enough, was possible.
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This is a state of flight below the hatched area in Fig.2.
Computational model has been checked in terms of
quantity, but qualitative analysis requires this model to
be calibrated. In addition, a vortex ring is a structure
highly antisymmetric, unstable, causing high oscillations.
Real pilots says about VRS state, that there are really
high and hard to control oscillations.
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Ranges of velocities:
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Stage 2: Escape forward from VRS state:
descent acceleration:
forward acceleration:
Ranges of velocities:
descent:
forward:
timeframe of simulation:

W=4
V= 0

W=8

W=12

V= 0

V= 0

W=16
V= 0

W=20
V= 0

W=24

W=28

V= 0

V= 0

3.2 Simulation of escape forward from VRS state
In a second part of 3d calculations a simulation of escape
forward from VRS has been done. This case has been
divided onto two periods. In first stage a helicopter was
descending with constant acceleration until a fully
developed VRS has appeared (a part of results from
previous simulation has been taken). Then a vertical
velocity has been stabilized on constant value, and an
additional horisontal component of velocity has been
introduced to achieve an
effect of horisontal
acceleration. Kinematics of this simulation is shown in
Fig. 13. Parameters of this simulation were assumed as
follows:

4. CONCLUSIONS
The methodology of simulation of helicopter's flight and
manoeuvres has been presented. The methodology was
developed using FLUENT ® - commercial code solving
3D, unsteady Navier-Stokes equations. Simplified model
of rotating helicopter's rotor has been applied. The model
utilizes the FAN-type boundary condition implemented
in FLUENT.

Stage 1: Entering into the VRS state:

In such approach the rotating rotor is modelled by a diskshaped surface with assumed distribution of pressure
jump and tangential components of velocity.

2

aw = 2 m/s
av = 0 m/s2
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In this case an attempt
to simulate a flow
using
flight
path
y
v
similar
to
real
has
been
w
done. There were
assumed some simplifications: until the
fully developed VRS
didn’t appeared, a
helicopter was moving
down with constant
acceleration. When a
vortex ring has fully
developed,a helicopter
started to move down
x
with constant velocity,
Fig.13 Kinematics of
but also started to
helicopter during entering
move forward with
the VRS state and escape constant acceleration.
forward.
These conditions were
simulating an escape
forward from VRS. The results affirmed an effect of
stabilizing a toroidal vortex even on a moving forward
rotor.This effect disappears after exceeding some
forward velocity, and a vortex is rapidly blown back.
After that the flight conditions become characteristic for
an usual forward flight of a helicopter. This is a
situation, when on chart in Fig. 2. a point describing
actual flight conditions could move in a direction of
increasing forward velocity, finally leaving the hatched
area of VRS.

Fig.12 Path lines flowing from the rotor disc in given
timeframes, during descent , side view.
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very complicated phenomena
helicopter's flight and manoeuvres.

The methodology was applied to study the phenomenon
called Vortex Ring State which may appear in specific
conditions of helicopter's flight and which is a very
dangerous from point of view of flight safety. Performed
simulations concerned typical flight conditions leading
to an appearance of Vortex Ring State. After achieving
this state of flight the simulations have been continued
realising different ways of rescue, including fast descent
or forward flight.
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Fig.15 Path lines flowing from the rotor disc in given
timeframes, during escape forward simulation. Side
view.

Fig.14 Path lines flowing from the rotor disc in given
timeframes, during escape forward simulation . Front
view.
Performed simulations confirmed that presented
methodology gives qualitatively good results
of helicopter manoeuvres simulations leading to and
recovering from the Vortex Ring State. Therefore the
methodology seems to be a very useful tool supporting
research of helicopter flight safety.
To use for quantitative analysis the method needs to be
calibrated and developed. It especially concerns the
simulation of mutual interactions between external flow
and distribution of flow parameters on the rotor disk.
The good way to achieve this, seems to be a coupling of
presented methodology with the Blade Element Theory
which evaluates interactions between rotor blades and
fluid. This approach is considered as a best way to get a
good, cost-efficient computational tool for analysis of
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recovering from the Vortex Ring State. Therefore the
methodology seems to be a very useful tool supporting
research of helicopter flight safety.
To use for quantitative analysis the method needs to be
calibrated and developed. It especially concerns the
simulation of mutual interactions between external flow
and distribution of flow parameters on the rotor disk.
The good way to achieve this, seems to be a coupling of
presented methodology with the Blade Element Theory
which evaluates interactions between rotor blades and
fluid. This approach is considered as a best way to get a
good, cost-efficient computational tool for analysis of

- vertical acceleration
- acceleration
- pressure jump on surface of the actuator disc
- time
- forward (horizontal) velocity
- induced velocity
- swirl velocity
- radial velocity
- descent velocity
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in [4], [5]. Also, some adaptive navigation techniques for
mobile robots navigation appeared, as proposed in [6].
In our case we are dealing with cooperative collision
avoidance where all the robots are changing their paths
cooperatively to achieve the goal. The control of multiple
mobile robots to avoid collisions in a two-dimensional
free-space environment is mainly separated into two tasks,
the path planning for each individual robot to reach its
goal pose as fast as possible and the trajectory tracking
control to follow the optimal path. In our paper only the
first part will be presented.The second part is well known
in the literature and will not be presented here.
The paper is organized as follows. In Section II the
problem is stated. The concept of path planning is shown
in Section III. The idea of optimal collision avoidance
for multiple mobile robots based on Bézier curves is
discussed in Section IV. The simulation results of the obtained collision-avoidance control are presented in Section
V and the conclusion is given in Section VI.

Abstract— In this paper a new cooperative collisionavoidance method for multiple nonholonomic robots with
constraints and known start and goal velocities based on
Bernstein- Bézier curves is presented. In the simulation
example the velocities of the mobile robots are constrained
and the start and the goal velocity are defined for each
robot. This means that the proposed method can be used as
subroutine in a huge path-planning problem in the real time,
in a way to split the whole path in smaller partial paths.
The reference path of each robot from the start pose to the
goal pose, is obtained by minimizing the penalty function,
which takes into account the sum of all the paths subjected
to the distances between the robots, which should be bigger
than the minimal distance defined as the safety distance,
and subjected to the velocities which should be lower than
the maximal allowed velocities of each robot. When the
reference paths are defined one of the trajectory tracking
control algorithms should be used to define the control. The
simulation results of the path planning algorithm and some
future work ideas are discussed.

I. I NTRODUCTION
Collision avoidance is one of the main issues in applications for a wide variety of tasks in industry, humansupported activities, and elsewhere. Often, the required
tasks cannot be carried out by a single robot, and in such
a case multiple robots are used cooperatively. The use
of multiple robots may lead to a collision if they are
not properly navigated. Collision-avoidance techniques
tend to be based on speed adaptation, route deviation by
one vehicle only, route deviation by both vehicles, or a
combined speed and route adjustment. When searching
for the best solution that will prevent a collision many
different criteria are considered: time delay, total travel
time, planned arrival time, etc. Our optimality criterion
will be the minimal total travel time of all mobile robots
involved in the task, subject to a minimal safety distance
between all the robots and subject to velocity constraints
of each mobile robot.
In the literature many different techniques for collision avoidance have been proposed. The first approaches
proposed avoidance, when a collision between robots is
predicted, by stopping the robots for a fixed period or
by changing their directions. The combination of these
techniques is proposed in [1] and [2]. The behavior-based
motion planning of multiple mobile robots in a narrow
passage is presented in [3]. Intelligent learning techniques were incorporated into neural and fuzzy control for
mobile-robot navigation to avoid a collision as proposed

II. S TATEMENT OF THE PROBLEM
The collision-avoidance control problem of multiple
nonholonomic mobile robots is proposed in a twodimensional free-space environment. The simulations are
performed for a small two-wheel differentially driven
mobile robot of dimension 7.5 × 7.5 × 7.5 cm. The
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The generalized coordinates of the mobile robot.

architecture of our robots has a nonintegrable constraint
in the form ẋ sin θ − ẏ cos θ = 0 resulting from the
assumption that the robot cannot slip in a lateral direction
where q(t) = [x(t) y(t) θ(t)]T are the generalized
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coordinates, as defined in Fig.
of the mobile robot is

cos θ(t)
q̇(t) =  sin θ(t)
0

1. The kinematics model

¸
0 ·
v(t)

0
ω(t)
1

The properties of Bézier curves are used in path
planning for nonholonomic mobile robots. In particular,
the fact of the tangentiality at the start and at the goal
points and the fact that moving a single control point
changes the global shape of the curve. Let us assume
the starting pose of the mobile robot is defined in the
T
generalized coordinates as qs = [xs , ys , θs ] and the
velocity in the start pose as vs . The goal pose is defined as
T
qg = [xg , yg , θg ] with the velocity in the goal pose as vg ,
which means that the robot starts in position Ps (xs , ys )
with orientation θs and velocity vs and has the goal
defined with position Pg (xg , yg ), the orientation θg and
the velocity vg .
Let us define five control points Ps , P1 , Po , P2 and
Pg which uniformly define the fourth order Bézier curve.
The control points P1 (x1 , y1 ) and P2 (x2 , y2 ) are added
to fulfill the velocity and orientation requirements in the
path. The need for flexibility of the global shape and the
fact that moving a single control point changes the global
shape of the curve imply the introduction of control point
denoted as Po (xo , yo ). By changing the position of point
Po the global shape of the curve changes. This means
that having in mind the flexibility of the global shape of
the curve and the start and the goal pose of the mobile
robot, the path can be planned by four fixed points and
one variable point. The Bézier curve is now defined as
a sequence of points Ps , P1 , Po , P2 and Pg in Fig 2,
where D stands for the distance between the start and
the goal control point. The Bernstein polynomials of the
fourth order (Bi,b , i = 0, . . . , b, b = 4), and the control
points define the curve as follows:

(1)

where v(t) and ω(t) are the tangential and angular
velocities of the platform. During low-level control the
robot’s velocities are bounded within the maximal allowed
velocities, which prevents the robot from slipping.
The danger of a collision between multiple robots
is avoided by determining the strategy of the robots’
navigation, where we define the reference path to fulfil
certain criteria. The reference path of each robot from
the start pose to the goal pose is obtained by minimizing
the penalty function, which takes into account the sum of
all the absolute maximal times subjected to the distances
between the robots, which should be larger than the
defined safety distance and maximal allowed velocities
of each mobile robot.
III. PATH PLANNING BASED ON B ERNSTEIN -B ÉZIER
CURVES

Given a set of control points P0 , P1 , . . . , Pb , the corresponding Bernstein-Bézier curve (or Bézier curve) is
given by
b
X
r(λ) =
Bi,b (λ)pi
i=0

where Bi,b (λ) is a Bernstein polynomial, λ is a normalized time variable (λ = t/Tmax , 0 ≤ λ ≤ 1) and
pi , 0 = 1, . . . , b stands for the local vectors of
¡ the control
¢
point Pi (pi = Pix ex + Piy ey , where Pi = Pix , Piy is
the control point with coordinates Pix and Piy , and ex
and ey are the corresponding base unity vectors). The
absolute maximal time Tmax is the time needed to pass
the path between the start control point and the goal
control point. The Bernstein-Bézier polynomials, which
are the base functions in the Bézier-curve expansion, are
given as follows:
µ ¶
b
b−i
Bi,b (λ) =
λi (1 − λ) , i = 0, 1, . . . , b
i

r(λ) = B0,4 ps +B1,4 p1 +B2,4 po +B3,4 p2 +B4,4 pg (2)
or
4

T

r(λ) = (1 − λ) [xs ys ] +
2
T
+4λ (1 − λ) [x1 y1 ] + 6λ2 (1 − λ) [xo yo ] +
T
T
3
4
+4λ (1 − λ) [x2 y2 ] + λ [xg yg ]
3

T

(3)

The control point Po will be defined using optimization,
and the control points P1 and P2 are defined from the
boundary velocity conditions.

y

which have the following properties: 0 ≤ Bi,b (λ) ≤
Pb
1, 0 ≤ (λ) ≤ 1 and i=0 Bi,b = 1.
The Bézier curve always passes through the first and
last control point and lies within the convex hull of the
control points. The curve is tangent to the vector of the
difference p1 − p0 at the start point and to the vector of
the difference pb − pb−1 at the goal point. A desirable
property of these curves is that the curve can be translated
and rotated by performing these operations on the control
points. The undesirable properties of Bézier curves are
their numerical instability for large numbers of control
points, and the fact that moving a single control point
changes the global shape of the curve. The former is
sometimes avoided by smoothly patching together loworder Bézier curves.

Pg(xg,yg)

qg

Po(xo,yo) P2(x2,y2)
P1(x1,y1)
D
qs
Ps(xs,ys)
x
Fig. 2.
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The Bézier curve.

y

Let us therefore defined the velocity in the normalized
time λ

Pg1(xg1,yg1)

3

v(λ) = ṙ(λ) = −4 (1 − λ) ps +
+4 (1 − λ) (1 − 4λ) p1 + 12λ (1 − λ) (1 − 2λ) po +
+4λ2 (3 − 4λ) p2 + 4λ3 pg (4)

Pg2(xg2,yg2)

Pg2(xg2,yg2)

The velocity vectors in the start position (λ = 0) and in
the goal position (λ = 1) than become:

Ps2(xs2,ys2)
(5)

r1 - r2
r2 (t )

This means that the vectors to the control points p1 and
p2 are defined as follows:

Ps1(xs1,ys1)

r1(t )

x

1
p1 = ps + v(0)
4
1
p2 = pg − v(1)
(6)
4
According to the orientation of the robot in the start and
goal positions θs and θg and given start and required
tangential velocities of the robot vs and vg , the velocity
vector can be written in x and y components as follows:
T

v(λ) = ṙ(λ) = −4 (1 − λ) ps +
+4 (1 − λ) (1 − 4λ) p1 + 12λ (1 − λ) (1 − 2λ) po +
+4λ2 (3 − 4λ) p2 + 4λ3 pg (4)
2
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the goal position (λ = 1) than become:
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Rλ
as si (λi ) = 0 i vi (λi )dλi , where vi (λi ) stands for the
tangential velocity in the normalized variable λi
¡
¢1
vi (λi ) =| ṙ(λi ) |= ẋ2i (λi ) + ẏi2 (λi ) 2
i (λi )
i (λi )
and ẏi (λi ) for dydλ
.
where ẋi (λi ) stands for dxdλ
i
i
To define the feasible reference path that will be
collision safe and will satisfy the maximal velocity vmaxi
of the mobile robot, the real time should be introduced.
The relation between the tangential velocity in normalized
time framework and the real tangential velocity is the
following
1
vi (t) =
vi (λi )
Tmaxi

T

v(0) = [vx (0) vy (0)] = [vs cos θs vs sin θs ]
T
T
v(1) = [vx (1) vy (1)] = [vg cos θg vg sin θg ]

Pg1(xg1,yg1)

3

2

v(0) = 4p1 − 4ps
v(1) = 4pg − 4p2

y

Let us therefore defined the velocity in the normalized
time λ

(7)

Using Eqs. 6 and 7, the control points P1 and P2 are uniformly defined. The only unknown control point remains
Po which will be defined by optimization to obtain the
optimal path which will be collision safe.
IV. O PTIMAL COLLISION AVOIDANCE BASED ON
B ERNSTEIN -B ÉZIER CURVES

The length of the path of the robot Ri from the start
control point to the goal point is now calculated as:
Z 1
¡ 2
¢1
si =
(ẋi (λi )) + ẏi2 (λi )) 2 dλi

In this subsection a detailed presentation of cooperative multiple robots collision avoidance based on Bézier
curves will be given by taking into account the velocity
constraints of the mobile robots. Let as assume the
number of robots equals n. The i-th robot is denoted as
Ri and has the start position defined as Psi (xsi , ysi ) and
the goal position defined as Pgi (xgi , ygi ). The normalized
time variable of i-th robot is denoted as λi = t/Tmaxi ,
where Tmaxi stands for the absolute maximal time of
the i-th robot. The reference path will be denoted with
T
the Bézier curve ri (λi ) = [xi (λi ), yi (λi )] . In Fig. 3 a
collision avoidance for n = 2 is presented for reasons of
simplicity.
The safety margin to avoid a collision between two
robots is, in this case, defined as the minimal necessary
distance between these two robots. The distance between
the robot Ri and Rj is rij (t) =| ri (t) − rj (t) |, i =
1, . . . , n, j = 1, . . . , n, i 6= j. Defining the minimal
necessary safety distance as ds , the following condition
for collision avoidance is obtained rij ≥ ds , 0 ≤ λi ≤
1, i, j. Fulfilling this criteria means that the robots will
never meet in the same region defined by a circle with
radius ds , which is called a non-overlapping criterion.
At the same time we would like to minimize the sum
of absolute maximal times for all robots. The length
of the path at the normalized time si (λi ) is defined

0

Assuming that the start Psi , the goal Pgi and P1i and P2i
control points are known, the global shape and length
of each path can be optimized by changing the flexible
control point Poi . The collision-avoidance problem is now
defined as an optimization problem as follows:
minimize

n
X

max (Tmaxi )

i=1

subject to
ds − rij (t) ≤ 0, ∀i, j, i 6= j, 0 ≤ t ≤ max (Tmaxi )
i
vi (t) − vmaxi ≤ 0, ∀i, 0 ≤ t ≤ max (Tmaxi ) (8)
i

The minimization problem is called an inequality optimization problem. Methods using penalty functions transform a constrained problem into an unconstrained problem. The constraints are added to the objective function
by penalizing any violation of the constraints. In our case
the following penalty function should be used to have the
unconstrained optimization problem
X
minimize F =
max (Tmaxi )+
i

407
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i

The minimization problem is called an inequality optimization problem. Methods using penalty functions transform a constrained problem into an unconstrained problem. The constraints are added to the objective function
by penalizing any violation of the constraints. In our case
the following penalty function should be used to have the
unconstrained optimization problem
X
minimize F =
max (Tmaxi )+
i
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max (0, ds − rij (t)) +

where xoi and yoi are defined as follows:
ysi + ygi
xsi + xgi
, yoi =
, i = 1, 2
xoi =
2
2
The initial maximal times are defined as Tmax1 = 10s
and Tmax2 = 20s to fulfill the maximal velocities constraints. The penalty parameters are c1 = 2 and c2 = 2.
The obtained results of the optimization routine are the
following Po1 (1.2505, 0.4996), Po2 (0.1076, 0.3161) and
Tmax1 = 7.3004 and Tmax2 = 7.3006. The minimal
value of penalty function F equals to maximal time
Tmax2 .
The real tangential velocities profiles of avoiding robots
R1 and R2 in normalized time variable are given in Fig. 4.
It is shown that the velocities profiles of both robots fulfill
the boundary velocities requirements and also fulfill the
allowed maximal velocities conditions. The simulated po-

ij

Xij
+c2
max (0, vi (t) − vmaxi ) ,
i

i

i, j, i 6= j, 0 ≤ t ≤ max (Tmaxi )
i

subject to
Po , Tmax

(9)

where c1 and c2 stand for a large scalar to penalize
the violation of constraints and the solution of the minimization problem minPo F is a set of n control points
Po = {Po1 , . . . , Pon } and Tmax a set of n maximal times
Tmax = {Tmax1 , . . . , Tmaxn }. Each optimal control
point Poi , i = 1, . . . , n uniformly defines one optimal
path, which ensures collision avoidance in the sense of a
safety distance and will be used as a reference trajectory
of the i-th robot and will be denoted as ri (t). The optimal
solution is also subjected to the time, because also the
velocities of the robots are taken into account in the
penalty function.
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V. S IMULATION R ESULTS
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In this section the simulation results of the optimal
cooperative collision avoidance between three mobile
robots are shown. The study was made to elaborate the
possible use in the case of a real mobile-robot platform.
In the real platform we are faced with the limitation of
control velocities and accelerations. The simulation study
was done for two mobile robots only, because of the
transparency. The maximal allowed tangential velocity of
the first mobile robot is vmax1 = 0.3m/s and the maximal
allowed tangential velocity for the second mobile robot is
defined as vmax2 = 0.25m/s.
The starting pose of the first mobile robot
R1 ¤in
£
T
generalized coordinates is defined as qs1 = 0, 1, − π4
£
¤
T
and the goal pose as qg1 = 1, 0.5, − 3π
. The boundary
4
velocities of the first mobile robot are the start tangential
velocity vs1 = 0.10m/s and the goal tangential velocity
v = 0.10m/s. The second robot R2 starts in qs2 =
£ g1
¤T
£
¤T
1, 0, − 3π
and has the goal pose qg2 = 0.5, 1, −3π
.
4
4
The boundary velocities of the second mobile robot are
the start tangential velocity vs2 = 0.10m/s and the
goal tangential velocity vg2 = 0.10m/s. The x and y
coordinates are defined in meters. The safety distance is
defined as ds = 0.40m.
The optimal set Po can be found by using one of
the unconstrained optimization methods, but the initial
conditions are very important. The optimization should
be started with initial parameters which ensure a feasible
solution. We are optimizing the total sum of all paths
which are subjected to the certain conditions according
to the safety distances and velocities of the robots. The
velocity condition implies the implementation of the
maximal time for each robot into the optimization routine.
This implies that the initial set Po will be defined as
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Fig. 4. The real velocities of avoiding robots R1 and R2 in normalized
time variable.
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The paths of collision avoiding robots R1 and R2 .

between the mobile robots are shown. It is also shown that
all the distances r12 satisfy the safety-distance condition.
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VI. C ONCLUSION

The optimal cooperative collision-avoidance approach
based on Bézier curves allows us to include different
criteria in the penalty functions. In our case the reference
path of each robot from the start pose to the goal pose
is obtained by minimizing the penalty function, which
takes into account the sum of all absolute maximal times
subjected to the distances between the robots, which
should be bigger than the minimal distance defined as the
safety distance and the maximal velocities of the robots.
The proposed cooperative collision-avoidance method for
multiple nonholonomic robots based on Bézier curves
shows great potential and in the future will be implemented on a real mobile-robot platform.

The optimal cooperative collision-avoidance approach
based on Bézier curves allows us to include different
criteria in the penalty functions. In our case the reference
path of each robot from the start pose to the goal pose
is obtained by minimizing the penalty function, which
takes into account the sum of all absolute maximal times
subjected to the distances between the robots, which
should be bigger than the minimal distance defined as the
safety distance and the maximal velocities of the robots.
The proposed cooperative collision-avoidance method for
multiple nonholonomic robots based on Bézier curves
shows great potential and in the future will be implemented on a real mobile-robot platform.
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squares method (Fikar and Mikleš 1999) was used for
the parameter estimation.
All proposed control strategies were verified by and
simulations in mathematical software MATLAB 6.5.
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MODEL OF THE PLANT

The role and importance of the simulation rises with the
increasing speed of computers and simulation tools
provided nowadays. Safety and less money and time
demands gives a computer simulation big advantage
over the experiments on a real system or its model. The
paper deals with simulation of an adaptive control on a
nonlinear system represented by a Continuous Stirred
Tank Reactor (CSTR). This system is mathematically
described by a set of Ordinary Differential Equations
(ODE) which are first solved numerically to obtain
steady-state and dynamic behaviour of the system. The
adaptive control is based on the recursive identification
of an External Linear Model (ELM) as a representation
of the originally nonlinear system. The polynomial
approach together with the pole-placement method
gives sufficient control results although the system has
negative control properties.

The reactor under the consideration is an Isothermal
reactor with complex reaction (Ingham et al. 2000).
Reactions inside the reactor can be described by
following relations:
k1
A + B ⎯⎯
→X
k2
B + X ⎯⎯
→Y

(1)

B + Y ⎯⎯→ Z
k3

These reactions have sequential (A Æ X Æ Y Æ Z) as
well as parallel characteristics (B Æ X, B Æ Y, B Æ
Z). Some simplifications must be introduced because of
complexity of this system. We assume that the reactant
inside the tank is perfectly mixed and volume of the
reactant is constant during the reaction. The
mathematical model of the system is then derived from
the material balances inside the reactor:
dc A q
= ( cA0 − cA ) − k1 ⋅ cA ⋅ cB
(2)
dt V

INTRODUCTION
The Continuous Stirred Tank Reactors (CSTRs) are
often used in chemical or biochemical industry for their
good control properties. The flow of reactant is fluent
and it can be in most cases easily controlled by the
volumetric flow rate (Ingham et al. 2000).
This paper deals with adaptive control of the isothermal
CSTR with complex reaction inside the tank (Russell
and Denn 1972). This system is mathematically
described by the set of five Ordinary Differential
Equations (ODE) which are solved numerically via
well-known Runge-Kutta’s standard method (Johnston
1982). The steady-state and dynamic analyses presented
in (Zelinka et al. 2006) results in optimal working point
and the choice of the External Linear Model (ELM)
which represents the originally nonlinear CSTR.
The polynomial approach together with a poleplacement method and spectral factorization are used
for design of a controller. Parameters of the controller
are periodically recomputed according to the parameters
of the ELM which are estimated recursively during the
control (Bobal et al. 2005). The ordinary recursive least

dcB q
= ( cB 0 − cB ) − k1 ⋅ c A ⋅ cB −
dt V
−k2 ⋅ cB ⋅ cX − k3 ⋅ cB ⋅ cY

(3)

dc X q
= ( c X 0 − c X ) + k1 ⋅ c A ⋅ cB − k2 ⋅ cB ⋅ c X
dt
V

(4)

dcY q
= ( cY 0 − cY ) + k2 ⋅ cB ⋅ c X − k3 ⋅ cB ⋅ cY
dt V

(5)

dcZ q
= ( cZ 0 − cZ ) + k3 ⋅ cB ⋅ cY
(6)
dt V
This set of nonlinear ODE describes behaviour of the
state variables which are in this case concentrations of
components A, B, X, Y and Z – cA, cB, cX, cY and cZ in
time t. Under the simplifications introduced above, this
model belongs to the class of nonlinear lumpedparameters systems.
In the set (2) – (6) q denotes volumetric flow rate, V is
volume of the tank, k describes rate constants and c are
concentrations. Numerical subscripts 1, 2 and 3
represent reaction steps.
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y ( t ) = cZ ( t ) − cZs

Output responses shown in Figure 2 shows that this
output can be mathematically represented by the second
order transfer function with relative order one:
b (s)
b1 s + b0
G ( s) =
=
(9)
2
a ( s ) a2 s + a1 s + a0

Schematic representation of the reactor can be seen in
Figure 1 and technological parameters and constans are
shown in Table 1.

cooling

q,cA0,c B0

V,cA , cB , c X , c Y, cZ
reactant

where s is a complex variable, a0,1,2 and b1,0 are
coefficients and b0, b1 differs in sign for non-minimum
phase systems. The transfer function with the first order
or the second order with relative order two, i.e.
b0
b0
G( s) =
, G( s) =
(10)
a1 s + a0
a2 s 2 + a1 s + a0

q, c A , cB ,
c X , c Y, c Z

Figure 1: Continuous Stirred Tank Reactor

could be used too, but simulation experiments have
shown that transfer function (9) is more suitable
because it can include non-minimum behaviour which
cannot be seen from the dynamic behaviour but it can
occur in some working points during the control. For
further computation we expect a2 = 1.

STEADY-STATE AND DYNAMIC ANALYSES
Steady-state Analysis
The steady-state analysis is the first step in the
preparation of the optimal controller. It shows
behaviour of the system in the steady-state,
mathematically for t Æ ∞ and results in optimal
working point in the sense of maximal effectiveness and
concentration yield.
The static characteristic for different input volumetric
flow rate q presented in (Zelinka et al. 2006) shows that
this system has nonlinear behaviour. The volumetric
flow rate of the reactant qs = 0.0001 m3.s-1 was chosen
as a working point for the dynamic analysis and control.
Steady-state values of the state variables in this working
point are:
c As = 0.2407 kmol.m −3

cBs = 0.1324 kmol.m −3

cXs = 0.0024 kmol.m −3

cYs = 0.0057 kmol.m −3 (7)

ADAPTIVE CONTROL
Adaptive control is one of the dynamically expanding
modern control approaches which can be used for
systems with time delays, nonlinear systems, nonminimum phase systems etc. These systems have
negative properties from the control point view and
control responses with classical P, PI, PID etc.
controllers can result in unstable or non-optimal
responses.
The adaptive approach used in this work is based on a
choice of the External Linear Model (ELM) of the
nonlinear process, parameters of which are estimated
recursively and the controller parameters are then
recomputed in every step according to the estimated
parameters of the ELM (Bobal et al. 2005).
The resultant controller works in continuous-time and in
our case its structure corresponds to the structure of the
real PID controller but its parameters vary according to
the actual working point.

cZs = 0.1513 kmol.m −3

Dynamic Analysis
Dynamic behaviour of the system is obtained after a
change of the input volumetric flow rate q. Figure 2
displays output responses of concentration cz to four
step changes of the input variable q (∆q = ±100%,
±50% of q) related to its steady-state value.

-3

y(t) [kmol.m ]

0.050

External Linear Model(ELM)
As it is written above, the originally nonlinear system is
replaced by the External Linear Model (ELM). We have
chosen the transfer function described by the equation
(9) from the previous chapter, i.e.
Y (s) b (s)
b1 s + b0
=
=
G( s) =
2
U ( s ) a ( s ) a2 s + a1 s + a0

∆q = -100%

0.025

∆q = -50%

0.000
∆q = 50%

This transfer function fulfils a condition of properness
deg b ≤ deg a .
The ELM can be in continuous time or discrete time
form. In this work, δ–model was used as an ELM. This

∆q = 100%

-0.025
0

5000

10000

15000

(8)

20000

t [s]

Figure 2: Time response of the output y for various step
changes of the input volumetric flow rate q
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k1 = 5×10-4 m3.kmol-1.s-1
k3 = 2×10-2 m3.kmol-1.s-1
cA0 = 0.4 kmol.m-3
cX0 = 0 kmol.m-3
cZ0 = 0 kmol.m-3

This recomputation is because of better display of the
output response - steady-state values are initial
conditions for numerical solving of the set of ODE (2)(6) and consequently the graph starts in zero, i.e.

k2 = 5×10-2 m3.kmol-1.s-1
V = 1 m3
cB0 = 0.6 kmol.m-3
cY0 = 0 kmol.m-3

y ( t ) = cZ ( t ) − cZs
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V,cA , cB , c X , c Y, cZ
reactant
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STEADY-STATE AND DYNAMIC ANALYSES
Steady-state Analysis
The steady-state analysis is the first step in the
preparation of the optimal controller. It shows
behaviour of the system in the steady-state,
mathematically for t Æ ∞ and results in optimal
working point in the sense of maximal effectiveness and
concentration yield.
The static characteristic for different input volumetric
flow rate q presented in (Zelinka et al. 2006) shows that
this system has nonlinear behaviour. The volumetric
flow rate of the reactant qs = 0.0001 m3.s-1 was chosen
as a working point for the dynamic analysis and control.
Steady-state values of the state variables in this working
point are:
c As = 0.2407 kmol.m −3

cBs = 0.1324 kmol.m −3

cXs = 0.0024 kmol.m −3

cYs = 0.0057 kmol.m −3 (7)

ADAPTIVE CONTROL
Adaptive control is one of the dynamically expanding
modern control approaches which can be used for
systems with time delays, nonlinear systems, nonminimum phase systems etc. These systems have
negative properties from the control point view and
control responses with classical P, PI, PID etc.
controllers can result in unstable or non-optimal
responses.
The adaptive approach used in this work is based on a
choice of the External Linear Model (ELM) of the
nonlinear process, parameters of which are estimated
recursively and the controller parameters are then
recomputed in every step according to the estimated
parameters of the ELM (Bobal et al. 2005).
The resultant controller works in continuous-time and in
our case its structure corresponds to the structure of the
real PID controller but its parameters vary according to
the actual working point.

cZs = 0.1513 kmol.m −3

Dynamic Analysis
Dynamic behaviour of the system is obtained after a
change of the input volumetric flow rate q. Figure 2
displays output responses of concentration cz to four
step changes of the input variable q (∆q = ±100%,
±50% of q) related to its steady-state value.
0.050

External Linear Model(ELM)
As it is written above, the originally nonlinear system is
replaced by the External Linear Model (ELM). We have
chosen the transfer function described by the equation
(9) from the previous chapter, i.e.
Y (s) b (s)
b1 s + b0
=
=
G( s) =
2
U ( s ) a ( s ) a2 s + a1 s + a0

∆q = -100%

0.025

∆q = -50%

0.000
∆q = 50%

This transfer function fulfils a condition of properness
deg b ≤ deg a .
The ELM can be in continuous time or discrete time
form. In this work, δ–model was used as an ELM. This

∆q = 100%

-0.025
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5000

10000

15000

(8)

Output responses shown in Figure 2 shows that this
output can be mathematically represented by the second
order transfer function with relative order one:
b (s)
b1 s + b0
G ( s) =
=
(9)
2
a ( s ) a2 s + a1 s + a0

Schematic representation of the reactor can be seen in
Figure 1 and technological parameters and constans are
shown in Table 1.

cooling

k2 = 5×10-2 m3.kmol-1.s-1
V = 1 m3
cB0 = 0.6 kmol.m-3
cY0 = 0 kmol.m-3

Table 1: Parameters of the reactor

-3

k1 = 5×10-4 m3.kmol-1.s-1
k3 = 2×10-2 m3.kmol-1.s-1
cA0 = 0.4 kmol.m-3
cX0 = 0 kmol.m-3
cZ0 = 0 kmol.m-3

This recomputation is because of better display of the
output response - steady-state values are initial
conditions for numerical solving of the set of ODE (2)(6) and consequently the graph starts in zero, i.e.

y(t) [kmol.m ]

Table 1: Parameters of the reactor

20000

t [s]

Figure 2: Time response of the output y for various step
changes of the input volumetric flow rate q
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model belongs to the class of discrete models but its
properties are different from the classical discrete model
in the Z-plain. If we want to convert
Z-model to δ–model, we must introduce a new complex
variable γ computed as (Mukhopadhyay et al. 1992)
z −1
γ=
(11)
α ⋅ Tv ⋅ z + (1 − α ) ⋅ Tv

methods and it can be formally described by the set of
equations (Fikar and Mikles 1999):

We can obtain infinitely many models for optional
parameter α from the interval 0 ≤ α ≤ 1 and a sampling
period Tv, however a forward δ-model was used in this
work which has γ operator computed via
z −1
α =0⇒γ =
(12)
Tv

( k ) ⋅ P ( k − 1)
ˆ
ˆ
θ ( k ) = θ ( k − 1) + L ( k ) ε ( k )

ε ( k ) = y ( k ) − ϕ T ( k ) ⋅ θˆ ( k − 1)
γ ( k ) = ⎡⎣1 + ϕ T ( k ) ⋅ P ( k − 1) ⋅ ϕ ( k ) ⎤⎦
L ( k ) = γ ( k ) ⋅ P ( k − 1) ⋅ ϕ ( k )
⋅ϕ

Configuration of the Controller
The configuration with one degree-of-freedom (1DOF)
was used for the control system set-up. This form has a
controller in the feedback part – see Figure 3.
w

u

G

y

The block G in the Figure 3 represents the transfer
function of the plant (9), w is the wanted value
(reference signal), e stands for the control error (e = w y), v is a disturbance, u is used for the control variable
and y denotes the controlled output. Block Q is a
transfer function of the controller which ensures
stability, asymptotic tracking of the reference signal and
load disturbance attenuation and it can be described by
the polynomials in s-plain as
q (s)
Q (s) =
(20)
s ⋅ p (s)

(15)

where degrees of the polynomials are computed from

u (k − 1) − u (k − 2)
uδ (k − 1) =
Tv

deg q ( s ) = deg a ( s ) , deg p ( s ) ≥ deg a ( s ) − 1 (21)

and parameters of the polynomials p ( s ) and q(s) are

uδ (k − 2) = u (k − 2)

computed from a Diophantine equation (Kucera 1993):
a (s) ⋅ s ⋅ p (s) + b (s) ⋅ q (s) = d (s)
(22)

where Tv is a sampling period, the data vector is then
T

Polynomials a(s) and b(s) are known from the recursive
identification and the polynomial d(s) on the right side
of (22) is an optional stable polynomial. Roots of this
polynomial are called poles of the closed-loop and their
position affects quality of the control. The degree of the
polynomial d(s) is in this case

(16)

and the vector of estimated parameters
θˆT ( k ) = ⎡⎣ aˆ1 , aˆ0 , bˆ1 , bˆ0 ⎤⎦
(17)
can be computed from the ARX (Auto-Regressive
eXtrogenous) model
yδ ( k ) = θδT ( k ) ⋅ ϕδ ( k − 1)

Q

v

Figure 3: 1DOF control configuration

y (k − 1) − y (k − 2)
Tv

… , uδ ( k − 1) , uδ ( k − 2 ) ⎤⎦

e

-

where yδ is the recomputed output to the δ-model:
y (k ) − 2 y (k − 1) + y (k − 2)
yδ ( k ) =
Tv2

φ ( k − 1) = ⎡⎣ − yδ ( k − 1) , − yδ ( k − 2 ) ,…

T

Where ε denotes a prediction error and P is a
covariance matrix.

where t’ denotes discrete time and δ is the operator
defined according to (12). With decreasing value of the
sampling period Tv parameters of polynomials a’(δ) and
b’(δ) approach the parameters of the continuous-time
model (Stericker and Sinha 1993).
The relation for the actual output is derived from the
(13) as
yδ ( k ) = − a1 yδ ( k − 1) − a0 yδ ( k − 2 ) +
(14)
+ b1uδ ( k − 1) + b0 uδ ( k − 2 )

yδ ( k − 2) = y (k − 2)

(19)

P ( k ) = P ( k − 1) − γ ( k ) ⋅ P ( k − 1) ⋅ ϕ ( k ) ⋅

The ELM (9) is then rewritten to the general differential
equation
a ′ ( δ ) y ( t ′ ) = b′ (δ ) u ( t ′ )
(13)

yδ ( k − 1) =

−1

deg d ( s ) = deg a ( s ) + deg p ( s ) + 1

(23)

A choice of the roots needs some a priory information
about the system’s behaviour. It is good to connect
poles with the parameters of the system via spectral
factorization.
The polynomial d(s) is then of the fourth degree and it
can be rewritten for aperiodical processes to the form

(18)

by some of the recursive least squares methods.
Simulation experiments have shown that there is no
need to use forgetting factors because the resulted
output response is the same for Ordinary Recursive
Least Squares (ORLS) method and its modifications.
The ORLS method is one of the basic identification

d (s) = n (s) ⋅(s + α )
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deg d − deg n

(24)
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methods and it can be formally described by the set of
equations (Fikar and Mikles 1999):

We can obtain infinitely many models for optional
parameter α from the interval 0 ≤ α ≤ 1 and a sampling
period Tv, however a forward δ-model was used in this
work which has γ operator computed via
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(12)
Tv
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ε ( k ) = y ( k ) − ϕ T ( k ) ⋅ θˆ ( k − 1)
γ ( k ) = ⎣⎡1 + ϕ T ( k ) ⋅ P ( k − 1) ⋅ ϕ ( k ) ⎦⎤
L ( k ) = γ ( k ) ⋅ P ( k − 1) ⋅ ϕ ( k )

θˆ ( k ) = θˆ ( k − 1) + L ( k ) ε ( k )

Where ε denotes a prediction error and P is a
covariance matrix.
Configuration of the Controller
The configuration with one degree-of-freedom (1DOF)
was used for the control system set-up. This form has a
controller in the feedback part – see Figure 3.
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computed from a Diophantine equation (Kucera 1993):
a (s) ⋅ s ⋅ p (s) + b (s) ⋅ q (s) = d (s)
(22)

where Tv is a sampling period, the data vector is then

Polynomials a(s) and b(s) are known from the recursive
identification and the polynomial d(s) on the right side
of (22) is an optional stable polynomial. Roots of this
polynomial are called poles of the closed-loop and their
position affects quality of the control. The degree of the
polynomial d(s) is in this case
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and the vector of estimated parameters
θˆT ( k ) = ⎡⎣ aˆ1 , aˆ0 , bˆ1 , bˆ0 ⎤⎦
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can be computed from the ARX (Auto-Regressive
eXtrogenous) model
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The block G in the Figure 3 represents the transfer
function of the plant (9), w is the wanted value
(reference signal), e stands for the control error (e = w y), v is a disturbance, u is used for the control variable
and y denotes the controlled output. Block Q is a
transfer function of the controller which ensures
stability, asymptotic tracking of the reference signal and
load disturbance attenuation and it can be described by
the polynomials in s-plain as
q (s)
Q (s) =
(20)
s ⋅ p (s)
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where yδ is the recomputed output to the δ-model:
y (k ) − 2 y (k − 1) + y (k − 2)
yδ ( k ) =
Tv2

yδ ( k − 2) = y (k − 2)

(19)

P ( k ) = P ( k − 1) − γ ( k ) ⋅ P ( k − 1) ⋅ ϕ ( k ) ⋅

The ELM (9) is then rewritten to the general differential
equation
a ′ ( δ ) y ( t ′ ) = b′ (δ ) u ( t ′ )
(13)

yδ ( k − 1) =

−1

deg d ( s ) = deg a ( s ) + deg p ( s ) + 1

(23)

A choice of the roots needs some a priory information
about the system’s behaviour. It is good to connect
poles with the parameters of the system via spectral
factorization.
The polynomial d(s) is then of the fourth degree and it
can be rewritten for aperiodical processes to the form

(18)

by some of the recursive least squares methods.
Simulation experiments have shown that there is no
need to use forgetting factors because the resulted
output response is the same for Ordinary Recursive
Least Squares (ORLS) method and its modifications.
The ORLS method is one of the basic identification

d (s) = n (s) ⋅(s + α )
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deg d − deg n

(24)

As written above, the second order transfer function
with the relative order one was chosen as an ELM of the
system. As a result, degrees of the polynomials are
computed via (21): deg q ( s ) = 2 and deg p ( s ) = 1
q2 s + q1 s + q0
s ⋅ ( p1 s + p0 )
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where α > 0 is an optional parameter which reflects
some of the closed-loop roots. Parameters of the
polynomial n(s) which are computed from the spectral
factorization are defined as:
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Figure 5: Input variable u(t) for various values of
parameter α
The quality of the control was evaluated by the quality
criteria Su and Sy computed for a time interval as
N

Su = ∑ ( u ( i ) − u ( i − 1) )
i=2
N

S y = ∑ ( w (i ) − y (i ))

2

, for N =

2

Tf
Tv

(30)

i =1

where Tf is the final time – in this case Tf = 10 000 s.

−3

(29)

Table 2: Criteria of control quality

The control study was done for time 10 000 s with the
sampling period Tv = 2 s. The input variable u(t) was
limited due to the physical realization to the bounds
u(t) = <–100%;+100%>. The initial parameters for
identification were – θˆΤ = [ 0.1, 0.1, 0.1, 0.1] and Pii =

α = 0.005
α = 0.01
α = 0.05

Su
5812.4614
49566.6667
116646.6775

Sy
0.0040
0.0026
0.0031

Results for all three simulation studies are shown in
Table 2. As you can see, increasing value of the
parameter α affects mainly changes of the action value
u(t) which is illustrated by the criterion Su. On the other
hand, value of the criterion Sy, which is related to the
control error, is the best for α = 0.01 and nearly similar
to the other values.
The Figure 6 and Figure 7 display course of the
identified parameters during control. Lines clearly show
that the chosen ordinary recursive least-squares method
has no problem with the identification of the ELM
except for the starting time – that is why the data in both
figures are cut from time 200 s when we have enough
information about the system. The Figure 7 shows that
b’0 has very small value and does not change
significantly during the control which means that we
could neglect it.

1·107 for i = 1,..,4. The simulation study was peformed
for a different position of the parameter α = 0.005; 0.01
and 0.05 and for five step changes of the reference
signal w(t) every 2 000 s. Results are shown in Figure 4
and Figure 5.
The results show that the control response is quicker
with the increasing value of α. On the other hand, the
course of the input variable u(t) is smoother and
overshoots of the output variable are lower for lower
values of α. The overshoots of the output variable are a
bit higher and changes of the input variable are big after
the step change of the reference signal at the very
beginning of the control. This is caused by the recursive
identification which has small problems because of less
amount of information at the beginning.
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parameter α

Simulation results
Simulation experiments of the adaptive control
theoretically described in previous sections were done
in the mathematical software Matlab, version 6.5.1.
As it is written in the dynamic analysis part, the
concentration of the output Z, cZ, subtracted from its
steady-state value cZs was chosen as the output variable
y and the change of the input volumetric flow rate, ∆q
in %, was set as the control input variable u, i.e.
s
Z

0.000

Figure 4: Output variable y(t) for various values of
parameter α
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and a’0 during the control
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CONCLUSION

The paper presents simulation results of the control of
the nonlinear process represented by the isothermal
CSTR with a complex reaction. The used adaptive
control is based on the recursive identification of the
external linear model of the nonlinear plant where
estimated parameters of the system are used for
computation of the controller’s parameters via the
polynomial approach and pole-placement method.
Control results show that the proposed controller has
good control responses although the system has
nonlinear behaviour. Moreover, the output can be tuned
by the choice of a different position of the parameter α.
Increasing value of the parameter results in higher speed
of the control. However smaller values of this parameter
produce lower overshoots and smoother course of the
control action. The simulation studies show that there is
no need to use forgetting factors in the recursive
identification because the used ordinary recursive leastsquares method has no problem with the estimation.
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ABSTRACT

ABSTRACT

High energy ball mills are used to grind powder
material down to a particle size below one micron. Up
to now, the detailed physical mechanisms of the
grinding process inside the mill have not been fully
understood. Hence, the design of these mills as well as
their process parameters is based on empirical results.
The ball mill has been simulated by discrete event
simulation (DES) using typical process parameters to
monitor the balls motion and their collisions. The DES
method – if applicable – strongly outperforms typical
DEM methods.
Furthermore parameter variations of the main process
parameters have been made and the distribution of the
balls impact velocities in normal direction has been
analyzed, which is responsible for the grinding effect.
Based on the new knowledge about the ball’s motion
inside the grinding chamber and the probability
distribution of the impact’s velocity, we developed a
new grinding chamber. Its shape has been optimized by
a computer simulation. The new design of the grinding
chamber allows higher impact velocities and therefore
finer powder of new mechanical alloyed powders.
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parameters have been made and the distribution of the
balls impact velocities in normal direction has been
analyzed, which is responsible for the grinding effect.
Based on the new knowledge about the ball’s motion
inside the grinding chamber and the probability
distribution of the impact’s velocity, we developed a
new grinding chamber. Its shape has been optimized by
a computer simulation. The new design of the grinding
chamber allows higher impact velocities and therefore
finer powder of new mechanical alloyed powders.

Figure 1: Transparent experimental grinding chamber of
a high energy ball mill
Event driven molecular dynamics processes in general
are modeled as a series of discrete instantaneous
collision events. These events are stored in an event list
ordered by time.
The Simulation Loop
Generally, the event processing in this paper is a
iteration over the steps 1-4 below [1], [2]:
1. The simulation clock jumps from one collision event
to the next. The simulation time is updated by
handling the next event of the event list, e.g. a ball to
ball collision.
2. The algorithm searches for the next possible
collision time for each of the two balls involved.
This is computed analytically. In a system of hard
spheres, events refer to collisions, involving:
• exactly two balls
• one ball and the cylindrical walls of the drum
• one ball and the flat side walls of the drum
• ball and one of the rotor blades
The collision time is the flight time from the actual
event to the new event.
3. The locations of the two new collisions are
calculated using the flight time just computed to the
collision point. The calculation of the collision
response leads to the new flight direction at this
point caused by the collision event.
4. These new events are inserted into the event list.
Hereby, predicted collisions may become invalid as
a result of another ball crossing a flight path. In this
case, the event list handling routine must ensure

DISCRETE EVENT SIMULATION
The grinding medium (about 4000 steel balls in a lab
scale mill) is accelerated by rotor blades in a horizontal
drum (Figure 1). The powder is grinded between two
colliding balls. Hence, the collisions between balls as
well as the grinding chamber are the important events to
monitor. Due to the high number of objects, efficiency
is a major goal of algorithm development.
In the case of the ball mill observations with typical
process parameters in a transparent grinding chamber
using a high speed camera have shown that only pair
wise collisions occur [1]. Thus, collisions can be
modeled as instantaneous and pair wise. Consequently,
in this work, the high energy ball mill is described by an
event driven particle simulation using collisions as basic
events.
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consistency by deleting the invalid events and all
events following.
Operations 1 and 4 are the event handling routines.
Several approaches exist to speed up the access
operations of the event list [6]. In [2], an efficient data
structure to handle these operations was presented.
Steps 2 and 3 function quite differently than in
continuous simulations, and are described in the
immediately following sections.

Collision Response
Energy will be dissipated when a collision takes place,
resulting in a lower kinetic energy after the collision.
Theoretical investigations commonly use the inelastic
hard spheres model, which has proven very useful,
despite the simplicity of its definition: hard spheres
undergo binary inelastic momentum-conserving
collisions, thereby losing a fraction of their relative
normal velocity during the collision (and therefore
losing energy). The ratio of the (relative) velocity in the
r
r
normal direction before vn and after vn′ the collision is

Collision Detection
Air resistance can be neglected due to the fact that the
process in evacuated, because many powders become
extremely reactive when they are processed under a
normal atmosphere.
Most of the computational time in continuous
simulations is spent for the correct calculation of the
ball positions. Assuming that a priori information about
the evacuated grinding chamber, the absence of air
resistance and Magnus forces are given. Thus, there is
no need for numerical integrators, because the ODE for
the trajectory has a well known analytical solution given
by a parabolic flight path, equation (1).
r
r r 1r
(1)
s(t) = r + vt + gt 2
2
Here, all the vectors are in three dimensional space, the
r
gravity vector g is defined to be negative in the zdirection, and the initial position and velocity are given
r
r
by r and v respectively.
The contact time of the collisions is assumed to be
negligible. Hence, the probability of multiple contacts is
zero. The balls are modeled as hard spheres undergoing
binary inelastic momentum-conserving collisions [4].
Due to the fact that only pair wise collisions are
allowed, the algorithm checks collisions from the
viewpoint of one single ball against the other objects
separately. Objects are members of a class (body
shapes), namely about 4000 balls in the balls class, 5
rotor blades in the rotor class, one drum and two walls
[4].
For each class, a time dependent distance function has
to be defined, representing exactly the distance between
the surface of the actually observed free flying ball
(equation (1)) and the surface of a member of the other
object class. The ball will collide with the other object
when the distance of the surface is zero for the first
time.
When using DES, time-space collision coordinates are
computed by finding the minimum positive real root of
the distance function of each object. These different
collision times are calculated separately, ignoring the
presence of other objects. Hence, for each class, a
minimal collision time will be calculated. Only the first
of these is valid, because the ball will change its
direction after this collision.
If, in one class, no collision can be found, e.g. no ball to
ball collision, its value is set to infinity. A collision with
the system’s boundary will take place in any case.

the normal restitution coefficient, εn [3, 4, 5, 6]:
r
r
vn′ = -ε n vn
(0 ≤ ε n ≤ 1)

(2)
A fully elastic collision, without any energy dissipation,
is represented by εn = 1, whereas a fully plastic collision
is represented by εn = 0. Physically, the loss of kinetic
energy in the normal direction will cause the ball to
bounce back at a lower angle α’ (Figure 2).
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Figure 2: The loss of kinetic energy in normal direction
causes the ball to bounce back in a lower angle.
The collision response of two balls with the same mass
r
can be calculated using equation (3). Here, e is the unit
vector through the balls’ centres during the collision.
r
The normal velocity component vn in equation (3) is
r r r
calculated by (vrel e ) e
r r 1
r r r
v ′ = v ± ( ε n + 1) (vrel e ) e
2

(3)

SIMULATOR VERIFICATION
The accuracy of the numerical calculations in general,
and the validity of the molecular dynamic model in
particular, can be conveniently checked by performing a
molecular dynamic simulation of an ideal gas with the
simulation program. For a system of elastic hard
spheres, abbreviated below as “ideal gas”, the molecules
are modelled as hard spheres undergoing fully elastic
collisions. In the absence of gravity, only kinetic energy
is present, and the sum of all kinetic energies must be
constant over time. Any deviation from this constant
value must be caused by numerical or algorithmic
errors.
In the experiment, n = 4000 balls are homogeneously
positioned in a cylinder. The initial direction of each
velocity vector is equally distributed in space, but every
ball has the same initial absolute velocity. Every 0.03
seconds, the n absolute velocities and the n(n-1)/2
relative velocities are measured. Furthermore, the
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Figure 4: Snapshot of a rendered video (right) and the
high speed video (left). The velocity of the balls is color
coded (right).
OPTIMIZATION OF THE GRINDING CHAMBER

Ideal Gas Experiment

0.05

A statistical analysis of the collisions in space has
shown that most collisions (> 50%) take place at the
border of the grinding chamber (Figure 5, left). But the
collisions with the highest energy transfer take place in
the domain of the rotor blades (Figure 5, right). The
maximum of the velocity distribution is equal to the
velocity of a ball which falls from a height of 1.5 mm to
the ground. I other words: Efficient collisions take place
very rarely.
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normal components (important for the milling process)
of the velocity of the m collisions during the time
interval are measured. In theory, the empirical
distribution of the absolute and relative velocity of the
balls should perfectly fit a Maxwell distribution. The
empirical distribution of the normal components should
fit a Rayleigh distribution [6]. In [7] similar
distributions have been computed for the generalized
case of non-Maxwellian distributions.
As an example, the histogram of the normal components
during 0.06 and 0.09 seconds of simulated time is
shown in Figure 3. Additionally, the theoretical
Rayleigh distribution and the corresponding Maxwell
distribution are shown for comparison.
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Figure 3: Circles: Measured normal component of the
collision velocity between 0.06s and 0.09s. Line:
Maxwell probability distribution. Dashed Line:
Rayleigh probability distribution
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Mathematical Model of the improved shape
Based on the knowledge of the grinding media motion
inside the grinding chamber, three patents have been
filed. The basic concept is to move the balls away from
their circular path. One idea is to add concave parts
inside the grinding chamber, e.g. a wavy shape.
These buckles have two parameters, namely the number
of the buckles n and the height of the buckles h.
The wavy shape is assembled by alternating convex and
concave parts of circles (Figure 6, green and blue
circles). The bending of the curve switches at the
contact point of the circles. The height h is the
alternating minimal and maximal distance relative to the
original circle – Figure 6, red line.
Depending on the position of the midpoint of a circle, a
ball collides with its inner or outer surface. If the
midpoint of a circle is located outside of the original
shape (Figure 6, green circles), the ball will collide its
outside. If the midpoint of a circle is located inside of
the original shape (Figure 6, blue circles), then the ball
will collide inside.
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Figure 5: Axial cut. Left: Color coded number of
collisions. Right: Color coded collision velocity.

All samples created by the various experiments
repeatedly passed a chi square test with a probability of
0.9. Furthermore, it could be measured that the balls’
positions are equally distributed per volume element,
and that each velocity component has a normal
distribution, which further proves the ideal gas behavior
and the correctness of this simulation algorithm.
For visual observations, the ball’s positions have been
rendered using POWRAY 3.6 (Figure 4, right). The
velocities are color coded. This visual aid turned out to
be a powerful tool for code debugging because an
irregular ball behavior (as e.g. incontinency)
immediately becomes visible.
Furthermore the videos of the simulations and the
videos of the high speed video camera have been
combined. It is possible to compare both and to verify
the quality of the simulation results (Figure 4).
The computing time for 1 second real time is about 6
minutes on a standard computer (2 GHz CPU).
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paths and evaluating the effects of control works (e.g.
embankments or channels). A crucial role is certainly
covered by the simulation model, which must be
characterized by an elevated degree of reliability. In
other words, it must be properly calibrated, in order to
reproduce a particular case of study at best, and
validated on a sufficient number of different cases, in
order to assess its goodness. SCIARA (Barca et al.
1994) is a family of deterministic MCA models,
specifically developed for simulating lava flows, in
particular for the Etnean “aa” type, which are
characterized by a relatively high viscosity degree.
Among the different releases, the last version, SCIARAfv, derived from SCIARA-hex1 (Crisci et al. 2004), was
considered in this study, as in a first preliminary
evaluation it demonstrated to be able to reproduce the
qualitative behaviour of Etnean lava flows. Moreover, it
demands for lower computational requirements with
respect to its predecessors, which is particularly useful
for the calibration phase, where an elevated number of
simulations are generally needed.

KEYWORDS
Cellular Automata, Genetic Algorithms, Modelling,
Calibration, Validation, Parallel Computing, Simulation,
Lava Flows
ABSTRACT
A Parallel Master-Slave Genetic Algorithm has been
applied to evolve a two dimensional Cellular Automata
model for lava flow simulation. A new quantitative
measure for the evaluation of the simulations result with
respect to the real event has been defined and employed
as fitness function. It compares both the areal extension
and the temporal duration of the simulated event with
respect the real one. The 2001 Etnean Nicolosi (Italy)
case study has been considered for model calibration,
while the validation has been performed by considering
further cases of study, which differ both in duration and
emission rate. Results have confirmed both the
goodness of the simulation model and of the calibration
algorithm. Eventually a possible application related to
Civil Defence purposes is briefly described and
proposed as a future development.

In the next Sections, Macroscopic Cellular Automata
and Genetic Algorithms are briefly presented. The first
are considered in the simulation model definition, while
the latter in its optimisation. Specifically, the MCA lava
flows simulation model SCIARA-fv is illustrated,
together with calibration results on the 2001 Etnean
Nicolosi (Italy) case study. Subsequently, further cases
of study are considered and results of model validation
presented. Eventually, a possible application for Civil
Defence purposes is discussed, and conclusions reported
at the end.

INTRODUCTION
Cellular Automata (CA) are discrete dynamical systems,
widely utilized for modelling and simulating complex
systems, whose evolution can be described in terms of
local interactions. Well known examples are Lattice Gas
Automata and Lattice Boltzmann models (Succi 2004),
which are particularly suitable for modelling fluid
dynamics at a microscopic scale. However, many
natural phenomena are difficult to be modelled at such
scale, as they generally evolve on very large areas, thus
needing a macroscopic level of description. Moreover,
they may be also difficult to be modelled through
standard approaches, such as differential equations
(McBirney and Murase 1984), and Macroscopic
Cellular Automata (MCA) (Di Gregorio and Serra
1999) can represent a valid alternative.

MACROSCOPIC CELLULAR AUTOMATA
Macroscopic Cellular Automata were proposed by Di
Gregorio and co-workers in 1982 to model the dynamics
of macroscopic spatially extended systems, and firstly
applied to the simulation of basaltic lava flows (Crisci et
al. 1982). Subsequently, MCA were adopted for the
simulation of many macroscopic phenomena, such as
other kinds of lava flows (Crisci et al. 2004), debris
flows (Iovine et al. 2005), as well as pyroclastic flows
(Avolio et al. 2006), bioremediation processes (Di

Among the above mentioned phenomena, lava flows
may involve serious dangers for people security and
property, and their forecasting could significantly
decrease this hazard, for instance by simulating lava
Proceedings 21st European Conference on Modelling and Simulation
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Gregorio et al. 2000) and traffic control (Di Gregorio et
al. 1996).
With respect to the classical definition of Cellular
Automata, MCA introduce some extensions. Firstly, the
state of the cell is decomposed in “substates”, each one
representing a particular feature of the phenomenon to
be modelled. The overall state of the cell is thus
obtained as the Cartesian product of the considered
substates. Moreover, some “parameters” are generally
considered, which allow to “tune” the model for
reproducing different dynamical behaviours of the
phenomenon of interest. Eventually, as the cell state is
subdivided in substates, even the state transition
function is split in “elementary processes”, each one
describing a particular aspect of the considered
phenomenon. Finally, several “external influences” can
be considered in order to model features which are not
easy to be described in terms of local interactions. An
example of a MCA model for the simulation of lava
flows is presented in the following sections.

The minimization algorithm operates as follows:
1. the following average is computed:
a=

#A

where A is the set of not eliminated cells (i.e. those that
can receive a flow); note that at the first step #A= #X;
2. cells for which u(i)≥a (i = 0, 1,…, #X) are eliminated
from the flow distribution and from the subsequent
average computation;
3. the first two points are repeated until no cells are
eliminated; eventually, the flow from the central cell
towards the ith neighbour is computed as the difference
between u(i) and the last average value a:
⎧a − u (i ) i ∈ A
f (0, i ) = ⎨
i∉ A
⎩0

The Minimisation Algorithm of the Differences

Note that the simultaneous application of the
minimization principle to each cell gives rise to the
global equilibrium of the system. The correctness of the
algorithm is stated in (Di Gregorio and Serra 1999), i.e.
it minimizes Equation (1).

Phenomena involving flows which evolve at a
macroscopic level of description are particular suitable
to be modelled through MCA. If the cell dimension is a
constant value throughout the cellular space, as usually
occurs in MCA models, it is possible to consider
characteristics of the cell (i.e. substates), typically
expressed in terms of volume (e.g. lava volume), in
terms of thickness. This simple assumption permits to
adopt a straightforward but efficacious strategy that
computes outflows from the central cell to the
neighbouring ones in order to minimize the nonequilibrium conditions. Outflows computation is
performed by the “minimisation algorithm of the
differences”, well described in (Di Gregorio and Serra
1999). It is based on the following assumptions:

GENETIC ALGORITHMS
Once a MCA model has been defined, it generally needs
a calibration phase in order to individuate the
parameters values which allow to reproduce the
phenomenon at best. Even if no standardised
optimisation techniques do exist for MCA, in previous
works concerning debris and lava flows simulation
(D’Ambrosio et al. 2006; Spataro et al. 2004), Genetic
Algorithms (GAs) (Holland 1975) demonstrated to be a
good choice.

• two parts of the considered quantity must be
identified in the central cell: these are the unmovable
part, u(0), and the mobile part, m;
• only m can be distributed to the adjacent cells. Let
f(x,y) denote the flow from cell x to cell y; m can be
written as:

Briefly, GAs are adaptive heuristic search algorithms
inspired to Natural Selection and Genetics in which a
solution to a given search problem is encoded as a
genotype (or individual), and the set of all possible
values it can assume is named search space. At the
beginning, the GA randomly creates a population of
individuals (candidate solutions), each one evaluated by
means of a fitness function. Subsequently, the selection
operator, which represents a metaphor of Darwinian
Natural Selection, chooses individuals that undergo
reproduction, by favouring the fittest ones (i.e. those
having higher fitness). Reproduction is thus performed
by means of genetic operators (generally crossover and
mutation, representing a metaphor of sexual
reproduction), and a new population of offspring
obtained.

#X

m = ∑ f (0, i )
i =0

where f(0,0) is the part which is not distributed, and #X
is the number of cells belonging to the X
neighbourhood;
• the quantities in the adjacent cells, u(i) (i=1,2,...,#X)
are considered unmovable;
• let c(i)=u(i)+f(0,i) (i=0,1,...,#X) be the new quantity
content in the ith neighbouring cell after the distribution;
let cmin be the minimum value of c(i) (i=0,1,...,#X). The
outflows are computed in order to minimise the
following expression:

The evolution towards a good solution is typically
obtained by the iterative application of selection and
genetic operators to the initial population. The iterative
process continues until one termination criterion is met,
such as a known optimal or acceptable solution is
attained, or the maximum number of steps is reached.

#X

∑ (c(i ) − cmin )

m + ∑i∈A u (i )

(1)

i =0
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The convergence to a good solution is stated by the
“Fundamental Theorem of GAs” (Holland 1975).

at the vent, lava adherence at solidification, the cooling
parameter and cell apothem, respectively;
− τ:Q7→Q is the cell deterministic transition function;
− γ:Qt×N→Qt specifies the emitted lava thickness
from the source cells at each step k∈N (N is the set of
Natural Numbers).

THE SCIARA-FV LAVA FLOWS SIMULATION
MODEL
As mentioned above, SCIARA-fv is the last release of a
family of MCA models for lava flows simulation. The
main model’s characteristics can be summarised by the
following points:

The transition function, in outline, is described in the
following, in order of application.
Lava flows computation

• it is a bi-dimensional model, based on hexagonal
cells;
• the cell neighbourhood, X, is composed by the cell
itself and the six adjacent ones;
• the model substates are Qa, Qt, Qf6 and QT for
altitude, lava thickness, lava flows from the central cell
towards the six adjacent ones and temperature,
respectively;
• lava feeding is modelled as an external influence by
specifying cells which behave as vents;
• lava flows are computed by applying the
minimisation algorithm of the differences, as described
in the next section;
• lava temperature drop is modelled by applying the
irradiation equation;
• lava viscosity varies according to lava temperature;
it is modelled in terms of adherence, which specifies the
amount of lava that cannot flow out of the cell;
• solidification process depends on lava temperature;
it is trivially modelled by adding solidified lava
thickness to the cell altitude.

Lava rheological resistance increases as temperature
decreases; consequently, a certain amount of lava, i.e.
the lava adherence ν, cannot flow out from the central
cell towards any neighbouring ones. It is obtained by
means of the inverse exponential function:

ν = k1e − k2T
where T∈QT is the lava temperature, while k1 and k2 are
parameters depending on lava rheological properties
(Park and Iversen 1984). The values for k1 and k2 are
simply obtained by solving the equations system:
⎧ padν = k1e − k 2 pTν
⎨
− k 2 pTsol
⎩ padsol = k1e

Let a∈Qa and t∈Qt be the cell altitude and cell lava
thickness, respectively; in order to compute lava
outflows from the central cell towards its neighbouring
ones, the minimisation algorithm is applied to the
following quantities:

Even though principally derived from the SCIARAhex1 version, SCIARA-fv embeds a better management
of several aspects with respect to the original one, which
will be described later.

• u(0)=a(0)+ν
• m=t(0)–ν
• u(i)=a(i)+t(i) (i=1,2,…,6)

In formal terms, SCIARA-fv is defined as

where:
− R is the set of hexagonal cells covering the finite
region where the phenomenon evolves;
− L⊂R specifies the lava source cells (i.e. vents);
− X = {Center, NW, NE, E, SE, SW, W} identifies the
hexagonal pattern of cells that influence the cell state
change. They are the cell itself, “Center”, and the
“North-West”, “North-East”, “East”, “South-East”,
“South-West” and “West” neighbours;
− Q = Qa × Qt × QT × Qf6 is the finite set of states,
considered as Cartesian product of “substates”. Their
meanings are: cell altitude, cell lava thickness, cell lava
temperature, and outflows lava thickness (from the
central cell toward the six adjacent cells), respectively;
− P = {ps, pTv, pTsol, padv, padsol, pcool, pa} is the finite set
of parameters (invariant in time and space), which affect
the transition function; their meaning are: time
corresponding to a CA step, lava temperature at the
vent, lava temperature at solidification, lava adherence

Temperature Variation
A two step process determines the new cell temperature.
In the first one, the cell temperature is obtained as
weighted average of residual lava inside the cell and
lava inflows from neighbouring ones:
6
⎛
⎞
Tav = ⎜ t r × T (0) + ∑ f (i,0 ) × T (i )⎟
⎜
⎟
i =1
⎝
⎠
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at the vent, lava adherence at solidification, the cooling
parameter and cell apothem, respectively;
− τ:Q7→Q is the cell deterministic transition function;
− γ:Qt×N→Qt specifies the emitted lava thickness
from the source cells at each step k∈N (N is the set of
Natural Numbers).

THE SCIARA-FV LAVA FLOWS SIMULATION
MODEL
As mentioned above, SCIARA-fv is the last release of a
family of MCA models for lava flows simulation. The
main model’s characteristics can be summarised by the
following points:

The transition function, in outline, is described in the
following, in order of application.
Lava flows computation
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• the cell neighbourhood, X, is composed by the cell
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• lava flows are computed by applying the
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it is modelled in terms of adherence, which specifies the
amount of lava that cannot flow out of the cell;
• solidification process depends on lava temperature;
it is trivially modelled by adding solidified lava
thickness to the cell altitude.
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cell towards any neighbouring ones. It is obtained by
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ν = k1e − k2T
where T∈QT is the lava temperature, while k1 and k2 are
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⎨
− k 2 pTsol
⎩ padsol = k1e
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ones, the minimisation algorithm is applied to the
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of several aspects with respect to the original one, which
will be described later.

• u(0)=a(0)+ν
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• u(i)=a(i)+t(i) (i=1,2,…,6)

In formal terms, SCIARA-fv is defined as

Eventually, a relaxation rate factor, related to the CA
clock ps and to the cell size pa, may be considered in
order to obtain the local equilibrium condition in more
than one CA step. This can significantly improve the
realism of model as, in general, more than one step may
be needed to displace the proper amount of lava from a
cell towards the adjacent ones, especially when a small
value for ps and high value for pa are considered.
However, since a relatively high value for ps and a small
value for pa were adopted in the simulations here
presented, the relaxation rate was not taken into account
in practice, and its exact specification thus omitted.

SCIARA-fv = <R, L, X, Q, P, τ, γ>

The convergence to a good solution is stated by the
“Fundamental Theorem of GAs” (Holland 1975).
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where tr∈Qt is the residual lava thickness inside the
central cell after the outflows distribution, T∈QT is the
lava temperature and f(i,0) the lava inflow from the ith
neighbouring cell. Note that f(i,0) is equal to the lava
outflow from the ith neighbouring cell towards the
central one, computed by means of the minimisation
algorithm.

where C=pcool is the “cooling parameter” which depends
on lava rheology, A is the surface area of the cell, and V
the lava volume (Crisci et al. 2004).

Finally, a threaded multiple simulation feature based on
the portable OpenThreads cross-platform library, was
implemented. It allows for the execution of multiple
concurrent simulations, which can be useful for
particular applications related to Civil Defence
purposes, where an elevated number of experiments
have to be carried out (cf. last section). Note that
running many independent concurrent simulations
permits to easily reach almost linear scalability (cf.
Table 1), which may not be effortlessly achieved by
parallelising the model itself. In other words, when the
goal is the reduction of the execution time for a single
experiment, the model parallelisation is preferable; on
the other hand, when numerous simulations must be
carried out in the less possible time, the concurrent
execution of different sequential simulations is the best
choice, as it generally guarantees better performances.

Lava Solidification
When the lava temperature drops below the threshold
Tsol, lava solidifies. Consequently, cell altitude increases
by an amount equal to lava thickness and new lava
thickness is set to zero.

The final step updates the previous calculated
temperature by considering thermal energy loss due to
lava surface irradiation:

T = Tav

3

(

1 + Tav3 CA V

)

Software and Computational improvements
With respect to previous versions, SCIARA-fv
introduces many software improvements and
computational optimizations, besides a thread-based
multiple simulation feature.

Time
14.1
7.1
3.55
1.775
0.8875

SCIARA-FV CALIBRATION AND VALIDATION

Lava Solidification

SCIARA-FV CALIBRATION AND VALIDATION

As previously stated, once that an MCA model has been
defined, two stages are needed to assess its reliability:
the calibration and validation phases. The former
searches a set of parameters able to adequately
reproduce a specific real case; the latter tests the model
on a sufficient number of different cases (which should
be different of those considered in the calibration phase,
though similar in terms of physical and geological
properties), permitting to give a final response on its
goodness.

When the lava temperature drops below the threshold
Tsol, lava solidifies. Consequently, cell altitude increases
by an amount equal to lava thickness and new lava
thickness is set to zero.

As previously stated, once that an MCA model has been
defined, two stages are needed to assess its reliability:
the calibration and validation phases. The former
searches a set of parameters able to adequately
reproduce a specific real case; the latter tests the model
on a sufficient number of different cases (which should
be different of those considered in the calibration phase,
though similar in terms of physical and geological
properties), permitting to give a final response on its
goodness.

As regards the calibration phase, it was performed by
means of a genetic algorithm. It is similar to the that
applied in Spataro et al. (2004), where parameters to be
optimised were encoded as bit strings. Moreover, the
GA is a steady-state and elitist model, so that at each
step only the worst individuals are replaced. The
remaining ones, required to form the new population,
are copied from the old one, choosing the best. In order
to select the individuals to be reproduced, the “binarytournament without replacement” selection operator was
utilised. It consists of a series of “tournaments” in which
two individuals are selected at random, and the winner
is chosen according to a prefixed probability, which
must be set greater for the fittest individual. In our case,
this probability was set to 0.6. Moreover, as the
variation without replacement scheme was adopted,
individuals cannot be selected more than once.
Employed genetic operators are classic Holland’s
crossover and mutation with probability of 1.0 and 2/44,
respectively. In particular, the above probability of
mutation permitted to have, on an average, two bits
mutated for each individual, as the genotype length
(obtained as the sum of the number of bits chosen for
the encoding of each considered SCIARA-fv parameters
- cf. Table 2), was exactly 44. Eventually, the number of
individuals forming the initial population was set to
256, while the number of individuals to be replaced at
each GA step was set to 16. Finally, the original fitness

Table 1: Execution Times and Speedup of Benchmark
Experiments Carried by adopting the SCIARA-fv
Thread-based Multiple Simulation Feature on a NEC
TX7 Supercomputer (having 16 Itanium Processors)
Processors
1
2
4
8
16

where C=pcool is the “cooling parameter” which depends
on lava rheology, A is the surface area of the cell, and V
the lava volume (Crisci et al. 2004).

Finally, a threaded multiple simulation feature based on
the portable OpenThreads cross-platform library, was
implemented. It allows for the execution of multiple
concurrent simulations, which can be useful for
particular applications related to Civil Defence
purposes, where an elevated number of experiments
have to be carried out (cf. last section). Note that
running many independent concurrent simulations
permits to easily reach almost linear scalability (cf.
Table 1), which may not be effortlessly achieved by
parallelising the model itself. In other words, when the
goal is the reduction of the execution time for a single
experiment, the model parallelisation is preferable; on
the other hand, when numerous simulations must be
carried out in the less possible time, the concurrent
execution of different sequential simulations is the best
choice, as it generally guarantees better performances.

SCIARA-fv Calibration

As concerns software improvements, the source code
was entirely rewritten in standard ANSI C++ and an
OpenGL 3D viewer added, which allows to monitor the
evolution of a simulation in real time. These permit,
among other matters, to have a fast and completely
portable program, which can run both on Windows
systems and Linux/Unix machines. Moreover, as lava
flows may involve even a small sub-region of the
overall considered area, a computational optimisation
was introduced, which “restricts” the computation of the
transition function to those cells belonging to the
“minimum rectangular sub-area” containing all the
“active cells” (i.e. those cells which contain lava - cf.
Walter and Worsch 2004). The minimum rectangle is
computed at each CA step, avoiding the computation
over considerably wide regions of the cellular space,
especially at the beginning of a simulation.

Speed-up
1
1.97
3.94
7.88
15.77
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e1 is evaluated for the first time, giving information
about the overlapping ratio of the simulation at that
particular moment. However, contrarily to the real
event, the simulation might not reach its final
configuration at the same instant and its shape change
further in time. In this case, if the function e1 is again
evaluated, for instance at the time t2>t1, its value could
differ from the previous one, meaning that the
overlapping ratio changed and thus the simulation did
not stop when the real event did. Hence, as e1 does, even
the function f1 gives values belonging to the interval
[0,1], with the difference that the value 1 is obtained
when the real and simulated events perfectly overlap,
with the further condition that the simulation stops
exactly at the same time as the real event does. In other
words, f1=1 if and only if e1(t1)=e1(t2)=1.

function e1 (Spataro et al. 2004), was replaced with a
new one.
The e1 fitness function took into account only the
comparison between the areal extensions of the real and
simulated events; it was defined as:
e1 =

m( R ∩ S )
m( R ∪ S )

where R and S represent the areas affected by the real
and simulated event, respectively, while m(A) denotes
the measure of the set A. Note that e1∈[0,1]; its value is
0 if the real and simulated events are completely
disjoint, being m(R∩S)=0; it is 1 in case of perfect
overlap, being m(R∩S)= m(R∪S).

Note that, by considering the available data concerning
the cases of study here considered (limited to the areal
extension and duration) f1 can be considered a satisfying
objective function for the model calibration phase. A
more refined function can be certainly considered, e.g.
by evaluating intermediate results along the overall
period of evolution and not only at the end. However, its
definition is constrained to the availability of reliable
information about the real phenomenon, which is
usually difficult to obtain.
Accordingly, the goal for the GA was to find a set of
CA parameters that maximise f1.

Preliminary calibration experiments were performed by
adopting the original fitness function e1. However, even
if results seemed quite satisfactory for the considered
case of study, it was not possible to well reproduce the
further cases selected for the validation phase
(especially in terms of run-out), mainly due to the fact
that e1 does not take into account any information about
the duration of the real event. As a result, the best
simulation gave its final shape at the end of the 8th day,
in spite of the 10th needed for the real case. Thus,
obtained parameters erroneously allowed for simulating
a different kind of lava flows, e.g. characterised by a
greater viscosity.
Table 2: The best set of SCIARA-fv parameters as
obtained through calibration phase, together with their
explored ranges. Note that parameter pTv was set to a
prefixed value, which corresponds to the typical
temperature of Etnean lava flows at vents. Parameter pa
was also prefixed, as it was imposed by the detail of the
considered topographic data. The number of bits used
for the genetic algorithm encoding are also listed.
Parameter
ps
pTv
pTsol
padv
padsol
pcool
pa

Explored range
[60, 180]
[1123, 1173]
[0.1, 2.0]
[6.0, 30.0]
[10-16, 10-13]
-

Bits
8
8
4
6
16
-
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Best value
155.29 s
1373 °K
1165.35 °K
0.7 m
12 m
2.9⋅10-14 m °K-3
5m

Figure 1a: Comparison between the 2001 Nicolosi
Etnean Event and the Best SCIARA-fv Simulation, as
obtained by Adopting the Parameters listed in Table 2.
Key: 1) Area affected by the Real event; 2) Area
affected by the simulation; 3) Area affected by both
Real and Simulated events; 4) Limits of Real event, 5)
Limits of Simulated event.

Hence, an improved fitness function, f1, was devised,
which takes into account both the areal extensions of the
real and simulated events, and their temporal duration. It
is defined as follows:

The Case of Study and Calibration results.
At 3.00 AM on July 18th, 2001, an eruption started from
the fracture of Mount Calcarazzi, on the southern flank
of Mt Etna (Sicily), 2100 m a.s.l. The event was fed by
a medium lava flow rate (ca. 7 m3/s) and, due to the
steep descent of the terrain in that area, pointed
southwards creating the main danger for the towns of
Nicolosi and Belpasso. After 10 days of activity, it
reached its maximum extension, which was almost 6
Km in terms of run-out. Such event was chosen as the
reference case for the calibration phase, as it was
considered sufficiently representative of Etnean lava

(t ) (t 2 )

f1 = e1 1 e1

where e1 is defined as before, while t1 and t2 represent
two different temporal instants where it is evaluated. In
particular, t1 represents the time in which the real event
reaches its stationary state. In this instant, the function
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A validation phase is generally needed in order to assess
the goodness of parameters devised in the calibration
phase, especially in case the fitness function only
considers areal comparisons, as e1. However, even if in
this study a more refined function was preferred, which
also considers a temporal comparison, calibration was
performed on a “short” event (in terms of extension and
duration), and results need to be confirmed on more
general cases. As a consequence, the validation phase
was carried out by testing the obtained parameters to
other well-known real cases of study: the 2002
Linguaglossa and the 1991-93 Valle del Bove events,
both regarding Mt Etna (Sicily). The first lasted 9 days,
the second 473 days. Results are graphically illustrated
in Figures 2a and 3a, respectively; Figures 2b and 3b
show the corresponding emission rates. As expected, the
best set of parameters (cf. Table 2) permitted a
satisfactorily reproduction of the considered
phenomena: in quantitative terms, the obtained e1 values
were 0.71 and 0.85, respectively.

3

m /sec

10

5

flows and even characterised by a relative brief
duration. In particular, the second feature allowed to
execute the elevated number of simulations required by
the GA in a reasonable amount of time. Moreover, to
further speedup the experiments execution, a Master
Slave parallel GA version was considered, instead of the
sequential one, which simply split the individuals’
fitness evaluation over the available “slave” processors,
while the GA steps are managed by the “master” one. It
represents the simplest example of Parallel Genetic
Algorithm (Cantù-Paz 2000). Accordingly, calibration
was performed on a Nec TX7 NUMA machine,
composed by 4 quadri-processors Itanium class nodes,
with an overall RAM memory of 32 GB and a peak
performance of 64 GFLOPS.
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Figure 1b: Lava emission rate considered for the
simulation illustrated in Figure 1a.
On the basis of previous empirical attempts, ranges
within which the values of the CA parameters are
allowed to vary were individuated in order to define the
GA search space (cf. Table 2), and a set of 10
experiments iterated for 100 steps. As regards the
fitness function, t1 was set to 10 days (which
corresponds to the duration of the real event), while t2
was set to 13 days. The best result (cf. Figures 1a-b)
allowed to satisfactorily reproduce the considered 2001
Nicolosi Etnean lava flow, giving rise to a fitness equal
to 0.72, which corresponds to a value of 0.74 in terms of
areal comparison (i.e. in terms of e1).

2.5

Figure 1b: Lava emission rate considered for the
simulation illustrated in Figure 1a.

0
1

2

3

4

5

6

7

8

9

Days

Figure 2b: Lava emission rate considered for the
simulation illustrated in Figure 2a.
As a result, SCIARA-fv demonstrated to be able to
simulate Etnean lava flows, also showing a satisfactorily
ability to reproduce lava fields (cf. Figure 3a). However,
two further experiments were performed for better
assessing such ability. Accordingly, the Nicolosi lava
flow was left to evolve for further 90 days (for a total of
100 days), and a final simulation performed by
considering a vent near the one activated in the 1792
Etnean lava flow and left to evolve for 90 days (which
correspond to the duration of the 1792 eruption). Note
that, in the latter case, pre-event morphological data was
obviously not available and a comparison with the real
event not possible.
Good results were obtained in both cases (cf. Figures 4
and 5a-b), permitting to give a final response on the
model’s ability in reproducing lava fields and, more in
general, in reproducing Etnean lava flows. Thus, on the
basis of the above results and by considering that
Etnean lava flows may be essentially considered as
characterised by the same rheological features (Chester
et al. 1985), the MCA model SCIARA-fv could be
confidently adopted for simulating new cases on the
same study area.

Figure 2a: Comparison between the 2002 Linguaglossa
Etnean event and the SCIARA-fv simulation obtained
by adopting the parameters listed in Table 2. Key: 1)
area affected by the real event; 2) area affected by the
simulation; 3) area affected by both real and simulated
events; 4) limits of real event, 5) limits of simulated
event.
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Figure 3a: Comparison between the 1991-93 Valle del
Bove Etnean event and the SCIARA-fv simulation
obtained by adopting the parameters listed in Table 2.
Key: 1) area affected by the real event; 2) area affected
by the simulation; 3) area affected by both real and
simulated events; 4) limits of real event, 5) limits of
simulated event.

lava flows assessed, a possible application related to
Civil Defence purposes can be conjectured. In this
work, a methodology for the definition of a new kind of
map showing the hazard related to lava invasion in
predefined study areas is proposed.
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Differently to standard approaches, in which the hazard
is generally based on statistical studies of past events
(Behncke et al. 2005), the one here proposed relies on a
“virtual laboratory” (i.e. the SCIARA-fv framework)
where new events are simulated on present
morphological data, which implicitly embeds the effects
of past events.
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Figure 5a: Simulation performed by activating a vent
near the one opened in the 1792 Etnean lava flow and
left to evolve for 90 days. A wide lava field between the
altitudes 1400 and 1000 m a.s.l. is well visible. Key: 1)
area affected by the simulation; 2) limits of simulated
event.

Figure 3b: Lava emission rate considered for the
simulation illustrated in Figure 3a. Note that the Days
axis is in logarithmic scale.

Figure 5a: Simulation performed by activating a vent
near the one opened in the 1792 Etnean lava flow and
left to evolve for 90 days. A wide lava field between the
altitudes 1400 and 1000 m a.s.l. is well visible. Key: 1)
area affected by the simulation; 2) limits of simulated
event.

Figure 4: Comparison between the 2001 Nicolosi
Etnean event and the SCIARA-fv simulation obtained
by adopting the parameters listed in Table 2. The
simulation was iterated for 100 days (instead of 10, i.e.
the duration of the real event), by considering a constant
emission rate of 12 m3/s. A wide lava field between the
altitudes 1250 and 100 m a.s.l. is well visible. Key: 1)
area affected by the real event; 2) area affected by the
simulation; 3) area affected by both real and simulated
events; 4) limits of real event, 5) limits of simulated
event.
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Figure 5b: Lava emission rate considered for the
simulation illustrated in Figure 5a.
A grid of vents can be defined in the study area, and a
prefixed number of simulations executed for each of
them, each one characterised by its own emission rate
and duration. Moreover, a probability of activation can
be assigned to each vent in the grid (activation
probability), based on historical, prehistoric and
geological data, and a probability assigned to each type
of considered emission rate and duration (event

A POSSIBLE APPLICATION FOR CIVIL
DEFENCE PURPOSES
Once SCIARA-fv has been well calibrated and
validated, and its reliability in well simulating Etnean
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probability), devised on the basis of the emission
behaviour analysis of the study area.
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Eventually, on the basis of other considerations, more
additional probabilities can be considered (e.g. a higher
probability can be assigned to an event on the basis of
the minor distance of the vent with respect to the
summit craters - altitude probability). The resulting
hazard map is thus compiled by taking into account both
information on lava flows overlapping, and their
occurrence probability.

Eventually, on the basis of other considerations, more
additional probabilities can be considered (e.g. a higher
probability can be assigned to an event on the basis of
the minor distance of the vent with respect to the
summit craters - altitude probability). The resulting
hazard map is thus compiled by taking into account both
information on lava flows overlapping, and their
occurrence probability.

Accordingly, a simulation is executed for each
combination of vent location and event history, by
storing results in a database. The resulting map is
obtained by evaluating the hazard at each point in the
study area as follows: 1) for each simulation, the hazard
related to a point is computed as the product of the
defined probabilities of occurrence (conditioned
probability) if it is affected by the simulated lava flow,
zero otherwise; 2) for each point, the conditioned
probabilities are added over all the performed
simulations. Note that, in such a way some areas will be
characterised by very low hazard values (even zero),
while others by high ones. Depending on the number of
performed simulations and morphological conditions,
the hazard of remaining areas may range in a quasicontinuous manner between the two extremes. As a
consequence, it may be possible to compile hazard maps
with a high level of description even if, in general, few
hazard classes are considered adequate for many
practical applications.

Accordingly, a simulation is executed for each
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defined probabilities of occurrence (conditioned
probability) if it is affected by the simulated lava flow,
zero otherwise; 2) for each point, the conditioned
probabilities are added over all the performed
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the hazard of remaining areas may range in a quasicontinuous manner between the two extremes. As a
consequence, it may be possible to compile hazard maps
with a high level of description even if, in general, few
hazard classes are considered adequate for many
practical applications.

As regards the simulation phase, 50 events have been
chosen for each of the 340 considered vents (cf. keys 6
and 7, Figure 6), and therefore a total of 17000
experiments have to be executed for an exhaustive
study.

The accuracy of the results strictly depends on the
reliability of the simulation model, on the quality of
input data and on the hypotheses on assigning the
different probabilities of occurrence. Thus, if some of
such aspects should not be sufficiently adequate, it
could be possible (and desirable) to improve them in
order to compile a resulting hazard map with a higher
level of accuracy. For instance, in case of uncertainty in
assigning the probabilities of occurrence, a different
map can be obtained by simply re-processing the
simulations database and by just considering a more
reliable criterion of analysis. Finally, note that if an
equal probability of occurrence is assigned to each
simulation, a more classical criterion of hazard mapping
is obtained, which only considers the number of
simulated events which affect a given area.

CONCLUSIONS

Figure 6: The South-Eastern flank of Mt Etna. Key: 1-4)
vent activation probability, in decreasing order,
corresponding to 4/10, 3/10, 2/10 and 1/10, respectively;
5) limits of the study area; 6) the 88 vents considered in
the present work; 7) remaining 252 vents.
As regards the simulation phase, 50 events have been
chosen for each of the 340 considered vents (cf. keys 6
and 7, Figure 6), and therefore a total of 17000
experiments have to be executed for an exhaustive
study.
By considering the extent of the study area (a map of
2272×1790 hexagonal cells, each with a 5 m apothem,
derived from a 1:10000 scale topography) and the
duration of the considered events (which ranges from 15
to 500 days), the adoption of Parallel Computing is
mandatory to reduce the execution time. In this phase,
the thread-based simulation feature of SCIARA-fv is
crucial (it allows for almost linear speedup) to perform
all the required experiments in a reasonable amount of
time. Simulations are still underway. However, the
number of carried out experiments is still too low to
permit a significant hazard mapping for the considered
study area. Therefore, final results are here omitted and
postponed to a future work.

The accuracy of the results strictly depends on the
reliability of the simulation model, on the quality of
input data and on the hypotheses on assigning the
different probabilities of occurrence. Thus, if some of
such aspects should not be sufficiently adequate, it
could be possible (and desirable) to improve them in
order to compile a resulting hazard map with a higher
level of accuracy. For instance, in case of uncertainty in
assigning the probabilities of occurrence, a different
map can be obtained by simply re-processing the
simulations database and by just considering a more
reliable criterion of analysis. Finally, note that if an
equal probability of occurrence is assigned to each
simulation, a more classical criterion of hazard mapping
is obtained, which only considers the number of
simulated events which affect a given area.

CONCLUSIONS
We proposed the application of a Master Slave GA to
the calibration of a new MCA model for lava flows
simulation, namely SCIARA-fv, by considering the
Etnean 2001 Nicolosi (Italy) case study. A new fitness
function, f1, which compares both the areal extension
and the temporal duration of the simulated event with
respect the real one, has been introduced and adopted in
spite the original one, e1, which took into account only
an areal comparison.
A validation phase was also carried out on different
cases of study, demonstrating both the GA’s reliability,
and the SCIARA-fv efficacy in the simulation of Etnean
lava flows.

At present, this methodology is a work in progress and
it is being applied to the definition of a hazard map for
the South-Eastern flank of Mt Etna. Figure 6 shows the
considered area, together with the location of vents
subdivided in 4 classes of activation probabilities, these
latter derived by a statistical study on lava events
occurred over the last 400 years and on geological
considerations (Behncke et al. 2005). The grid of vents
consists of 340 points, each one located 250 m apart
from each other, in order to uniformly cover the
interested area.

From a qualitative point of view, all the simulations
carried out by considering MCA parameters
corresponding to the best evolved individual do not
differ significantly from the real cases, which is also
confirmed by good values in terms of the function e1.
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Moreover, a new kind of criterion for the compilation of
lava invasion susceptibly maps has been proposed.
Results referred to the application to the South-Eastern
flank of Mt Etna, even if preliminary, seemed to
confirm the goodness of the approach. Nevertheless,
results have been omitted as the number of performed
simulations allowed only for a qualitative evaluation.
This study is currently a work in progress, and final
results will be presented in a future publication.
However, a more rigorous assessment of the reliability
of the proposed methodology is certainly desirable for
effective usage in Civil Defence. A possible solution
could simply consist awaiting for next events in the
study area but this could, obviously, require an
unpredictable time. An alternative could consist in
compiling the map on a subset of sample events (e.g.
occurred in the first 300 years) and validate it over the
remaining ones, with the condition to dispose of a
proper past topography.
Other alternatives are also currently being conjectured,
which will be certainly taken into account in future
works.
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expensive and the result is rarely an explicit solution
(Scherpen 1993, Gray 1998). For these reasons, it is
very difficult to apply this method to large-scale
problems. To counteract this, empirical gramians were
suggested in several recent research papers, (Lall 2002)
followed by Hahn 2002 and Condon 2004. In (Condon
2004), some shortcomings of the approaches in (Lall
2002) and (Hahn 2002) were highlighted and an
improved approach for the computation of the empirical
gramians was suggested and confirmed with numerical
tests.
There is one significant issue with the model
reduction approach using empirical gramians as
described in (Lall 2002, Hahn 2002 or Condon 2004).
As stated in (Phillips 2003) and (Rewienski 2003) and
as will be described in Section 4, it is dubious as to
whether direct use of the projection matrix with the
exact nonlinear function actually results in a
significantly more efficient model for a nonlinear
system. Therefore in this contribution, although the
projection matrix is derived from empirical gramians
obtained from the exact system representation, it is
applied to a perturbative representation of the nonlinear
system. This approach results in an efficient reducedorder model. Numerical results will then confirm that
the approach is superior to the existing Krylov methods
for reduction of perturbative representations.
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ABSTRACT
The paper presents a novel approach for a balanced
truncation style of model reduction of a perturbative
representation of a nonlinear system.
Empirical
controllability and observability gramians for nonlinear
systems are employed to define a projection matrix.
However, the projection matrix is applied to the
perturbative representation of the system rather than
directly to the exact nonlinear system.
This is to
achieve the required increase in efficiency desired of a
reduced-order model. Application of the new method is
illustrated through a sample test-system. The technique
will be compared to the standard approach for reducing
a perturbative representation of a nonlinear system.

1.

INTRODUCTION
With the ever-growing complexity of dynamic
models for systems in all branches of engineering,
simulation times and use of computational resources
have concomitantly increased to impractical levels.
Consequently, the development of effective model
reduction techniques is of paramount importance. In
particular, for control system design for nonlinear
systems eg Lall 2002, numerous iterative or repetitive
simulations are required to meet target specifications.
Hence, system representations in these studies must
meet a required level of accuracy but with a low
computation cost and time.
Model reduction for linear systems has received
much attention for the past number of decades and
several techniques are well-known and widely used
(Antoulas 2001, 2003).
Balanced Truncation, as
developed and pioneered by Moore in 1981(Moore
1981), is one such method. In linear system theory (e.g.
see (Antoulas 2001, 2003) and the references therein),
the input-output interaction of a system is characterized
by the so-called gramian matrices or gramians. These
matrices can be transformed to be equal or balanced
(Antoulas 2001, Moore 1981). For general nonlinear
systems, the more general concept of controllability and
observability (or energy) functions (Scherpen 1993,
1994) are employed for balancing. However, the
calculation of the energy functions is computationally

2.

BALANCED TRUNCATION
To review balanced truncation, consider the
following standard linear system representation:
x& (t ) = Ax(t ) + Bu(t ) x ∈ ℜ n , u ∈ ℜ, A ∈ ℜ n×n , B ∈ ℜ n

y (t ) = Cx(t ) y ∈ ℜ, C ∈ ℜ n
(1)
A is a constant matrix and B and C are constant vectors
( C is a vector-row and B is a vector-column). u(t) is the
input to the system and y(t) is the output of the system.
The input-output behaviour of the linear system is
characterised by two matrices - the controllability and
observability gramians. The matrices are defined as
follows:
∞

∫

*

P = e At BB * e A t dt

(2)

0

∞

∫

*

Q = e A t C * Ce At dt
0
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empirical gramians was suggested and confirmed with
numerical tests.
In light of this, the ‘improved’
empirical gramians in (Condon 2004) are employed in
this contribution and are defined as follows:
Let M ≡ {c1 ,..., c s } be a set of s positive

(* denotes transpose). P and Q are the solutions of the
Lyapunov Equations (eqns. 4 and 5) and efficient
techniques exist for their solution (Saad 1990).
AP + PA* = − BB *
(4)
A* Q + QA = −C * C
(5)
The subspace spanned by the eigenvectors
corresponding to non-zero eigenvalues of P contains the
states that are reachable or controllable by the input to
the system. The subspace spanned by the eigenvectors
corresponding to non-zero eigenvalues of Q contains the
observable states at the output. The eigenvalues of the
product PQ are known as the Hankel Singular Values.
By carrying out a transformation as described in e.g.
(Lall 2002), it is possible to diagonalise the gramians
and make them both equal. This particular arrangement
is known as a balanced realisation. When a linear
system is balanced, each Hankel Singular value
represents a different state through which the input may
be transferred to the output. Consequently, the states
corresponding to the largest Hankel Singular values,
being the most important, may be retained and those of
relatively minor importance may be neglected.
Let T be the matrix that transforms both P and Q
into
diagonal
form
S
as
( TPQT −1 = S 2 ).
follows: TPT t = S , T −1t QT −1 = S
The states of the system are then ordered according to
decreasing values of the diagonal entries in S . Once
balanced, a Galerkin projection, Π = [I 0] where Π
is k × n projection matrix and I is k × k unit matrix, is
then employed to project the transformed system onto
the states corresponding to the k largest singular values
(i.e. the k largest values of the diagonal matrix S where
k is the desired dimension of the reduced-order model).
The reduced model is thus of the form:
z&(t ) = ΠTAT −1 Π * z (t ) + ΠTBu(t )

y (t ) = CT −1 Π * z (t )

constants, Tn ≡ {T1 ,..., Tr } - be a set of r orthogonal
n × n matrices and En ≡ {e1 ,..., e n } be the set of
standard unit vectors in ℜ n . The set En defines the
standard directions and the set Tn defines ‘rotations’ of
these directions. The set M introduces different scales
for each direction of the initial states.
Definition 1
Let x ilm (t ) be the solution of eqn. 7 with u ≡ 0 :
x& (t ) = f (t , x(t ))
(8)
and with the initial condition:
x ilm (0) = c mTl ei
(9)
It is assumed that the initial condition (9) does not take
the system outside the region of attraction of the
equilibrium point x=0. The ‘state-space average’ of the
‘nonlinear’ fundamental solution may be defined as:
1 s r n 1 ilm
Θ (t ) = ∑ ∑ ∑
x (t )ei*Tl* (10)
rs m =1 l =1 i =1 c m
The nonlinear controllability gramian is then defined as:
∞
~
−1
−1*
P = ∫ Θ(−τ ) B (−τ ) B T (−τ ) Θ(−τ ) dτ (11)
0

where Θ(t ) is as described in (10).
Definition 2. For the system in (7) the nonlinear
observability gramian is defined as:
∞
~
Q = ∫ z * (τ ) z (τ )dτ
(12)
0

(6)

where z (t ) ∈ ℜ is given by:
n

z (t ) =

3. EMPIRICAL GRAMIANS AND BALANCED
TRUNCATION
Now consider a non-linear system of the form:
x& (t ) = f (t , x(t )) + B(t )u (t )
(7)
y (t ) = h(t , x(t ))

∑

1
1 ilm
y (t )ei*Tl*
rs i ,l , m c m

and y ilm (t ) is the output which corresponds to an initial
state x ilm (0) = c m Tl ei and a zero source term.

where f : ℜ n → ℜ n and h : ℜ n → ℜ q are non-linear
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functions, the function u (t ) ∈ ℜ p is regarded as an

Now once the controllability and observability gramians
are defined, the process of balancing may proceed as
described in Section 2. The final reduced nonlinear
model is given by:
z& (t ) = ΠTf (t , T −1 Π * z (t )) + ΠTB (t )u (t )
(13)
y (t ) = h(t , T −1 Π * z (t ))

input signal to the system and the function y (t ) ∈ ℜ q is
an output signal. For such a system, the more general
concept of controllability and observability (or energy)
functions (e.g. Scherpen 1993) would need to be
employed for ‘exact’ balancing.
However, the
calculation of the energy functions is computationally
expensive and the result is rarely an explicit solution
(Scherpen 1993). For these reasons, it is very difficult
to apply balanced truncation methods to large-scale
nonlinear problems and to counteract this, empirical
gramians were introduced (Lall 2002). In (Condon
2004), an improved approach for the computation of the

4.
PERTURBATIVE FORM OF THE
NONLINEAR FUNCTION
The reduction process in Section 3 and as used in
(Lall 2002, Hahn 2002 and Condon 2004) involves
application of the projection matrix directly to the exact
nonlinear representation in eqn. 7. However, since f is a
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x& = A x + Bu
(18)
y = Cx
This form is termed the perturbative representation
where
0
0 L⎤
⎡ u1 ⎤
⎤
⎡B 0
⎡ A1
⎥
⎢u ⎥
⎥
⎢
⎢
0 ⎥
A1
⎥ B = ⎢ 0 A2 0
u = ⎢ 2⎥
A=⎢
⎢M⎥
⎥
⎢ 0 0 A2 A3 L⎥
⎢
A1
⎥
⎢ ⎥
⎥
⎢
⎢
O⎦
M
M
M ⎦
⎣ ⎦
⎣M
⎣

nonlinear function, the projection matrix may not in
general be passed through the parentheses (Phillips
2003).
Thus
the
evaluation
of
−1 *
z&(t ) = ΠTf (t , T Π z (t )) necessitates initially setting

x(t ) = T −1 Π * z (t ) . The nonlinear function is then
evaluated and finally the reduced space is formed using
ΠT as ΠTf (t , T −1 Π * z (t )) . However, herein lies the
problem.
Evaluation of the function f normally
consumes up to 50% of the computing time in a
nonlinear circuit simulation. Hence, although the state
space size may be reduced significantly by
setting x(t ) = T −1 Π * z (t ) , the expected gain in
computational efficiency will not be achieved.
As a consequence of this, approaches involving
polynomial or perturbative forms and bilinear forms eg.
(Phillips 2003 and Condon 2004) are employed.
Several approaches for reduction via Krylov subspaces
have been given eg. (Phillips 2003). However, in this
contribution, it is proposed to (i) form a projection
matrix from the empirical gramians derived from a full
nonlinear system representation and then (ii) to employ
the projection matrix with the perturbative
representation of the system which is formed as follows:
Let f ( x) be expanded in a generalised Taylor’s
series about x = 0 (the equilibrium point)
f ( x) = A1 x (1) + A2 x ( 2) + A3 x ( 3) + ...
(14)

C = [C C C K]

(19)
u1 = u (t ), u 2 = x1 ⊗ x1

The source u 2 for the second equation in (16)
depends only on the state vector x1 determined from the
first equation and so on. Note that since A1 is a stable
matrix, A is also automatically stable. The system may
be reduced using Krylov methods as described in
(Phillips 2003). Section 5 will confirm that the
utilisation of the projection matrix derived from the
novel gramian definitions provides an alternative
reduction method and results in greater accuracy for a
test case.
5.

TEST CASE
The example taken is a standard example for
illustrating the effectiveness of model reduction
techniques for nonlinear systems (e.g. Phillips 2003 and
Chen 2000 and in many others). It consists of a network
of nonlinear resistors and capacitors. The series of
nonlinear resistors ensures a strong global nonlinearity.
The nonlinear resistors are described by:

where x (1) = x , x ( 2) = x ⊗ x , x (3) = x ⊗ x ⊗ x , etc. and
⊗ denotes the Kronecker product. Since x = 0 is a
stable equilibrium point, A1 is a stable matrix. It is also
assumed that each term in the Taylor’s expansion is
small compared to the previous one.
Now consider the case where a variational
is
introduced,
i.e.
parameter
α
x& (t ) = f ( x(t )) + Bαu (t ) and let the response of the
system x(t) be perturbatively expanded in a power series
in α (Phillips 2003):

i (v) = (e ( 40 v ) − 1) + v
(20)
The capacitors have unit capacitance. The input is a
current source entering at node 1 and the output is the
voltage at node 1.

x(t ) = αx1 (t ) + α 2 x 2 (t ) + α 3 x3 (t ) + ... .
(15)
On comparing terms in the variational parameter α , the
following set of n -dimensional differential equations
can be derived:
x&1 = A1 x1 + Bu
x& 2 = A1 x 2 + A2 ( x1 ⊗ x1 )
x& 3 = A1 x 3 + A2 ( x1 ⊗ x 2 + x 2 ⊗ x1 ) + A3 ( x1 ⊗ x1 ⊗ x1 )
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u(t)

Fig. 1 Nonlinear RC network

A ladder with 30 nodes is taken. The model is to be
reduced to order 3. A projection matrix is derived from
the empirical gramians as described in Sections 2 and 3.
Initially, the projection matrix is applied to the exact
nonlinear representation and then the projection matrix
is applied to the perturbative representation. The time
for simulation of the latter is ~17% of the former.
Hence greater efficiency is achieved by using the
perturbative representation (if the perturbative
representation is deemed accurate enough for the design
work in hand). Having established that use of the
perturbative form is significantly more efficient, we

M
Each

(16)
n -dimensional equation describes the time

evolution of an x i where x i represents the i th order
perturbative term in the expansion (16). Defining a
vector x(t ) :

⎡ x1 ⎤
⎢ ⎥
x(t ) = ⎢ x 2 ⎥
⎢⎣ M ⎥⎦
the system in (16) acquires the following form:

(17)
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nonlinear function, the projection matrix may not in
general be passed through the parentheses (Phillips
2003).
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as the basis for K q (( s 0 I − A1 ) −1 , ( s 0 I − A1 ) −1 B 2 ) where
A1and B are

as defined in eqns. 16-19 and
B 2 = A2 (V1 ⊗ V1 ) . The dotted line gives the result
obtained using the empirical gramians defined in eqns.
11 and 12. As is evident from the figure, the result
obtained with the empirical gramians is clearly more
accurate.
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Fig. 2 Response at node 1 with an input of e − t
6.

CONCLUSIONS
The paper has recommended the empirical
gramians introduced in (Condon 2004) for use in
conjunction with a perturbative system representation to
achieve an efficent and effective reduced model. By
avoiding the direct use of the nonlinear function, the
issue concerning the lack of the expected gain in
computational speed with the use of a reduced model is
avoided.
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considered to be high. Moreover, the expenditure of
intellectual labor to study similar problems of the same
domain is a waste. Another concern is assuring the
quality of the product of each development effort. Bear
in mind that verification in a trajectory simulation
project requires a great deal of effort due to the demand
for experts’ time and flight data, which are both hard to
obtain. Implementing a systematic software reuse will
help make best use of past successful efforts. We
propound an ontology based reuse infrastructure that
will enable the trajectory simulation developer to reuse
knowledge, design and code throughout the
development cycle.

KEYWORDS
Trajectory Simulation, Function-Oriented Design,
Ontology-Driven Simulation, Domain Engineering,
Model Driven Development.
ABSTRACT
We demonstrate an application of the ontology driven
methodology to develop trajectory simulations in a
function-oriented style. We adopt a model based
approach to software development, guided by the
domain engineering process, to promote knowledge and
software reuse. MATLAB Simulink® block definitions
have been generated from the function specifications in
the Trajectory Simulation Ontology, called TSONT.
MATLAB implementations of the blocks have been
generated from the DAVE-ML definitions of the
functions, which are incorporated in TSONT. Finally,
the simulation has been put together by manually
connecting the blocks.

The ontology captures the essential knowledge in
trajectory simulation domain and makes it available for
reuse. Trajectory Simulation Ontology (TSONT) has
been developed as the domain model of the reuse
infrastructure (Durak et al. 2005, Durak et al. 2006a).
Our ontology based reuse infrastructure uses domain
engineering methodology, enhancing it with Model
Driven Engineering (MDE) concepts. An earlier practice
of this methodology was a six DOF object oriented
trajectory simulation framework in MATLAB (Durak et
al. 2006b). This model driven methodology helps us
develop a trajectory simulation reuse infrastructure that
aims to make domain knowledge and software reusable
across a wide variety of trajectory simulation projects.

INTRODUCTION
Trajectory simulations involve the mathematical models
of the behavior of a munition and its subsystems during
their operation. They compute the flight path and flight
parameters, such as orientation, and angular rates, of a
munition from the start to the end of its motion (US
Department of Defense 1995). There is a wide span of
trajectory simulations differing widely with respect to
their performance and fidelity characteristics, from
simple point-mass simulations to six-seven degrees of
freedom hardware-in-the-loop missile simulations. The
requirements of a given trajectory simulation are derived
from the objectives of the intended user, who might be
interested in the analysis, development, procurement and
operation of some munition.

In this study, we utilize model transformation techniques
to develop reusable code starting from the domain
model, which is TSONT. A TSONT to Simulink®
Blockset Definition conversion tool has been built. This
tool was used to generate function block definitions.
Then a Simulink® Blockset for Unguided Point Mass
Trajectory Simulation, dubbed PANTHERA, was
developed connecting these function block definitions.

From our observations, common practice is to develop
trajectory simulations for each and every application
again and again. When the complexity of the modeled
systems and requirements of the simulation application
are considered, the risk of failure in such projects is

Trajectory simulation domain involves mathematical
models that account for some kind of behavior or some
law. Capturing these models in a systematic way and
representing them as an integrated part of the ontology
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is an important concern. At this juncture, the DAVE-ML
effort of NASA for the benefit of flight modeling and
simulation community has been leveraged (Jackson et al.
2004).

to serve as the domain model of trajectory simulation
reuse infrastructure. The structure of TSONT is devised
to render concept to implementation mapping amenable
for reuse by trajectory simulation developers. It captures
the concepts of trajectory simulation domain in terms of
classes, the taxonomy of these classes, and the
composition relations of these classes, where a class is
defined as an implicit collection of individuals that
belong together because they share some properties
(W3C 2006). The functions that are used to compute a
trajectory are also specified and related to classes in
TSONT. Furthermore, dependencies among the
functions are stipulated.

DAVE-ML (Dynamic Aerospace Vehicle Exchange
Markup Language) is a proposed standard for the
interchange of aerospace dynamic models. It is aimed to
provide a programming language independent
representation of aerodynamics, mass/inertia, propulsion
and guidance, navigation and control laws of a vehicle.
DAVE-ML, which is XML-based, relies on MathML as
a means to describe mathematical relations. MathML is
an XML-based language for describing mathematics for
machine to machine communication. We take advantage
of DAVE-ML to incorporate mathematical models into
our ontology TSONT.
DAVETools is a DAVE-ML to Simulink® translator
developed at NASA. It constructs Simulink® block
diagrams from a DAVE-ML file. To exercise the
ontology to executable simulation blocks concept, while
developing PANTHERA, some of the block codes was
automatically generated by using the DAVETools.

Figure 1: Compute Aerodynamics Point Mass
Function Definition from TSONT (screenshot from
Protégé)

ONTOLOGY BASED FUNCTION ORIENTED
REUSE SCENERIO

Figure 1 depicts a function definition from TSONT.
Compute Aerodynamics Point Mass function is defined
by its input and output variables in the ontology. Its
implementation is given by referring to a DAVE-ML
file. The parameter that starts with “in” associates the
function with the input parameter which is also defined
in TSONT with allValuesFrom restriction. The
allValuesFrom restriction requires that for every
instance of the class that has the specified property, the
values of the property will be all members of the class
indicated by the owl:allValuesFrom clause. This
restriction entails that any implementation of Compute
Aerodynamics functions for point mass trajectory
simulations will require an atmosphere record. Same
also applies to the properties that start with “out”, which
associate the function with its output parameters. The
implementation datatype property refers to the DAVEML file that contains the algorithm for that function.
Datatype properties define the relations between
instances of classes and RDF literals and XML Schema
datatypes.

Ontologies and Domain Engineering
Experience in software reuse suggests that the success of
reuse is related to the use of artifacts in the context of a
domain, where a domain is defined as the area in which
an organization does business (Favaro, 1995). The term
reuse infrastructure refers to the collection of artifacts
that is made available to the software developer.
Developing a reuse infrastructure for a problem domain
is the essence of domain engineering. Domain
engineering comprises three fundamental processes:
domain analysis, infrastructure specification, and
infrastructure implementation (Falbo et al. 2002).
Domain analysis is the identification, acquisition and
evolution of relevant information on a problem domain
to be reused in software specification and construction
(Arango 1989). The outcome of domain analysis is the
domain model, which, in our case, is the trajectory
simulation
ontology
TSONT.
Infrastructure
specification is the selection and organization of
reusable information in the model to fit the patterns of
reuse in the environment of the developer. The
infrastructure specification, together with the knowledge
captured by the domain model, is input to the
infrastructure implementation step, which produces and
tests the specified components.

Incorporating DAVE-ML in TSONT
Any function defined in TSONT has an implementation
property that refers to a DAVE-ML file that documents
the mathematical mapping of inputs to outputs of the
function. Below is a part of the Update Dynamics Model
State and Derivatives 3DOF DAVE-ML.

Trajectory Simulation Ontology


y=

TSONT (Trajectory Simulation ONTology) has been
constructed in OWL (Antoniou and van Harmelen 2004)
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defined as an implicit collection of individuals that
belong together because they share some properties
(W3C 2006). The functions that are used to compute a
trajectory are also specified and related to classes in
TSONT. Furthermore, dependencies among the
functions are stipulated.

DAVE-ML (Dynamic Aerospace Vehicle Exchange
Markup Language) is a proposed standard for the
interchange of aerospace dynamic models. It is aimed to
provide a programming language independent
representation of aerodynamics, mass/inertia, propulsion
and guidance, navigation and control laws of a vehicle.
DAVE-ML, which is XML-based, relies on MathML as
a means to describe mathematical relations. MathML is
an XML-based language for describing mathematics for
machine to machine communication. We take advantage
of DAVE-ML to incorporate mathematical models into
our ontology TSONT.
DAVETools is a DAVE-ML to Simulink® translator
developed at NASA. It constructs Simulink® block
diagrams from a DAVE-ML file. To exercise the
ontology to executable simulation blocks concept, while
developing PANTHERA, some of the block codes was
automatically generated by using the DAVETools.

Figure 1: Compute Aerodynamics Point Mass
Function Definition from TSONT (screenshot from
Protégé)

ONTOLOGY BASED FUNCTION ORIENTED
REUSE SCENERIO

Figure 1 depicts a function definition from TSONT.
Compute Aerodynamics Point Mass function is defined
by its input and output variables in the ontology. Its
implementation is given by referring to a DAVE-ML
file. The parameter that starts with “in” associates the
function with the input parameter which is also defined
in TSONT with allValuesFrom restriction. The
allValuesFrom restriction requires that for every
instance of the class that has the specified property, the
values of the property will be all members of the class
indicated by the owl:allValuesFrom clause. This
restriction entails that any implementation of Compute
Aerodynamics functions for point mass trajectory
simulations will require an atmosphere record. Same
also applies to the properties that start with “out”, which
associate the function with its output parameters. The
implementation datatype property refers to the DAVEML file that contains the algorithm for that function.
Datatype properties define the relations between
instances of classes and RDF literals and XML Schema
datatypes.

Ontologies and Domain Engineering
Experience in software reuse suggests that the success of
reuse is related to the use of artifacts in the context of a
domain, where a domain is defined as the area in which
an organization does business (Favaro, 1995). The term
reuse infrastructure refers to the collection of artifacts
that is made available to the software developer.
Developing a reuse infrastructure for a problem domain
is the essence of domain engineering. Domain
engineering comprises three fundamental processes:
domain analysis, infrastructure specification, and
infrastructure implementation (Falbo et al. 2002).
Domain analysis is the identification, acquisition and
evolution of relevant information on a problem domain
to be reused in software specification and construction
(Arango 1989). The outcome of domain analysis is the
domain model, which, in our case, is the trajectory
simulation
ontology
TSONT.
Infrastructure
specification is the selection and organization of
reusable information in the model to fit the patterns of
reuse in the environment of the developer. The
infrastructure specification, together with the knowledge
captured by the domain model, is input to the
infrastructure implementation step, which produces and
tests the specified components.

Incorporating DAVE-ML in TSONT
Any function defined in TSONT has an implementation
property that refers to a DAVE-ML file that documents
the mathematical mapping of inputs to outputs of the
function. Below is a part of the Update Dynamics Model
State and Derivatives 3DOF DAVE-ML.

Trajectory Simulation Ontology

( FA y + FG y )
mass

(1)


y=

TSONT (Trajectory Simulation ONTology) has been
constructed in OWL (Antoniou and van Harmelen 2004)
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collection of all function blocks. Design process focuses
on connecting the selected function blocks to
accomplish a task or build a new function in the
functional hierarchy.

<variableDef
name="yddot"
varID="yddot"
units="m/s2">
<description>Acceleration in Y
</description>
<calculation>
<math>
<apply>
<divide/>
<apply>
<plus/>
<ci>FAY</ci>
<ci>FGY</ci>
</apply>
<ci>mass</ci>
</apply>
</math>
</calculation>
<isOutput/>
</variableDef>

A block can be implemented either by automatically
generating block code from DAVE-ML files or by
coding it manually. In this study, we did both as we
developed PANTHERA - Point Mass Unguided
Trajectory Simulation MATLAB Simulink® Blockset.
The PANTHERA reuse infrastructure was then used to
develop simulations, such as TIGER and JAGUAR.
AUTOMATED TRANSFORMATION FROM
TSONT TO SIMULINK®

DAVE-ML enables its user to express mathematical
relations between input and output parameters using
MathML (AIAA Simulation Standards Working Group,
2004). Above is the definition of an output parameter in
DAVE-ML. The yddot, the second derivative of
displacement along y-axis, is dependent on aerodynamic
and gravitational forces in y-axis and mass, as described
by the mathematical relation given in Equation (1).
Function Oriented Reuse Scenario
Function oriented programming relies on decomposing a
system into a set of interacting functions with a
centralized system state shared by these functions
(Sommerville 1995). Although MATLAB Simulink®
supports other paradigms as well (Lee 2003), in this
study, we used it in a function oriented fashion and
developed a function oriented blockset.
Being the domain model of the infrastructure, TSONT
was our starting point. By using the tool (TSONT2SIM),
the functions in the trajectory simulation domain are
converted to Simulink® block definitions.

MATLAB built in commands are used to generate
Simulink® blocks from the ontology, which is in OWL.
First, TSONT file is read into an OWLModel object of
Protégé. Then, TSONT is parsed to extract the OWL
classes that define the functions of the trajectory
simulation domain. Protégé OWL API is used to parse
the OWL file. As we parsed the ontology, we generated
a MATLAB script that would construct the Simulink®
blocks when interpreted (MathWorks 2007).

DAVE-ML enables its user to express mathematical
relations between input and output parameters using
MathML (AIAA Simulation Standards Working Group,
2004). Above is the definition of an output parameter in
DAVE-ML. The yddot, the second derivative of
displacement along y-axis, is dependent on aerodynamic
and gravitational forces in y-axis and mass, as described
by the mathematical relation given in Equation (1).

The Protégé-OWL API, offers many facilities to analyze
the structure of the ontology (Knublauch 2006). It is
being developed as an open-source Java library for
OWL and RDF(S). It provides classes and methods to
load and save OWL ontologies. It enables the
programmer to query and manipulate OWL data models,
and to perform reasoning based on Description Logic
engines.

Function oriented programming relies on decomposing a
system into a set of interacting functions with a
centralized system state shared by these functions
(Sommerville 1995). Although MATLAB Simulink®
supports other paradigms as well (Lee 2003), in this
study, we used it in a function oriented fashion and
developed a function oriented blockset.
Being the domain model of the infrastructure, TSONT
was our starting point. By using the tool (TSONT2SIM),
the functions in the trajectory simulation domain are
converted to Simulink® block definitions.

Every OWL class in the ontology has allValuesFrom
restrictions on some of their properties. To specify the
input and output ports of Embedded MATLAB
functions these allValuesFrom restrictions are used. The
properties that have allValuesFrom restrictions are

As shown in Figure 2, after the ontology to Simulink®
transformation, which will be presented in the
succeeding section, a set of blocks are selected from the

Figure 2: Ontology Based Function Oriented Reuse Scenario
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separated into two. The properties whose name starts
with an “in” prefix become an input port and the ones
whose name starts with an “out” become an output port.

them. One of the generated blocks and its DAVETools
generated implementation are presented below in
Figure 4.

separated into two. The properties whose name starts
with an “in” prefix become an input port and the ones
whose name starts with an “out” become an output port.

Trajectory Simulation functions are organized in
TSONT as an inheritance tree. The classes that
correspond to Embedded MATLAB Functions are the
leaf classes in the class tree of the TSONT. The root
classes, from which the leaf classes are inherited from,
are used to structure the subsystems in the blockset
generated.

Trajectory Simulation functions are organized in
TSONT as an inheritance tree. The classes that
correspond to Embedded MATLAB Functions are the
leaf classes in the class tree of the TSONT. The root
classes, from which the leaf classes are inherited from,
are used to structure the subsystems in the blockset
generated.

To generate MATLAB Simulink® blocks, a MATLAB
script is formed. Basically, the add_block built-in
function is used to add blocks, ports and subsystems
into the systems. The delete_block and delete_line are
used to delete the unnecessary components that are
automatically
generated
by
MATLAB
for
housekeeping purposes when a Subsystem or User
Defined MATLAB Function is added to the system.
The generation of the MDL file (MATLAB file format
for Simulink/Stateflow diagrams), which is actually a
collection of Simulink® blocks, is done by running the
MATLAB script. A sample set of generated MATLAB
Simulink® blocks and subsystems is shown in Figure 3.

To generate MATLAB Simulink® blocks, a MATLAB
script is formed. Basically, the add_block built-in
function is used to add blocks, ports and subsystems
into the systems. The delete_block and delete_line are
used to delete the unnecessary components that are
automatically
generated
by
MATLAB
for
housekeeping purposes when a Subsystem or User
Defined MATLAB Function is added to the system.
The generation of the MDL file (MATLAB file format
for Simulink/Stateflow diagrams), which is actually a
collection of Simulink® blocks, is done by running the
MATLAB script. A sample set of generated MATLAB
Simulink® blocks and subsystems is shown in Figure 3.

Figure 3 Examples of Automatically Generated
MATLAB Blocks and Subsystems

Figure 4 A Block Generated Using DAVETools

PANTHERA

Three groups of subsystems have been developed for
PANTHERA. The first group consists of subsystems
that contain blocks to read simulation parameters. For
example, Get Physicals is one of them. The second
group contains blocks that carry out basic trajectory
simulation computations, such as computing
gravitational force. The last group contains subsystems
for some high level functions that use the other two
groups to accomplish their tasks. For example,
Compute Phase Trajectory is one of them. Figure 5
depicts below PATHERA with the mentioned groups.

Simulink® Blockset for Unguided Point Mass
Trajectory Simulation, dubbed PANTHERA, has been
developed using Simulink® function block definitions
automatically generated by our TSONT-to-Simulink®
Transformation Tool. PANTHERA aims to be a
reusable collection of Simulink® blocks for unguided
point mass simulations. So a subset of Simulink®
function block definitions is automatically generated.
The implementation of blocks are either coded
manually, or generated by DAVETools automatically
provided that a DAVE-ML reference is available in
TSONT. Since the constructs that are either manually
coded or automatically generated are Simulink®
blocks, we experienced no difficulty in integrating
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them. One of the generated blocks and its DAVETools
generated implementation are presented below in
Figure 4.
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Figure 5 PANTHERA Subsystems
Two different mortar simulations, dubbed TIGER and
JAGUAR, have been developed using PANTHERA.
Both are point mass trajectory simulations based on
81mm mortar data. They differ by means of the blocks
used to construct them. While TIGER was developed
using the upper most block Compute Trajectory, sub
functional blocks were used to develop JAGUAR.
Figure 6 below is the result of a sample run of TIGER.
With the development of TIGER and JAGUAR this
exercise leads us to a process starting from ontology to
executable simulation employing model transformation
tools and technologies.

tool are used to develop a Simulink® blockset for point
mass trajectory simulations. On the application
engineering front, two trajectory simulations have been
built using this blockset. Thus, domain knowledge
captured in an ontology can be transformed to an
executable simulation by making use of some
automated means.

tool are used to develop a Simulink® blockset for point
mass trajectory simulations. On the application
engineering front, two trajectory simulations have been
built using this blockset. Thus, domain knowledge
captured in an ontology can be transformed to an
executable simulation by making use of some
automated means.

The challenge of this exercise was to make the concepts
of model driven engineering work for a simulation
domain in the context of a reuse infrastructure. We
make use of Protégé OWL API to render the OWL
constructs and create Simulink® constructs. While
developing this tool, meta-level matching of OWL and
Simulink® constructs are hard coded. So the tool that
was built for this exercise was specific to TSONT.
Building a tool that will enable to define
transformations from any ontology to Simulink®
blocks can be regarded as the next challenge, which
should
be
doable
using
state-of-the-art
metaprogramming tools. These efforts are believed to
build up mature methodologies to produce simulations
from domain models.
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make use of Protégé OWL API to render the OWL
constructs and create Simulink® constructs. While
developing this tool, meta-level matching of OWL and
Simulink® constructs are hard coded. So the tool that
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Building a tool that will enable to define
transformations from any ontology to Simulink®
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should
be
doable
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state-of-the-art
metaprogramming tools. These efforts are believed to
build up mature methodologies to produce simulations
from domain models.
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ABSTRACT

long transient periods that in fact were no use at all
since simulations are often started from that state. Even
the method we use, a combination of a heuristic and a
test, turns out to be predominantly driven by the
heuristic, with steady state being identified at the end of
the 25 crossings of the running mean. Given these
results we ask if it is worth persisting with transient
deletion methods, or should the reduction in the cost of
computing simply be used for longer runs or runs to
more accurate results (smaller values of relative
precision)? Alternatively does the effect of ignoring the
transient problem disappear within today’s acceptable
run times?

In discrete event steady-state simulation, deletion of
data from the initial transient phase of the simulation is
usually recommended in order to reduce the bias of the
final estimates. Various heuristics and tests have been
proposed to aid with this. The plummeting cost of
simulation, combined with uncertainties about the
overall reliability of the estimation of the transient
period, suggest revisiting the notion that deletion is
essential, especially for longer simulations. We
consider this in a sequential simulation framework.
1. INTRODUCTION
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ABSTRACT

long transient periods that in fact were no use at all
since simulations are often started from that state. Even
the method we use, a combination of a heuristic and a
test, turns out to be predominantly driven by the
heuristic, with steady state being identified at the end of
the 25 crossings of the running mean. Given these
results we ask if it is worth persisting with transient
deletion methods, or should the reduction in the cost of
computing simply be used for longer runs or runs to
more accurate results (smaller values of relative
precision)? Alternatively does the effect of ignoring the
transient problem disappear within today’s acceptable
run times?

In discrete event steady-state simulation, deletion of
data from the initial transient phase of the simulation is
usually recommended in order to reduce the bias of the
final estimates. Various heuristics and tests have been
proposed to aid with this. The plummeting cost of
simulation, combined with uncertainties about the
overall reliability of the estimation of the transient
period, suggest revisiting the notion that deletion is
essential, especially for longer simulations. We
consider this in a sequential simulation framework.
1. INTRODUCTION

There are a number of problems with the evaluation of
transient deletion methods. This has largely been carried
out on simple queueing models (since it can only be
done for systems for which we know the steady-state
result), and further, much of the evaluation has been
against a different, albeit related measure of
convergence to steady-state: the relaxation time. In
addition studies of methods for dealing with the initial
transient have concentrated on estimators of means,
with the result that their performance on other statistics:
higher moments, quantiles, remains uncertain (one
exception to this is Lee, Pawlikowski and McNickle,
2000). Finally few methods have been tested against
different initial starting conditions. So the overall
reliability of many proposed methods remains an open
question. Here for simplicity we will also restrict
ourselves to queueing models, means, and initiate
simulation from the "empty-and-idle" state.

A standard part of simulation methodology for discrete
event steady-state simulation is that data from the initial
transient phase of simulation should be deleted in order
to reduce the bias of the final estimates. The assumption
usually underlying this is that the expected value of the
process being simulated may be changing over the
transient phase, and thus including these data biases the
results or increases the variance. Various heuristic
methods for selecting the number of observations to
delete, and for testing if the system is adequately close
to “steady state” have been proposed. A survey of these
up to 1990 can be found in Pawlikowski (1990). The
controversy over the virtues of deletion at that time is
also described in Section 2 of that paper. Notable
transient methods proposed since then include Yücesan
(1993), Jackway and deSilva (1992), Goldsman,
Schruben and Swain (1994). However two comparative
studies (McNickle, Pawlikowski and Stacey, 1993;
Ghorbani 2004) have failed to find a substantial
improvement in overall reliability over a method based
on Schruben’s test (Schruben 1982, and Schruben
Singh and Tierney 1983). In fact some of the
alternatives that have been proposed do not appear to
perform well at all. Details of our sequential
implementation of a Schruben-based method can be
found in Section 3 of Pawlikowski (1990).

With the steep decline in the cost of computing, the
availability of large-scale computing resources via
networks and the web, and simulation software that can
carry out replications in parallel, such as Akaroa2,
(Ewing, Pawlikowski and McNickle 1999) it is now
possible to collect very large samples of simulation
output data for steady-state simulation problems in
acceptable time and at acceptable cost. Given this, is it
true that the influence of the initial state of the simulated
system could be expected to be quite limited, since the
initial transient may now form a very small fraction of
the total run? And given the uncertainty about the
overall performance of some of the deletion methods
has the balance shifted back in favour of not deleting
observations?

A recent survey of transient deletion methods
(Ghorbani 2004) showed quite mixed results, with some
methods giving quite inconsistent results in terms of the
length of transient removed. Some methods showed a
strong tendency to select an empty-and-idle state as the
end of the transient period, producing potentially very
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2. COVERAGE ANALYSIS

paper the effect of discarding the initial transient data is
considered without discarding abnormally short
simulations or applying these heuristics. Thus the
coverage results appear worse than they would be in
practice.

The measure we will use for estimating the effect of the
initial transient is the coverage of the estimated
confidence intervals for the final result. That is, if
supposedly 95% (for example) confidence intervals of a
specified relative precision are being used as the
stopping criterion for sequential simulation, we use
independent replications to measure the fraction of
estimated confidence intervals which actually contain
the true value of the parameter of interest. Any bias due
to the initial transient could be expected to show in
reduced actual coverage. We follow the coverage
estimation methodology described in Pawlikowski,
McNickle and Ewing (1998). There we argued that:

3. METHODOLOGY
The experiments were run using the Akaroa2 simulation
package, using it in its single-processor mode. The
automated method based on Schruben’s test as
referenced above was used to determine the length of
the initial transient period. This sequential version of the
Schruben test uses a heuristic to decide on an estimated
length of initial transient period. This heuristic was
proposed by Gafarian, Anker and Morisaku (1978) and
is described in detail in Pawlikowski (1990). Using this
heuristic, the length of initial transient period is taken to
be over when the sequence has crossed its running mean
25 times. Schruben’s test is then used to test for
stationarity. If the null hypothesis of stationarity is
rejected, a larger potential transient period is considered
(Pawlikowski, 1990).

R1. Coverage of the final results from sequential
simulation should be analyzed sequentially, i.e. analysis
of coverage should be stopped when the relative
precision (the relative half-width of the confidence
interval) of the estimated coverage reaches a specified
level, say 5%.
R2. An estimate of coverage has to be calculated from a
representative sample of data, so the coverage
estimation starts only after a minimum number (say
200) “bad” confidence intervals have been recorded.

Sequential Spectral Analysis, a modification of the
method proposed by Heidelberger and Welch (1981)
and specified in Pawlikowski (1990), was used to
estimate the confidence interval width. We have found
that this method gives accurate confidence intervals,
especially for highly correlated data, such as waiting
times in highly loaded queues (Ewing, McNickle and
Pawlikowski 2002, McNickle, Pawlikowski, and Ewing,
2004).

R1 arises from the fact that sequential analysis is the
only practical way of guaranteeing results of a prespecified precision when standard errors are unknown,
and hence should be used in most steady-state
simulations. Thus coverage studies, as metasimulations, should also reflect this practice. Practically
also, for this study, sequential analysis was essential as
producing just one of the estimates of coverage for this
study could involve up to 15,000 independent
replications, each using thousands of observations and
requiring days of elapsed time as a background task.

Experiments were conducted for response times in a
representative range of queueing models: M/M/1, M/D/1
and M/H2/1 and a simple computer network model as
shown in Figure 1. For the M/H2/1 model the square of
the coefficient of variation is set to 5.

Sequential analysis does, however, have the problem
that some of the simulation experiments may stop after
an abnormally small number of observations have been
collected, because, by chance, the stopping criterion is
temporarily satisfied. In Pawlikowski, McNickle and
Ewing. (1998) and Ewing, McNickle and Pawlikowski
(2002) our objective was to compare methods of
confidence interval estimation such as Spectral Analysis
and Batch Means in a sequential (and multiple
processor) framework. So simulation runs that were
abnormally short were discarded by removing those
more than one standard deviation shorter than the
average length to remove this extraneous source of
variation. This step does not seem appropriate here,
because the initial transient might have some influence
on the occurrence of abnormally short runs.

Disk 1

Job Sink

Job Source

p1
p3

CPU
p2

Disk 2

Figure 1: The computer network model
For the computer network model the mean CPU service
time = 6, the mean service time for each disk = 14, p1 =
p2 = 0.4, all distributions are negative exponential, and
the source rate is set to give traffic intensities at the CPU
ranging from 0.1 to 0.9.

Lee, Pawlikowski and McNickle (1999) show that in
practice there are some practical heuristics that can
guard against runs that are too short. However in this
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similar precision. But this turns out not to be the case.
We give only two tables to save space since all the
results were similar. Table 1 gives the average numbers
of observations recorded firstly after the deletion of a
transient period (column 3) and then if no transient
period is deleted (column 4), for various values of the
traffic intensity (ρ) for the M/M/1 model stopped at a
relative precision of 5%. Thus it corresponds to the
results shown in Figure 3(b). Table 2 gives similar
values for the M/H2/1 queue, corresponding to the
results shown in Figure 4(b).
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5. DISCUSSION
From the graphs it can be seen that deletion of the initial
transient does appear to produce some effect on
coverage for models in which the run lengths are short,
but that the effect reduces with: the variability of the
model, and the accuracy of the precision (aside from
initial effects due to the analysis method the 5% runs are
about four times as long as those for 10% precision), to
the point where in a single experiment the reduction in
coverage would no longer be deemed to be statistically
significant.
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Table 2. Average Run Lengths for M/H2/1 with a
Relative Precision of 5%
ρ

Thus for M/H2/1 at 5% precision the effects are very
small. Similarly for the CPU queue in the computer
network model the 5% relative precision runs are also
almost indistinguishable from those in which a transient
period has been deleted. This is presumably due to the
usually positive autocorrelation in the input process
produced by the feedback of jobs (McNickle, 1984)
resulting in long run lengths. In all cases the no-deletion
coverage increases towards that produced when an
initial transient period is deleted, as the run length
increases.
It might be thought that unless the transient period is
deleted, substantially longer runs are needed to achieve
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Rather than requiring more observations, we note that in
fact the average run lengths without deletion are
uniformly shorter than those when deletion is used. We
conjecture that this may be because while the results
measured during the transient period are biased, they are
also of low variance, leading to, on the average, shorter
runs.

Jackway, P. T., and deSilva, B. M. 1992. A Methodology for
Initialisation Bias Reduction in Computer Simulation
Output. Asia-Pacific Journal of Operational Research. 9,
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Lee, J.-S. R., K. Pawlikowski and D. McNickle. 1999.
Sequential steady-state simulation: rules of thumb for
improving the accuracy of the final results Proc. ESS99
(Erlangen, Germany) Oct 26-28 1999.
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We further note that the shorter run lengths alone are
sufficient to account for the reduction in coverage
between the deletion and the no-deletion results.
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between the deletion and the no-deletion results.

Lee, J.-S. R., K. Pawlikowski and D. McNickle. 2000 Initial
Transient Period Detection for Steady-State Quantile
Estimation, Proc. Int. Summer Computer Simulation Conf.
(SCSC'2000, Vancouver, Canada, July 16-20, 2000), Int.
Society for Computer Simulation, 2000, S213.1-6

6. CONCLUSIONS

McNickle, D., 1984 Autocorrelations in the input and output
processes in simple Jackson networks, New Zealand
Operational Research, 12(2).

While the use of a reliable method of transient deletion
such as that based on Schruben’s test or Goldsman,
Schruben, and Swain (1994) can still be recommended,
the gains in reduced bias or variance appear to be
modest. For situations outside those for which transient
deletion methods have been validated it appears to be
equally possible to rely on high-precision (i.e. small)
confidence intervals in order to guarantee the accuracy
of the final results. Aside from the increased run lengths
needed to produce this higher precision we did not find
any evidence that dealing with the transient problem by
means of specifying higher precision for the results will
require the collection of substantially more
observations.

McNickle, D., Pawlikowski, K. and Ewing, G. (2004) Refining
spectral analysis for confidence interval estimation in
sequential simulation. Budapest, Hungary: Proceedings of
the ESS 2004, 99-103, Oct 2004.
McNickle, D., K. Pawlikowski and C. Stacey, 1993. Detection
and significance of the initial transient period in
quantitative steady-state simulation, (with) Proceedings of
the Eighth Australian Teletraffic Research Seminar, RMIT
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Pawlikowski, K., D. McNickle and G. Ewing. 1998 Coverage
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and the only solution is the adoption of simulation tools
(Bozzo et al. 2003), where the prediction of the RAM
(Reliability, Availability, Maintainability) performances
of each subsystem plays a fundamental role. In such a
context RAM prediction can be defined as a simulation
process to identify the occurrence of failure events and
repair actions for each macro-component (subsystem)
and analyse the effects of both failures and (corrective
and preventive) maintenance operations on the
performances of the transportation system under
investigation, as far as traffic behaviour is concerned.
Starting from rated conditions, where all the subsystems
are correctly operating and departure and arrival times
are the scheduled ones, the proposed tool (Dazzi et al.
2006) generates by Monte Carlo method the Times To
Failure (and Times To Repair) for each basic
component and performs a detailed analysis of the
traffic evolution whenever a failure event occurs,
identifying the delay collected by the trains, till rated
conditions are reached again (taking into account repair
actions as well). The result of such analysis represents a
sample of the delays population, and the collection of a
suitable number of those samples (simulations),
integrated with a suitable statistical post processing,
allows the designer to estimate the actual quality level
of the system, detect possible bottlenecks and define the
required corrective actions to be implemented, if any.
Moreover, it is worth mentioning that other SD
indicators, different from the one previously defined,
can be statistically estimated by the tool utilising the
same simulation procedure (for instance, an SD
indicator related to the number of lost runs in a metro
application).

KEYWORDS
Reliability, Maintenance, Train delay, Monte Carlo
ABSTRACT
In this paper the authors present a procedure for
estimating the impact of design choices, dealing with
subsystems architecture, basic components reliability
performances or maintenance policies, on the service
quality provided by a railway or metro system. The
procedure is based on the use of an innovative modular
simulator, developed by the authors. Through a Monte
Carlo approach and a suitable post-processing of the
results of the simulated samples, the tool provides the
user with a set of indicators for estimating the service
quality and the effectiveness of different traffic and fleet
management policies, as well as maintenance strategies,
in both rated and degraded operating conditions.
INTRODUCTION
In order to evaluate service quality, that is to say the
measure of the level of satisfaction of the users, the
parameter Service Dependability may be introduced
(Calabria et al. 1993). Service Dependability (SD) is
usually defined as the probability that a train, during a
generic travel, collects a delay d not greater than an
allowable quantity δ. Such a parameter is related to
service quality as it takes into account the major request
of the passenger, which every day utilizes railway and
metro transit systems: for the user, in fact, only short
and rare train delays are acceptable. The first step to
evaluate SD is to identify all the failure modes of the
system components, estimate the probabilistic
occurrence of such events and correlate failure modes
impact with both the locos allowed performances and
the mutual interactions among the vehicles.
Some of the authors have already analysed the problem
from an analytical point of view, demonstrating that
such approach is possible in very simple situations only.
For instance, it is possible to evaluate the probabilistic
impact of loco electrical drive failures on the running
time of the vehicle (Cosulich et al. 1996), considering it
as a stand alone unit (no interactions with other
vehicles) and only in the case heavy simplifications are
introduced.
If all the other railway or metro subsystems (Electrical
substations, overhead line, signalling system, …) are
taken into account, as well as their relevant failure
modes, the mentioned approach becomes impossible

THE INNOVATIVE SIMULATION TOOL
When the railway or metro system is operating in rated
conditions, a failure event in one (or more) of the
technological macro-components (subsystems) may
occur. This failure may imply a partial or total loss of
the ability of the macro-component in completing its
mission and, conversely, a decrease in the quality of the
service provided by the entire transport system (trains
delay or loss of runs).
The proposed tool basically consists of two different
simulators, duly integrated and interacting:
¾ a traffic simulator;
¾ a failure simulator.
The former analyses the traffic behaviour taking into

Proceedings 21st European Conference on Modelling and Simulation
Ivan Zelinka, Zuzana Oplatková, Alessandra Orsoni ©ECMS 2007
ISBN 978-0-9553018-2-7 / ISBN 978-0-9553018-3-4 (CD)
447

ESTIMATE OF COMPONENTS RELIABILITY AND MAINTENANCE
STRATEGIES IMPACT ON TRAINS DELAY
Giovanni Dazzi and Stefano Savio
Electrical Engineering Department – University of Genova
Via all’Opera Pia 11a, Genova 16145, Italy
E-mail: stefano@die.unige.it

Pierluigi Firpo
D’Appolonia S.p.A.
Via San Nazaro 19, Genova 16145, Italy
E-mail: pierluigi.firpo@dappolonia.it

and the only solution is the adoption of simulation tools
(Bozzo et al. 2003), where the prediction of the RAM
(Reliability, Availability, Maintainability) performances
of each subsystem plays a fundamental role. In such a
context RAM prediction can be defined as a simulation
process to identify the occurrence of failure events and
repair actions for each macro-component (subsystem)
and analyse the effects of both failures and (corrective
and preventive) maintenance operations on the
performances of the transportation system under
investigation, as far as traffic behaviour is concerned.
Starting from rated conditions, where all the subsystems
are correctly operating and departure and arrival times
are the scheduled ones, the proposed tool (Dazzi et al.
2006) generates by Monte Carlo method the Times To
Failure (and Times To Repair) for each basic
component and performs a detailed analysis of the
traffic evolution whenever a failure event occurs,
identifying the delay collected by the trains, till rated
conditions are reached again (taking into account repair
actions as well). The result of such analysis represents a
sample of the delays population, and the collection of a
suitable number of those samples (simulations),
integrated with a suitable statistical post processing,
allows the designer to estimate the actual quality level
of the system, detect possible bottlenecks and define the
required corrective actions to be implemented, if any.
Moreover, it is worth mentioning that other SD
indicators, different from the one previously defined,
can be statistically estimated by the tool utilising the
same simulation procedure (for instance, an SD
indicator related to the number of lost runs in a metro
application).

KEYWORDS
Reliability, Maintenance, Train delay, Monte Carlo
ABSTRACT
In this paper the authors present a procedure for
estimating the impact of design choices, dealing with
subsystems architecture, basic components reliability
performances or maintenance policies, on the service
quality provided by a railway or metro system. The
procedure is based on the use of an innovative modular
simulator, developed by the authors. Through a Monte
Carlo approach and a suitable post-processing of the
results of the simulated samples, the tool provides the
user with a set of indicators for estimating the service
quality and the effectiveness of different traffic and fleet
management policies, as well as maintenance strategies,
in both rated and degraded operating conditions.
INTRODUCTION
In order to evaluate service quality, that is to say the
measure of the level of satisfaction of the users, the
parameter Service Dependability may be introduced
(Calabria et al. 1993). Service Dependability (SD) is
usually defined as the probability that a train, during a
generic travel, collects a delay d not greater than an
allowable quantity δ. Such a parameter is related to
service quality as it takes into account the major request
of the passenger, which every day utilizes railway and
metro transit systems: for the user, in fact, only short
and rare train delays are acceptable. The first step to
evaluate SD is to identify all the failure modes of the
system components, estimate the probabilistic
occurrence of such events and correlate failure modes
impact with both the locos allowed performances and
the mutual interactions among the vehicles.
Some of the authors have already analysed the problem
from an analytical point of view, demonstrating that
such approach is possible in very simple situations only.
For instance, it is possible to evaluate the probabilistic
impact of loco electrical drive failures on the running
time of the vehicle (Cosulich et al. 1996), considering it
as a stand alone unit (no interactions with other
vehicles) and only in the case heavy simplifications are
introduced.
If all the other railway or metro subsystems (Electrical
substations, overhead line, signalling system, …) are
taken into account, as well as their relevant failure
modes, the mentioned approach becomes impossible

THE INNOVATIVE SIMULATION TOOL
When the railway or metro system is operating in rated
conditions, a failure event in one (or more) of the
technological macro-components (subsystems) may
occur. This failure may imply a partial or total loss of
the ability of the macro-component in completing its
mission and, conversely, a decrease in the quality of the
service provided by the entire transport system (trains
delay or loss of runs).
The proposed tool basically consists of two different
simulators, duly integrated and interacting:
¾ a traffic simulator;
¾ a failure simulator.
The former analyses the traffic behaviour taking into

Proceedings 21st European Conference on Modelling and Simulation
Ivan Zelinka, Zuzana Oplatková, Alessandra Orsoni ©ECMS 2007
ISBN 978-0-9553018-2-7 / ISBN 978-0-9553018-3-4 (CD)
447

is not greater than a given value t0, being t∈(0, +∞). For

account all the constraints deriving from the rated or
degraded performances of the different macrocomponents, while the latter, based on the Monte Carlo
method, generates the failure occurrences for those
macro-components and the “rules” that apply when each
different failure is injected into the system.
The design has been carried out by the authors in order
to achieve an optimal compromise between modelling
accuracy and computing time, and to fulfil two main
requirements:
¾ flexibility, related to both the input data and output
results, and dealing with the possibility to analyse
systems with different layouts, characteristics of
rolling stocks, schedules, fleet management and
maintenance policies, and to estimate different user
defined SD indicators;
¾ modularity, dealing with the possibility to
implement a new model for a subsystem by just
adding the relevant module, without any further
modifications (each module is a “black box”
interacting with the others through a suitable
interface only).

each value of the random variable t in (0, +∞), F(t)
assumes values uniformly distributed in (0, 1). So,
samples of the random variable t distributed according
to F(t) can be obtained generating a random number in
(0, 1) and subsequently inverting F(t).
For instance, if the random variable t is exponentially
distributed, the relevant PDF f(t) can be expressed as:
⎧⎪ λe − λt
f (t ) = ⎨
⎪⎩0

F (t ) = 1 − e − λt

f (t ) dt

(3)

If the TTF of a component is characterised by such a
distribution, a sample can be generated solving the
following equation:

TTF =

ln(1 − F )
−λ

(4)

where λ is the reciprocal of the component MTTF and F
is, for any sample to be generated, a random number in
(0, 1) get by Monte Carlo method (Gedam et al. 2000,
Bozzo et al. 2003). The Monte Carlo based approach
has been adopted by the authors due to its flexibility, as
it allows to carry out the failure analysis for components
whose TTF (or TTR) is characterised by any
distribution (exponential, Weibull, lognormal, …).
According to the reliability connection of the basic
components of the subsystem (series, parallel, stand-by,
load sharing, k-out-of-n, …) and the level of detail
chosen for modelling its real structure, a performance
constraint at the subsystem level is then associated to
each failure occurrence to drive the traffic simulator.

Each train is characterised by its own length, weight,
rolling and aerodynamic drag characteristics, and
different locos can be taken into account through the
definition of their own weight and their relevant
traction effort and deceleration curves. At last, different
traffic and fleet management policies, as well as
maintenance strategies, can be defined and
implemented. As far as the failure simulator is
concerned, the Monte Carlo method has been chosen for
the generation of the Times To Failure (TTFs) and of
the Times To Repair (TTRs) of the different subsystems
components over a predefined time horizon, once
known
their
reliability
and
maintainability
characteristics. The Time To Failure and the Time To
Repair are random variables characterised by their
relevant Probability Density Functions (PDFs). The
knowledge of such PDFs is mandatory for performing
the RAM analysis of the system, as the Cumulative
Distribution Function (CDF) F(t) of a random variable
can be computed starting from the relevant PDF f(t) as it
follows:
t0
0

t<0

(2)

where λ is a constant, and the Cumulative Distribution
Function F(t) is:

The traffic simulator can perform the analysis of the
trains dynamic movement over a layout characterized
by:
¾ any number of passengers stations and freight
terminals;
¾ any number of maintenance depots or marshalling
yards;
¾ any gradient profile;
¾ any number and configuration of Electrical
substations (ESSs);
¾ fixed or moving block signalling systems.

F ( t0 ) = ∫

t≥0

TRAIN ELECTRICAL DRIVE MODEL
The case study analysed by the authors is related to a
railway system adopting a multivoltage vehicle
designed for the Italian High Speed Railway System
(Bertini et al. 1990, Bogliani et al. 1992). The vehicle
was designed in order to operate with all the power
supply systems usually adopted in Europe: 3 kV DC,
1.5 kV DC, 25 kV 50 Hz, 15 kV 16 2/3 Hz.
The overall structure of the vehicle consists of three
equivalent modules (A, B and C), each composed of
two motoring coaches (two motorised boogies) and one
towed coach. The propulsion system of each module is
made up of an asynchronous motor drive, with four
induction motors, 550 kW rated power each.
The propulsion chain, where power electronics plays a
fundamental role, is modular and can be configured as a
function of the power supply system. In Figure 1 the
traction chain configuration analysed in this paper and
related to the case of the 25 kV 50 Hz feeding system is
shown: this scheme presents a transformer with two
secondary windings (Np, Ns1, Ns2), two decoupling

(1)

being F(t0) the probability that the stochastic variable t
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inductors (L11/L12, L21/L22) and two four quadrant
converters which feed the DC-link, made up of the 100
Hz resonant filter (L1f/L2f, C1f-C2f) and the capacitor
Ci, which stabilises the inverter input voltage; the
inverter feeds four paralleled induction motors.

The configuration adopted for the induction motors
takes into account that, whenever one motor of a coach
fails, the other motor of the same coach is switched off
for mechanical reasons. Each module is assumed to be
able to provide three different power levels: for
instance, the traction module is able to supply full
power if all its components are correctly operating; it is
able to supply half power if one four quadrant converter
is out of order or one induction motor fails, while no
traction power is available if both the four quadrant
converters or one of the transformer, filters or inverter
blocks are out of order. Zero power is provided by the
module also in the case two motors (one for each coach)
are out of order. When one boogie fails, the vehicle is
able to complete the trip at reduced speed, whose
maximum value cannot exceed 80 km/h. It has been also
assumed that no maintenance action is performed during
the mission time.
Table 1 lists the Mean Time To Failure (MTTF) values
of the system blocks depicted in Figure 2; those data are
obtained from manufacturers experience and from
international standard (IEEE Std 493 1990, MILHDBK-217 1991). For electrical and electronic
components an exponential distribution has been
assumed, while for the boogies a normal distribution has
been supposed, with a standard deviation equal to 300 h.
This case study has been presented by the authors to
show the potentialities of the procedure and how it can
be easily customised to solve different problems: it
represents a complex system which can be maintained at
the depot level only and whose performances (running
times) vary as a function of the failed components.

25 kV 50 Hz
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Figure 1 – Traction drive (25 kV 50 Hz feeding system)
The vehicle Reliability Block Diagram (RBD) is shown
in Figure 2: the RBD consists of three identical
reliability macro-blocks, in parallel configuration. Each
macro-block models the traction drive shown in Figure
1, together with the boogies, each composed of two
bearings and one reduction gear. It may be decomposed
into three blocks (transformer, filters and inverter) in
series configuration; two blocks, describing the two four
quadrant converters, in parallel configuration; four
blocks, representing the induction motors, two by two in
series configuration with the related boogie, and then
paralleled.
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The vehicle Reliability Block Diagram (RBD) is shown
in Figure 2: the RBD consists of three identical
reliability macro-blocks, in parallel configuration. Each
macro-block models the traction drive shown in Figure
1, together with the boogies, each composed of two
bearings and one reduction gear. It may be decomposed
into three blocks (transformer, filters and inverter) in
series configuration; two blocks, describing the two four
quadrant converters, in parallel configuration; four
blocks, representing the induction motors, two by two in
series configuration with the related boogie, and then
paralleled.

Four Quadrant
Converter
Filters

Boogie

Four Quadrant
Converter

Induction
Motor

Induction
Motor

Boogie

Four Quadrant
Converter

Induction
Motor

Induction
Motor

Boogie

Four Quadrant
Converter

Induction
Motor

Induction
Motor

Boogie

Four Quadrant
Converter

Boogie

Module A

Four Quadrant
Converter

Induction
Motor

Boogie

Induction
Motor

Induction
Motor

Boogie

Induction
Motor

Induction
Motor

Boogie

Induction
Motor

Induction
Motor

Boogie

Induction
Motor

Induction
Motor

Boogie

Induction
Motor

Induction
Motor

Boogie

Inverter

Module B

Filters

Transformer

Induction
Motor
Inverter

Filters

Transformer

Induction
Motor

3~
3~

Induction
Motor

Induction
Motor

3~

L1f L2f
C1f
Ci
C2f

Induction
Motor

Inverter

Module C

3~

Transformer

Inverter

The configuration adopted for the induction motors
takes into account that, whenever one motor of a coach
fails, the other motor of the same coach is switched off
for mechanical reasons. Each module is assumed to be
able to provide three different power levels: for
instance, the traction module is able to supply full
power if all its components are correctly operating; it is
able to supply half power if one four quadrant converter
is out of order or one induction motor fails, while no
traction power is available if both the four quadrant
converters or one of the transformer, filters or inverter
blocks are out of order. Zero power is provided by the
module also in the case two motors (one for each coach)
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able to complete the trip at reduced speed, whose
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the mission time.
Table 1 lists the Mean Time To Failure (MTTF) values
of the system blocks depicted in Figure 2; those data are
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international standard (IEEE Std 493 1990, MILHDBK-217 1991). For electrical and electronic
components an exponential distribution has been
assumed, while for the boogies a normal distribution has
been supposed, with a standard deviation equal to 300 h.
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25 kV 50 Hz

Boogie

Inverter

Four Quadrant
Converter
Transformer

Induction
Motor

inductors (L11/L12, L21/L22) and two four quadrant
converters which feed the DC-link, made up of the 100
Hz resonant filter (L1f/L2f, C1f-C2f) and the capacitor
Ci, which stabilises the inverter input voltage; the
inverter feeds four paralleled induction motors.

Inverter

Module C

Figure 2 – Vehicle Reliability Block Diagram

Figure 2 – Vehicle Reliability Block Diagram

449

449

Block
Transformer
Four Quadrant Converter
Filters
Inverter
Induction motor
Boogie

in Figure 4. It is worth mentioning that the speed
decrease occurring after the start-up phase is just due to
the track slope, whose value does not allow the train to
maintain the maximum speed even if the full traction
power is available. Travelling time equals about 58
minutes and, according to the adopted headway (15
minutes) and timetable, eight trains are contemporarily
present over the track. At last, eight spare units are
available at the beginning of the simulation in the depot
of each passenger station.
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125000
1100

The reliability model previously defined has been
implemented into the tool in order to provide the
traction power availability of each running train during
the simulation. Thanks to such an information, when a
failure occurs, the traffic simulator computes the
available traction effort for all the vehicles on the track
and solves the relevant dynamic motion equations. At
last it has been supposed to have always available a
constant deceleration both in rated and degraded
conditions.
Should an immobilising failure occur (maximum speed
equal to zero), the running time is computed as the
passenger travel total time: the time from the departure
till the stop along the track is summed to the time
required by a spare unit, starting from the nearest
station, to reach and take on board the passengers and to
complete the travel. In this case no failure is supposed
to occur in the spare unit.
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The authors has applied the proposed procedure to the
case study for estimating the impact on service quality
of the train drive components reliability and
maintenance strategy.
In particular, the procedure has been utilised for
computing conventional measures, such as the mean
delay of the train, and has been also used for estimating
of the Service Dependability (SD), which can be
formalised by the following relationship, where d is the
stochastic variable “delay” and δ an allowable quantity:
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In this chapter the authors present the results dealing
with the simulation of a High Speed railway system,
whose track layout is depicted in Figure 3 together with
the related slope profile.
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Figure 3 – Track layout and slope profile
In the simulated railway system, a double track line
connects two passenger stations. Station I is 250 km far
from Station II and the track is flat everywhere but in
two sections, each 25 km long, characterised by a ±12‰
slope (positive slope for trains leaving a station). The
two sections are placed 50 km and 175 km far from the
departure station respectively. The maximum allowed
cruising speed is 300 km/h, but a speed restriction (80
km/h) is present when the train approaches the arrival
station. The railway line is equipped with a moving
block signalling system and a maintenance depot is
present at each passenger station.
All the running trains are characterised by the reliability
model discussed in the previous chapter, and their
running profile in rated operating conditions is depicted
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case study for estimating the impact on service quality
of the train drive components reliability and
maintenance strategy.
In particular, the procedure has been utilised for
computing conventional measures, such as the mean
delay of the train, and has been also used for estimating
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In this chapter the authors present the results dealing
with the simulation of a High Speed railway system,
whose track layout is depicted in Figure 3 together with
the related slope profile.
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The authors have analysed about 73000 samples
(observed runs) by performing six replications of a
simulation carried out over a time horizon of 10000
operating hours.
The results depicted in the following refer to two
different case studies (Case A and Case B). In Case A it
has been supposed to adopt a maintenance strategy
which calls for a preventive maintenance action on the
mechanical equipment of the loco (boogie) every 1000
operating hours. Case B refers to a situation where
preventive maintenance actions are carried out every
2000 operating hours. For both case studies, the effect
of a preventive maintenance action is an 80% renewal
of the mechanical equipment.
Figure 5 and Figure 6 show the delay histograms for
Case A and Case B respectively. For a better readability
the authors have preferred to show in Figure 5 and
Figure 6 delayed trains only and to associate each delay
interval to the number of the delayed trains, computed
as a percentage with respect to the overall number of
delayed trains.
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slope (positive slope for trains leaving a station). The
two sections are placed 50 km and 175 km far from the
departure station respectively. The maximum allowed
cruising speed is 300 km/h, but a speed restriction (80
km/h) is present when the train approaches the arrival
station. The railway line is equipped with a moving
block signalling system and a maintenance depot is
present at each passenger station.
All the running trains are characterised by the reliability
model discussed in the previous chapter, and their
running profile in rated operating conditions is depicted
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Table 2 and Table 3 present the results of the measures
performed on the observed samples: the mean value of
the distributions is shown together with the estimated
standard deviation σm of the sample means (Case A and
Case B respectively).
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Figure 7 – Service Dependability (Case A)
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Figure 8 – Service Dependability (Case B)
Stated that the adopted fleet size revealed sufficient to
avoid lost runs or delayed departures, that is to say the
observed delays are just caused by items failure, it is
important to remark the impact of maintenance policies
on the service quality. By comparing the results related

* rounded values

As far as the mean delay is concerned, Table 2 and
Table 3 also show the results of the analysis carried out
by the authors in order to estimate the Statistical
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Confidence (SC) limits and the associate probability
(90% and 95%). Being the number of the observed
delays equal to 764 and 1038 for Case A and Case B
respectively, the authors have assumed that, according
to the central limit theorem, the means of the sample are
normally distributed.
At last, Figures 7 and 8 show the behaviour of the delay
Cumulative Distribution Functions for the whole set of
the observed trains (Case A and Case B respectively). In
particular, the curves represent, given a generic time t,
the probability that the delay is less than t and so furnish
the estimate of the Service Dependability of the system.
In Figures 7 and 8, the curves characterised by a
continuous line have been directly derived from the
simulated samples, while the curves characterised by a
dashed line, presented just as an example, have been
plotted by approximating the delay histogram with an
exponential distribution, through the mean values of
Tables 2 and 3 respectively. Although no best fitting
analysis has been carried out by the authors, such rough
and preliminary approximation appears quite acceptable
for the simulated case studies.
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to the whole set of runs, it turns out a not negligible
increase of the train mean delay and a decrease of the
Service Dependability for Case B, due to the reduction
of the frequency of preventive maintenance operations
on the mechanical equipment.
CONCLUSIONS
The results of the impact analysis presented in this
paper clearly show the effectiveness of the procedure
proposed and based on the adoption of an innovative
simulation tool developed by the authors. Such a
procedure allows to effectively analyse and solve
different problems concerning railway and metro
systems. In particular, the main function the tool has
been designed for is to provide the user with a set of
indicators related to the quality of the service in real
operating conditions, and able to support the choice of
the optimal solution (as far as, for instance, traffic
management rules, maintenance strategies and fleet
consist are concerned) during the design phase of a
railway or metro system or the choice of the most
effective corrective actions to be implemented, when
required, in an existing system. Such support is realized
by providing an estimate of the impact on the system
performances of components failures, traffic
management policies, fleet management and
maintenance strategies. The added value of such an
impact estimate is twofold: on one hand it is customer
oriented, as it allows to identify the influence of a
particular choice on the quality perceived by the final
users (passengers), on the other hand it is decision
maker oriented, as it provides all the information to
achieve the needed quality targets taking under control
the life cycle cost of the system.
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cations are hardly accomplishable. The time needed to
run a simulation, to get all needed input data and evaluate the results is expensive. There are several attempts
to allow an efficient simulation experiment when having
a huge model. One possibility is to increase the computational power by running the simulations in parallel.
This can be done by parallelizing one simulation or by
parallelizing the replications [DHL+ 06].
Another possibility is to reduce the complexity of the
model. In a huge model (e.g., one plant with shops
A, B and C) not every shop or facility is of high importance for every specific experiment. If one experiment is done to analyze the performance of shop A,
there can be other shops (B, C) with minor or negligible influence on the results of the experiment. By
using submodels of lower complexity (B’, C’), the overall complexity of the composed model can be reduced
with few consequences to validity. To use this method
there have to be at least two models for every facility,
one of high and one of low complexity. The composition of a model before starting a simulation experiment
is normally done manually, but Mueck [Mue05, DM04]
elaborated a simulation technique that can switch submodels of different complexity during simulation on the
basis of significance for the current experiment. Such a
system was envisioned by Zeigler and en [Z86] imagined
a long time ago.
One major drawback of this method is the need for creating and maintaining at least two models per facility.
Normally models are under permanent modification.
Thus these modifications have to be done repeatedly,
once for every submodel and level of complexity. Automatic model abstraction is a possibility to overcome
this drawback. The modeler has to create and maintain
only the model of highest complexity, whereas models
of lower complexity are created automatically.
When parts of model are to be abstracted, a partitioning algorithm is needed. This algorithm should group
areas of the model with logical interrelation and similar geometrical position like shops, manufacturing cells,
etc. Partitioning algorithms should not be discussed
in this paper, refer to Fjallstrom [Fja98] as a starting
point.
To benchmark the abstraction of one model, a metric is needed to compare the complexity of the original model with the created one. This metric should
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Discrete event models in material flow simulation are
growing constantly in scope and resolution. Model abstraction is necessary to allow simulation experiments
of efficient runtime. Automatic model abstraction is
able to make the work of simulation experts easier.
Thus only the models with highest complexity have
to be created and maintained. In this paper techniques necessary for automatic model abstraction are
reviewed. At the beginning, definitions complexity and
validity are discussed. Following are methods to measure these model characteristics. And finally methods
for abstraction and some practices are presented. Concluding the lack of a unified modeling framework and
the lack of quantitative measures of abstraction results
is asserted.

MOTIVATION
The complexity, size and resolution of simulation models are growing constantly in the last years, for several
reasons [CPBP00]. Firstly, there is the possibility to
create such huge models. The performance-cost-ratio
of computers is improving constantly and the simulation tools are getting better. Modern Tools are user
friendly applications which incorporate model reuse,
quality visualization and object orientation. Secondly,
there is the desire to include everything in one model.
The vision of the ”Digital Factory” leads modelers to
build models of every single aspect of a factory and
to combine everything in one single model. With the
possibility to build huge models simulation experts include lots of detail in a model to feel safe not to miss
anything important. Thirdly, high quality virtual reality animation induces much complexity because many
details have to be included in the model to generate
”smooth” animations.
The runtime of these huge models is bad, i.e., the simulation of a certain amount of simulation time takes a lot
of real time. Simulation experiments with several repliProceedings 21st European Conference on Modelling and Simulation
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tell the abstraction algorithm, if the complexity was
reduced in the desired amount. It is used in combination with a validity metric as a regulation. The validity
metric garantees that the model behavior is not altered
beyond tolerance during abstraction. The abstraction
itself should be automated and flexible concerning applicability, achievable complexity and validity. In the
next sections we present research works done in the
field of model abstraction and supporting methods.

resources. The reduction of complexity can have negative effect on validity, i.e., an abstracted model can
have a differing behavior.
Recapitulating: Model abstraction is defined as the reduction of complexity while preserving the validity of
the model in an experimental frame [ZPK00].

MEASURING COMPLEXITY
Only a rather intuitive definition for the term complexity was given. To evaluate the results of an abstraction
algorithm a complexity metric has to be defined.
Wallace [Wal87] as well as Schruben and Ycesan
[SY93] developed metrics operating on graphs. Wallace used a Action Cluster Incident Graph to represent
models, which are related to the better known Simulation Graphs of Schruben.
Wallace defines a Control and Transformation Metric
as (1).

COMPLEXITY, LEVEL OF DETAIL, VALIDITY
In the last section the terms complexity, detail and validity were used. In this section, their definitions and
importance in the field of simulation model abstraction
are presented. To begin with, the complexity definition
of the complexity theory is not applicative because simulation is no algorithmic problem.
Zeigler et al. [ZPK00] defines complexity and detail as
the product of size and resolution of a model. Whereas
the size is the number of components and the resolution
is the number of states per component. Three different
kinds of complexity are separated. The analytic and
exploratory complexities are not relevant here, only the
computational or simulation complexity is. It measures
the computational resources necessary to execute the
model.
Chwif et al. [CPBP00] define scope and level of detail
as two components of complexity whereas scope is the
same as size and level of detail is the same as resolution.
Sisti and Farr [SF98] give a detailed description for
these terms. Validity or accuracy defines, how well
the model behavior fits the real system. Resolution
describes, in what depth minute aspects are modeled.
Complexity is a term for computational aspects of
model execution. Four assertions are built, which describe the relationship between these terms. Firstly,
higher resolution does not necessarily imply more accuracy, secondly, neither does complexity. Thirdly, higher
resolution does usually imply increased complexity and
last but not least complexity is directly related to computer runtime.
Sargent [Sar05] defines three types of validity. The
conceptual model validity determines, that the assumptions and theories underlying the conceptual model are
correct and that the model represents the real word
system reasonably in the experimental frame. Operational validity determines, that the output behavior of
the model is of sufficient accuracy. Data validity determines, if the data available for model building and
testing is correct and adequate. In the context of model
abstraction the validity of the original model in relation
to the real world system is of no interest. Therefor only
operational validity has to be achieved between original
and abstracted model.
For automatic model abstraction, in order to improve
simulation runtime, complexity must be reduced, because complexity defines the demand for computational

CW 1 =

n
X

(2 ∗ RWi + 1.5 ∗ Wi + Ri ) ∗

i=1

Ai
N

(1)

Where the transformation complexity of one node i is
defined as the weighted product of the number of variables with read and write access (RW), with read access
(R) and with write access (W). The control complexity, the complexity of the interconnection of nodes, is
defined as the quotient of the number of entering and
leaving edges (A) and the total number of edges (N).
In some tests Wallace has shown that this metric has
good response in comparison to other software metrics
but he did not test computer runtime.
Schruben and Ycesan developed several metrics. The
metric (2), as the most sophisticated, showed best regression with computer runtime.
X
X
C3 =
C(v) +
I(v, w)
(2)
v∈V (G)

v,w∈V (G)

This metric summarizes for all nodes v the complexity of the Nodes C(v) and the complexity of the arcs
I(v,w). Analog to Wallace, C(v) is the transformation
complexity and I(v,w) is the control complexity. In (2)
C(v) can represent the number of state variables of a
vertex and I(v,w) the number of edges between nodes
v and w.
These metrics are promising, because they work
strictly on models and no simulation is necessary to
acquire data. But it for complexity reduction a metric
is necessary with a very good correlation with simulation runtime. Runtime analyses of and complexity
measurements of several simulation models should be
accomplished to validate the metrics. With runtime
analyses the event complexity C(v) could be refined,
which seems profitable.

MEASURING VALIDITY
There are various techniques for model validation (see
Sargent [Sar05] for an overview), which can be objec-

454

tell the abstraction algorithm, if the complexity was
reduced in the desired amount. It is used in combination with a validity metric as a regulation. The validity
metric garantees that the model behavior is not altered
beyond tolerance during abstraction. The abstraction
itself should be automated and flexible concerning applicability, achievable complexity and validity. In the
next sections we present research works done in the
field of model abstraction and supporting methods.

resources. The reduction of complexity can have negative effect on validity, i.e., an abstracted model can
have a differing behavior.
Recapitulating: Model abstraction is defined as the reduction of complexity while preserving the validity of
the model in an experimental frame [ZPK00].

MEASURING COMPLEXITY
Only a rather intuitive definition for the term complexity was given. To evaluate the results of an abstraction
algorithm a complexity metric has to be defined.
Wallace [Wal87] as well as Schruben and Ycesan
[SY93] developed metrics operating on graphs. Wallace used a Action Cluster Incident Graph to represent
models, which are related to the better known Simulation Graphs of Schruben.
Wallace defines a Control and Transformation Metric
as (1).

COMPLEXITY, LEVEL OF DETAIL, VALIDITY
In the last section the terms complexity, detail and validity were used. In this section, their definitions and
importance in the field of simulation model abstraction
are presented. To begin with, the complexity definition
of the complexity theory is not applicative because simulation is no algorithmic problem.
Zeigler et al. [ZPK00] defines complexity and detail as
the product of size and resolution of a model. Whereas
the size is the number of components and the resolution
is the number of states per component. Three different
kinds of complexity are separated. The analytic and
exploratory complexities are not relevant here, only the
computational or simulation complexity is. It measures
the computational resources necessary to execute the
model.
Chwif et al. [CPBP00] define scope and level of detail
as two components of complexity whereas scope is the
same as size and level of detail is the same as resolution.
Sisti and Farr [SF98] give a detailed description for
these terms. Validity or accuracy defines, how well
the model behavior fits the real system. Resolution
describes, in what depth minute aspects are modeled.
Complexity is a term for computational aspects of
model execution. Four assertions are built, which describe the relationship between these terms. Firstly,
higher resolution does not necessarily imply more accuracy, secondly, neither does complexity. Thirdly, higher
resolution does usually imply increased complexity and
last but not least complexity is directly related to computer runtime.
Sargent [Sar05] defines three types of validity. The
conceptual model validity determines, that the assumptions and theories underlying the conceptual model are
correct and that the model represents the real word
system reasonably in the experimental frame. Operational validity determines, that the output behavior of
the model is of sufficient accuracy. Data validity determines, if the data available for model building and
testing is correct and adequate. In the context of model
abstraction the validity of the original model in relation
to the real world system is of no interest. Therefor only
operational validity has to be achieved between original
and abstracted model.
For automatic model abstraction, in order to improve
simulation runtime, complexity must be reduced, because complexity defines the demand for computational

CW 1 =

n
X

(2 ∗ RWi + 1.5 ∗ Wi + Ri ) ∗

i=1

Ai
N

(1)

Where the transformation complexity of one node i is
defined as the weighted product of the number of variables with read and write access (RW), with read access
(R) and with write access (W). The control complexity, the complexity of the interconnection of nodes, is
defined as the quotient of the number of entering and
leaving edges (A) and the total number of edges (N).
In some tests Wallace has shown that this metric has
good response in comparison to other software metrics
but he did not test computer runtime.
Schruben and Ycesan developed several metrics. The
metric (2), as the most sophisticated, showed best regression with computer runtime.
X
X
C3 =
C(v) +
I(v, w)
(2)
v∈V (G)

v,w∈V (G)

This metric summarizes for all nodes v the complexity of the Nodes C(v) and the complexity of the arcs
I(v,w). Analog to Wallace, C(v) is the transformation
complexity and I(v,w) is the control complexity. In (2)
C(v) can represent the number of state variables of a
vertex and I(v,w) the number of edges between nodes
v and w.
These metrics are promising, because they work
strictly on models and no simulation is necessary to
acquire data. But it for complexity reduction a metric
is necessary with a very good correlation with simulation runtime. Runtime analyses of and complexity
measurements of several simulation models should be
accomplished to validate the metrics. With runtime
analyses the event complexity C(v) could be refined,
which seems profitable.

MEASURING VALIDITY
There are various techniques for model validation (see
Sargent [Sar05] for an overview), which can be objec-

454

tive or subjective, and with or without formal statistical procedures [LK00]. Often applied validation techniques are animation, graphical comparison of data,
confidence intervals or hypothesis test.
Validation in model abstraction is used to measure the
differences between the behavior of original and simplified model. The Classification of Sargent sorts this
validation problem into the class ”Comparison using
statistical tests and procedures”, because the systems
are observable and a objective approach is desired. Further on, having both models and their input and output data, trace-driven validation is possible, case (iii)
of Kleijnen [Kle99].
Automatic model abstraction requires additionally
an automatic validation procedure. Martens et al.
[MPK06] introduces a approach based on fuzzy set theory. Methods of artificial intelligence are used to measure a degree of similarity between two models. The
disadvantages of the approach, the necessity to run
both models with the same inputs and the computational effort, are of low impact here, because the data
is available and long runtime for abstraction is no problem.
When abstracting submodels, i.e., parts of one model,
the interfaces between these submodels define the data
type of input and output data. The above described
methods use numerical data, but objects or token are
also possible in- and outputs. Comparing the in- and
output trajectories can be used to compare these models. If the tokens are uniform, numerical methods are
applicable, but if classified or unique tokens are used,
it is much more complicated, like in Sarjoughian and
Zeigler [SZ96]. The trajectories can differ in time of
occupance or quantity of token, but also in type.

Deterministic/ stochastic replacement
Changing deterministic variables to stochastic is effective, if the computation of deterministic
value is more complex than the computation
of the stochastic distribution. Vice versa, the
complex calculation of a stochastic value can be
avoided when using a deterministic value, e.g., the
mean.
Formalism transformation Using a a different formalism which is more suitable for the problem.
E.g., using differential equations or metamodels instead of discrete event simulation.
When using these methods, the effect on validity must
always be kept in mind. While Aggregation seems quite
complicated to implement, it has little effect on validity. On the other side all the other methods can have
enormous effect on it.

Practices
Sevinc [Sev90] uses homomorphisms to abstract models. Homomorphisms for model abstraction are introduced by Foo and Zeigler [Foo74, ZPK00]. A homomorphism is a mapping from one model M to another M 0
such the behavior of these two models is equivalent. A
weakened homomorphism can be defined to determine
the accepted behavioral tolerance in simplification.
The main idea is to transform coupled models to
atomic models. A coupled model consists of several
atomic models or other coupled models. A actual simulation model can be viewed as a tree, where the leafs
are atomic models. When simplifying the model the
size of the tree is reduced. To do this atomic models
have to be created with behavior similar to the substituted coupled one. While simulating a model, the
inputs, outputs and transitions are observed. For every element a homomorphism is defined to lump the
observed states. Additional functions can be defined to
lump the in- and output. The lumped data is stored
and a code generator creates the new models.
Another approach is done by Sevinc and Foo [SF90].
In this work, states are being clustered and these clusters form new aggregated states. The state set is reduced and the model abstracted. All occurred states
during simulation are stored in a database. States with
similar characteristics are defined to have a high proximity and low distance. A distance function is defined
and applied to every pair of states. States with low
distances are clustered and the cluster is represented
by the state with the highest frequency of occurrence.
In an improvement phase the built clusters are optimized by moving states from one cluster to another.
The method of clustering and improvement is similar to
standard graph partitioning. The output, time advance
and transition functions are created by using probabilities calculated using the observed simulation data.
More recently Brooks and Tobias [BT00], Rose[Ros99,
Ros00] and Johnson et. al.[JFM05] presented works

METHODS FOR MODEL ABSTRACTION
In this section methods for abstraction should be presented. Starting with some basic thoughts about how
complexity could be tackled and continuing with some
developed practices. Finally some efforts in metamodeling are presented.

Basics
Zeigler et al. [ZPK00] proposes several possibilities to
reduce complexity.
Aggregation Combining a partition of components
into a single object. The single object represents
the input/ output behavior of the partition. The
number of components in the model is reduced.
Omission Leaving out objects, variables or interactions thus the number of components in the model
is reduced.
Linearization Representing behavior around an operating point as a linear system.
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on model abstraction in production systems. The approach is similar in all three references: After identifying the bottleneck of the system, all elements predecessors and successors of the bottleneck are abstracted,
but the bottleneck itself is preserved. Abstraction was
accomplished by substituting all elements by simple delays. Rose asserts that this technique preserves validity
quite good, as long as no dispatching rules more complex than FIFO are used in the model. Johnson et. al.
identified the bottleneck as the machine with highest
utilization and uses a correlation coefficient for validity measurement. Instead of abstracting all elements
but the bottleneck, the method of Johnson et. al. also
contains a iterative process by only abstracting the elements with lowest utilization until validity is critical.
This method seems suitable for the automation of abstraction, but this was not explicitly examined by the
author. Another drawback is necessity to run sample
simulations and to freeze the production program, thus
no universally valid abstraction is achieved.
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In the two above described methods the structure and
formalism of the simulation models is not changed.
When using metamodels the structure of the discrete
event model ist lost. A metamodel is a surrogate model
for the original model with a similar input-output behavior. There are many methods or building metamodels [PCG00] like polynomial regression, surface
response, methods of artificial intelligence and some
more.
Sarjoughian and Zeigler [SZ96] introduce one interesting approach in the field of artificial intelligence. The
input and output trajectories of several test simulation
of the system are stored. A reasoner is used to predict
segments of an output trajectory to a given segment
of an input trajectory. If the given input segment is
not in the stored data, the algorithm can predict an
equivalent output segment. To achieve this a framework, well-defined assumptions and a non-monotonic
reasoner are created.

The presented complexity metrics were tested by their
authors and showed good correlation to computer runtime. The evaluation of event complexity can be improved by analyzing the program code of events in a
more detailed way. The impact of program loops and
properties of variables, like data types and random distributions, on computer runtime should be investigated
and, if necessary, integrated in a complexity metric.
Fully automated model validation techniques exist,
but if abstracting submodels, the interfaces between
submodels could be a problem. The use of colored tokens or similar objects requires the development of new
validation techniques. The use of methods of artificial
intelligence seems to be the most capable approach.
The basic approaches for model abstraction are exhaustive. But the older parts of the practices are badly
described and results are not satisfactorily tested. The
newer practices described are promising. A regulation
of validity was implemented, but a regulation of complexity is missing. Metamodeling is a powerful technique for abstraction but the structure of the model is
lost. The complexity of a metamodel can usually not
be measured with a metric specialized on one modeling formalism. The interfaces between submodels limit
the applicable metamodeling techniques. The use of
methods of artificial intelligence is the most interface
independent ones and are not restrained on numerical
data.
Metamodeling as well as the presented practices in abstraction need training data. Because of the stochastic nature of simulation, many simulations have to be
run to collect good training data. Abstraction techniques, which operate only on the static model, seem
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constraints such as machine capacity and precedence
constraints. The objective of scheduling is to determine
the job schedules that optimize a measure of
performance (Rajendran and Holthaus 1999).
Commonly known performance measures are utilization,
tardiness, cycle time and throughput. For our work, we
focus on makespan, which is closely related to the
utilization. Improving makespan will lead to better
throughput rate and subsequently lower product cost.

KEYWORDS
Scheduling, honey bee colony, neighborhood search.
ABSTRACT
This paper describes a population-based approach that
uses a honey bees foraging model to solve job shop
scheduling problems. The algorithm applies an efficient
neighborhood structure to search for feasible solutions
and iteratively improve on prior solutions. The initial
solutions are generated using a set of priority
dispatching rules. Experimental results comparing the
proposed honey bee colony approach with existing
approaches such as ant colony, tabu search and shifting
bottleneck procedure on a set of job shop problems are
presented. The results indicate the performance of the
proposed approach is comparable to other efficient
scheduling approaches.
1

USING A BEE COLONY ALGORITHM FOR NEIGHBORHOOD SEARCH
IN JOB SHOP SCHEDULING PROBLEMS

Due to factorial explosion of possible solutions, job
shop scheduling (JSP) problems are a member of a large
class of intractable numerical problems known as NPhard (Pinedo 1995, Jain and Meeran 1999). Solution
techniques for shop scheduling problems range from
simple priority dispatching rules such as SPT (shortest
processing time) to more elaborate techniques such as
branch and bound (Brucker et al. 1994), tabu search
(Nowicki and Smutnicki 1996), shifting bottleneck
procedure (Balas and Vazacopoulos 1998), simulated
annealing (Van Laarhoven et al. 1992) and ant colony
(Blum and Sampels 2004, Campos et al. 2001). Priority
dispatching rules are commonly deployed in industry
due to their ease of implementation, speed and
flexibility. However, the performance of a dispatching
rule is highly dependent on various shop factors (Baker
1984), and no single rule can distinctively dominates
others (Park et al. 1997).

INTRODUCTION

Rapid expansion of global economy is leading to intense
competition in global market which has further resulted
in challenging manufacturing environment with lower
product costs, shorter product life cycles and more
product variety. An effective scheduling system can play
a significant role in reducing inventory level and cycle
times while improving on-time delivery and the
utilization of critical resources. The importance of
manufacturing scheduling can be noted from the
extensive studies of scheduling algorithms for job shop
problems in the past four decades by researchers and
practitioners (Blackstone et al. 1982, Rajendran and
Holthaus 1999, Jain and Meeran 1999).

Branch and bound algorithms are exact methods for
finding global optimal solutions, but these methods
often require excessive computation time. In
comparison, approximate methods based on metaheuristics such as tabu search (TS) and shifting
bottleneck procedure (SBP) have been more
successfully applied to shop scheduling problems. A
meta-heuristic is an iterative solution procedure, which
incorporates secondary heuristics into a more
sophisticated framework (Glower 1986). The family of
meta-heuristics includes deterministic or probabilistic
learning methods. TS and SBP fall in the first category,

Scheduling is defined as the allocation of limited
resources to tasks over time to meet an objective
(Pinedo 1995). In a manufacturing environment,
resources are usually machines while tasks are
operations relating to jobs. A scheduling problem can
thus be characterized by a set of jobs and each job
consists of a set of operations that must satisfy specific
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while simulated annealing and ant colony belong to the
second category.

Such a colony is characterized by self-organization,
adaptiveness and robustness.

while simulated annealing and ant colony belong to the
second category.

Such a colony is characterized by self-organization,
adaptiveness and robustness.

This work aims to explore a probabilistic learning
approach, which is based on nectar collection in honey
bee colonies, to job shop scheduling problems. This
research is inspired by the work done by Nakrani and
Tovey (2004), on using a honey bee algorithm for
dynamic allocation of Internet servers. In their
algorithm, servers and HTTP request queues in an
Internet server colony are modeled as foraging bees and
flower patches respectively. In another bee colony
related paper by Teodorovic and Dell'orco (2005), bee
colony optimization (BCO) approaches with fuzzy sets
are used to solve ride-matching problem in the
transportation domain. It is concluded that models based
on swarm intelligence principles could contribute to the
solution of complex engineering and management
problems.

Seeley (1995) proposed a behavioral model of selforganization for a colony of honey bees. In the model,
forager bees visiting flower patches return to the hive
with nectar as well as a profitability rating of respective
patches. The collected nectar provides feedback on the
current status of nectar flow into the hive. The
profitability rating is a function of nectar quality, nectar
bounty and distance from the hive. The feedback sets a
response threshold for an enlisting signal which is
known as waggle dance, the length of which is
dependent on both the response threshold and the
profitability rating. The waggle dance is performed on
the dance floor where individual foragers can observe.
The foragers can randomly select a dance to observe and
follow from which they can learn the location of the
flower patch and leave the hive to forage. This selforganized model enables proportionate feedback on
goodness of food sources.
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known as waggle dance, the length of which is
dependent on both the response threshold and the
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the dance floor where individual foragers can observe.
The foragers can randomly select a dance to observe and
follow from which they can learn the location of the
flower patch and leave the hive to forage. This selforganized model enables proportionate feedback on
goodness of food sources.

Our proposed algorithm is based on local search
procedure by using an efficient neighborhood structure,
which is adapted from work done by Nowicki and
Smutnicki (1996). The scheduling approach is an
iterative improvement method that starts from a given
initial solution, and continuously looks for better
solutions. This work is a further activity of our earlier
work (Chong et al. 2006) on the honey bee foraging
model. The ealier algorithm always constructs shop
schedules from scratch based on preferred operation
sequence. To compare the performance of the honey bee
algorithm, a computational study is done on a set of
benchmark problems.

3

Neighborhood or local search moves from an initial
solution by a sequence of neighborhood changes, which
improve each time the value of the objective function until
a local optimum is found (Hansen and Mladenović 2001).
The connectivity property pertaining to local search
states that starting with any feasible solution, there exists
some sequence of moves that will reach an optimal
solution.
Neighborhood structures play a very important role in
local search as the time complexity of a search depends
on the size of the neighborhood and the computational
cost of the moves (Ten Eikelder et al. 1997). In the
history of JSP problems, many neighborhood structures
have been identified. The most general neighborhood
definition consists of swapping any adjacent pair of
operations on the same machine. This neighborhood is
large and not all moves will lead to feasible schedules.

This paper first describes how honey bee colonies
deploy forager bees to collect nectar amongst diverse
flower patches in Section 2. The concept of
neighborhood search is then described in Section 3. In
Section 4, the mappings of job shop scheduling metaheuristics to honey bees forager deployment is given.
Subsequently, the implementation details are discussed
in Section 5. This is followed by a comparative study on
the performance of the honey bee approaches on the
benchmark problems in Section 6. The paper ends with
conclusions and future work in Section 7.
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Van Laarhooven et al. (1992) derived an improved
neighborhood structure that consists only of those moves
that involve swapping any adjacent pair of critical
operations which require the same machine. Swapping
two adjacent non critical operations will not lead to
shorter critical path as the path in the original schedule
still exists in the new schedule. Matsuo et al. (1988)
further proved that swapping two critical adjacent
operations i and j will never give shorter critical path if
machine preceding operation of i and succeeding
operation of j are also critical.

HONEY BEE COLONY

Colonies of social insects such as bees have instinct
ability known as swarm intelligence (Nakrani and Tovey
2004, Teodorovic and Dell'orco 2005). This highly
organized behavior enables the colonies of insects to
solve problems beyond the capability of individual
members by functioning collectively and interacting
primitively amongst members of the group. In a honey
bee colony for example, this behavior allows bees to
explore the environment in search of flower patches
(food sources) and then indicate the food source to the
other bees of the colony when they return to the hive.

A subsequent neighborhood enhancement is defined by
Nowicki and Smutnicki (1996). This neighborhood is
based on the concept of blocks. A block is a maximal
sequence (i.e. of at least one) of adjacent critical
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computing profitability rating). Note that this represents
a sample of the colony’s actual profitability

operations that require the same machine. They proved
that swapping the first or last two operations on the first
or last block respectively will never lead to an
immediate improvement in the makespan if these blocks
contain more than two operations. For our bee colony
algorithm, we make use of this neighborhood structure.
4

The dance duration, di, is given by:

di =
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The probability ri of following a path is adjusted
according to the profitability ratings of a forager and the
colony based on the lookup Table 1 (adopted from
Nakrani and Tovey 2004). Essentially, a forager is more
likely to randomly observe and follow a waggle dance
on the dance floor if its profitability rating is low as
compared to the colony’s.

This section details algorithms to perform job shop
scheduling inspired by the behavior of honey bee
colony. There are two major characteristics of the bee
colony in searching for food sources: waggle dance and
forage (or nectar exploration). We will discuss in
separate sub-sections on how we map these
characteristics of a bee colony to job shop scheduling.

Table 1: Lookup Table for Adjusting Probability of
following a Waggle Dance

4.1 Waggle Dance
A forager fi on return to the hive from nectar exploration
will attempt with probability p (see Table 2) to perform
waggle dance on the dance floor with duration D = diA,
where di changes with profitability rating while A
denotes waggle dance scaling factor. A forager will also
attempt with probability ri to observe and follow a
randomly selected dance. The probability ri is dynamic
and also changes with profitability rating. If a forager
chooses to follow a selected dance, it will use the ‘path’
taken by the forager performing the dance to guide its
direction for flower patches. We refer this path as the
‘preferred path’ of the forager. The preferred path for a
forager is a series of landmarks from a source (hive) to a
destination (nectar). While a forager will try to follow
the preferred path, it may stray off the preferred path
from time to time.

Profitability Rating
Pfi < 0.5Pfcolony
0.5Pfcolony ≤ Pfi < 0.65Pfcolony
0.65Pfcolony ≤ Pfi < 0.85Pfcolony
0.85Pfcolony ≤ Pfi

Pf i =

For nectar foraging, a population of foragers will
cyclically construct solutions for job shop scheduling
problems. The foraging task is based on a neighborhood
structure. In the algorithm, each forager keeps a list of
‘preferred’ neighborhood moves to guide its search for
better solutions. A move denotes two successive
operations in a critical block, that can potentially
improve the objective function. Each forager maintains
its own preferred move list, which can be adopted by
other foragers during a waggle dance. We define this set
of preferred moves as ψ ij . The list of moves is updated
whenever a move is taken by the forager.

1
C

The foraging algorithm for each forager starts with an
initial schedule generated by a priority dispatching rule,
which is selected from a pre-defined set. By having a set
of dispatching rules, a better diversification in searching
can be achieved. A list of allowed moves, defined as
ϕ ij , is then derived from the generated schedule. These

i
max

where,
i
max

= makespan of the schedule generated by a
forager fi at time t.

moves are based on the neighborhood structure of
Nowicki and Smutnicki (1996). Denoting the number of
elements in a set or list as # , it can be implied that
# ψ ij ∩ ϕ ij = 1 or 0.

The bee colony’s average profitability rating, Pfcolony is
given by:

Pf colony =

ri
0.60
0.20
0.02
0.00

4.2 Forage (Nectar Exploration)

For job shop scheduling, the profitability rating is
related to the objective function, which in our case, is
makespan. Let Pfi denote the profitability rating for a
forager at time t, it is given by:

C

Pf i
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at time t:

n = number of waggle dance at any time t (we
only consider those bees that are dancing when

The dance duration, di, is given by:

di =
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better solutions. A move denotes two successive
operations in a critical block, that can potentially
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can be achieved. A list of allowed moves, defined as
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elements in a set or list as # , it can be implied that
# ψ ij ∩ ϕ ij = 1 or 0.
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4.2 Forage (Nectar Exploration)
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A forager subsequently chooses a move from the
allowed move list ( ϕ ij ) according to the following rule
at time t:

where,

n = number of waggle dance at any time t (we
only consider those bees that are dancing when
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The probability ri of following a path is adjusted
according to the profitability ratings of a forager and the
colony based on the lookup Table 1 (adopted from
Nakrani and Tovey 2004). Essentially, a forager is more
likely to randomly observe and follow a waggle dance
on the dance floor if its profitability rating is low as
compared to the colony’s.

This section details algorithms to perform job shop
scheduling inspired by the behavior of honey bee
colony. There are two major characteristics of the bee
colony in searching for food sources: waggle dance and
forage (or nectar exploration). We will discuss in
separate sub-sections on how we map these
characteristics of a bee colony to job shop scheduling.

A forager subsequently chooses a move from the
allowed move list ( ϕ ij ) according to the following rule

where,

computing profitability rating). Note that this represents
a sample of the colony’s actual profitability

operations that require the same machine. They proved
that swapping the first or last two operations on the first
or last block respectively will never lead to an
immediate improvement in the makespan if these blocks
contain more than two operations. For our bee colony
algorithm, we make use of this neighborhood structure.
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Figure 1: Schedules Before and After an Operation
Move. (a) Schedule Before an Operation Move; (b)
Schedule After an Operation Move

It should be noted that for the first nectar exploration
expedition by the foragers, ρ ij will be assigned the

Once a move in the neighborhood is selected, the
selected move is evaluated exactly by updating the start
and end times of all the operations after the move is
performed, and the makespan for the new schedule is
computed. The list of preferred moves for the forager
under consideration will be updated accordingly. The
parameters α and β adjust the relative importance of the
weight in the move that is found in the list of preferred
moves versus the attractiveness of a move.

# (ψ ij ) = 0,

The derivation of the attractiveness is based on the
localized effect of a move. The computation of the
attractiveness of a move is defined as follows:

1
 , nij > 0
a ij =  nij
− n , n ≤ 0
 ij ij

This foraging algorithm differs from our earlier foraging
algorithm (Chong et al. 2006). The earlier algorithm is
based on a list of preferred operations instead of
preferred moves, and the attractiveness of the operation
is related to its processing time. The previous algorithm
always construct new schedules from scratch, based on a
list of preferred operations for the foragers.

where,

nij = localized net change of start and end times of
neighborhood

4.3 Algorithmic Framework
A combination of waggle dance and forage algorithms
constitutes one cycle (or iteration) in this evolutionary
computation approach. This computation will run for a
specific number of iterations, Nmax. The global best
solution after the Nmax iterations will be presented as the
final schedule at the end of run. In the algorithm, there
are l number of honey bees, each of these bees will first
observe the waggle dance to select a path to follow. The
bees will then leave the hive to forage for nectar. The
global best solution will be updated and saved.

The localized net change is associated with the sum of
the start time changes of the operation succeeding
operation j on the same machine, and the operations
succeeding operations i and j of the respective jobs,
before and after operation moveij. Figure 1 shows the
schedules before and after move {Oj,k, Op,q}. Note the
start time changes for operations Ox,y, Oj,k+1 and Op,q+1.
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selected move is evaluated exactly by updating the start
and end times of all the operations after the move is
performed, and the makespan for the new schedule is
computed. The list of preferred moves for the forager
under consideration will be updated accordingly. The
parameters α and β adjust the relative importance of the
weight in the move that is found in the list of preferred
moves versus the attractiveness of a move.
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The derivation of the attractiveness is based on the
localized effect of a move. The computation of the
attractiveness of a move is defined as follows:
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This foraging algorithm differs from our earlier foraging
algorithm (Chong et al. 2006). The earlier algorithm is
based on a list of preferred operations instead of
preferred moves, and the attractiveness of the operation
is related to its processing time. The previous algorithm
always construct new schedules from scratch, based on a
list of preferred operations for the foragers.

where,

nij = localized net change of start and end times of
neighborhood

4.3 Algorithmic Framework
A combination of waggle dance and forage algorithms
constitutes one cycle (or iteration) in this evolutionary
computation approach. This computation will run for a
specific number of iterations, Nmax. The global best
solution after the Nmax iterations will be presented as the
final schedule at the end of run. In the algorithm, there
are l number of honey bees, each of these bees will first
observe the waggle dance to select a path to follow. The
bees will then leave the hive to forage for nectar. The
global best solution will be updated and saved.

The localized net change is associated with the sum of
the start time changes of the operation succeeding
operation j on the same machine, and the operations
succeeding operations i and j of the respective jobs,
before and after operation moveij. Figure 1 shows the
schedules before and after move {Oj,k, Op,q}. Note the
start time changes for operations Ox,y, Oj,k+1 and Op,q+1.
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5

results. To differentiate between the two versions of our
bee colony algorithms, we term the previous version in
the paper by Chong et al. (2006) as bee 1 while the new
version as bee 2. We have performed fine tuning on the
parameters for some of the algorithms, and the final
settings of major parameters are presented in Table 2.
The parameter tunning is performed by changing each
individual parameter on a range of discrete values while
fixing other parameters. Based on the experiments, we
then choose a better value of each of these parameters.
In general, the performance of the algorithms are
dependent (or sensitive) to the values of these
parameters. Most of the values are kept the same for
both bee 1 and bee 2. An example is the dance duration,
which is associated with the the waggle dance scaling
factor, A is kept to be the same value for bee 1 and bee
2. Note that no parameter settings are required for SBP.

IMPLEMENTATION DETAILS

The honey bee colony algorithms are developed using
Java. A list of elite solutions is used to denote foragers
that are performing waggle dance on the dance floor.
The duration of a waggle dance is linked to the number
of iterations that an elite solution is to be kept in the list.
Each elite solution contains forager’s preferred list of
moves, its makespan, maximum number of iterations
allowed and the current iteration number (i = 1 to Nmax)
when a solution is added into the list. After every
foraging cycle, the list is updated to remove elite
solutions that have exceeded the maximum number of
iterations allowed.
In our implementation, the list of preferred moves is
stored in a lookup table. This table contains moves that
link two operations together. Each operation can only be
linked to another operation, and this link may be
changed or updated when a a new move is selected and
taken. The initial solutions are generated using several
priority dispatching rules. These rules are FIFO (first in
first out), SPT (shortest processing time), SRPT
(shortest remaining processing time), MWKR (most
work remaining), MOR (most operations remaining) and
RND (random dispatching, i.e. randomly select a job).
The rules are randomly selected by the foragers.
6

Table 2: Parameter Settings for the Algorithms
Parameter
Iterations, Nmax
Population, l
Alpha, α
Beta, β
Rating, ρij
Waggle dance scaling
factor, A
Probability to
perform waggle
dance, p
Evaporation
coefficient, ρ
Max. no.. of elite
solution
Max. size of tabu list

EXPERIMENTAL EVALUATION

In this section we describe the benchmark problems,
benchmark algorithms and present experimental results.
6.1 Problem Instances
The job shop scheduling is a very well studied problem
and has a large number of standard benchmarks for
which the optimal value or an upper bound is known.
We have selected a set of 82 job shop problem instances
based on the paper by Ganesan et al. (2004). The sizes
of these problems range from 6 to 50 jobs and 5 to 20
machines.

Bee 1
200
No. of
jobs
1.0
1.0
0.99
100

Bee 2
1250
No. of
jobs
1.0
1.0
0.99
100

0.001

0.001

Ant
500
No. of
jobs
1.0
1.0

Tabu
50

To evaluate the performance of the proposed bee colony
algorithm, we have included four other approaches in
our experimental study. The first is our previous version
of bee colony foraging model based on preferred
operation path (Chong et al. 2006). The second is an ant
colony algorithm by Dorigo et al. (1996). The third
algorithm is a tabu search algorithm developed by
Nowicki and Smutnicki (1996). The fourth is a shifting
bottleneck procedure (SBP) proposed by Adams et al.
(1988). The latter three algorithms are programmed
based on the information from the published papers.
6.3 Experiments and Results
Since bee colony and ant colony are probability based
algorithms, a total of 5 replication runs have been
performed for each job shop problem to obtain average
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In our implementation, the list of preferred moves is
stored in a lookup table. This table contains moves that
link two operations together. Each operation can only be
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Table 3: Relative Performance of Bee 1, Bee 2, Ant
Colony, Tabu Search and SBP
Relative
Improvement
Mean (%)
Min. (%)
Max. (%)
Best solutions
Execution
time
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the paper by Chong et al. (2006) as bee 1 while the new
version as bee 2. We have performed fine tuning on the
parameters for some of the algorithms, and the final
settings of major parameters are presented in Table 2.
The parameter tunning is performed by changing each
individual parameter on a range of discrete values while
fixing other parameters. Based on the experiments, we
then choose a better value of each of these parameters.
In general, the performance of the algorithms are
dependent (or sensitive) to the values of these
parameters. Most of the values are kept the same for
both bee 1 and bee 2. An example is the dance duration,
which is associated with the the waggle dance scaling
factor, A is kept to be the same value for bee 1 and bee
2. Note that no parameter settings are required for SBP.

IMPLEMENTATION DETAILS

The honey bee colony algorithms are developed using
Java. A list of elite solutions is used to denote foragers
that are performing waggle dance on the dance floor.
The duration of a waggle dance is linked to the number
of iterations that an elite solution is to be kept in the list.
Each elite solution contains forager’s preferred list of
moves, its makespan, maximum number of iterations
allowed and the current iteration number (i = 1 to Nmax)
when a solution is added into the list. After every
foraging cycle, the list is updated to remove elite
solutions that have exceeded the maximum number of
iterations allowed.
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Table 3 summarizes the relative performance in terms of
percentage pertaining to makespan for bee 1, bee 2, ant
colony, tabu search and shifting bottleneck heuristics.
The results show the average, minimum and maximum
percentage differences from the best known makespan
for the 82 job shop problems. The second last row
records the number of best solutions achieved among the
5 heuristics. The last row exhibits the relative execution
time for the 5 heuristics in comparison to the fastest
heuristic, bee 2.

6.2 Benchmark Algorithms

5
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1.95x
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0
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and has a large number of standard benchmarks for
which the optimal value or an upper bound is known.
We have selected a set of 82 job shop problem instances
based on the paper by Ganesan et al. (2004). The sizes
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machines.
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Table 3 summarizes the relative performance in terms of
percentage pertaining to makespan for bee 1, bee 2, ant
colony, tabu search and shifting bottleneck heuristics.
The results show the average, minimum and maximum
percentage differences from the best known makespan
for the 82 job shop problems. The second last row
records the number of best solutions achieved among the
5 heuristics. The last row exhibits the relative execution
time for the 5 heuristics in comparison to the fastest
heuristic, bee 2.

6.2 Benchmark Algorithms
To evaluate the performance of the proposed bee colony
algorithm, we have included four other approaches in
our experimental study. The first is our previous version
of bee colony foraging model based on preferred
operation path (Chong et al. 2006). The second is an ant
colony algorithm by Dorigo et al. (1996). The third
algorithm is a tabu search algorithm developed by
Nowicki and Smutnicki (1996). The fourth is a shifting
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(1988). The latter three algorithms are programmed
based on the information from the published papers.

Table 3: Relative Performance of Bee 1, Bee 2, Ant
Colony, Tabu Search and SBP
Relative
Improvement
Mean (%)
Min. (%)
Max. (%)
Best solutions
Execution
time

6.3 Experiments and Results
Since bee colony and ant colony are probability based
algorithms, a total of 5 replication runs have been
performed for each job shop problem to obtain average
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Bee 1

Bee 2

Ant

Tabu

SBP

12.32
0
40.08
13
1.95x

7.74
0
29.35
19
1x

11.85
0
38.24
14
1.86x

8.06
0
38.86
21
1.25x

7.42
0
37.14
23
1.59x

With the performance of bee colony heuristics
comparable to well known heuristics such as tabu search
and shifting bottleneck, we intend to apply the bee
colony heuristic to more realistic semiconductor
manufacturing scheduling problems. One of the works
we intend to pursue is to deploy the algorithms in a
distributed computing environment using software
agents (Low et al. 2005).

From the results, bee 2 is ranked second in terms of
mean percentage improvement, falling behind SBP and
ranked first in terms of maximum percentage
improvement. Although bee 2 performs slightly worse
than SBP, bee 2 achieves its results in the shortest
execution time. In addition, SBP will terminate when
successive iterations do not give improved results. Thus
the results represent the best performance this version of
SBP can give and no further improvement possible even
with additional computation time available. In contrast,
other heuristics should improve with increasing
computation time. The better results of bee 2 as
compared to bee 1 can be attributed to the efficient
critical block neighborhoods and multiple initial
solutions generated by priority dispatching rules.
Although both bee 2 and tabu search use the same
neighborhood structure, the former is able to take
advantage of starting with multiple initial solutions due
to its inherently population-based approach.
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We have implemented job shop scheduling algorithm
based on self-organization of honey bee colony for
solving job shop scheduling problems. The algorithm is
founded on neighborhood search based foraging. This
proposed algorithm outperforms the previous version of
our algorithm which always constructs new schedules
based on preferred operation sequence.
The experimental studies show that the effectiveness of
finding better solutions is dependent on the efficiency of
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Further, job shop problem related knowledge such as
neighborhood structure in tabu search and bee 2, and
machine bottlenecks in shifting bottleneck can result in
significant improvement in the performance of
heuristics.
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ABSTRACT

For the purpose of researching the applicability of
pneumatic muscles in industrial applications and in the
development of orthoses and wearable robots, an
experimental one-DoF set-up based on pneumatic
muscles manufactured by Festo has been designed and
constructed at the Ikerlan research centre.

The characteristics of pneumatic artificial muscles - or
McKibben muscles - make them very interesting for the
development of robotic applications that feature low
impedance in terms of their interaction with the
environment, such as can be the case with orthoses or
certain wearable robots. In order to research the
applicability of these actuators in industrial applications,
an experimental one-degree-of-freedom set-up based on
pneumatic muscles manufactured by Festo has been
built at Ikerlan. This paper presents the modelling of a
pneumatic muscle in Modelica as a new component.
After that, the paper describes the set-up constructed and
shows the complete model in Dymola/Modelica, in
addition to validation of the model with some
experimental data.

This paper first and foremost presents a brief review of
the pneumatic muscle models that feature in literature.
The analytical model chosen is then described, followed
by the modelling of a new component in
Dymola/Modelica as an extension of the PneuLib
library. Following the description of the experimental
set-up that has been constructed, its complete modelling
is shown in the aforementioned package. Lastly,
validation of the model with experimental data is shown.

INTRODUCTION

BRIEF REVISION OF PNEUMATIC MUSCLE’S
MODELS

Most robots use actuators and control systems which
feature high mechanical impedance, both for historical
and technological reasons. In contrast, there is evidence
in the natural world that natural impedances in animals
are quite low. Nowadays there are a great many robotic
applications, as for instance protheses, orthoses and
wearable robots, where low impedance is required in
terms of interaction with the environment. The
observation of nature and the use of biologicallyinspired components (sensors and actuators) open up
new ways in the design of biomimetic robotic devices.
Electroactive polymers (EAPs) are one of the new
technologies existing, although their applicability
remains far from industrial applications. Pneumatic
artificial muscles - or McKibben muscles - are a very
interesting alternative.

Membrane or pneumatic muscle actuators are highly
non-linear systems. Many authors have worked on the
idea of obtaining a model that represents the behaviour
of these devices. The aim of the model is to relate the
pressure and length of the pneumatic muscle to the force
it exerts along its entire axis. Figure 1 shows the wellknown outline of the constitution of the pneumatic
muscle. L is the length of the cylinder and D the
diameter. Assuming inextensibility of the mesh material,
the geometric constants of the system are the thread
length b and the number of turns n for a single thread. α
is the angle between the thread and the long axis of the
cylinder. The angle changes as the length of the muscle
changes.
From these premises, Tondu and Lopez (2000) have
carried out a mathematical development based on the
application of theorem of virtual work, which has led
them to obtain the following equation:

Unfortunately, pneumatic artificial muscles evidence
certain very non-linear force-length characteristics, like
animal muscles, and controlling them and obtaining the
performance features demanded by some applications
are no easy issues. There has been quite a lot of activity
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other. In all of them is reflected the fact that the force
exerted by the muscle has a linear relation with the
pressure inside it and non-linear with the contraction.
However, calculating the parameters in an analytical
way is complicated and inaccurate, which is why they
need to be adjusted via experimental trials.
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As has been explained in the previous section, there is a
relation between the force exerted by the muscle along
its axis and the pressure and contraction it experiences.
For the model put forward in this work, the equation (3)
proposed in (Petrovic 2002) has initially been chosen
due to the simplicity of 2nd order polynomial adjustment.
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muscle, l0 the initial nominal length, P the pressure and
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α 0 the initial angle between the membrane fibres and

This correction term ϕ ( q ) introduced into the model
will be determined in each case from the experiences
needed to identify the parameters of the equation (4)
taken into consideration. In conclusion, the expression
that reflects the equation (4) is that which is
implemented in Modelica in order to govern the force
exerted by the muscle at all times. The parameters of
the model may be identified analytically and
approximately according to the models that appear in
(Umetani et al. 1999; Colbrunn et al. 2001; Petrovic
2002), or experimentally in each case, as is also
recommended in the aforementioned references.

the muscle axis.
In this initial approximation, it has been assumed that
the thickness of the muscle walls is very small and it
may also be assumed that pressure is transmitted evenly
throughout the membrane. However, there is a major
phenomenon which Tondu and Lopez (2000) consider
to improve equation (1): the fact that the shape of the
muscle is not cylindrical on the ends, but rather is
flattened. To represent this, they incorporate a
correction factor k, been equation (1) as follows:
F (ε , P ) = (π r0 ) P[ a (1 − kε ) − b ]
2

Other analytical expressions for calculating the force of
a pneumatic muscle may be found in technical literature.
Thus, in (Colbrunn et al. 2001), (Petrovic 2002) and
(Umetani et al. 1999), formulas equivalent to (2) are put
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coefficients of equation (3), it had to incorporate a new
term, independent from the pressure and dependent on
contraction. Therefore, the ratio between force, pressure
and contraction in the muscles takes the following form:
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Tondu and Lopez (2000) establish two options for the
choice of parameter k: On the one hand, they propose
considering a constant value for k which may vary
depending on the material that the muscle is made of
and, on the other, they suggest making the parameter k
depend on the pressure in the muscle at any given time.
According to their studies, this last-mentioned option is
the one that provides the most complete model.
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Model implementation in Modelica

The model analyzed and selected in the previous section
has been implemented by using the good qualities of the
modelling language of physical systems known as
Modelica. It is suited for multi-domain modelling, for
example and in this case, mechatronic models in
robotics, involving pneumatic, mechanical and control
subsystems.
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depending on the material that the muscle is made of
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has been implemented by using the good qualities of the
modelling language of physical systems known as
Modelica. It is suited for multi-domain modelling, for
example and in this case, mechatronic models in
robotics, involving pneumatic, mechanical and control
subsystems.

The muscle model has been designed, ensuring its
connectivity with other objects described in Modelica,
in order to construct different mechanical-pneumatic
systems. The model consists of two mechanical
connectors that correspond to the muscle anchorage
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parameter Real l_nom=200 "muscle nominal lenght (mm)";

parameter Modelica.SIunits.CoefficientOfHeatTransfer h
(finalmin=0)=200.0 "coefficient of heat transfer";

[1] phi= if ((1-(s_rel*1000/l_nom)) > 0.008) then
0.00045804*(l_nom-s_rel*1000)^4
-0.053424*(l_nom-s_rel*1000)^3
+2.0189*(l_nom-s_rel*1000)^2
-43.691*(l_nom-s_rel*1000)+61.62
else -9.2101;

parameter Modelica.SIunits.CoefficientOfHeatTransfer h
(finalmin=0)=200.0 "coefficient of heat transfer";

[1] phi= if ((1-(s_rel*1000/l_nom)) > 0.008) then
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-0.053424*(l_nom-s_rel*1000)^3
+2.0189*(l_nom-s_rel*1000)^2
-43.691*(l_nom-s_rel*1000)+61.62
else -9.2101;

parameter Modelica.SIunits.Area surface_heat_transfer=0.0126
"area for heat transfer";

[2] force = (280-2.2*(l_nom-s_rel*1000)+0.033*(l_noms_rel*1000)^2)*port_1.p/1e5+phi;

parameter Modelica.SIunits.Area surface_heat_transfer=0.0126
"area for heat transfer";

[2] force = (280-2.2*(l_nom-s_rel*1000)+0.033*(l_noms_rel*1000)^2)*port_1.p/1e5+phi;

parameter Modelica.SIunits.Pressure p_initial=
environment.p_atmosphere "initial pressure in muscle"
annotation (Dialog(tab="Initial", group="Pressure"));

[3] flange_b.f= if (force<0.0) then 0.0 else force;

parameter Modelica.SIunits.Pressure p_initial=
environment.p_atmosphere "initial pressure in muscle"
annotation (Dialog(tab="Initial", group="Pressure"));

[3] flange_b.f= if (force<0.0) then 0.0 else force;

parameter Real l_nom=200 "muscle nominal lenght (mm)";
parameter Real alfa=25 "angle of the fibres of the muscle in degrees";
parameter Real d0=20 "nominal diameter of the muscle";

[4] y= flange_b.f "output port";
[5] v_rel = der(s_rel);

parameter Modelica.SIunits.Pressure pWarning=
environment.pWarning "warning is issued when pressure below
this value" annotation (Dialog(tab="Warning"));

[6] d= (b^2 - (s_rel*1000)^2)/(Modelica.Constants.pi*n);
[7] vol_eff_cil= (1/4*Modelica.Constants.pi*d^2*s_rel*1000)/1e9
"volume without flattening";

parameter String StringWarning = environment.StringWarning "text
is issued when pressure below this value" annotation
(Dialog(tab="Warning"));

[8] h_achat= if noEvent(d > d0) then sqrt(d^2/4 - d0^2/4) else
0.0001;
[9] vol_achat= (Modelica.Constants.pi*h_achat/6)*(3*d^2/4 +
3*d^2/4 + h_achat^2)/1e9;

Modelica.SIunits.Temp_K
temp_in_out(nominal=environment.temp_surroundings)
"temperature of entering or leaving air";

[10] vol_eff= vol_eff_cil + 2*vol_achat "volume taking into account
the flattening";

Modelica.SIunits.Pressure p_muscle(nominal=5e5,
stateSelect=StateSelect.avoid) "muscle pressure";

[11] temp_in_out = if (port_1.m_dot > 0) then
environment.temp_surroundings else temp_muscle;

Modelica.SIunits.Temp_K
temp_muscle(stateSelect=StateSelect.always,start=
environment.temp_surroundings,nominal=
environment.temp_surroundings) "muscle temperature";

[12] p_muscle = port_1.p;
[13] der(m) = port_1.m_dot;
[14] p_muscle*vol_eff = m*environment.R*temp_muscle "ideal gas
equation";

Modelica.SIunits.Velocity v_rel(stateSelect=StateSelect.prefer)
"relative velocity between between flange_a and flange_b";

[15] m*der(temp_muscle) + temp_muscle*port_1.m_dot =
environment.gamma* temp_in_out*port_1.m_dot +
der(vol_eff)*port_1.p/environment.c_v –
h*surface_heat_transfer*(temp_muscle –
environment.temp_surroundings)/environment.c_v
"continuity equation";

Modelica.SIunits.Volume vol_eff(stateSelect=StateSelect.avoid)
"effective volume as a function of stroke";
Modelica.SIunits.Mass m "gas mass in muscle";
Real force "muscle mechanic force";
Real phi;

Figure 3: Equations of the model in Modelica
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Real d "muscle diameter";
Real vol_eff_cil "muscle volume";

Real vol_achat "volume of the flattened zone";

Real vol_achat "volume of the flattened zone";

The equations that characterize the physical behaviour
of the muscle, and which are grouped together within the
equation section, are those shown in Figure 3. The first
equations [1-5] are used to describe the mechanical
force exerted by the muscle depending on its length
s_rel and according to the mathematical model selected
and reflected by equation (4). The displacement of the
muscle is considered as a state variable of the model.

Real h_achat "height of the flattened zone";
outer PneuLib.Environment environment;
parameter Real alfa0=alfa*Modelica.Constants.pi/180 "angle of the
fibres of the muscle (radians)";
parameter Real b=l_nom/cos(alfa0) "lenght of the fibres";
parameter Real n=((1/(cos(alfa0))^2)-1)*l_nom^2/
(d0*Modelica.Constants.pi) "number of turns of each fibre";

Figure 2: Definition of parameters and local variables

The volume vol_eff is meticulously calculated using the
following set of equations [6-10], as even the flattening
experienced on the ends of the muscle when it is
contracted (vol_achat) is taking into consideration for
calculation purposes.

points, and a pneumatic port that makes it possible to
connect to an external pneumatic circuit. Moreover, an
output has been included so as to establish the force
exerted at all times by this pneumatic actuator.
Three main parameters have been taken into
consideration that characterize the physical properties of
this type of muscle: nominal length l_nom, nominal
diameter d_0 and the angle between the fibres and the
muscle axis alfa. Other magnitudes that may be
considered as parameters are, for instance, the heat
transfer coefficient surface_heat_transfer or the
maximum pressure beyond which the system delivers a
warning message p_warning. The declaration in
Modelica language of all these parameters is shown in
Figure 2, in addition to the local variables used in the
class.

The volume, together with the value of other state
variables of the model such as the temperature
temp_muscle on the inside and the air mass m, forms an
essential part of thermo-dynamic equations of the
muscle. The first of these [14] refers to the ideal gas
equation, and the last is the thermo-dynamic continuity
equation [15].
The following equations represent the same last two
equations mentioned before but written in a more
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Figure 5: Picture of the experimental set-up

Figure 4: Geometric model of the robotic arm
understandable format. Equation (5) is the state equation
of ideal gas:

P ⋅ Veff = m ⋅ R ⋅ Tmuscle

The pneumatic muscle that was chosen was the DMSP20-200N manufactured by Festo, and the resultant
mechanism is that shown in Figure 4. The parameter
values that define the mechanism are:

(5)

where m is the air mass and Tmuscle the temperature in the
inside. Veff is the effective volume of the muscle.

a=5 mm; b=85 mm; c=491 mm; d=40.6 mm;
e=129.4 mm; α=0º-60º; β=120º-180º
A distance L (mm) emerges from these values between
the ends (joining points of the mechanism) of the
pneumatic muscles of:

The last of the equations taking into account
corresponds to the thermodynamic continuity equation:
dTmuscle
m⋅
+ Tmuscle ⋅ mdot =
dt
(6)
dVeff
γ ⋅ Tinout ⋅ mdot +
⋅ P / Cv − h ⋅ s ⋅ (Tmuscle − Tsou) / Cv
dt
With mdot being air mass flow rate, γ the ratio of
specific heat capacities, Tinout the temperature of air
entering or leaving muscle, Cv specific heat capacity at
constant volume, s the heat transfer surface area, h
heat transfer coefficient and Tsou the temperature of the
surroundings.

L = 175059 + 2841.6 ⋅ cos α − 26624 ⋅ sin β
When the muscles are without pressure, there is a
distance of 423 mm, with the length of the muscle fibre
being 200 mm. The centre of the arm mass with regard
to the centre of rotation is at a height of 17.6 mm and at
a horizontal distance of 205 mm, considering that the
arm is in the horizontal position. The arm mass is 0.987
kg. The centre of the additional masses placed on the
end of the arm (up to a maximum 8 kg) would be at a
height of –24 mm and at a horizontal length of 367 mm
with regard to the centre of rotation, always bearing in
mind that the arm is in the horizontal position. Figure 5
shows an image of the model that has been constructed.
The prototype may be rotated so that the arm moves in a
horizontal plane and the effects of gravity are therefore
cancelled out.

DESCRIPTION OF EXPERIMENTAL SET-UP

A human arm orthosis-type application has been taken
into consideration when designing the set-up. To this
end and albeit with a single degree of freedom, it was
considered that it should allow for the greatest angular
displacement possible, and that it should be able to
transport the greatest mass possible at the tip (emulating
a weight borne by the hand). On the other hand,
however, it needed to be confined to the length of the
pneumatic muscles. In seeking a compromise between
all the specifications, a displacement of around 60º and
a maximum mass to be moved at the tip of 8 kg were set.
By trying to minimize the length of the muscle required,
the design focused on the mechanism that would enable
the arm and inertias to rotate with good dynamics from
the two precise muscles.

A Festo MPYE-5-1/8HF pneumatic servovalve is
initially used for actuation, with working pressure being
6 bar. Festo SDE-D10 pressure sensors are used to
establish the entry pressure of each muscle. The set-up
includes a FAGOR S-D90 encoder which supplies
180000 pulses per turn, so as to measure the rotation
angle of the arm accurately. A load cell is also included
on the lower stop of the model (Figure 4 and Figure 5),
so that the force exerted by the arm against this stop may
be measured. The stop may be fastened at different
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Figure 6: Model of the whole system in Modelica
angles, whereby the force exerted by the muscles may be
calculated at different lengths and different pressures.

owing to the axis joint and the arm. As has been
described in the previous section, the possibility exists
of coupling up to 8 plates of 1 kg each on one end of the
arm. The model also features this option, for which
purpose a bodyBox has been designed of the same size
as the plates. Furthermore, the amount of weights may
be configured using a global parameter.

PIP8 hardware made by the MPL company is used as a
controller, which is similar to the MathWorks
xPCTargetBox and in which the cards needed to control
the system have been incorporated. The control
algorithms are implemented in Simulink and code
generated and downloaded in the aforementioned
hardware by means of the MathWorks RTW.

The stops against which the arm impacts when it reaches
the limits have also been modelled with bodyBox
elements. The Talka class has been developed in order
to model the impact between the arm and the stops
mentioned before, of which two instances have been
included in the model – one for each point of contact.
The input for these objects is the relative distance
between the point of impact of the arm and the
mechanical stop. When the distance is detected as
becoming negative the force of the impact is calculated
based on a spring and damper model. The forces
calculated are applied to the points of contact on the arm
using force input elements known as frameForce.

MODELLING OF THE EXPERIMENTAL SET-UP

For composition of the model, connection properties for
linking objects provided by the graphic interface of
Dymola have been used. Figure 6 shows the graphic
representation of the whole model designed in Dymola.
Its most significant components are explained in detail
in the following paragraphs.
In constructing the model, elements which have been
expressly developed for this application (such as the
pneumatic muscle model), coexist with components
belonging to commercial libraries. There exist
components of different domains which are related to
each other by special objects that carry out the
connection work between the mechanical part and the
pneumatic part.

Once all the mechanical components of the model have
been checked, its pneumatic parts are now analyzed. The
objects that make it possible for the pneumatic
components to interact with the mechanical ones are
connected to the anchorage points of each muscle. These
objects (lineForce) describe a line of force between
their two mechanical ports. The magnitude of this force
depends on the actuator element connected to the ports.
Obviously, in this case the actuators will be two objects
of the class that models the pneumatic muscle.

The element that represents the metal arm is an object
known as bodyBox which models a rectangular-shaped
rigid solid. An actuated revolute joint object is used to
define the rotation axis of the body. These objects have
an additional flange connection. Thus, different
elements of the Rotational Library can be attached in
order to change the behaviour of the movement (PujanaArrese et al. 2006). Specifically, a damper has been
connected in this case and a non-linear element known
as bearingFriction which includes Coulomb friction

The pneumatic interfaces of the muscles are connected
to two of the out ports of the proportional valve. Two
silencers have been fitted to the remaining two outputs
that function as exhausts, as is the case of the real valve.
Meanwhile, a source of pressure commanded externally
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is connected to the entry port. The valve model
describes a proportional valve with second order spool
dynamics in such a way that the spool position is almost
proportional to the signal that commands it. When the
valve is inactive, it attempts to close its five ports,
letting a flow of leaks escape that is also modelled. To
model the circuit pressure dynamics, this has been
completed by connecting a lumpedVolume object to
each port of the valve. All the elements mentioned in
this paragraph belong to the Pneulib commercial library.

contraction that may be experienced by the muscle in
this model. It can be proven that the greater the length of
the muscle, the greater the force it is capable of
developing, as is gathered from the equation (4). It is
also noted that the greater the contraction, the further the
cut of the straight lines with the abscissa axis is from the
origin – an effect which gave rise to the introduction of
the correction term ϕ ( q ) in the equation (4).
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In the case described here and based on the
experimental results shown in Figure 7, the term
ϕ ( q ) has been identified by means of a 4th order
polynomial adjustment. Consequently, the values
obtained for the different parameters of the model are:

EXPERIMENTAL VALIDATION OF MODELS

In order to validate the equation (4) which determines
the force exerted by the pneumatic muscle and to
identify its coefficients, a series of experimental trials
are carried out on the prototype constructed.
Development of the experience involves keeping the
muscle in a state of constant contraction and slowly
increasing the pressure, recording the force exerted on a
load cell. In this way, a family of straight lines is
obtained with different contractions that relate force to
pressure.

D1 = 280

D2 = −2.2

D3 = 0.033

ϕ ( q ) = 0.00046 ⋅ q − 0.053 ⋅ q + 2.02 ⋅ q − 43.69 ⋅ q + 61.62
4

3

2

The same Figure 7 shows the data obtained in simulation
with the complete model of the prototype for the same
experience. As is noted, the results in simulation
coincide very well with the experimental data, which to
a certain extent is normal, given that this experimental
data forms the basis used for identifying the parameters
of the muscle model.

To carry out the trials, the muscle was firstly set at a
determined, known length, thanks to the possibility of
varying the lower stop of the prototype. Furthermore,
the servovalve was removed so as to prevent undesired
dynamic influences in such a way that pressurized air
was introduced directly into the muscle. The experience
involved blowing air into the muscle in order to make
the arm descend; however, as the arm was positioned on
the lower stop, it failed to move and therefore the length
of the muscle remained constant. The air pressure was
slowly varied in this position within the range of 0 – 6
bar and the force exerted by the arm on the lower stop
was recorded in the load cell. The real force exerted by
the muscle was calculated using this data, together with
geometric ratios.

To validate the complete model of the prototype made in
Dymola/Modelica, open loop trials have initially been
used on the model. The control element used is the
servovalve, which accepts an input signal within the
range of 0 – 10 V. The prototype has been rotated in
order to prevent the effects of gravity in such a way that
the arm moves on a horizontal plane. A control signal
has been applied to the servovalve: an impulse train of
±0.9 V added to a central value of +5 V, over a period
of 4 seconds. Trials have been carried out using
different weights placed on the end of the arm. The arm
completed its entire run from one end to the other using
this open-loop signal, gently touching the stops. This
trial has enabled the dynamics of the model to be
checked and adjusted. An example of the results
obtained may be viewed in Figure 8, together with those
obtained in simulation, when there is a 3 kg weight on

The results obtained are shown in Figure 7. The
different straight lines correspond to different constant
contractions of the muscle. The upper straight line refers
to the nominal length and the lower one to the maximum

471

In the case described here and based on the
experimental results shown in Figure 7, the term
ϕ ( q ) has been identified by means of a 4th order
polynomial adjustment. Consequently, the values
obtained for the different parameters of the model are:

EXPERIMENTAL VALIDATION OF MODELS

In order to validate the equation (4) which determines
the force exerted by the pneumatic muscle and to
identify its coefficients, a series of experimental trials
are carried out on the prototype constructed.
Development of the experience involves keeping the
muscle in a state of constant contraction and slowly
increasing the pressure, recording the force exerted on a
load cell. In this way, a family of straight lines is
obtained with different contractions that relate force to
pressure.

D1 = 280

D2 = −2.2

D3 = 0.033

ϕ ( q ) = 0.00046 ⋅ q − 0.053 ⋅ q + 2.02 ⋅ q − 43.69 ⋅ q + 61.62
4

3

2

The same Figure 7 shows the data obtained in simulation
with the complete model of the prototype for the same
experience. As is noted, the results in simulation
coincide very well with the experimental data, which to
a certain extent is normal, given that this experimental
data forms the basis used for identifying the parameters
of the muscle model.

To carry out the trials, the muscle was firstly set at a
determined, known length, thanks to the possibility of
varying the lower stop of the prototype. Furthermore,
the servovalve was removed so as to prevent undesired
dynamic influences in such a way that pressurized air
was introduced directly into the muscle. The experience
involved blowing air into the muscle in order to make
the arm descend; however, as the arm was positioned on
the lower stop, it failed to move and therefore the length
of the muscle remained constant. The air pressure was
slowly varied in this position within the range of 0 – 6
bar and the force exerted by the arm on the lower stop
was recorded in the load cell. The real force exerted by
the muscle was calculated using this data, together with
geometric ratios.

To validate the complete model of the prototype made in
Dymola/Modelica, open loop trials have initially been
used on the model. The control element used is the
servovalve, which accepts an input signal within the
range of 0 – 10 V. The prototype has been rotated in
order to prevent the effects of gravity in such a way that
the arm moves on a horizontal plane. A control signal
has been applied to the servovalve: an impulse train of
±0.9 V added to a central value of +5 V, over a period
of 4 seconds. Trials have been carried out using
different weights placed on the end of the arm. The arm
completed its entire run from one end to the other using
this open-loop signal, gently touching the stops. This
trial has enabled the dynamics of the model to be
checked and adjusted. An example of the results
obtained may be viewed in Figure 8, together with those
obtained in simulation, when there is a 3 kg weight on

The results obtained are shown in Figure 7. The
different straight lines correspond to different constant
contractions of the muscle. The upper straight line refers
to the nominal length and the lower one to the maximum

471

Tondu, B. and P. Lopez. 2000. “Modeling and Control of
McKibben Artificial Muscle Robot Actuators”. IEEE
Control Systems Magazine, April, pp.15-38.
Umetani, Y.; Y. Yamada; T. Morizono; T. Yoshida; and S.
Aoki. 1999. “Skil Mate, wearable exoskelton robot”. 16th
IAARC/IFAC/IEEE
International
Symposium
on
Automationand Robotics in Construction (ISARC'99).
September 22-24, Madrid, Spain.

the end of the arm. The angle reflected in the ordinate
axis of the figure corresponds to the angle measured
from the vertical position (assuming the prototype has
not been rotated).
As may be observed in the figure, both in the model and
in the prototype there appears a vibration which
originates from displacements in both directions in the
intermediate area of movement, changing the dynamics
of the system and making it slower. This vibration is due
to the antagonistic structure of the muscles in the
prototype, as the pressure and length vary inversely in
each muscle while the arm is moving. This behaviour is
also reflected in the results of the model, the key being
the change in volume and the flattening at the ends
during contraction in the model of the pneumatic
muscle. Although the above-mentioned vibration is not
evidenced in the results shown in many bibliographical
references, it does appear in Tondu and Lopez (2000).
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CONCLUSIONS

Pneumatic artificial muscles, or McKibben muscles, are
very interesting for the development of robotic
applications that feature low impedance in terms of their
interaction with the environment, as may be the case
with orthoses or certain wearable robots. In this paper,
the modelling of a pneumatic muscle is shown in
Dymola/Modelica, being the basis to model mechatronic
systems based on such muscles. The component
obtained is applied to the modelling of an experimental
1 DoF set-up, constructed using pneumatic muscles. The
results of the experimental trials are used for an initial
validation of the model.
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CTM/FV is derived from CTMEMB , it is also compliant to the IEC61508 standard for the development of
electronic safety related systems.
The remainder of this paper is structured as follows.
The next section introduces related work before we
give short overviews of what we need from SystemVerilog and the Classification Method for Embedded Systems (CTMEMB ). Thereafter, we present our methodology for random test generation and functional coverage specification and their mapping to SystemVerilog.

Abstract— Functional Verification is well-accepted for
Electronic System Level (ESL) based designs and is supported by a variety of standardized Hardware Verification Languages like PSL, e, and SystemVerilog. In
this article, we present the classification tree method for
functional verification (CTM/FV) as a novel method to
close the gap from the verification plan to the specification of randomized tests and functional coverage for test
configurations. CTM/FV is introduced based on graphical means from which we automatically generate SystemVerilog code as a testbench for constraint-based randomized tests and functional coverage, where concepts
are outlined by the automotive example of an adaptive
cruise controller.

II. Related Work

I. Introduction

C-based languages like SystemC and SystemVerilog
are well accepted for electronic systems description and
verification. In simulation, classical gate level designs
considered a toggle coverage based on stuck-at fault
models as a quality metrics [7]. At higher levels of abstraction, different implicit code coverage metrics are
already applied for several years like statement/edge,
condition, decision, and MCD (modified condition decision) coverage [2]. However, those measurements are
often not sufficient because they just give information
that different parts of the code are exercised and always
presume an existing golden design. Therefore, complementary principles of assertion-based and functional
verification with explicit specification of design-specific
assertions and testbench features like functional coverage and constraints for randomized tests became really
popular [13].
Several so-called hardware verification languages
(HVLs) for functional specification are available for
functional verification, like PSL [4], e [6], and the
SystemVerilog subset [5]. For tool support, Mentor
Graphics, for instance, provides the Questa Verification Platform [15], which supports coverage-driven,
and constrained-random verification. Cadence offers
vManager for the management of functional verification specification and execution, and Specman for testbench automation [16]. The latter supports constraintdriven test generation, functional coverage analysis,
and assertion checking. The management features of
vManager aim at the automatic scheduling of computing resources for verification. Both tools link to several
Electronic Design Automation (EDA) simulators and
operate on all major existing description languages such
as Verilog, VHDL, and SystemC.
When applied correctly, functional coverage complements and surpasses code coverage measurements. Explicit functional coverage definitions are derived from
the specification, give meaning to coverpoints, and,
moreover, they enable detection of omissions in the

With increasing complexity, electronic systems design became a verification-centric activity. In this context basic concepts of formal verification [8] and simulation [7] were unified and advanced under the umbrella of Assertion Based Verification (ABV) [13]. Today, we can observe significant progress in tools managing and processing assertions and testbench features
(i.e., randomized tests and functional coverage) in order to improve quality of designs and efficiency of ESL
testbenches. Tools like Questa, vManager, Specman offer verification management and code generation for
hardware verification languages (HVL) like PSL, e, and
SystemVerilog [10]. They provide advanced support for
assertion-based simulation, formal verification, functional coverage specification, and constraint-based random test generation. Though those tools already provide great help in test configuration management, we
currently observe a big gap from the verification plan
to the specification of assertions and testbench features
since there is no systematic method for test configuration development.
In this article, we introduce the classification tree
method for functional verification (CTM/FV) as a
novel method to support the systematic development of
test configurations. CTM/FV is based on the classification tree method for embedded systems (CTMEMB ) [1]
with extensions for random test generation as well as for
functional coverage and general property specification.
We introduce CTM/FV as a methodology to fill the gap
from the verification plan to the coding of constraintbased randomized tests and functional coverage as a
two-step method: (i) creation of the classification tree
(ii) creation of (sample) abstract test sequences. To
give CTM/FV specifications a well-defined semantics
and to demonstrate its applicability for testbench generation, we present CTM/FV with a mapping to SystemVerilog. This covers the automatic generation of
random tests, and functional coverage expressions. As
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code. The main disadvantage is that there is currently
no method to systematically guide the user through
the activity of annotating the model with randomized
tests, coverage statements, and assertions. To overcome this, we apply the Classification Tree Method
(CTM), which was developed for structured test developments in software systems [3]. However, there
was only little work investigating CTM beyond the initial application, such as Singh et al. who combined
Z with CTM [12]. As a significant advance for automotive systems design, Conrad recently introduced
an extension of CTM for embedded software labeled
CTMEMB [1]. Several tool suites with CTMEMB support became available, e.g. MTest from dSPACE [14],
a test automation environment for Model/HardwareIn-the-Loop simulation, which integrates the Razorcat
Classification Tree Editor (CTE).
In [9] we already presented initial ideas for the application of classification trees for functional verification.
Based on these ideas, we introduce CTM/FV as a complete method for randomized test and functional coverage specification with SystemVerilog code generation
combining tree and test case specification. CTM/FV
is introduced to complement existing approaches for
the specification of verification plans by the means of
CTM/FV-based testbench development and thus fills
the gap from the verification plan to code generation.
Though we present CTM/FV in combination with SystemC and for SystemVerilog code generation, CTM/FV
principles apply for e language specifications and other
modelling languages as well.

bins others[] = default;
}
coverpoint color;
endgroup

The example shows a covergroup, which is triggered
on a clock. The covergroup contains a first coverpoint,
which associates a variable v a (a 10-bit integer) with
a number of bins. Each bin matches a value range and
keeps a hit state for the variable value. A hit is determined once a matching value for a bin has occurred.
Here, bin a is hit by an integer value between 0..63,
and by 64. The bin others declared with the default
keyword is hit by values unmatched by any other bin.
The number of bins determines the size of the coverage
space for a coverpoint: a coverage of 40% for a coverpoint consisting of 5 bins means, that 2 bins have been
hit. A second coverpoint associates to a state variable
color. It implicitly declares three bins, one for each
possible value of the variable. The coverage value for
a covergroup is the average calculated across all of its
coverpoints. Overall coverage is calculated in a similar
way from coverage of all covergroup instances. Coverage calculation can be influenced through optional
parameters on covergroups and coverpoints. Besides
covering a single domain, a coverpoint can cover several
domains (cross coverage), and sequences of transitions.
A very powerful SystemVerilog feature is the specification of constraints for randomized test generation,
which refer to data structures randomized as objects
that contain random variables and user-defined constraints. Constraints, for instance, can be efficiently
used to specify corner cases. The following example
instantiates a class CX and randomizes its member x,
such that it conforms to the constraint x > 0.

III. SystemVerilog
Verilog and VHDL have been the two dominant hardware description languages for simulation and synthesis over the last 15 years. To increase its market share,
Verilog was initially published as IEEE Std. 1364 in
1997. Later, Accellera advanced Verilog to SystemVerilog 3.1 in 2002 and to SystemVerilog 3.1a, which
became an IEEE Standard [5] in 2005. SystemVerilog IEEE Std.1800-2005 introduces many features for
real object-oriented and communication-centric designs
like classes, interfaces, and interprocess communication
synchronization. Moreover, SystemVerilog supports
the specification of random tests and properties, where
the latter can be used for verification as an assumption, an assertion, or a coverage specification given by,
e.g., tool directives assert, assume, expect, and cover.
An assert statement enforces a property for a checker,
an assume property can be considered as a hypothesis
to prove the property, and the expect statement waits
for a property evaluation. Coverage statements specify an explicit coverage metric by means of covergroups
with coverpoints and bins for variables as given by the
following example.

class CX
rand bit[7:0] x; ...
endclass
...
CX cx = new;
success = cx.randomize() with {x>0;};

In the remainder of this paper, we focus on the generation of testbench features, i.e., cover statements and
random tests, from our CTM extensions, which are introduced in the next section. Those parts and the other
property specifications represent an independent part
of SystemVerilog, which can be easily bound to other
languages so that we can easily use it in combination
with our SystemC simulation models.
IV. CTM
Classification Trees were developed at Daimler-Benz
AG in the early nineties for the systematic specification of test cases [3]. In classification trees, potential
inputs to a system under test are defined as a tree with
composition, classification, and class nodes. A simple
example for a brake system is given in Fig. 1). Starting from the root node, the testbench is partitioned by
composition nodes into the ‘environment’, ‘driver’, and
‘vehicle’. A composition can be hierarchically structured into further compositions, which are finally partitioned into classifications representing concrete input

bit [9:0] v_a;
enum { red, green, blue } color;
covergroup cg @(posedge clk);
coverpoint v_a {
bins a = { [0:63],64};
bins b ... ;
...
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code. The main disadvantage is that there is currently
no method to systematically guide the user through
the activity of annotating the model with randomized
tests, coverage statements, and assertions. To overcome this, we apply the Classification Tree Method
(CTM), which was developed for structured test developments in software systems [3]. However, there
was only little work investigating CTM beyond the initial application, such as Singh et al. who combined
Z with CTM [12]. As a significant advance for automotive systems design, Conrad recently introduced
an extension of CTM for embedded software labeled
CTMEMB [1]. Several tool suites with CTMEMB support became available, e.g. MTest from dSPACE [14],
a test automation environment for Model/HardwareIn-the-Loop simulation, which integrates the Razorcat
Classification Tree Editor (CTE).
In [9] we already presented initial ideas for the application of classification trees for functional verification.
Based on these ideas, we introduce CTM/FV as a complete method for randomized test and functional coverage specification with SystemVerilog code generation
combining tree and test case specification. CTM/FV
is introduced to complement existing approaches for
the specification of verification plans by the means of
CTM/FV-based testbench development and thus fills
the gap from the verification plan to code generation.
Though we present CTM/FV in combination with SystemC and for SystemVerilog code generation, CTM/FV
principles apply for e language specifications and other
modelling languages as well.
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a covergroup is the average calculated across all of its
coverpoints. Overall coverage is calculated in a similar
way from coverage of all covergroup instances. Coverage calculation can be influenced through optional
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covering a single domain, a coverpoint can cover several
domains (cross coverage), and sequences of transitions.
A very powerful SystemVerilog feature is the specification of constraints for randomized test generation,
which refer to data structures randomized as objects
that contain random variables and user-defined constraints. Constraints, for instance, can be efficiently
used to specify corner cases. The following example
instantiates a class CX and randomizes its member x,
such that it conforms to the constraint x > 0.

III. SystemVerilog
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became an IEEE Standard [5] in 2005. SystemVerilog IEEE Std.1800-2005 introduces many features for
real object-oriented and communication-centric designs
like classes, interfaces, and interprocess communication
synchronization. Moreover, SystemVerilog supports
the specification of random tests and properties, where
the latter can be used for verification as an assumption, an assertion, or a coverage specification given by,
e.g., tool directives assert, assume, expect, and cover.
An assert statement enforces a property for a checker,
an assume property can be considered as a hypothesis
to prove the property, and the expect statement waits
for a property evaluation. Coverage statements specify an explicit coverage metric by means of covergroups
with coverpoints and bins for variables as given by the
following example.

class CX
rand bit[7:0] x; ...
endclass
...
CX cx = new;
success = cx.randomize() with {x>0;};

In the remainder of this paper, we focus on the generation of testbench features, i.e., cover statements and
random tests, from our CTM extensions, which are introduced in the next section. Those parts and the other
property specifications represent an independent part
of SystemVerilog, which can be easily bound to other
languages so that we can easily use it in combination
with our SystemC simulation models.
IV. CTM
Classification Trees were developed at Daimler-Benz
AG in the early nineties for the systematic specification of test cases [3]. In classification trees, potential
inputs to a system under test are defined as a tree with
composition, classification, and class nodes. A simple
example for a brake system is given in Fig. 1). Starting from the root node, the testbench is partitioned by
composition nodes into the ‘environment’, ‘driver’, and
‘vehicle’. A composition can be hierarchically structured into further compositions, which are finally partitioned into classifications representing concrete input

bit [9:0] v_a;
enum { red, green, blue } color;
covergroup cg @(posedge clk);
coverpoint v_a {
bins a = { [0:63],64};
bins b ... ;
...
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Fig. 1: Classification Tree Example: Adaptive Cruise Control

domains. Our example, for instance, has a classification for ‘road conditions’ under the composition ‘environment’. Each classification finally has classes, which
represent different subdomains of test data. For ‘road
conditions’ classification, the corresponding classes are
‘dry’, ‘wet’, ‘snow’, and ‘ice’. Classes of the classification tree make up the columns of a combination table where horizontal lines represent test cases made up
from classes. The development of classification trees
and associated combination tables is supported by the
classification tree method (CTM) [3], which in turn is
based on the category-partition method [11].
For embedded systems testing, Conrad [1] has extended the classification tree method to the Classification Tree Method for Embedded Systems (CTMEMB ).
In CTMEMB , classifications are derived from the interface of the system under test (Fig. 2, upper half).
Classes are given by values or intervals, derived from
the specification. The combination table defines abstract test sequences with time annotated test steps,
called synchronisation points, which refer to classes,
i.e., to value intervals, as shown in figure 3. Interpolation functions such as step, ramp, and sine are
assigned to transitions between two synchronisation
points, where different functions are indicated by different line styles. A concrete test sequence is then derived
by value instantiation from classes, and, finally by interpolation and discretization to fit a sampling rate.

cutable and machine readable part, which describes
test configuration, testbench infrastructure, and test
completion criteria [17]. CTM/FV as an extension of
CTMEMB assists in the structured definition of test
configuration and test coverage criteria, up to the point
where automatic generation of a hardware verification
language (like SystemVerilog) is possible. This closes a
gap in the definition of the verification plan to relieve of
manual coding of assertions, random constraints, and
coverage statements. Application of CTM/FV involves
two development steps: the creation of a Classification
Tree, and the creation of Abstract Test Sequences, constraints and coverage information.
For our outline, we presume that the interface definition of the ACC is available in any system description language like VHDL, SystemVerilog, or SystemC
so that we just have to bind the design under test to
the SystemVerilog testbench. The following example
shows a binding of the ACC to a SystemVerilog coverage definition (ACC COV).
bind ACC ACC_COV acc_cov_bind
(.clk(clk), .desired_speed(desired_speed),...);

In order to arrive at a complete testbench, it has to be
noted here, that the user has to decide on the sampling
rate of the testbench at an earlier phase.
A. Creation of Classification Tree
Considering the example of an Adaptive Cruise Control (ACC), the following SystemC code fragment may
sketch an interface definition.

V. CTM/FV
The following subsections describe the Classification
Tree Method for Formal Verification CTM/FV, and
demonstrates its relation to SystemVerilog coverage
and constraints for randomized test in the definition
of a verification plan. The approach is illustrated by
means of an Adaptive Cruise Controller as a design
example from the automotive domain. An ACC is a
radar-based system, which keeps either a desired speed,
or the distance to an obstacle in front.
A typical verification plan relates design features to
the design specification, defines verification strategies,
and, e.g. for testbench generation includes an exe-

SC_MODULE(ACC)
{
sc_in<int>
sc_in<int>
sc_in<int>
sc_in<bool>
...
};

desired_speed;
tracking_distance;
desired_distance;
tracking;

Based on that interface we semi-automatically create
a classification tree for the ACC testbench (ACC T B)
with ACC T B as root node. We just consider sc in
and sc inout ports of the interface and create one classification node for each of them. In complex designs

475

Fig. 1: Classification Tree Example: Adaptive Cruise Control

domains. Our example, for instance, has a classification for ‘road conditions’ under the composition ‘environment’. Each classification finally has classes, which
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where automatic generation of a hardware verification
language (like SystemVerilog) is possible. This closes a
gap in the definition of the verification plan to relieve of
manual coding of assertions, random constraints, and
coverage statements. Application of CTM/FV involves
two development steps: the creation of a Classification
Tree, and the creation of Abstract Test Sequences, constraints and coverage information.
For our outline, we presume that the interface definition of the ACC is available in any system description language like VHDL, SystemVerilog, or SystemC
so that we just have to bind the design under test to
the SystemVerilog testbench. The following example
shows a binding of the ACC to a SystemVerilog coverage definition (ACC COV).
bind ACC ACC_COV acc_cov_bind
(.clk(clk), .desired_speed(desired_speed),...);

In order to arrive at a complete testbench, it has to be
noted here, that the user has to decide on the sampling
rate of the testbench at an earlier phase.
A. Creation of Classification Tree
Considering the example of an Adaptive Cruise Control (ACC), the following SystemC code fragment may
sketch an interface definition.

V. CTM/FV
The following subsections describe the Classification
Tree Method for Formal Verification CTM/FV, and
demonstrates its relation to SystemVerilog coverage
and constraints for randomized test in the definition
of a verification plan. The approach is illustrated by
means of an Adaptive Cruise Controller as a design
example from the automotive domain. An ACC is a
radar-based system, which keeps either a desired speed,
or the distance to an obstacle in front.
A typical verification plan relates design features to
the design specification, defines verification strategies,
and, e.g. for testbench generation includes an exe-

SC_MODULE(ACC)
{
sc_in<int>
sc_in<int>
sc_in<int>
sc_in<bool>
...
};

desired_speed;
tracking_distance;
desired_distance;
tracking;

Based on that interface we semi-automatically create
a classification tree for the ACC testbench (ACC T B)
with ACC T B as root node. We just consider sc in
and sc inout ports of the interface and create one classification node for each of them. In complex designs
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Fig. 2: Adaptive Cruise Controller with CTM/FV constraints and coverage

fines and implication, such that desired distance is
distributed with weights {20, 60, 20} across associated
classes {10, [11, 99], 100}. Therefore the boxed table defines Constraint1 with simple dependencies between
tracking and desired speed. Random test generation
shall be executed with weights depending on the different class instantiations for tracking, where the corresponding SystemVerilog code gives the precise semantics:
rand CT_value tracking, desired_distance;
...
constraint Constraint1 {
tracking.value == {0 := 20, 1 := 80};
tracking.value == 1 -> (
desired_distance.value inside {
10:=20,[11:99]/=60,100:=20
};
);
tracking.value == 0 -> (
desired_distance.value inside {
10:=1,[11:99]/=1,100:=1
};
);
}

A.1 Constraints and Weights for Random Tests
CTM/FV defines constraints for random test case
generation as boxed tables in place of the combination table. They refer to the different classes as given
in Fig. 2. Each boxed table defines a constraint compound, with each line in the table representing a single constraint. A single constraint is defined by placing annotated points and an optional square on the
line. Points on a line define weights for the class.
When no value is given, the default weight is 1. In
Fig. 2, for example, the first line defines the weights
20 and 80 for tracking = 0, and tracking = 1, respectively. Conditional constraints are given by a square
and points, where the square specifies the condition
and points specify which inputs are to be constrained.
E.g., the square for tracking = 1 in our example de-

For the generation of randomized variables, classes
like tracking and desired distance are given as instantiations of type CT value, which is a struct containing
a value and a transition. For tracking, weight is defined with a distribution of 20% and 80%, respectively.
For desired distance, a different distribution is chosen,
depending on the value of tracking: if tracking = 0,
desired distance is set to 10 or 100 with a distribution
of 20% each, and it is set to a value from the interval
[11, 99] with a distribution of 60% for the interval. If
tracking = 1, desired distance is set with equal distribution to the corner cases and the interval, with 33.3%
each.
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with several interfaces, intermediate nodes (i.e., compositions) are inserted for each interface. However, in
our small example, the classifications are taken as direct descendants of the root node and we arrive at a tree
with classifications desired speed, tracking distance, desired distance, tracking, etc. (see Fig. 2).
In a next step, the user manually creates classes for
each classification. The creation of classes for test values and test intervals mostly depends on the design
specification, design features, and intended coverage,
and requires the designer’s expertise. For the classification desired speed, for instance, this is measured in
meters per second with the classes [−5 : −1] for backward, 0 for stopping, and other intervals and test points
like [1 : 4] for driving forward (see Fig. 2 for other examples). Based on that basic structure of the classification
tree, we continue to define random test and functional
coverage, which are defined as tree annotations and as
tables referring to the existing classes.
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with several interfaces, intermediate nodes (i.e., compositions) are inserted for each interface. However, in
our small example, the classifications are taken as direct descendants of the root node and we arrive at a tree
with classifications desired speed, tracking distance, desired distance, tracking, etc. (see Fig. 2).
In a next step, the user manually creates classes for
each classification. The creation of classes for test values and test intervals mostly depends on the design
specification, design features, and intended coverage,
and requires the designer’s expertise. For the classification desired speed, for instance, this is measured in
meters per second with the classes [−5 : −1] for backward, 0 for stopping, and other intervals and test points
like [1 : 4] for driving forward (see Fig. 2 for other examples). Based on that basic structure of the classification
tree, we continue to define random test and functional
coverage, which are defined as tree annotations and as
tables referring to the existing classes.

fines and implication, such that desired distance is
distributed with weights {20, 60, 20} across associated
classes {10, [11, 99], 100}. Therefore the boxed table defines Constraint1 with simple dependencies between
tracking and desired speed. Random test generation
shall be executed with weights depending on the different class instantiations for tracking, where the corresponding SystemVerilog code gives the precise semantics:
rand CT_value tracking, desired_distance;
...
constraint Constraint1 {
tracking.value == {0 := 20, 1 := 80};
tracking.value == 1 -> (
desired_distance.value inside {
10:=20,[11:99]/=60,100:=20
};
);
tracking.value == 0 -> (
desired_distance.value inside {
10:=1,[11:99]/=1,100:=1
};
);
}

A.1 Constraints and Weights for Random Tests
CTM/FV defines constraints for random test case
generation as boxed tables in place of the combination table. They refer to the different classes as given
in Fig. 2. Each boxed table defines a constraint compound, with each line in the table representing a single constraint. A single constraint is defined by placing annotated points and an optional square on the
line. Points on a line define weights for the class.
When no value is given, the default weight is 1. In
Fig. 2, for example, the first line defines the weights
20 and 80 for tracking = 0, and tracking = 1, respectively. Conditional constraints are given by a square
and points, where the square specifies the condition
and points specify which inputs are to be constrained.
E.g., the square for tracking = 1 in our example de-

For the generation of randomized variables, classes
like tracking and desired distance are given as instantiations of type CT value, which is a struct containing
a value and a transition. For tracking, weight is defined with a distribution of 20% and 80%, respectively.
For desired distance, a different distribution is chosen,
depending on the value of tracking: if tracking = 0,
desired distance is set to 10 or 100 with a distribution
of 20% each, and it is set to a value from the interval
[11, 99] with a distribution of 60% for the interval. If
tracking = 1, desired distance is set with equal distribution to the corner cases and the interval, with 33.3%
each.
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A.2 Functional Coverage and Bins.
Hardware verification languages provide means for
the definition of an individual coverage metric. SystemVerilog has covergroups, coverpoints, and bins for
the definition of functional coverage. CTM/FV subtrees naturally map to such definitions without any
major modification. I.e., classifications refer to a set
of coverpoints and each class refers to a bin. As an
example, take the following SystemVerilog code, which
directly corresponds to the tree in Fig. 2.

desired_speed

[−5,0[

70
0

]20,70[
20

]0,5[
5 ]5,20[

covergroup ACC_TB @(posedge clk);
...
dd1: coverpoint desired_distance
{bins dd1[1] = {10}; };
dd2: coverpoint desired_distance
{bins dd2[1] = {[11:99]}; };
dd3: coverpoint desired_distance
{bins dd3[1] = {100}; };
tr0: coverpoint tracking
{bins tr1[1] = {0}; option.weight = 1;};
tr1: coverpoint tracking
{bins tr2[1] = {1}; option.weight = 4;};
endgroup;

1 Testsequence 1
1.1 t=0
1.2 t=5
1.3 t=8
1.4 t=11
1.5 t=20
1.6 t=25
1.7 t=45
1.8 t=65
1.9 t=66
1.10 t=70
1.11 t=74
1.12 t=80
1.13 t=90
1.14 t=100
1.15 t=110

Here, the coverpoint dd2 for input variable desired distance contains a bin for the interval [11 : 99],
for instance. In SystemVerilog, covergroups and coverpoints may have options like weight or goal. In our classification tree, this just needs an annotation for classes.
In the example, the two classes of tracking are annotated with weights: 0 := 1 and 1 := 4, which directly
correspond to coverpoints tr1 and tr2 in the code.
A similar approach has to be taken when considering
tests with floating-point values, as common with Matlab/Simulink models. The classification tree in figure 3
shows classes, which encompass the continuous value
range from −5.0 to 70.0 by means of intervals between
values. For coverage computation we introduce a tolerance e in order to better cover the corner cases between
intervals and values. For floating point test cases, a
class 5 is represented as [5.0 − e : 5.0 + e] and the interval ]0.0 : 5.0[ becomes ]e : 5.0 − e[. This mapping
reflects the intended use of bins and coverage specifications, since floating point-based calculation hardly ever
matches an exact value. Please note, that coverage of
floating-point values is not supported by IEEE 18002005[5]. We apply a notation similar to SystemVerilog
for floating-point coverage:
coverpoint
bins ds0
bins ds1
bins ds2
bins ds3
...
}

A.2 Functional Coverage and Bins.

ACC_TB

Fig. 3: Sample Test Sequence for an Adaptive Cruise Controller

straints. In contrast, we apply rectangles marking classifications with annotations rather than squares and
points.
As an example, the following SystemVerilog code
shows cross coverage statement over tracking distance,
desired distance, and tracking for the previously introduced ACC T B covergroup. The line in the classification tree table has three annotated rectangles for
the three classifications and corresponds to the following code.
tdxds: cross tracking_distance,
desired_distance,
tracking {
bins cr_tr1[] = binsof(tr1);
bins cr_tr0[1] = binsof(tr0);
}

B. Creation of Abstract Test Sequences

desired_speed {
= { [-5.000:-0.001[};
= { [-0.001: 0.001] };
= { ] 0.001: 4.999[ };
= { [ 4.999: 5.001] };

In CTMEMB , the definition of abstract test sequences
is accomplished by a set of combination tables, one
for each test sequence. Fig. 3 gives the example
of one fraction of a test sequence for the classification desired speed. Selected test points on each line
(i.e., each synchronisation point) refer to the different
classes. For realistic tests, we assign an interpolation
function to each transition between two synchronisation
points of one classification. An interpolation function
can be of type (step, linear, sine), which is represented
by different line styles. When no line is given, the step
interpolation is assigned as a default.
The sample test sequence in Fig. 3 starts at t = 0
with desired speed = 0. Then it changes to ]0, 5[

The syntax allows floating-point numbers and open
intervals. A coverage tolerance of e = 0.001 is generated here during the translation step from the classification tree. The generator will have to adapt the
tolerance relative to the order of magnitude of the covered value, of course.
For cross coverage definitions and their representations in the classification tree we can use a similar representation as for the definition of random test con-
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Hardware verification languages provide means for
the definition of an individual coverage metric. SystemVerilog has covergroups, coverpoints, and bins for
the definition of functional coverage. CTM/FV subtrees naturally map to such definitions without any
major modification. I.e., classifications refer to a set
of coverpoints and each class refers to a bin. As an
example, take the following SystemVerilog code, which
directly corresponds to the tree in Fig. 2.
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...
dd1: coverpoint desired_distance
{bins dd1[1] = {10}; };
dd2: coverpoint desired_distance
{bins dd2[1] = {[11:99]}; };
dd3: coverpoint desired_distance
{bins dd3[1] = {100}; };
tr0: coverpoint tracking
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Here, the coverpoint dd2 for input variable desired distance contains a bin for the interval [11 : 99],
for instance. In SystemVerilog, covergroups and coverpoints may have options like weight or goal. In our classification tree, this just needs an annotation for classes.
In the example, the two classes of tracking are annotated with weights: 0 := 1 and 1 := 4, which directly
correspond to coverpoints tr1 and tr2 in the code.
A similar approach has to be taken when considering
tests with floating-point values, as common with Matlab/Simulink models. The classification tree in figure 3
shows classes, which encompass the continuous value
range from −5.0 to 70.0 by means of intervals between
values. For coverage computation we introduce a tolerance e in order to better cover the corner cases between
intervals and values. For floating point test cases, a
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matches an exact value. Please note, that coverage of
floating-point values is not supported by IEEE 18002005[5]. We apply a notation similar to SystemVerilog
for floating-point coverage:
coverpoint
bins ds0
bins ds1
bins ds2
bins ds3
...
}
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Fig. 3: Sample Test Sequence for an Adaptive Cruise Controller

straints. In contrast, we apply rectangles marking classifications with annotations rather than squares and
points.
As an example, the following SystemVerilog code
shows cross coverage statement over tracking distance,
desired distance, and tracking for the previously introduced ACC T B covergroup. The line in the classification tree table has three annotated rectangles for
the three classifications and corresponds to the following code.
tdxds: cross tracking_distance,
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bins cr_tr0[1] = binsof(tr0);
}

B. Creation of Abstract Test Sequences

desired_speed {
= { [-5.000:-0.001[};
= { [-0.001: 0.001] };
= { ] 0.001: 4.999[ };
= { [ 4.999: 5.001] };

In CTMEMB , the definition of abstract test sequences
is accomplished by a set of combination tables, one
for each test sequence. Fig. 3 gives the example
of one fraction of a test sequence for the classification desired speed. Selected test points on each line
(i.e., each synchronisation point) refer to the different
classes. For realistic tests, we assign an interpolation
function to each transition between two synchronisation
points of one classification. An interpolation function
can be of type (step, linear, sine), which is represented
by different line styles. When no line is given, the step
interpolation is assigned as a default.
The sample test sequence in Fig. 3 starts at t = 0
with desired speed = 0. Then it changes to ]0, 5[

The syntax allows floating-point numbers and open
intervals. A coverage tolerance of e = 0.001 is generated here during the translation step from the classification tree. The generator will have to adapt the
tolerance relative to the order of magnitude of the covered value, of course.
For cross coverage definitions and their representations in the classification tree we can use a similar representation as for the definition of random test con-
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at t = 8, to 5 at t = 11, and to ]5, 20[ at t = 20,
where it remains until t = 50 before returning to 0
at t = 100. Note that the individual synchronisation
points are coarse-grained and refer to fine-grained time
points of the sampling rate. Recall from Section 3 that
the test sequence is considered as abstract since not a
concrete value for each interval has been selected yet.
The next paragraph outlines how the definition of those
test sequences can support automatic generation of randomized test and transition coverage specification.

Here, the corresponding SystemVerilog covergroup
is triggered by the synchronisation point event
ts1 trigger and has a coverpoint for the variable
desired speed and a single bin, which covers the abstract test sequence ts1. It is easy to see from this
example, that the coverage of all sample test sequences
for a classification tree can be generated and gives intuitive means for the efficient specifications of transition
coverages.
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VI. Conclusions and Outlook
B.1 Test Sequences for Random Tests.

In this article, we introduced the classification tree
method for functional verification (CTM/FV) as a
novel method to support the systematic development test configurations. Though we have introduced
CTM/FV just for randomized test and functional coverage specification for SystemC models and automatic
SystemVerilog code generation, our method supports
different HVLs such as the e language and the specification and documentation of general properties, i.e.,
assertions and assumption as well. Additionally, for a
wider application, we already have solutions to extend
CTM/FV and SystemVerilog for the specification of intervals based on float values.

For random test generation, we associate a CTM/FV
test sequence with SystemVerilog for a random sequence production specification. The different test sequences then show up as different alternatives of a production in the grammar. In addition, each test sequence is given by a production rule with the sequence
of synchronization points. For each synchronization
point, we assign the values/intervals as well as the transition type and randomize over the interval. We finally
have to apply an interpolation since the synchronisation points of the abstract test sequence are considered
as sparse w.r.t. the sampling rate.
Given the sample test sequence in Fig. 3, we can automatically generate the following SystemVerilog random sequence.
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container terminals concern to the following processes:
i) arrival of the ship, ii) unloading and loading of the
ship, iii) transport of containers from ship to stack and
vice versa, iv) stacking of containers, and v) interterminal transport and other modes of transportation.
Typical approaches for managing the problems in a
container terminal are based on reductionism (such as
DEVS formalism introduced by Zeigler (1976) and
HCFG (Fritz and Sargent 1995)). Reductionism relies
on the belief that a complex system may be decomposed
into its constituent parts without any loss of
information, predictive power or meaning (Pidd and
Castro 1998). Unfortunately reductionism does not
consider that a modern container terminal cannot be
decomposed into its sub-systems without any loss of
information, predictive power or meaning. This
statement can be proved by trying to analyse the logistic
processes separately: it is easily verified that they are
partially or entirely related by means of logistic
activities (Rizzoli et al. 1999). Pidd and Castro (op cit)
have shown that the best approach for the management
of a complex system is based on wholism (also known
as holism). Wholism assumes that systems possess some
properties that are meaningful only in the context of the
whole and not in the parts. Therefore, using a wholistic
approach, decision making in container terminal would
need a mathematical model of the whole system.
A mathematical model can be examined by means of
an analytical solution (as for an optimization problem)
or by simulation. While optimization can allow the
modelling of the whole system from a static,
deterministic point of view, with a significant loss of
information, simulation allows to keep a more realistic,
dynamic and non deterministic, point of view on a
complex system without loss of information. Therefore
it should be preferable to develop decision support
models for a container terminal that are based first on
simulation and, after that, possibly also on embedded
optimization models. Alternately, one stimulating
possibility is that of using a simulator to pursue the so
called “optimum seeking by simulation” (Law and
Kelton 2000).
Using simulation, the first point to tackle with is the
choice of the description language used to model the
system. The logistic processes in container terminals
classified by Vis and De Kostner (op cit) are usually
modelled by queuing networks, due to the opportunity
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ABSTRACT
The need for an optimal management of logistic
activities in modern container terminals is well
recognized. Usually, the optimal management is
pursued by decomposing the container terminal system
in independent sub-systems to be optimized separately.
Vice versa, a less practical approach, would suggest to
analyze the whole system, provided that a formal,
computerized model is available. We propose a
simulation modelling paradigm based on the process
interaction world view for the optimal management of
logistic activities in a modern container terminal.
Paper’s focus is on the way of representing processes,
resources and jobs that compose our simulation
modelling paradigm. Processes are partitioned into
activities following a simple to read and easy-to-use
codified schema. We show how it is possible to define
rules on the modelling paradigm for the optimization of
the system. Concepts and representation methodologies
are applied to a real case study, where it is asked to
optimize the integrated management of berthing points,
handling equipments and storage spaces.
INTRODUCTION
Nowadays, approximately 90 percent of the world's
cargo traffic moves by container (Sgouridis and
Angelides 2002; OSC 2003; Notteboom 2004). An
efficient and effective management of logistic activities
in a container terminal can decrease the operating costs
and service times and increase the quality of services.
These results allow to achieve a better market position.
A container terminal is a complex system organised
around a set of logistic processes. The logistic activities
at a container terminal often belong to more logistic
processes. This fact is critical for a good management of
the system and the choice of the system modelling
approach. Some interesting overview papers (Vis and
De Koster 2003; Steenken et al. 2004) in the area of
container logistics give a classification of the decision
problems in a container terminal. According to these
overview papers, the main problems in modern
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of highlighting congestion phenomena occurring at
those (shared) resources resulting as bottleneck within a
logistic process. It is easily recognised that queuing
networks do not offer a simple to read and easy-to-use
modelling tool for high-complexity systems (Sauer et al.
1980). In a container terminal there is no clear
distinction between resources and jobs involved in
logistic processes, in the sense that one “entity” may act
first as a resource and then as a job; moreover, multiple,
complex rules of behaviour and operating policies are
encountered in logistic processes, so the use of standard
queuing networks does not appear to be effective.
Therefore, a new wholistic simulation language for
describing non standard queuing networks is necessary
to model a complex system like a modern container
terminal.
In this paper we propose a wholistic modelling
paradigm (MP) for discrete-event simulation (DES)
modelling based upon the process interaction (PI) world
view. The remainder of this paper is organized as
follows. In the next section we briefly describe the
high-level architecture (HLA) of a tool for the optimal
management of large and complex systems via DES.
Afterwards we define the main concepts of our
simulation MP and illustrate its potentiality by
modelling some logistic processes at the Gioia Tauro
maritime terminal.

Numerical results from the simulation model obtained
in the system modelling phase are analyzed in the
second phase by means of a statistical analysis tool.
Fundamental for the OCSM is the evaluation of
performance measures. Performance measures are
evaluated on the outputs from the simulation runs of the
simulation model. In the model analysis phase, indices
and parameters are defined on the simulation model by
means of some tool or language. The evaluation of these
indices and parameters provides the set of performance
measures necessary to the OCSM.
After that, in the third phase an optimization problem
is defined. General problem setting is made of input and
output variables, objective function and constraints. The
nature of the optimization problem is intrinsically
stochastic, due to the nature of the output variables.
Output variables are simulation model performance
measures; input “variables” are quantitative or
qualitative in nature. An example of qualitative variable
is a queue policy.
Since the OCSM approach is essentially sequential,
each phase of this management methodology is closely
connected with the previous phases and involves the
definition of a layered HLA for an OCSM tool.
Optimization package
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THE OPTIMAL MANAGEMENT OF COMPLEX
SYSTEMS VIA DISCRETE EVENTS
SIMULATION

Is stopping
rule satisfaied?

We claim that a modern DES tool for the optimal
management of large and complex systems must include
Simulation based Optimization (SO) techniques. SO is
the most important new simulation technology in the
last decade (Law and McComas 2002). SO is the
optimisation of performance measures based on outputs
from stochastic (primarily discrete-event) simulations
(Fu 2001; Ghiani et al. 2004). Law and Kelton (op cit)
present a clear schema of the interaction between an
optimization package and a simulation model (see
Figure 1).
We propose the HLA of a modern DES tool for
optimal complex system management (OCSM) by
means of a three phases approach. The HLA
implements the Law and Kelton SO schema (in fact in
this schema, the simulation has a passive role in the
optimization process). Our HLA is also valid for a
continuous simulation tool, but we refer to DES because
it is more appropriate for logistic processes.
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Report simulation
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Simulate specified
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Figure 1: Interaction between an Optimization Package
and Simulation Model
The High-Level Architecture of the DES Tool
The HLA consists of three components, each related
to one phase of the three phases proposed approach.
The base layer is the simulation package (SP). The SP
is made up of the simulation engine and the model
builder. The simulation engine provides the execution
of simulation runs using such kind of simulation
technique, e.g., batch means or independent replications
(Nakayama 2002). The model builder is a tool for
system modelling. It can implements i) a simulation
language (e.g., GPSS, Slam), ii) a MP (e.g., HCFG,
DEVS) or a VIMS (e.g., Arena, exteNd).

The Optimal Complex System Management
Approach
The proposed three phases approach is made up of the
following phases: i) system modelling, ii) model
analysis and iii) system optimization. In the first phase,
the real system is modelled using some MP, as
discussed in-depth in the next section.
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The HLA consists of three components, each related
to one phase of the three phases proposed approach.
The base layer is the simulation package (SP). The SP
is made up of the simulation engine and the model
builder. The simulation engine provides the execution
of simulation runs using such kind of simulation
technique, e.g., batch means or independent replications
(Nakayama 2002). The model builder is a tool for
system modelling. It can implements i) a simulation
language (e.g., GPSS, Slam), ii) a MP (e.g., HCFG,
DEVS) or a VIMS (e.g., Arena, exteNd).

The Optimal Complex System Management
Approach
The proposed three phases approach is made up of the
following phases: i) system modelling, ii) model
analysis and iii) system optimization. In the first phase,
the real system is modelled using some MP, as
discussed in-depth in the next section.
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The intermediate layer is the analysis package (AP).
The AP is composed by: i) a tool for the definition of
indices and parameters on the simulation model (the
data definition builder); ii) the evaluation engine, that
interacts with the simulation engine to collect and
evaluate simulation data and for computing the
performance measures; iii) the model analyzer, that
allows to manage the system by means of the analysis
of the performance measures.
The higher level is the optimization package (OP).
The OP must be more general as possible, because
optimum-seeking can be obtained in a lot of way (Fu
2001; Ghiani et al. 2004). Our concept of an OP is of a
building without walls: the modeller build the walls in
dependency of the problem. So an OP must provides
these functionality: i) executing and stopping
simulation; ii) retrieval of data from simulations and
model analysis; iii) designing of optimization
algorithms; iv) definition of rules that allow an
optimization algorithm to generate a new feasible
system configuration.
In Figure 2 the dependency between the HLA
components described above is illustrated.
Layer 2

Layer 1

Layer 0

Optimization
package

most important drawback of this CF is the high burden
on executive, but it could be overcome with parallel or
ditributed applications.
In the PI world view, each process routine in a model
specification describes the progress of a particular
model object through a series of time related activities
(Overstreet and Nance 2004). So, the first thing to do in
the PI world view is to identify all model objects whose
activity sequences must be defined. Subsequently, the
modeller specifies the sequence of activities for each
object. For this reason, often a process is represented
with a schematic representation known as flow-chart,
where the activities that compose the process routine are
nodes of the chart. The flow-chart are usually
represented as a single source multi-sink directed graph
(Silver et al. 2006). For each activity into a process
routine there is a stretch of simulation execution. An
activity obtains the control by a preceding activity, until
the control is transferred to a subsequent activity.
Control may be transferred in two ways: i) a definite
delay may be handled by scheduling its next
reactivation on the future activation list at a particular
time in the future, or ii) an indefinite delay may also be
used, in which case the process becomes indefinitely
suspended until something outside this process happens
(e.g., a condition becomes true).

+

Analysis
package
Simulation
package

Wholistic Discrete Event Simulation Models with
Process Interaction Modelling

Dependency
Level

The MP proposed in this paper is aimed to be flexible
and expressive in the modelling of complex systems. It
seeks to achieve three primary objectives: model
readability, reusability and customizability. Model
readability is that property which allows a model to be
simple-to-read for a non-modeller. Here this objective is
achieved by describing a simulation model by a flowchart.
A need in modern simulation tools is reuse in some of
its forms (model reuse, component reuse, function reuse
and code scavenging) (Pidd 2002). According to our
concept of wholistic MP, we provide model reusability
by means of hierarchical model definition and a lot of
parameters redefinition.
Model customizability is the base of a MP for the
modelling of complex systems. It relies on the userdefinition of process properties that allow to describe
uncommon situations.
An outline of the MP follows now. A simulation
model includes a set of model objects. For each model
object a sequence of activities and events is defined.
The sequence is also called the object process routine,
or simply process. A process is represented as a
hierarchical flow-chart (HFC), where activities and
events are nodes and edges fix the logical sequence
between nodes. Activities can be simple or composite.
A simple activity is described by a simulation quasilanguage; a compound activity is made of two or more
activities. Indeed, a compound activity is a HFC but it is
not meaningful as a process.

-

Figure 2: Dependencies in a High-Level Architecture of
a Modern Tool for the Optimal Management of Large
and Complex Systems
A WHOLISTIC MODELLING PARADIGM
This section is devoted to explain why a PI world
view is adopted at the basis of the wholistic MP. A
conceptual framework CF (or world view) is an
underlying structure and organization of ideas which
constitute the outline and basic frame that guide a
modeller in representing a system in the form of a
model (Derrick et al. 1989).
An Overview of the Process Interaction World View
PI world view is widely used in many MPs to model
large and complex systems; sometimes is used a
modified version of this CF, e.g., the HCFG developed
by Fritz and Sargent (1995) uses the modified process
world view (Cota and Sargent 1992). The reason of this
success is explained by the following important
features: i) a moderate burden on modeller, ii) an
excellent natural representation capability and iii) a
high model maintainability (Derrick, et al. 1989). The
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A simulation model can also include one or more submodels, also called sub-systems. For each sub-model, a
model object (so a process) manage the interaction
between the sub-model and the objects in the model.
Objects that belong to a model have no visibility of the
outside, but they can widely see into the model and submodels. This feature helps in model reuse and is not a
violation of the wholistic approach: in the next
paragraph it will be shown how to overcome this
restriction.
Similar to the conical methodology (Nance 1987;
Derrick et al. 1989), a model definition and
specification using three main tools is provided.
The first tool is the model hierarchy structure (MHS).
The MHS is a tree that provides an high-level model
definition showing hierarchically the processes (so the
objects) and sub-models that compose a simulation
model (see Figure 3 for an example).

used in a model and in its sub-models). The model
objects of the same type are identified by the type name
parameter. If the model name is a parameter that
depends from the model, the type name is a nonchangeable parameter. Each instance of a certain type of
object is also identified by the instance name parameter.
The set composed by these three parameters univocally
identifies a model object.
There is at least another important parameter that
allows to manage heterogeneous objects, known as
category name. The use of the category name allow us
to make associations between objects that are
apparently disjoined. A possibile use can be seen in the
AP and OP of a tool for the OCSM, where generic rules
and algorithms can be defined over a class of mixed
objects.
Model objects are illustrated in detail here.
There are two basic classes of objects: i) resources
and ii) jobs. Both resources and jobs are stateful;
besides, they are active or passive in function of their
role in the simulation model.
An Active resource can possess other resources and it
can offer a service at one or more jobs per time. It can
also make queries to other objects. Passive resources
can be possessed by other objects following a
customized path (indeed, the activity sequence that
compose the resource process routine). We indentify
five states for an active resource (see Figure 4 for the
active resource state diagram): i) unavailable – the
resource is prevented from servicing requests (e.g., it is
broken or locked ); ii) idle – the resource is available for
servicing and is waiting for a request to be serviced; iii)
busy – whenever the resource is servicing a request; iv)
hold – whenever the resource is blocked/suspended and
is waiting for something (e.g., it needs a tool to
complete a service); and v) in evaluation – if the
resource is doing the special activity consisting in
taking decisions (e.g., determine which request to
execute next, or which resource to visit next (by a job)).

Model 1

Model 2.1

Process 2.1.1 Process 2.1.2

Process 2.1.1.1

Process 1.1

Process 1.2

Model 2.1.1

Process 2.1.1.2

Process 2.1.1.3

Process 2.1.1.4

Figure 3: A Model Hierarchy Structure (MHS)
A more detailed model definition is obtained via the
second tool, the HFCs. A HFC provides the process
definition. In fact a HFC define the structure of a
process by means of a flow-chart. Because of the
possible use of composite activities for the process
definition, a HFC could be a hierarchical structure
(composite nodes are expanded revealing a new HFC).
The last tool is a simulation quasi-language (Pidd
2004) that provides the simple activities and events
specification. It can be seen also as a tool for the
process specification. Indeed, one could merge the
events and activities specification obtaining a process
specification, but in this way the readability of the
model marked by HFCs would get lost.

Active Resource
Unavailable

Passive Resource
Idle

Unavailable

Idle

InEvaluation
Hold

Model Objects
Following the PI world view, the first step is to
identify all the model objects which are involved in the
system modelling and to detect all common features.
Then class-dependent features are described for the few
classes of model objects introduced in our MP. The
objects are contextual, so one need is to specify the
model in which they are defined. The model name
parameter is used to declare which model an object
belongs to. This parameter is necessary for two reasons:
i) the wholistic approach says that such objects can be
used only in some contexts; ii) the use of sub-models
could infers a lot of confusion (e.g., the same object

Busy

Hold

Busy

Figure 4: Active and Passive Resources State-Diagram
The state diagram for a passive resource (Figure 4)
differs from the active resource state diagram for the
lack of the “in evaluation” state. In fact, a passive
resource has no capability to take any kind of decision,
because of its passive role in the simulation model.
Active jobs can take a decision, they can call for a
service and they are able to take and hold a passive
resource and other jobs. As active resources, they can
make queries to other objects. Passive jobs are only able
to follow a certain path, described by the their own
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process routine. The states for an active job are four: i)
incoming – the job is arriving from outside and
defining the next service request (e.g., a ship that is
travelling to the terminal); ii) in evaluation – the job is
doing an activity aimed to take a decision (e.g., it is
asking/negotiating for a service by a resource, it is
thinking whether (or not) it has to abandon the queue);
iii) in queue – it is waiting for a service; and iv) in
service – the job is under service. The active job state
diagram is shown in the Figure 5.
Active Job

checkpoint. A process checkpoint is a property of the
processes that shows the node from which a process
starts or it is reactivated. A process checkpoint is also
called reactivation point.
A process can be in one out of four possible states
(Dahl and Nygaard 1966): active, suspended, passive
and terminated (see Figure 6). Focusing on a nonconcurrent simulation, the meaning of the states can be
explained as follows.
A process is active in the sense that it is performing its
activities and scheduling its events until it enters one of
the other three states. A suspended process has a
process checkpoint and it is waiting for a certain event
notice; unless a change of state is caused by another
process, the suspended process will be again active
when the event notice becomes the current one. The
passive state also has a process checkpoint, but no
associated event notice. A process will remain passive
until another process will change its state. Finally, a
process becomes terminated whenever control passes
through a termination node or the process is definitely
interrupted by another one.

Passive Job

Incoming

InEvaluation

InService

Waiting

Incoming

InService

Waiting

Figure 5: Active and Passive Jobs State-Diagram
Clearly, a passive job (e.g., a container) does not have
any “in evaluation” state.
With the basic objects introduced up to this point one
could represent, in an effective way, just a system
governed by a few simple rules.
As matter of fact, the need of modelling complex
systems lead us to introduce another class of model
objects, the resource managers. A resource manager is
an high-level object, that is able to interact with a set of
model objects. The set of model objects can also include
objects that belong to sub-models. Resource managers
can take decisions (e.g., solve a scheduling or an
assigment problem, negotiating the use of a sub-system,
etc.) applying rules and policies and making queries to
other model objects. They have free access to modify
the behaviour of all the resources into their own model
and included sub-models.
The resource manager is an atypic model object in
nature. In fact, unlike other model objects, resource
managers are stateless and they are only active.
However their process can be stopped by others
resource managers from the same model or upper.

Active

Passive

Suspended

Terminated

Figure 6: Process State Diagram
The graphical representation of a process by a HFC
allow us to achieve at a good extent the readability
objective. Reminding the list of the process
components, let us start an in-depth discussion about
these components.
In our MP two kind of activities classification are
used. The first classification focuses on the simulation
duration of the activity, therefore activities are
partitioned in timed and instantaneous. The first type of
activities are those that start operations at a simulated
time instant and finish operations in a future simulated
time instant. The second type refers to activities that
starts and ends operations at the same simulated time
instant.
The second classification classifies four type of
activities: operative, logic-based and decision-making
(see Figure 7). The last type is a mix of the previous
activities and is called compound. The operative
activities are those that perform operations
characterized by a variable simulated time length (e.g., a
service time, a waiting time). The logic-based activities
are those that perform operations whose simulated time
is equal to zero (e.g., a service request). The decisionmaking activities are those activities that make some
choice using policies, rules or algorithms. These kind of
activities, as the logic activities are timeless. On the
contrary, operative activities are time-consuming.

Processes and Hierarchical Flow-Chart
The role of processes in model definition is analysed
here and process representation is shown. Process
classification is also given and the interaction of
processes and model objects during the simulation is
described.
According to the definition of process given in the PI
world view overview, a process is a series of temporally
related events and activities. Flow-charts are used to
represents processes. Events and activities are nodes,
while edges define one or more paths that the process
can start. Others elements compose a process: transition
points and logical nodes.
Processes are stateful and they are usually executed
during more simulation time periods. For this reason the
nodes of a process can be visited during different time
periods. To track this possibility, we adopt the process
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The compound activities can belong to both timed and
instantaneous activities, depending on the composing
activities. As process, composite activities are defined
using a HFC; if a process that belongs from a submodel
is an open-process it can compose a compound activity.
Also for this reason, a compound activity can contain an
event.
An event is a fact that forces one out of a set of
possible changes of the current state. It may precede or
follow a timed or istantaneous activity, thus
representing something that is just happened or that is
going to happen. If an event precedes an activity, then it
is processed at the same simulated time of the activity
start; if an event follows an activity, then it is processed
at the same simulated time of the activity end.
Operative
Activity

Logic-Based
Activity

Compound Activity

there are two objects, A and B, the related processes can
only interact with their respective model objects. Vice
versa, the model object A can directly interact with B
following the process A instructions. The object B will
answer A by means of the process B instructions.
A Simulation Quasi-Language
The model specification is obtained via the HFC
components specification. A simulation quasi-language
(Pidd 2004) has been developed for the specification of
HFC components, to achieve the objective of model
customizability. The benefit of using a simulation quasilanguage for system definition has been recently shown
in a context of production logistics (Schulze et al.
2000). The high level of detail gained in model
specification is very important, in practice, for system
understanding and for getting a simple-to-write/read
model also to a non-modeller. In our case study, the
description of a set of complex policies and rules for
resources allocation and activities scheduling at a
container terminal involves both simulationists and
heads of various operative areas, that are required to
work jointly and to fix modelling agreements.
Our simulation quasi-language is a descriptive
language to write a process using a human-like
language. It has no explicit reference to the used
parameters (e.g., the distribution used for the generation
of a service), but it describes the system behaviour
clearly. The task of simulation parameters specification
is reassigned to a low level language, because these
parameters are meaningful to the modeller only.
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Our MP allows to define a process via HFC using
activities, events and others elements as transition
points and logical nodes.
Transition points, help in definition of non-cyclical
and open process, and all the composite activities. They
are the starting point and ending point (Figure 8). A
process could have none or one starting point and none,
one or more ending points. If the process checkpoint is
on the starting point, it has the active state; otherwise, if
the process checkpoint is on an ending point the process
is terminated and it will never be re-used.
Transition Points
Starting Point
Ending Point
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Job Requests Server to ServerManager;
Starting of Activity “Verification of
Server Availability”;
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If Server is not Available
Activity “Waiting for Server” starts;
Else
Activity “Service” starts;
End Activity
Operative Activity “Waiting for Server”
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Logical nodes support definition of process paths.
They are the and, or and fork nodes (Figure 8). A
logical node may be used to represent alternative paths
to be chosen under specified conditions.
Another important classification looks at the process
from the model object activities sequence that it
describes. We distinguish in job process (JP), resource
process (RP) and resource-manager process (RMP). A
process do not interact with other processes, because it
is only a picture of the role of an object in a model. A
process only interacts with its own model object. So, if

Figure 9: A Job Requests a Resource
For each process is necessary to completely describe
each HFC component. The language works with blocks.
We have six types of blocks: Define, Rule,
Activity, Event, TransitionPoint and
LogicalNode. The first and second block are
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optional, whereas the others depend on the HFC
composition. Basic elements of the language are terms
like Job, Resource, all the possible model objects
states (e.g., Hold, Waiting) and System for submodels.
An example of a job process specification is shown in
Figure 9.

Manager is faced with the composition/modification of
the partially optimal decisions and procedures adopted
by a set of competitive actors which are in charge of
managing each subsystem (berthing points, cranes,
storage yard and shuttle vehicles). Thus, he has to revise
objectives, to introduce constraints and so on. In one
word, as prerequisite of its action he needs “to know
what”.

A REAL CASE STUDY: THE GIOIA TAURO
TERMINAL

Ship Navigation

In a previous research on simulating container
terminals, it was conducted a scenario analysis and
overall performance evaluation (Legato and Mazza
2001). The strategic nature of the problem at hand, as
well as the “standard” performance indices expected in
output lead us to use a commercial simulation package –
Pritsker’s AweSim. Our following work (Canonaco et al.
2007) focused on a more operational issue: the optimal
management of container discharge/loading at any
given berthing point. We carried out some what-if
attempts logically defined by a manually performed
local search on a few neighbor configurations of the
discharge/loading schedule set by the current practice.
In order to work at this “lower level”, we implemented
the simulation model with Borland’s Delphi SDK. As a
result of our past experience, today we face the
opportunity-necessity of defining and using a context
specific MP-based environment for the optimal
management of logistic activities in modern container
terminals.
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Figure 10: MHS of the Container Terminal
Management Problem

The organization of all the processes and models into
a “whole” hierarchical system for terminal management
is resumed in Figure 10. In particular, one may see the
typical basic models (Berth Planning, Quay Crane
Scheduling, Vehicle Managing and Yard Planning)
around which all the processes are grouped. The
wholistic approach reveals its effectiveness to answer
the need of “to know what”. This statement primarily
means that for an active object the decision making
needs to know the behaviour of others objects. This fact
is especially true for resource managers (as the

A major reason that makes appealing the wholistic
approach to processes organization consists in the
possibility of replicating the company, typical
organization chart for managing the complete set of
logistic processes identified. In particular, wholism
seems the most appropriate paradigm for supporting the
“whole vision” used by the Terminal (operative)
Manager in getting a “whole optimal objective”. This
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Waiting for Ship

For sake of completeness, the MP based
representation of the real logistic process used in the
following for illustrative purposes will be preceded by a
short description. When calling at a port, a ship makes a
sort of “advanced reservation” based on its ETA Expected Time of Arrival. Ship entrance depends on
formal conditions (e.g. contractual agreements between
the ship’s shipping line and the port of call for the use
of port facilities), as well as operational settings (e.g.
berth assignment and pilot/tug availability). If
requirements are met, the ship get the resource
“channel” and is maneuvered down the navigation
channel and into its berth slot by one or more tugs;
otherwise it must wait outside, in the roadstead. This
initial part of the process involves both the berth and the
channel manager.
Once the ship is berthed, container discharge/loading
can be initiated only if additional human and
mechanical resources are allocated; if not, the ship waits
in its berth position until resource assignment. In
particular,
at
the
Gioia
Tauro
terminal,
discharge/loading operations are performed by rail
mounted gantry cranes placed along the berth: one or
multiple cranes move containers between the ship and
the berth area. When multiple cranes are assigned to the
same ship, crane interference has to be avoided and a
complex scheduling problem arises to manage the
relationships (precedence and mutual exclusion)
existing among the holds of the same ship. A fleet of
shuttle vehicles take in charge containers and cycle
between the berth area and the assigned storage
positions within the yard. A key problem for the

Waiting for End of
Crane Service

Fork

Waiting for Crane
Availability

Or

Figure 14: HFC for Berth Manager Process
As soon as the above operations are completed, the
ship requests, and eventually waits for, tug services to
un-berth and exit the port via the navigation channel.
The return of the ship to the roadstead definitely closes
the set of logistic processes: i) arrival of the ship, ii)
unloading and loading of the ship, iii) transport of
containers from ship to stack and vice versa, iv)
stacking of containers and v) departure of the ship.
With reference to the “arrival of the ship” process
described, we identify two model objects: ship and
channel manager. The former is a job, whose lifecycle
is primarily defined within the berth planning model;
the latter is a resource manager, that decides whether (or
not) to admit a ship to the port on the basis of some
priority mechanism. The HFC representation of
processes for both model objects is given in Figures 11,
12 and 13.
As for the remaining logistic processes, we
concentrate on two model objects: berth manager and
shuttle vehicle. The berth manager assigns cranes to
ships that have already berthed in order to perform
container discharge/loading operations. It refers to both
the “arrival of the ship” and “unloading/loading of the
ship” processes. Its lifecycle is shown in Figure 14. A
shuttle vehicle is a resource managed by the vehicle
manager process. It refers to the “transport of containers
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channel manager. The former is a job, whose lifecycle
is primarily defined within the berth planning model;
the latter is a resource manager, that decides whether (or
not) to admit a ship to the port on the basis of some
priority mechanism. The HFC representation of
processes for both model objects is given in Figures 11,
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As for the remaining logistic processes, we
concentrate on two model objects: berth manager and
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from ship to stack and vice versa” process. Its lifecycle
is shown in Figures 15 and 16.

A carefull analysis of the processes illustrated through
Figures 11, 12, 13, 14, 15 and 16 reveals the
effectiveness of some methodological choices.
An example of model reusability is offered by Figures
11 and 13. In particular, the compound activity “Use of
Port” for the ship process in Figure 11, reuses the ship
process defined in Figure 13 within the berth planning
model. “Use of Port” represents the set of operations
related to the ship process that occur within the berth
planning model.
The process described in Figure 12 is a typical
example of the wholistic approach. In fact, the submodel (berth planning) can be reused to allow the
channel manager to control resource availabilty in the
berth planning model in order to answer the port
entrance request issued by an incoming ship.
The berth manager process, depicted in Figure 14,
exhibits the major feature of being the indirect contact
point between the berth planning model and a possible
parallel model for the quay crane assignment problem
(Canonaco et al. 2007). The compound activity “Crane
Assignment” manages this connection according to the
decisions provided by the operations manager process.
In the Figures 15 and 16, a final example of reusability
is shown. The compound activity “Perform Assigned
Work” (Figure 15) is fully depicted in Figure 16. It does
not have a unique representation and, in addition, it
depends on the chosen yard management policy. So it is
easily possible to customize the model in dependence of
the system modelled.
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Figure 15: HFC for Shuttle Vehicle Process
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We have proposed a Modelling Paradigm to support
the development of simulation models oriented to the
optimal management of logistic activities in maritime
container terminals. The MP uses a wholistic approach
to capture the complex relationships among sub-systems
and allows for a direct representation of the hierarchical
structure of the decision making process for system
management. A simulation quasi-language reveals its
usefulness to fix the modelling choices once these are
defined in compliance with the operations manager at a
real terminal. System modelling is completed by a flowchart based definition of processes involved in the
model at hand. Real case examples of modelling have
been presented, with the aim of supporting the future
design of simulation based optimisation techniques.
Currently, a Java tool is under development. To face the
high burden on execution typical of PI world view
simulation tool, we are also working on a parallel
version of the simulator.
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defined in compliance with the operations manager at a
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distribution equal to zero. The second method is based
on a new approach: a direct analysis of observable
quantities that simulation programs actually generate.
Both methods are shown to produce exactly the same
equations for characterizing the steady state distribution.
This provides the rationale for the new testing
procedure. A simple example is used to illustrate the
issues involved.

Stochastic simulation, queueing systems and network
models, stochastic models, Markov models.
ABSTRACT
Monte Carlo simulations are used in many disciplines to
evaluate the steady state distributions of stochastic
models. This paper introduces a new procedure for
improving the accuracy of such simulations. The
approach is based on constructing synthetic “alignment
intervals” that are appended to the output of the original
simulations, creating extended simulations whose output
conforms to certain mathematical relationships.
Satisfying these relationships is shown to be sufficient
to guarantee that the underlying steady state
distributions have been computed accurately.

The discussion then turns to cases where the output of
the simulation does not satisfy the conditions sufficient
to guarantee accuracy. It is shown that accuracy can be
improved in such cases by appending specially
constructed “alignment intervals” to the end of the
original output trajectories. Since system behavior
during these specially constructed alignment intervals is
driven by external calculations rather than calls on a
random number generator, legitimate philosophical
concerns arise regarding the validity of this approach.
These issues are addressed in the final sections of this
paper.

INTRODUCTION
Variability is present in the behavior of many real world
systems. It is often convenient to regard this variability
as the physical manifestation of some underlying
stochastic process. This assumption leads to the
creation of stochastic models of system behavior. These
models can then be evaluated through analytic
techniques, numerical methods, or Monte Carlo
simulation.

EXAMPLE – SIMPLE QUEUEING NETWORK
Begin by considering the simple queueing network
shown in Figure 1. There are two queues, each served
by a single server. A total of three customers circulate
around the network, cycling between one server and the
other.

In many cases, analysts are interested in determining the
steady state distribution of the underlying stochastic
process. When Monte Carlo simulation is being used
for this purpose, the Ergodic Theorem insures (with
probability one) that - if the simulation runs “long
enough”, and if the random number generator is “good
enough” - the output of the simulation will provide an
accurate characterization of the underlying steady state
distribution. The first few sections of this paper present
a new procedure for testing the output of a simulation to
determine if it has, in fact, provided an accurate
characterization of the underlying steady state
distribution.

SERVER 1

QUEUE

THREE CIRCULA TING CUSTOMERS

QUEUE

The tests are based on the equivalence of two different
methods for deriving the equations that characterize this
distribution. The first method employs the classical
approach of setting the time derivative of the transient

SERVER 2

Figure 1: Simple Queueing Network
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Assume that the service times at servers 1 and 2 are
determined by sampling from exponentially distributed
random variables with means of 2 seconds and 4
seconds respectively. The queueing network in Figure 1
can thus be regarded as the realization of a stochastic
process. The structure of this process is identical to
that of an M/M/1/3 queue

times at server 1 are exponentially distributed with
mean 1/μ and that service times at server 2 are
exponentially distributed with mean 1/λ. Then the
values of P(n) can be expressed as well known functions
of the ratio λ/μ.

Let P(n) be the steady state probability that the number
of customers at server 1 is equal to n (for n = 0, 1, 2, 3).
Analytic expressions for P(n) are well known to
queueing theorists. However, suppose for purposes of
this example that P(n) is not known but is instead being
evaluated through a Monte Carlo simulation.
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P(3) = (λ/μ) P(0)
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Note that Equations (1) – (4) pertain to the steady state
distribution of the stationary stochastic process
associated with Figure 1. The parameters of this
process are μ and λ.

Figure 2 depicts two possible trajectories that such a
simulation might generate. Both trajectories are exactly
30 seconds in duration. This is, of course, too short an
interval to obtain reliable estimates of an underlying
steady state distribution, but it is still sufficient for
purposes of this discussion.

2

P(0) = 1/[1 + λ/μ + (λ/μ)2 + (λ/μ)3]

In the example being considered here, 1/μ = 2 seconds
(the mean service time at server 1) and 1/λ = 4 (the
mean service time at server 2). The ratio λ/μ is thus
equal to (1/4) ÷ (1/2) = ½ . Replacing λ/μ by ½ in
Equations (1) – (4) yields the following solution for the
steady state distribution.
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Note that the attained state distribution actually
observed in the upper trajectory of Figure 2 is identical
to the theoretical steady state distribution computed
using the mathematical equations derived from the
underlying stochastic process.

Begin by considering the values of P(n) that are
associated with the upper trajectory.
There are zero customers at server 1 for a total of 2 + 4
+ 6 + 4 = 16 seconds. Thus P(0) = 16/30 .

This perfect alignment between observed and theoretical
results is, of course, the goal of Monte Carlo simulation.
However, in this case the 30 second simulation interval
seems much too short to expect this goal to be satisfied.

Similarly, there is one customer at server 1 for a total of
1 + 1 + 2 + 1 + 1 + 2 = 8 seconds. Thus P(1) = 8/30 .
Likewise, there are two customers at server 1 for a total
of 2 + 1 + 1 = 4 seconds, implying P(2) = 4/30 .

Is the observed alignment between the simulator’s
output and the analytic solution merely the consequence
of a highly specialized and artfully constructed
trajectory, or is it the result of fundamental principles
that can be generalized to a broad class of possible
trajectories?

Finally, there are three customers at server 1 for a total
of 2 seconds, which implies P(3) = 2/30 .
As already noted, the values of P(n) for the underlying
stochastic process can also be expressed analytically in
this simple case. Using the standard notational
conventions of queueing theory, assume that service

As this paper will demonstrate, fundamental principles
are indeed involved, and these principles extend well
beyond the simple example that has just been presented.
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CLASSICAL ANALYSIS APPROACH

following set of four equations that the steady state
distribution must satisfy:

It is helpful to begin by returning to first principles and
reviewing the classical approach for deriving the steady
state distribution of any continuous time Markov
process.

μ P(0) = λ P(1)

The first step is to identify the states of the Markov
process and the “permissible” transitions between these
states. Essentially, a transition is “permissible” if the
specification of the Markov process allows it to occur
with a probability that is greater than zero.

2

(6)

[μ + λ ]P(2) = μ P(3) + λ P(3)

(7)
(8)

Equations derived in this manner are commonly referred
to global balance equations. When combined with a
“normalization equation” expressing the fact that the
sum of P(n) over all values of n must be equal to 1, it
becomes possible to solve these equations for P(n).
This yields the steady state distribution that has already
been presented in Equations (1) – (4).

Permissible transitions occur when a single customer
completes service at one of the servers and proceeds to
the queue at the other server. This results in a state
change of plus or minus one. The four possible states
and the six permissible transitions are illustrated in
Figure 3.

1

[μ + λ ]P(1) = μ P(0) + λ P(2)
μ P(3) = λ P(2)

In the example illustrated in Figure 1, the state of the
process will simply be defined as an integer that
represents the number of customers at server 1. Thus,
state can be equal to 0, 1, 2 or 3.

0

(5)

ALTERNATIVE ANALYSIS APPROACH
In the preceding section, the global balance equations
(5) – (8) were obtained by setting certain derivatives
equal to zero. These same equations can also be derived
through an alternate set of highly intuitive arguments
that refer solely to the observable properties of the
output generated by Monte Carlo simulations.
To proceed, note that the state transition diagram shown
in Figure 3 can be adapted to track the progress of any
simulation as it executes over time. Simply add a token
to the diagram and assume that it moves from circle to
circle via one of the arrows whenever the length of the
queue at server 1 changes. The position of the token at
any instant represents the current state of the system.

3

Figure 3: State Transition Diagram for Figure 1

It should be immediately apparent that, during the
course of any finite simulation interval, the number of
transitions that the token makes out of a given state will
be equal to the number of transitions it makes into that
state. The only exceptions are the initial state, which
has one extra transition out (just after the start of the
simulation) and the final state, which has one extra
transition in (just before the end of the simulation). If
the initial and final states are identical, these two extra
transitions will balance one another, implying that the
number of transitions out is equal to the number of
transitions in for all possible states. This condition is
often referred to as “flow balance”.

The state of this Markov process at any time t can be
represented by a random variable with distribution
P(n,t). In other words, P(n,t) is the probability that the
Markov process is in state n at time t. P(n,t) is a
function of t that depends on the initial state of the
process at time t = 0 and on the values of the parameters
(in this case, μ and λ.).
Intuitively, it is reasonable to believe that, if the value of
t becomes large enough, the dependence of P(n,t) on the
initial state will become negligible and P(n,t) will
become completely independent of t. Stochastic process
that conform to these intuitive notions are said to be
“ergodic”.

IMPLICATIONS OF FLOW BALANCE

From a mathematical perspective, the condition that
P(n,t) is independent of t can be made precise by stating
that the derivative of P(n,t) with respect to t is equal to
zero for each value of n. Since this is a Markov process,
system state at time t + Δt depends only system state at
time t and on the parameters μ and λ. These
observations make it possible to write down the
derivative of P(n,t) with respect to t for each value of n.
Setting each derivative equal to zero yields the

To examine the implications of flow balance from a
mathematical perspective, let C(n) denote the number of
times during the execution of a simulation that a
customer completes service at server 1 while the system
is in state n. Similarly, let A(n) denote the number of
times that a customer completes service at server 2
while the system is in state n.
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Figure 3: State Transition Diagram for Figure 1
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transition in (just before the end of the simulation). If
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The state of this Markov process at any time t can be
represented by a random variable with distribution
P(n,t). In other words, P(n,t) is the probability that the
Markov process is in state n at time t. P(n,t) is a
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t becomes large enough, the dependence of P(n,t) on the
initial state will become negligible and P(n,t) will
become completely independent of t. Stochastic process
that conform to these intuitive notions are said to be
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IMPLICATIONS OF FLOW BALANCE
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system state at time t + Δt depends only system state at
time t and on the parameters μ and λ. These
observations make it possible to write down the
derivative of P(n,t) with respect to t for each value of n.
Setting each derivative equal to zero yields the

To examine the implications of flow balance from a
mathematical perspective, let C(n) denote the number of
times during the execution of a simulation that a
customer completes service at server 1 while the system
is in state n. Similarly, let A(n) denote the number of
times that a customer completes service at server 2
while the system is in state n.
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For state 0, transitions out occur only as a result of
service completions at server 2 (causing a transition
from state 0 to state 1). The number of times these
transitions occur is equal to A(0). Similarly, the only
transitions into state 0 occur while the system is in state
1 and the single customer at server 1 completes its
service. The number of times these transitions occur is
equal to C(1). The flow balance condition thus implies:

EFFECT OF DISTRIBUTIONAL ASSUMPTIONS
In this particular example, service times at server 1 are
assumed to be generated by sampling from an
exponentially distributed random variable whose mean
is 1/μ seconds. In addition, service times at server 2 are
assumed to be generated by sampling from an
exponentially distributed random variable with mean
1/λ. These distributional assumptions have important
implications for the expected values of A(n)/T(n) and
C(n)/T(n) that appear in the flow balance equations at
the bottom of the preceding column.

A(0) = C(1)
For state 1, there are two possible transitions in (a
completion at server 2 while in state 0 or a completion
at server 1 while in state 2). Similarly, there are two
possible transitions out (a completion at server 1 while
in state 1 or a completion at server 2 while in state 1).
For state 2, flow balance implies:

Consider server 1 first. C(n) is the total number of
requests completed by this server while the system is in
state n (i.e., while there are n customers at server 1).
Also, T(n) is the total time spent in state n. Thus,
C(n)/T(n) is the conditional request completion rate at
server 1 while the system is in state n.

A(1) + C(1) = A(0) + C(2)
Similar considerations regarding state 3 imply:

Since service times at server 1 are assumed to be
generated by sampling from a random variable with
mean 1/μ, the unconditional completion rate at server 1,
computed over all times that the server operates, is
expected to equal μ. This is true regardless of the
service time distribution. The additional fact that the
service time distribution is exponential implies that the
service completion process is memoryless (i.e., the
probability that a completion will occur at any instant is
independent of the amount of service that the customer
currently being served has already consumed).

A(2) + C(2) = A(1) + C(3)
State 3 is similar to state 0:
C(3) = A(2)
The next step is to convert these four flow balance
equations so they are expressed in terms of transition
rates rather than raw counts. Suppose that T(n) is the
amount of time the system spends in state n during the
simulation interval. Then T = T(0) + T(1) + T(2) + T(3)
must equal the total length of the simulation interval.
Also, T(n)/T must be equal to the proportion of time
(during the simulation interval) that the system spends
in state n. This quantity is denoted by P(n):

The memoryless property implies that conditional
completion rates (conditioned on system state) will
always be the same as the overall (unconditional)
service completion rate. In other words, the quantity
C(n)/T(n) is expected to equal μ for all values of n (for
n = 1, 2 and 3). This condition, which can be verified
by direct inspection of any trajectory, is referred to as
completion rate homogeneity.

P(n) = T(n)/T
Simple algebra then implies that the four flow balance
equations given above can be re-written as follows:

Applying the same argument to server 2, it also follows
that the values of A(n)/T(n) are expected to equal λ for n
= 0, 1 and 2. In other words, the completion rates at
server 2 are also expected to be homogeneous

[A(0)/T(0)] P(0) = [C(1)/T(1)] P(1)
[A(1)/T(1) + C(1)/T(1)] P(1) = [A(0)/T(0)] P(0)
+ [C(2)/T(2)] P(2)

If the flow balance equations at the bottom of the
preceding column are modified so that C(n)/T(n) is
replaced by μ for n = 1, 2 and 3 and A(n)/T(n) is
replaced by λ for n = 0, 1 and 2, these four equations
become identical to Equations (5) – (8).

[A(2)/T(2) + C(2)/T(2)] P(2) = [A(1)/T(1)] P(1)
+ [C(3)/T(3)] P(3)
[C(3)/T(3)] P(3) = [A(2)/T(2)] P(2)

To summarize the main point, Equations (5) – (8) have
just been derived under two very different sets of
assumptions. First, it was shown that Equations (5) –
(8) are satisfied by the steady state distribution of the
Markov process associated with Figure 1. Then, it was
shown that Equations (5) – (8) are also satisfied by the
output of any simulation model based on Figure 1,
provided the output satisfies the observable conditions

Note that these four equations are valid for any
trajectory generated by any simulation that conforms to
the state transition diagram illustrated in Figure 3. The
only requirement is that the trajectory must satisfy flow
balance: this is, the initial and final states must be the
same. No distributional assumptions of any type are
required.
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required.
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of flow balance and homogeneous completion rates at
servers 1 and 2.

Of course, it is entirely possible for a Monte Carlo
simulation to generate a trajectory that does not satisfy
these goals. The lower trajectory in Figure 2 provides
such an example. The two areas of difference between
the upper and lower trajectories are marked with vertical
arrows.

Solving Equations (5) – (8) for P(n) will always yield
Equations (1) – (4). It follows that both sets of
assumptions are sufficient to generate exactly the same
values of P(n).

For the lower trajectory μ = (4+2+1)/(7+5+2) = .5 and
λ = (4+2+1)/(16+7+3) = .25. Since the parameters of
the underlying Markov process are the same, the values
of P(n) should be the same if the simulation has
produced an accurate result. However, P(1) is 7/30
rather than 8//30, and P(2) is 5/30 rather than 4/30. The
appearance of inaccurate results should not be
surprising in this case since the completion rates at both
server 1 and server 2 fail to satisfy homogeneity.

APPLICATION TO SIMULATION OUTPUT
This observation leads to a simple test for the validity of
simulation results. For example, suppose that a Monte
Carlo simulation of the system illustrated in Figure 1
generates a trajectory that satisfies flow balance (initial
state = final state). Suppose further that completion
rates at server 1 and server 2 are homogeneous: that is,
C(n)/A(n) = μ for n = 1, 2, 3 and A(n)/T(n) = λ for n =
0, 1, 2. Then the attained distribution associated with
this trajectory (i.e., the measured values of P(n)) will be
identical to the values obtained by evaluating the
analytic expression for the steady state distribution with
parameters set equal to corresponding measured values.
The upper trajectory in Figure 2 provides a concrete
example of such a trajectory. To verify that all the
values of C(n)/T(n) are equal, note that the values of
T(0), T(1), T(2) and T(3) are 16, 8, 4 and 2 respectively.
In addition, the values of C(1), C(2), and C(3) are 4, 2
and 1 respectively. Thus, the value of C(n)/T(n) is
equal to .5 for n = 1, 2 and 3.

For server 1:

C(1)/T(1) = 4/7
C(2)/T(2) = 2/5
C(3)/T(3) = 1/2

For server 2:

A(0)/T(0) = 4/16
A(1)/T(1) = 2/7
A(3)/T(3) = 1/5

GENERALIZATIONS & EXTENSIONS
Thus far, this discussion has concentrated on the simple
model shown in Figure 1 and on the associated Markov
process characterized by the state transition diagram in
Figure 3. It is a routine matter to apply exactly the same
reasoning to any system being modeled by a continuous
time Markov process. Simply draw the state transition
diagram and use it to identify those conditional
completion rates that will have to satisfy homogeneity
conditions.

Similarly, the values of A(0), A(1) and A(2) are equal to
4, 2 and 1 respectively. This implies that the values of
A(n)/ T(n) are equal to .25 for n = 0, 1 and 2.
These simple relationships, combined with the
observation that the initial and final state are the same,
are sufficient to guarantee with 100% certainty that the
attained distribution associated with this particular
trajectory will be identical to the steady state
distribution of underlying Markov process (with
parameter values μ = .5 and λ = .25).

Once the homogeneity conditions are identified, simply
run a simulation and test the generated trajectory to see
if these conditions have been satisfied. If they have,
and if flow balance is also satisfied, it can be stated
with absolute certainty that the simulation has generated
an accurate characterization of the steady state
distribution of the underlying stochastic process.

Note that this conclusion does not require a priori
knowledge of the steady state distribution associated
with the underlying stochastic process. As long as flow
balance is satisfied and the conditional completion rates
for server 1 and server 2 are homogeneous, the
simulation is guaranteed to produce an accurate
characterization of the steady state distribution of the
underlying stochastic process.

Of course, the parameters of the underlying stochastic
process must be determined by actually measuring the
generated trajectory (rather than referring to the input
parameters of the simulation program). Assuming that
the simulation has run for a reasonably long interval of
time, these measurements should yield values that are
nearly identical to the parameter values specified as
input to the simulation program.

The Ergodic theorem and the Law of Large Numbers
imply that, if the simulation runs long enough, this same
conclusion can be asserted with probability one.
However, as the upper trajectory in Figure 2 illustrates,
it is not always necessary to run the simulation for a
lengthy interval of time to insure that the conclusion is
correct.

Note that this entire process can be carried out in cases
where the analytic expression for the steady state
distribution is unknown.
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SYNTHETIC ALIGNMENT INTERVALS

underlying steady state distribution. This observation
provides the philosophical justification for appending a
non-random alignment interval to the end of a stochastic
trajectory.

As this discussion has illustrated, analysts who use
Monte Carlo simulations to evaluate steady state
distributions should, under ideal circumstances, expect
these simulations to generate trajectories that satisfy
flow balance and various forms of homogeneity.

In many cases, it is reasonable to assume that the
original Monte Carlo simulation has generated a steady
state distribution that is quite close to the exact solution.
The approach outlined here can be used to inspect the
output of the simulation and identify the most serious
violations of homogeneity assumptions (while ignoring
minor violations of homogeneity). Synthetic alignment
intervals that correct only the most serious violations
can then be appended to the original trajectory, resulting
in an incremental improvement in accuracy.

In cases where these conditions are not satisfied, the
accuracy of the simulation can – in principle – be
improved by extending the trajectory so that the
conditions can be met.
There are two ways to extend the simulation. The first
is to allow the simulation program to run for an
additional interval of time. The Ergodic theorem and
the Law of Large Numbers imply that, in the limit, the
required assumptions will almost always be satisfied.
The flow balance requirement can, in principle, be
satisfied simply by modifying the simulation program
so that it only terminates at points where the final state
is equal to the initial state. However, the time needed to
achieve these goals may be unacceptably long.

Such a step-wise approach to improving simulation
accuracy may ultimately prove to be the most effective
procedure for applying these results in practice. It is
important to note in this regard that simulation results
can be surprisingly accurate even though the required
homogeneity assumptions are not satisfied exactly (Suri
1983).

As an alternative, consider the possibility of appending
specially constructed “alignment intervals” to the end of
the original simulations.
The objective of these
alignment intervals is to bring the extended trajectory
into compliance with the required assumptions. Since
synthetic alignment intervals are not generated by
calling upon the random number generator that drives
the simulation program, it constitutes an artificially
tailored appendage to the original simulation. Thus,
care must be taken when interpreting the results of the
extended simulation.

A specific example of an alignment interval that
correctly adjusts the lower trajectory in Figure 2 is
presented in the next section. General algorithms for the
construction of synthetic alignment intervals have not
yet been developed.
EXAMPLE
Figure 4 displays two trajectories, both having durations
of 30 seconds. The upper trajectory in Figure 4 is
identical to the lower trajectory in Figure 2.

To understand some the issues involved, note that the
information represented within a steady state
distribution is only a subset of the information that can
be obtained by analyzing the associated stochastic
process. For example, in the case of a single server
queue, the steady state distribution contains detailed
information about queue length, but contains no
information at all about the lengths of busy periods. In
fact, two stationary stochastic processes with different
internal structures (and different busy period
distributions) can have exactly the same steady state
distribution (Buzen 2006a).

Assume that the upper trajectory in Figure 4 has been
generated by a Monte Carlo simulation of the stochastic
process illustrated in Figure 1. As previously discussed,
the completion rates at servers 1 and 2 are not
homogeneous for this trajectory. In particular,

The point is that appending a non-random alignment
interval to the output of a Monte Carlo simulation is
almost certain to interfere with various behavioral
properties of the extended trajectory. Homogeneity and
flow balance are not sufficient to insure that all
properties of the stochastic process are preserved. Even
though the extended trajectory is no longer “random”,
and even though it no longer exhibits all the properties
of a faithful stochastic simulation, it is still possible to
demonstrate that the extended trajectory does in fact
provide a completely accurate characterization of the

For server 1:

C(1)/T(1) = 4/7
C(2)/T(2) = 2/5
C(3)/T(3) = 1/2

For server 2:

A(0)/T(0) = 4/16
A(1)/T(1) = 2/7
A(3)/T(3) = 1/5

As already noted, the values of P(n) for this trajectory
differ from the correct values obtained by setting λ/μ
equal to ½ in Equations (1) – (4). In other words, the
simulation results shown in the upper trajectory in
Figure 4 do not accurately characterize the steady state
distribution of the underlying stochastic process.
The lower trajectory in Figure 4 displays an alignment
interval that can be used to correct this problem. If the
lower trajectory is appended to the upper trajectory, the
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interval that can be used to correct this problem. If the
lower trajectory is appended to the upper trajectory, the
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resulting 60 second trajectory will exhibit homogeneous
service times for servers 1 and 2. This then implies that
the values of P(n) associated with the 60 second
trajectory are identical to the values of P(n) obtained
from Equations (1) – (4) with λ/μ = ½ .
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To verify this conclusion, note that the values of P(n)
from the 60 second trajectory are:
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T(2) = 2 + 1 + 2 + 1 + 1 + 1 = 8

In this example, the length of the alignment interval
happens to be identical to the length of the original
trajectory. This is not a requirement. For example, the
time scale for all events in the alignment interval could
be reduced by a factor of two so that the interval was
only 15 seconds in length. Homogeneity would still be
satisfied in the 45 second extended interval and the
values of P(n) would still be computed correctly.

T(3) = 2 + 2 = 4
C(1) = 8
C(2) = 4
C(3) = 2

CONCLUSIONS

A(0) = 8

By testing the output of a Monte Carlo simulation to see
if certain mathematical relationships are satisfied, it is
possible to determine if the simulation has generated an
accurate result (i.e., if the simulation has provided an
accurate characterization of the steady state distribution
of the underlying stochastic process).

A(1) = 4
A(2) = 2
For server 1,
C(1)/T(1) = 8/16 = .5

If the output fails to pass the appropriate tests, the
accuracy of the simulation can be improved by
appending a synthetic (non-random) alignment interval
to create an extended simulation interval that does in
fact possess the desired characteristics. An example
illustrating this procedure has been provided.

C(2)/T(2) = 4/8 = .5
C(3)/T(3) = 2/4 = .5

495

2

1

1

1

5

3

5

1

1

2

To verify this conclusion, note that the values of P(n)
from the 60 second trajectory are:
P(0) = T(0)/T = 32/60 = 8/15

1

1

4

2

Figure 4: Simulated Trajectory & Alignment Interval

If these values of λ and μ are substituted into the exact
analytic solution given in Equations (1) – (4), a routine
calculation demonstrates that the values of P(n) in the
60 second trajectory are correct.
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The development of algorithms for the construction of
synthetic alignment intervals is – at present – an open
research problem.
If general algorithms can be
developed, simulation times can be shortened and
confidence in the accuracy of simulation results can be
enhanced.
The approach presented here can, in principle, be
extended to any Monte Carlo simulation of a continuous
time Markov process.
BIBLIOGRAPHIC NOTES
The material presented in this paper represents a new
application of Operational Analysis. Introduced thirty
years ago (Buzen 1976a), operational analysis is
concerned with the development of equations that
characterize the observable behavior of systems as they
operate over time. No assumptions are made regarding
the existence of an underlying stochastic process.
Instead, all assumptions are formulated in terms of
relationships among quantities that can be observed and
measured under normal operating conditions.
The concept of homogeneity as used in this paper –
along with derivations based on homogeneity and flow
balance – closely parallel material that was originally
presented in (Buzen 1976b). These derivations were
subsequently extended to a broad class of queueing
network models (Denning and Buzen 1978). Suri’s
analysis of the robustness of queuing network formulas
was based upon operational analysis and the concept of
homogeneity, but his work did not consider implications
for Monte Carlo simulation (Suri 1983).
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Different modelling teams tend to adopt different
modelling tools, due to the knowledge of their
researchers and the inherited software they use. The
most common approaches are the structured
programming - e.g. the EMS Dollard (Baretta and
Ruardij 1988), COHERENS model (Luyten et al. 1999)
- or object oriented programming - e.g. EcoWin,
(Ferreira 1995), individual-based modelling (IBM)
(Breckling et al. 2006).
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ABSTRACT
This work presents a methodology for modelling and
simulating aquatic ecological systems and an associated
methodology and software for creating Decision Support
Systems (DSS) for this kind of environment. Both are
based on object oriented programming (OOP) and, in
the case of the DSS, on Autonomous Intelligent Agents.
The modelling software (EcoDynamo) includes several
object dynamic link libraries to simulate different
physical and biogeochemical ecosystem processes.
These libraries were designed to be possible their
linkage with different model shells, for the sake of
portability and usability. A high level communication
language (ECOLANG) was developed to allow the
communication between EcoDynamo and the agents.
The DSS uses one methodology of discrete multicriteria, where given a users preference structure
(elicited with the Analytic Hierarchy Process
methodology - AHP), a priority ranking of the preprocessed scenarios is achieved. To validate the
approach, EcoDynamo was used with the DSS to
simulate different management scenarios in a coastal
lagoon at the South of Portugal – Ria Formosa. The
experiments performed showed that these tools may be
widely used by people involved in the management of
coastal areas to integrate environmental, economic and
social issues in the decision process, without an in-depth
knowledge of modelling methodologies.

Models based on structured programming consist of a
main program, where some general state variables are
defined and calls are made to several sub-routines, at
each model time step. These sub-routines calculate all
processes represented in the model and the fluxes that
affect each state variable. At the end of each simulation
cycle, state variables are updated as a function of the
mentioned fluxes. In some cases, sub-routine
calculations depend on general scope variables. In these
situations, it is difficult to reuse these sub-routines from
other source codes. Moreover, depending on the
compilers used, it may be difficult to combine subroutines written in different source codes to build new
models (Pereira et al. 2006).
In the case of object-oriented software, it is possible to
define objects representing several groups of variables
and processes that may correspond roughly to the subroutines of the previous approach. The elimination of
general scope variables helps avoiding programming
errors. Furthermore, object properties, such as
reusability, inheritance and polymorphism (Meyer 1997;
Weiss 2000) make them very useful in ecological
modelling (Pereira et al. 2006). For example, one may
define a zooplankton object that has a set of parameters
and procedures to change its state variables (e.g.
biomass) by simulating relevant physiologic processes.
However, for the implementation of a particular model it
may be necessary to include several zooplankton
species, differing in the values of some physiologic
parameters, everything else being equal. In this
situation, it is not necessary to create code or variables
for each new zooplankton species. Using polymorphism,
several dynamic instances of the same object may be
created, each with their own parameter values and
corresponding behaviour. There is no need to create
more state variables, as it would be the case in a

INTRODUCTION
Models of aquatic ecosystems include hydrodynamic
and biogeochemical processes, such as photosynthesis,
nutrient cycling and grazing. The former are responsible
for the transport of pelagic variables across model
domain and across model boundaries. The latter are
responsible for local changes of state variables, such as
concentration of chemical constituents and biomass of
different species or groups of species.
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lagoon at the South of Portugal – Ria Formosa. The
experiments performed showed that these tools may be
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social issues in the decision process, without an in-depth
knowledge of modelling methodologies.

Models based on structured programming consist of a
main program, where some general state variables are
defined and calls are made to several sub-routines, at
each model time step. These sub-routines calculate all
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and procedures to change its state variables (e.g.
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However, for the implementation of a particular model it
may be necessary to include several zooplankton
species, differing in the values of some physiologic
parameters, everything else being equal. In this
situation, it is not necessary to create code or variables
for each new zooplankton species. Using polymorphism,
several dynamic instances of the same object may be
created, each with their own parameter values and
corresponding behaviour. There is no need to create
more state variables, as it would be the case in a
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structured dynamic model (at least one per species),
because each instance of the zooplankton object has
pointers to the corresponding state variables. Therefore,
using the same objects, it is possible to build models of
different complexity. Furthermore, if it becomes
necessary to change some calculations, create new
variables or parameters, for one of the modelled species,
a descendant object may be easily created by
overloading only the procedures that have to be
changed, everything else being inherited from the
ancestor objects.

SYSTEM CONCEPTUALIZATION
EcoDynamo - Ecological Modelling Software
EcoDynamo is an example of object oriented modelling
software, built in C++ that was designed to simulate
thermodynamic, hydrodynamic and biogeochemical
processes of aquatic ecosystems. Details about
EcoDynamo may be found in (Pereira et al. 2006). One
important characteristic of this software is that its
objects are compiled as Dynamic Link Libraries (DLLs)
with an interface allowing their linkage with other
modelling software codes written in FORTRAN or C.
This allows different modelling teams to share software
for the calculation of specific processes, independently
of the programming language preferred, and enabling
bidirectional code reutilisation. The EcoDynamo shell
(Figure 1) manages the graphical user interface, the
communications between classes and the output devices,
where the simulation results are saved. Simulated
processes include:

Objects may interact between each other. For example, a
zooplankton object may graze a phytoplankton object
after inspecting its properties, such as biomass, and
“informing” phytoplankton how much will be grazed.
This is done by having methods in each object that are
responsible to show “public” properties (e.g. biomass)
and methods that are responsible to change them as
when phytoplankton is grazed by zooplankton (e.g.
Ferreira 1995).

(i)

Ecological models are frequently developed for
management purposes. The set up of a model with
existing modelling software may be a relatively complex
task, where the user must prepare several configuration
files that define several ecosystem characteristics,
parameters and initial values for the variables – this is
usually called a scenario. Model outputs consist of
results, regarding several variables that reflect, for
example, water and sediment chemical quality and
production of several species. Therefore, the usage of
such models by non-modellers, involved directly on
management issues, may be discouraged by the
complexity mentioned above. Moreover, results
obtained with different scenarios may be difficult to
order according to some quality criteria, unless some
decision support rules exist. Accordingly, the purpose of
this work is to describe a methodology allowing the
linkage of a modelling software – EcoDynamo (Pereira
et al. 2006) - through a specific communication
language – ECOLANG (Pereira et al. 2005) – with a
Decision Support System (DSS) software and to present
a practical application of this combined methodology. It
is noteworthy that this work presents a first description
of a new tool, which is the DSS software, and a first
synthesis of tools described elsewhere (e.g. for
ECOLANG see (Pereira et al. 2005); for EcoDynamo
see (Pereira et al. 2006)).

hydrodynamics of aquatic systems elevations, current speeds and directions;

water

(ii) thermodynamics - energy balances between water
and atmosphere and water temperature;
(iii) biogeochemical - nutrient and biological species
dynamics;
(iv) anthropogenic: e.g. biomass harvesting.
Ecosystem characteristic properties are described in a
model database. EcoDynamo has an interface module
that enables communications with other programs for
external control. For example, the simulations runs can
be controlled by commands like start / stop / pause /
restart / step simulation. Simulation activity can be
monitored with the help of log files, activated before the
simulation run.

The rest of the paper is organized as follows. Section 2
describes the system conceptualization with emphasis on
our ecological modelling software - EcoDynamo.
Section 3 briefly describes ECOLANG – a high-level
communication language developed for this type of
ecological simulations. Section 4 analyses the Decision
Support System developed and is followed by a
description of the Analytic Hierarchy Process. The
paper ends with an analysis of our case study: Ria
Formosa lagoon and some conclusions and future work.

Figure 1: EcoDynamo Shell
Some of the output options provided by EcoDynamo
make use of MatLab® functions. The implemented
interface DLLs integrate graphics output features and
HDF (Hierarchical Data Format) file functionalities.
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monitored with the help of log files, activated before the
simulation run.

The rest of the paper is organized as follows. Section 2
describes the system conceptualization with emphasis on
our ecological modelling software - EcoDynamo.
Section 3 briefly describes ECOLANG – a high-level
communication language developed for this type of
ecological simulations. Section 4 analyses the Decision
Support System developed and is followed by a
description of the Analytic Hierarchy Process. The
paper ends with an analysis of our case study: Ria
Formosa lagoon and some conclusions and future work.

Figure 1: EcoDynamo Shell
Some of the output options provided by EcoDynamo
make use of MatLab® functions. The implemented
interface DLLs integrate graphics output features and
HDF (Hierarchical Data Format) file functionalities.
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run the model accordingly. Model results obtained under
different scenarios are analysed with the Analytic
Hierarchical Process (AHP) methodology (Saaty 1980),
using a MatLab® routine developed at Siena University
(Siena 2006).

ECOLANG – A Communication Language For
Simulations of Complex Ecological Systems
ECOLANG (Pereira et al. 2005) was developed with the
purpose
of
exchanging
information
between
EcoDynamo and a Decision Support System (DSS)
based on Intelligent Agents (IA). It was designed to
describe ecological systems in terms of regional
characteristics, living agent’s perceptions and actions
and is independent from any hardware or software
platform. Its main characteristics are as follows:
(i)

Manipulation of the DSS is very intuitive. The user must
select the desired model enabling the “World View”
window to visualize a 2D image of model’s domain,
with the distribution areas of different species
represented in different colours (Figure 2) and zooming
possibilities.

it is a high-level language easily understood by
software agents and humans;

ECOLANG (Pereira et al. 2005) was developed with the
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EcoDynamo and a Decision Support System (DSS)
based on Intelligent Agents (IA). It was designed to
describe ecological systems in terms of regional
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and is independent from any hardware or software
platform. Its main characteristics are as follows:
(i)

(ii) it has a simple syntax validation;

(iii) its ontology is oriented to aquatic ecosystems;

(iii) its ontology is oriented to aquatic ecosystems;

(iv) it is easily adaptable to new IAs included in the
system;

(iv) it is easily adaptable to new IAs included in the
system;

(v) it is independent from any hardware or software
platform, including operating system or
programming language.
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platform, including operating system or
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ECOLANG messages describe regional characteristics
of the ecological systems, translate agents’ actions and
perceptions
and
enable different levels of
communication:
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of the ecological systems, translate agents’ actions and
perceptions
and
enable different levels of
communication:

Figure 2: Partial view of Ria Formosa Coastal Lagoon
(South of Portugal) with the DSS

Execution - commands over the simulation model
(initialize, run, pause, step, stop);

On the left of the Figure there are several informations
and buttons. The most important ones are: “Columns”
and “Lines” indicating the cursor position in the model
domain (grid); checkboxes “Farming areas” and
“Benthic Species” allowing the visualisation of
aquaculture areas, in white, and benthic species, in green
and black; “Polygon” indicating the coordinates that
define a polygon drawn by the user. Polygons may be
used to define particular areas, where virtual changes
may be introduced regarding water depth, distribution
and abundance of species, etc. These changes may
reflect some hypothetical management scenario and are
assumed by the model in the next simulation that may be
started directly from the DSS interface

(ii) Configuration - select sub-domain, select classes,
change variables and parameters’ initial values,
select variables for output, simulation period and
time step before the model runs;
(iii) Definitions - aggregate areas into regions
according to some common properties, define subdomains based in the regions;
(iv) Statistics: collect results from simulation
experiments, compare results with previous
simulation experiments or observed data and
advise the configuration module the expected
actions to take;

Application menus enable the user to act over
EcoDynamo. Figure 3 shows some of the menus and
submenus of the application. For instance, the user can
see the available classes configured in the model
selecting the command “Classes Available” in the
Specifications menu. The command is translated to the
corresponding ECOLANG message and sent to the
EcoDynamo application; EcoDynamo answers with the
names of the available classes in another message and
the result is shown in the “Classes Available” window.

(v) Events: spontaneous messages that agents generate
to inform some important events or results.
DSS - Decision Support System
“An important aspect of any decision support system
(DSS) is its intended audience and users. An important
part of successful application is not so much the
question of how, but why, for whom? Actors and
stakeholders are important, their identification and early,
and in fact continuous, involvement on a formal basis
are important requirements for any DSS project” (Fedra
2005).

AHP – Analytic Hierarchy Process
The multicriteria analysis tool used by the DSS is the
Analytic Hierarchy Process (AHP) (Saaty 1980). It
provides a powerful and flexible tool that may be used
to make decisions in situations when multiple and

The DSS includes several graphical facilities allowing
the user to reconfigure several aspects of the model set
up, to simulate different management scenarios and to
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and in fact continuous, involvement on a formal basis
are important requirements for any DSS project” (Fedra
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(iii) to rank various scenarios, after running the AHP
module with the proper PCM matrices.

conflicting objectives/criteria are present, and both
qualitative and quantitative aspects of a decision need to
be considered. Since some of the objectives could be
contrasting (e.g. socio-economic interests and
environment preservation), it is not true in general that
the best option is the one that maximizes each single
criterion, rather the one which achieves the most suitable
trade-off among the different criteria.

(iii) to rank various scenarios, after running the AHP
module with the proper PCM matrices.

conflicting objectives/criteria are present, and both
qualitative and quantitative aspects of a decision need to
be considered. Since some of the objectives could be
contrasting (e.g. socio-economic interests and
environment preservation), it is not true in general that
the best option is the one that maximizes each single
criterion, rather the one which achieves the most suitable
trade-off among the different criteria.

Figure 4: Pairwise Comparison Matrix for Selected
Criteria
One important feature of this method is that the relative
importance between criteria and scenarios, used by AHP
analysis, can be changed between model runs. The data
from several scenarios can be collected and saved to be
used in a deferred decision process. With this tool the
users are involved in the decision process and
committed to the alternative proposed as the best
scenario for sustainable management of the ecological
system. The AHP methodology offers the data for
plausible explanation of the best decision.

Figure 3: DSS Menus to Act over EcoDynamo and
Setting up Simulations
The AHP generates a weight for each evaluation
criterion according to the information provided by the
user (decision maker). The higher the weight, the more
important the objective. Next, the AHP evaluates all the
scenarios on each criterion using the information
provided by the user. Finally, the AHP combines the
objective weights and the scenarios evaluations, thus
determining a global score for each scenario and a
subsequent ranking. The global score for a given
scenario is a weighted sum of the scores it obtained on
the single criteria.

RIA FORMOSA CASE STUDY
Ria Formosa is a shallow meso-tidal lagoon located at
the south of Portugal (Algarve coast) with a wet area of
10500 ha (Figure 2). EcoDynamo and the DSS
described above were applied to test several
management scenarios of clam farming in Ria Formosa.

Because the AHP tool is embedded in the DSS software,
the user only concentrates its attention in how to
compare the criteria. The relative importance between
two criteria translates the evaluation (qualitative or
quantitive) made by the user to relate the criteria pair
and is measured according to a numerical scale that may
range from 1 to 9 (the larger value the more important is
first criterion compared to the second). The relation
between the second and the first criterion is the inverse
quantity. Each criterion is compared against all the
others criteria resulting the pair-wise comparison in a
square matrix – the pair-wise comparison matrix (PCM).

The ecological model applied to Ria Formosa is
described elsewhere (Duarte et al. in press b). It is a two
dimensional vertically integrated model, including
thermodynamic, hydrodynamic and biogeochemical
processes, both in the water column and the sediments.
It also simulates the growth and production of cultivated
clams.
The application described herein is based on the analysis
of three possible management scenarios, consisting of
increasing clam (Ruditapes decussatus) biomass density
– an important economic resource in Ria Formosa. This
first application is based on some simplifying
assumptions, just to test the whole system:

With the DSS application it’s possible, in runtime:
(i)

to define and modify the relative importance of
different criteria used by the decision maker, such
as water quality variables, production of some
important species, etc., and save them in different
PCM files (Figure 4);

(i)

(ii) to receive and save results obtained by
EcoDynamo for each different scenario,
corresponding to the mentioned criteria;
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the inverse of average ammonia concentration,
over the cultivation areas, is used as a surrogate for
water quality. The rationale is that increasing
bivalve density should contribute to an increase in
ammonium concentration, through excretion, and a
decrease in water quality;
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of three possible management scenarios, consisting of
increasing clam (Ruditapes decussatus) biomass density
– an important economic resource in Ria Formosa. This
first application is based on some simplifying
assumptions, just to test the whole system:
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the inverse of average ammonia concentration,
over the cultivation areas, is used as a surrogate for
water quality. The rationale is that increasing
bivalve density should contribute to an increase in
ammonium concentration, through excretion, and a
decrease in water quality;

is the best option. Increasing bivalve density seems
justifiable only when economic criterion is assumed as
the most important even degrading the quality of the
water in the ecosystem.

(ii) Chlorophyll concentration, over the cultivation
areas, is used as a surrogate for ecosystem
sustainability. Increasing bivalve density leads to a
decrease in phytoplankton biomass (already
relatively low in Ria Formosa), through filtration
by the bivalves, and this may reduce food
availability for other suspension feeders.
Therefore, it is assumed that any decrease in
chlorophyll may be viewed as a negative impact
for the ecosystem;

More sophisticated analysis and scenarios are being
generated using, as criteria, indicators that combine
several variables. Among the management scenarios
under analysis are:
(i)

(iii) Total value (calculated from the price per kg – c.a.
5.00€) of average clams (Ruditapes decussates)
biomass per m2 is used as an economic indicator.

bathymetry changes, as those resulting from
dredging operations;

(ii) opening/closing inlets;
(iii) changes in the location of Waste Water Treatment
Plants and

Table 1 shows simulation results for the three different
bivalve biomass densities. These results were integrated
over a simulation of one year and show that when clam
biomass is cultivated at increasing densities (from 1 till
3 kg (Dry Weight) m-2), bivalve production increases,
chlorophyll concentration decreases, being used as food
by the clams, and ammonia concentration increases, as a
result of clam excretion.

(iv) creation of new aquaculture areas.
The DSS described in this work is part of a system
based on the Intelligent Agents (IA) paradigm (Norvig
and Russel 2003; Weiss 1999; Wooldridge 2002; Reis
2003). The general idea is to create several IAs
corresponding to the stakeholders involved in
exploring/managing the ecosystem under study. Each
stakeholder will be “interested” in maximizing some
goals, such as clam production, water quality, etc., and
will be able to communicate with EcoDynamo in order
to analyse different scenarios and to evaluate obtained
results with the DSS. One of the stakeholders will be
responsible for ecosystem management towards
sustainability.

Table 1: Simulation Results for Different Bivalves
Densities

Different criteria weights are obtained from three
different pairwise comparison matrices A1, A2 and A3
(Figure 5). In the first matrix, A1, it is assumed that all
criteria have the same importance. In the second one,
A2, environmental criterion (inverse of ammonium
concentration) is considered the most important. In the
third matrix, A3, it is considered that economic criterion
(clam yields) is the most important. These three matrices
reflect hypothetical views of the relative importance of
chosen criteria.

CONCLUSIONS AND FUTURE WORK
In this study, a system combining an ecological
modelling software (EcoDynamo) and a DSS using the
AHP methodology, communicating with a high-level
language (ECOLANG), is described. A simple case
study, where this system was used to simulate and
evaluate three management scenarios is presented.
ECOLANG was described in a previous work (Pereira
et al. 2005) and this work presents its first practical
usage. ECOLANG makes simulation experiments of
complex ecosystems more comprehensible to the
humans. It also proved to be a useful tool to interface
the model with the DSS and with other applications.

Figure 5: Pairwise Comparison Matrices

The presented approach makes easy to design and
generate alternatives - the first objective a good DSS
must provide. The bigger set of alternatives to choose
from, the larger the probability that a generally
acceptable solution will be included in the set (Fedra
2005).

Running the AHP analysis combining scenario outputs
and pairwise comparison matrices produces the results
shown in Table 2, with bold type values corresponding
to the highest scores.
Table 2: AHP Scores

One step ahead will be the inclusion of feedback from
the DSS stage to the scenario generation foreseen to
extend the set of possible solutions in response to the
users’ preferences structure. This will imply to move
from the AHP to the ANP (Analytic Network Process)
methodology (Saaty 1996).

If water quality or ecosystem sustainability criteria are
considered more important, the normal density farming
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The map navigation capabilities of the DSS interface
works on a way similar to a Geographical Information
System (GIS), in the sense that there is a spatial
reference for every pixel in the ecosystem map.
However, it would be important to interface this tool
with GIS software, to easily import layers with relevant
information for model initialisation.
It is expected that the integration of Autonomous
Intelligent Agents into this system will improve the
realism of decision-making, imposing negotiation
between the options and preferences of the different
agents, each one with its own decision process. New
agents representing entities that influence the ecological
simulation may be added in a very natural way. This
process makes the simulation realism concerning the
human factor an incremental process, enabling the
execution of simulations in which humans are modelled
by very simple rules but, progressively, introducing
human complex reasoning in the simulation process.
This will enable the construction of a very realistic
multi-agent ecological simulator system that will be a
big step for the correct management of environmental
resources towards sustainable development.
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Abstract— Emulations and testbeds are popular tools in
networking research. However, what differentiates testbeds
from emulations is not terminologically clear. In this article, we first discuss the terms emulation and testbed, and
present the reflexivity principle for identifying testbeds. We
then present a survey of forty two network emulators and
testbeds reported in the literature, categorizing them according to the approaches used. Another eighteen that can
be added to this survey as future work are also identified.

I. Introduction
Simulation is an important tool for networking research.
However, concerns about accuracy or computational load
of models used in simulation have lead researchers to search
for ways of combining real and virtual, or to conduct experiments directly on the system under test (SUT), in those
cases where it appears feasible.
While there are considerable number of systems that involve real elements of SUT in the experiment setup in one
way or another, the terms testbed and emulation appear
to be used by different researchers with different meanings.
In this paper we first attempt to discuss what testbeds and
emulators are in Section II. In that section, we introduce
the reflexivity principle for identifying testbeds, and elaborate on what it means to use some entities as real in an
emulation-based experiment. This discussion prepare the
grounds for our survey.
Then in Section III, we present our survey of forty two
network emulators reported in literature, and identify the
main approaches used by these systems. Finally, we conclude in Section IV.
II. STANCE
A. Testbeds
Before we move on to discuss what emulation is, we
should first define testbeds as they lie on the opposite end
of the spectrum from the simulation, in which everything
is virtual.
The distinguishing property of a testbed is that it satisfies what we will call the reflexivity property1 : a testbed
itself is a perfectly normal instance of the system that is
under study (SUT) in a particular experiment, which is
used for meeting various experimental objectives such as
collecting data to be interpreted for obtaining indicative
1 Olivier Dalle has been the one to put a name to the property when
the author was explaining the concept to him in private conversations.
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results for the SUT. The testbed might be a smaller scale
example of the same kind of system as SUT, but it might
not be an all-aspects-scaled-down version of it. For example, a token ring network of five nodes can be used for
developing an application targeted for token ring networks.
Then, the application would later be deployed onto a token
ring network of hundred nodes.
An important point that should always be paid considerable attention in any testbed based experiment is careful
evaluation of in which dimensions the test results can be
regarded as indicative for the properties of the SUT. The
results derived from testbed based experiments are not always indicative in all dimensions. Scalability is a good
example of the dimensions testbeds are not very useful for
deriving indicative results about. Following the example
of five host token ring network in the previous paragraph,
such a testbed can rarely be indicative of whether the protocols used in the application under test will scale to networks of bigger size, unless one can replicate the situations
of interest in the big target network using just five nodes.
B. Emulation
In an emulation-based experiment, the system under test
(SUT) as defined in the experiment is represented by a
combination of one or more surrogate systems, or in other
words simulators, and parts of the SUT used as real in
the experiment setup. Therefore, the level of abstraction
of representation of SUT in the experiment setup differs
between different parts of the experiment setup, depending
on whether the part is used as real, or simulated, and even
among the different parts that are represented as being
simulated.
Providing an exact definition of what it means to be used
as real in the experiment setup is not always straightforward. We are going to consider composite SUTs composed
of entities, which can be partitioned into parts, which are
sets of entities in SUT. We will refer to the system in a particular experiment setup that represents the SUT of that
particular experiment as a stand-in for the SUT (SIFSUT).
Then the property of being used as real can be defined as
follows: An entity E that is a part of SUT in a certain
experiment is considered to be used as real, if E is used in
the SIFSUT as it appears in SUT, for providing the exactly
same function it would provide in SUT. This definition can
easily be extended to parts, which are sets of entities.
Therefore another question to ask in order to find
out whether an experiment setup is emulation-based or
testbed-based is this: what is simulated in the SIFSUT
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out whether an experiment setup is emulation-based or
testbed-based is this: what is simulated in the SIFSUT

for this experiment? The answer depends not only on the
properties of the experimental setup, but also on the definition of the SUT for the particular experiment. Therefore
the same setup may be considered as a testbed for one
experiment, while it might be more proper to call it an
emulation for some other experiment. This creates a considerable confusion about the difference between testbeds
and emulation-based experiment setups.
For a simulator to be used in emulation, it has to support
the same modes of interaction that the original system uses
in order to interact with other systems in the situation of
interest. Such a simulator that sufficiently supports the
modes of interaction of the original system for the purposes
of a particular emulation-based experiment, is generally
called an emulator.
To give an example, take a flight training simulator. A
flight simulator is mainly an emulator, since it act as the
surrogate for a plane, and interacts with the pilot in many
ways in the same mode as a plane would interact with in
a real flight situation. That is, it “interacts realistically”,
except perhaps for the gravitational effects.
Flight simulation is also a good example that demonstrates the role of the key-phrase “sufficiently” in our definition of an emulator. For example, the Microsoft’s Flight
Simulator interacts with the player realistically using the
same mode of information a plane would, such as showing a
graphical representation of an altitude-meter that matches
the plane whose flight is being simulated. If a situation
of interest can be defined over such items that the Flight
Simulator provides a realistic mode of interaction for, the
Flight Simulator could be said to provide sufficient support
for the modes of interaction of interest in the experiment,
and so can be referred to as an emulator in that specific
experiment.
Emulation is perhaps most popular in training applications such as medical training especially for surgeons, pilot
training in avionics, or training of the nuclear power plant
personnel. This provides realistic training environments
without risking expensive equipment, or more importantly
lives.
Games are another another example of popular application of emulation. As an example, consider the 1st person
shoot’em’up games try to realistically interact with the user
by providing a realistic simulation of the point of view from
the character’s eyes.
Another popular example is so called “emulators”, which
are software applications that act as if they are a particular type of machine or operating systems. To give examples, there exists “emulators” of Commodore Amiga, ZXSpectrum, and Atari platforms, and for operating systems
like Palm Os.
Time is an interesting entity that is part of SUTs in many
experiments. Although running in real-time is considered
to be a characteristic property of emulators by many researchers, time is only another part of the reality that in
theory can be simulated in an emulation based experiment
setup. A simple example is provided by the various computer system emulators mentioned in the previous paragraph, where time appears already abstracted as timing
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signals, and they can be made to run slower or faster than
real-time, while still carrying the properties of an emulator
since they continue to interact with (run) real programs.
III. SURVEY OF NETWORK TESTBEDS AND
EMULATORS
With respect to the discussion in the previous section,
network emulation is characterized by use of real parts of
the network defined as the system under test (SUT), along
with simulators for constructing the stand-in for the system
under test (SIFSUT).
We should point out that discussions about network emulation that can be found in the literature agrees with our
stance, in that it is generally recognized that emulation involves real elements used along with simulators. However,
additional properties are usually required. For example,
Guruprasad et al. presents running in real time also as a
defining property of emulators [1]. As discussed at the end
of the previous section, we do not agree that this should be
taken as a defining property. Nicol et al. also takes running in real time as a defining property [2]. They further
classify emulators used for networking research into network emulators and real-time simulators, based on whether
time-stepped (which they call time-based) or event-driven
approach to time management is used for the simulation
in the SIFSUT. Although we agree that time-stepped and
event-driven approaches have their own set of advantages
and disadvantages when used in an emulation-based experiment setting, which justifies differentiating between the
two, their naming is quite confusing: both network emulators and real-time simulators as they define, end up used
in emulation-based experiment setups.
In the survey below, we will start with the very few systems that we consider as testbeds according to our stance.
Then we will look at the emulation systems reported in
the literature, starting from systems that have mostly real
elements, and then move more or less gradually towards
systems that are mostly simulated. This division is not
introduced as a proper categorization, but just to make
presentation a bit more tidy: it is easier to discuss what is
being simulated for the mostly real emulation systems, and
what is being used as real for the mostly simulated ones.
A. Network Testbeds
The systems that would satisfy the reflexivity property presented in Section II-A, therefore which would be
called testbeds, are very rare. Ionescu et al. describes
NIST*net2, which provides network resources available to
the researchers [3]. It is built by connecting dedicated
networks in four institutions in Canada. CREATE-NET
is a network installation in a rural part of Italy in the
autonomous province of Trento. It has both wired and
wireless parts. The goal of CREATE-NET is providing a
network where researchers can experiment with networked
communities. Another testbed is MIT RON (Resilient
Overlay Network) [4]. It is a set of hosts distributed over
the Internet (36 in 31 different cites as reported in [4]),
available to the researchers to use by acquiring an account.
It is similar to PlanetLab, however it is not open to every-
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one, therefore security is not actively addressed. All hosts
run a normal FreeBSD installation.
B. Network Emulation – Mostly Real Systems
In certain emulation environments reported in the literature, almost nothing is explicitly simulated, therefore being
considered as a testbed or an emulation environment depends on the definition of the SUT in a given experiment to
be conducted using them. MIT Roofnet is a good example,
where real changing conditions for the wireless channel between the nodes distributed on the roofs of some buildings
near the MIT campus is used for testing routing in wireless networks [5]. PlanetLab is very similar to MIT RON
in the sense that it is made up of some number of hosts
distributed over various sites all over the world, while the
definition of the concept of slides introduces virtuality for
the hosts as used in the experiments, which prevents its
categorization as a testbed according to our stance [6].
In the CMU DSR experiment [7], Maltz et al. uses the
changes of the topology due to mobility of the nodes which
are mounted on cars in the campus, as a surrogate for
topology changes due to mobility in mobile ad hoc networks (MANETs). In Ad hoc Protocol Evaluation testbed
(APE), which is not a testbed according to our definition
of it but an emulation, the style in CMU DSR in simulating topology and mobility is taken one step further and
the movements of the people carrying laptops are explicitly
choreographed and controlled [8], [9].
There is a good reason why the emulations related to
wireless networks mentioned up to now are trying to use
real physical conditions as surrogates for the physical conditions in the SUT of the experiments: the physical channel is hard and computationally intensive to simulate accurately. However, it turns out that there is also a need for
simulating physical channel using the physical conditions
in the emulation in a more controlled way. In the Illinois
Wireless Wind Tunnel (iWWT), an anechoic chamber is set
up which provides isolation of the experiment environment
from outside RF interference, at the same time providing
an anechoic enclosure [10]. The topology is then scaled
down by adjusting transmitting power of the devices put
into the iWWT, and background noise is added explicitly
as needed. Similar methods for creation of wireless channel effects are also used in ORBIT [11], [12], [13]. However,
the positions of the nodes are fixed in ORBIT on a 20x20
matrix, while in iWWT the researchers use small mobile
robots.
MiNT (Miniaturized Wireless Network Testbed), which
is again not a testbed according to our definition of the
term, is another system that uses the miniaturization,
or scaling down, in order to make use of physical radio
communications in emulating MANETs. In MiNT, radio
signals attenuators are attached to the wireless devices,
thereby reducing their transmission range [14]. Then the
nodes are mounted on small mobile robots that are remotely controlled, as in iWWT. An interesting property
of the MiNT is that it can work with NS [15], in such a
way that the physical layer is simulated using MiNT. However in that case, MiNT becomes a complete simulator,
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and ceases to have any entities used as real unless the SUT
involves mobile robots with signal attenuators attached.
In addition to iWWT and MiNT, other researchers also
have looked into using attenuators for controlling the wireless channel effects. Kaba and Reichle works with unmodified computers and network interface cards (NICs), and attempt to build an environment where wireless signal propagation is either attenuated, or guided through cables between the communicating NICs [16]. Judd and Steenkiste
also capture the signals at the antenna, and uses an FPGA
based digital signal processor to attenuate signals between
the transmitting station and the receiving stations [17],
[18]. Their method makes it more possible to be able to repeat wireless physical layer effects across simulation runs,
while still using unmodified NICs.
Another focus in building systems to be used for
emulation-based experiments is the experiment control in
order to allow multiple researchers to share the resources
available. This problem have been targeted in many different systems, such as ORBIT, PlanetLab, and MIT RON.
Some of the projects only aim for providing a set of resources for experimenters to build their own emulationbased experiment setup, such as Embedded Wireless Modules (EWM) [19], or the UCLA HNT [20].
C. Network Emulation – Mostly Simulated Systems
Some protocols have complex implementations, which
makes re-implementing them for a simulation prone to errors and inaccuracies. For this reason, various researchers
have taken the real protocol implementations in open
source operating systems, and packed them in a way that
they can be incorporated in simulators. In ENTRAPID,
network stack from the FreeBSD is packed in a way to
work in the user level, so that the protocol developers can
experiment with their own protocols incorporated into the
stack [21]. The topology and the physical layer in ENTRAPID is simulated, and the processes running on the
simulated nodes need slight modification. Ely et al. also
have worked on the same problem, and they have converted
the FreeBSD 3.3 protocol stack to work as a library in the
user space [22]. Zec and Mikuc modifies the protocol stack
of 4.4BSD operating system in order to allow for multiple
independent instances of the stack to exist in the kernel,
connected via simulated links [23]. Jansen and McGregor
have packed network protocol stacks in Linux, FreeBSD,
and OpenBSD as shared libraries, and implemented an
NS agent that is capable of using these stacks [24]. They
call their approach the Network Simulation Cradle, and
say that their approach can be used with other simulators
as well. Bless and Doll uses OMNeT++ [25] instead of
NS, and incorporate the TCP/IP stack from FreeBSD as a
simple model in OMNeT++ [26]. They address synchronization of the kernel timers that are used by the protocol
stack, with the virtual time in OMNeT++. Furthermore,
the function calls to the socket library are represented by
messages to be received by the simple model they have
developed. Bavier et al. uses a different approach from
the ones mentioned, where they implement Click modular routers in slices on PlanetLab hosts, and construct the
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and ceases to have any entities used as real unless the SUT
involves mobile robots with signal attenuators attached.
In addition to iWWT and MiNT, other researchers also
have looked into using attenuators for controlling the wireless channel effects. Kaba and Reichle works with unmodified computers and network interface cards (NICs), and attempt to build an environment where wireless signal propagation is either attenuated, or guided through cables between the communicating NICs [16]. Judd and Steenkiste
also capture the signals at the antenna, and uses an FPGA
based digital signal processor to attenuate signals between
the transmitting station and the receiving stations [17],
[18]. Their method makes it more possible to be able to repeat wireless physical layer effects across simulation runs,
while still using unmodified NICs.
Another focus in building systems to be used for
emulation-based experiments is the experiment control in
order to allow multiple researchers to share the resources
available. This problem have been targeted in many different systems, such as ORBIT, PlanetLab, and MIT RON.
Some of the projects only aim for providing a set of resources for experimenters to build their own emulationbased experiment setup, such as Embedded Wireless Modules (EWM) [19], or the UCLA HNT [20].
C. Network Emulation – Mostly Simulated Systems
Some protocols have complex implementations, which
makes re-implementing them for a simulation prone to errors and inaccuracies. For this reason, various researchers
have taken the real protocol implementations in open
source operating systems, and packed them in a way that
they can be incorporated in simulators. In ENTRAPID,
network stack from the FreeBSD is packed in a way to
work in the user level, so that the protocol developers can
experiment with their own protocols incorporated into the
stack [21]. The topology and the physical layer in ENTRAPID is simulated, and the processes running on the
simulated nodes need slight modification. Ely et al. also
have worked on the same problem, and they have converted
the FreeBSD 3.3 protocol stack to work as a library in the
user space [22]. Zec and Mikuc modifies the protocol stack
of 4.4BSD operating system in order to allow for multiple
independent instances of the stack to exist in the kernel,
connected via simulated links [23]. Jansen and McGregor
have packed network protocol stacks in Linux, FreeBSD,
and OpenBSD as shared libraries, and implemented an
NS agent that is capable of using these stacks [24]. They
call their approach the Network Simulation Cradle, and
say that their approach can be used with other simulators
as well. Bless and Doll uses OMNeT++ [25] instead of
NS, and incorporate the TCP/IP stack from FreeBSD as a
simple model in OMNeT++ [26]. They address synchronization of the kernel timers that are used by the protocol
stack, with the virtual time in OMNeT++. Furthermore,
the function calls to the socket library are represented by
messages to be received by the simple model they have
developed. Bavier et al. uses a different approach from
the ones mentioned, where they implement Click modular routers in slices on PlanetLab hosts, and construct the

network that is the stand-in for the SUT as an overlay on
PlanetLab [27].
In some of the systems that allow use of implementations
of protocols as real, it is more difficult to decide whether
the experiment setup constructed using these systems are
emulation-based, or pure simulation. The reason is that
these systems use unusual protocol implementations, at the
same time pointing out that they can be used in real systems as well. The JEmu system builds on a four layer
protocol stack for MANETs, and at the lowest layer which
corresponds to the radio communications, the frames are
forwarded to a physical layer simulator running on a different host [28]. In [29], Karrer et al. incorporates into NS
protocols that are implemented as Click protocol graphs
used by the Click modular router [30].
A different approach is using real hosts whose traffic is
routed through virtual networks. The emulation extension
of NS is a typical example [31]. NS is monolithic, but since
NS emulation extension simulates whole networks, it is possible to partition the SUT into different networks and assign them to a set of simulators running on different hosts,
as done in EmuLab [1]. While NS is monolithic, there are
also distributed simulators used in emulation-based experiment setups, such as IP-TNE. IP-TNE is built on IP-TN,
which uses CCTKit that implements the Critical Channel Traversing (CCT) algorithm for parallel discrete event
simulation [32], [33], [34]. In [35], Bradford et al. discusses different methods for reading packets from and writing packets to real networks for network emulators such as
IP-TNE. Another system that uses a discrete event based
simulator is RINSE [36], which is built on iSSF (formerly
known as DaSSF). RINSE uses what Liljenstam et al. call
“multiresolution modeling”, which means that background
traffic is simulated using fluid models that require less resources to simulate, while the traffic of interest —the foreground traffic— is simulated at the packet level. The target
application area of RINSE is network attack preparedness
exercises, and therefore it includes some models that are
not normally found in network simulators, such as CPU
models. In ModelNet, the environment is divided into two
sets of hosts called core nodes and edge nodes [37]. The
network in the SUT is modeled as a set of pipes, which
are assigned to the core nodes. The core nodes then cooperate to subject the traffic to the bandwidth, congestion
constraints, latency, and loss profile of the target network
topology. The edge nodes are the real hosts whose traffic
is routed through the virtual network. While ModelNet is
targeted for wired IP networks, MobiNet is an extension of
the same approach but it targets MANETs [38]. In addition, MobiNet allows for multiplexing of virtual nodes on
the edge nodes.
Another popular approach is the use of traffic shapers,
which are placed between the protocol stack and the network device driver in kernels. This way, the protocol stack
and the programs running on it are used as real, while the
rest of the network is simulated. For example, in NETShaper, flow parameters such as bandwidth and delay are
controlled by a user-space program [39], [40]. A similar
approach is taken in EMPOWER [41], which targets wired
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IP networks, and EMWIN [42], which is based on EMPOWER but it targets MANETs. At the extreme case of
traffic shaping, it is possible to simulate presence of connection between nodes in the network with only existence
and non-existence of links. As an example, MNE (Mobile
Network Emulator) is a distributed system which abstracts
away physical layer effects and mobility behind topological changes simulated by IPTABLES based packet filtering
controlled from a central controller [43].
An alternative to using traffic shaper modules in the kernel is the use of the universal TUN/TAP driver, which is
designed for implementing tunneling using user level programs. NCTUns [44], EmuNet [45], and DINEMO [46] use
the TUN virtual network interfaces, which intercept packets after the IP protocol implementation. NEMAN [47] is a
similar system, but it uses the TAP virtual network interfaces, which intercepts frames before they are handled to
the network driver to be sent to the network. Of these systems, NCTUns and NEMAN are monolithic, while EmuNet and DINEMO are capable of being distributed. In
all of these systems, the protocol layers above and including IP, along with the programs communicating over the
network, are used as real. Considered from software engineering perspective, DINEMO has the added advantage
of being supported by a simple component model designed
for simulators and emulators.
With the developments that allow multiple operating
systems running on one base operating system, another
approach have recently become possible. User Mode Linux
(UML) provides a virtual Linux kernel running in user
mode. UML have been used for implementing virtual
nodes that are then connected by a network simulated below the network driver layer. vBET [48], which targets
wired networks, and the system developed by Guffens and
Bastin [49], which targets MANETs, are examples to using
UML. Using micro-kernel based approaches have also been
attempted, as exemplified by the work done by Engel et
al. [50], which targets wireless networks.
While it may not be feasible for MANETs or wired networks, simulation of all hardware including the CPU so
that unmodified programs can be run, appears to be a feasible technique for emulation-based experiments for sensor
networks. ATEMU is one such system which allows different hardware configurations [51]. MEADOWS VMN (Virtual Mote Network) allows multiple virtual motes per physical host participating in the emulation [52]. The virtual
motes can tun TinyOS, and TinyDB or other applications
on top, while hardware of the mote, and sensor and wireless
channels are simulated.
Another original direction is explored by Haeberlen et al.
in their system called Monarch [53]. In Monarch, the idea is
to use the latency observed at the moment between the host
on which the virtual sender and the virtual receiver resides,
and a remote host on the Internet. For this purpose, for
every packet the virtual sender wants to send, Monarch
captures it and sends a probe packet of the same size to a
remote host associated with the virtual receiver. When a
reply is received, the virtual receiver is allowed to receive
the packet. In the direction from virtual receiver to virtual
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the packet. In the direction from virtual receiver to virtual

sender, Monarch passes the packets without delay. This
way, both the sender and the receiver observes the roundtrip-time obtained from the probe packet. Their approach
targets transport layer studies only, and can be used with
unmodified implementations of transport layer protocols in
the Linux kernel.
IV. CONCLUSION
We have presented in this article a discussion of the terms
emulator and testbeds, where we defined the reflexivity
principle as a test for identifying testbeds, elaborated on
what it means for entities in the SUT to be used as real
in the emulation-based experiment setup. We have also
presented our survey of forty two network emulators and
testbeds reported in the literature.
Our survey mainly focuses on the techniques used for
building emulators for various kinds of networks. Other
surveys exist in the literature, such as that by Kropff et
al. [54], which focuses on MANETs. A small-scale comparative survey also appears in [14].
The survey presented is the most encompassing one reported in the literature known to the author. However,
no claim is made that it is complete. Examples of systems
that can be added to this survey include Netbed [55], Dummynet [56], MobiEmu [57], MASSIVE [58], NIST Net [59],
hitbox [60], Delayline [61], SensorSim [62], W-NINE [63],
ONE [64], ENDE [65], REAL, NEST, PacketStorm, UMLSim, RAMON, TOSSIM, EMStar, and possibly some others. Future work on this survey should focus on new ways
of categorizing the emulators, as well as extending the number of emulators being covered in the survey.
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Ratzeburger Allee 160
23538 Lübeck
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tion, and profiling purposes. It generally provides exhaustive views and allows in-depth analysis of crucial,
otherwise inaccessible system parts. Using higher-level
methods for modelling and simulation especially for hybrid hardware/software systems, SystemC [SystemC,
2006] brought out by a pool of companies is frequently
applied. SystemC is a C++ class library that allows
simulation of hardware/software systems modelled on
varying abstraction levels.

Abstract— In the area of hardware design, there is a
noticeable trend towards the use of run-time reconfigurable elements as parts of System-on-Chips (SoCs),
SoCs themselves are frequently targeted to reconfigurable platforms such as field programmable gate arrays.
This development is a challenge to established high-level
modelling and simulation methods which assume a static
structure of the simulated system. The present paper
describes the extension of the SystemC framework with
support for the simulation of run-time reconfiguration
of tile-based architectures. The proposed solution is set
out in detail and its application to an exemplary reconfigurable SoC design is described.

Models may benefit of pure C++, the SystemC library including core language and data types, methodology and technology-specific libraries on top of native
SystemC as well as any C++ library to implement module functionalities such as cryptographic cores.

Keywords— SystemC Modelling, Run-Time Reconfiguration

I. Introduction
Over recent years, the demand for flexible and adaptable System-on-Chips (SoCs) increased as more and
more features per system became required. Additionally, the hardware development cycles must compete
with the rapid changes of application-specific requirements such as protocols in the network domain, or video
and audio formats in the multimedia section.
Current FPGA (Field Programmable Gate Arrays)
devices such as members of the Xilinx Virtex series [Xilinx, 2005a], [Xilinx, 2005b] provide features for partial
run-time reconfiguration. SoCs based on these devices
may exchange certain modules at run-time without interruption of unaffected system parts. The reconfiguration can be performed within the system so that there
is no need for external administration instances. There
are many examples proving that certain applications
are significantly accelerated by applying the capabilities of a run-time reconfigurable device [Compton and
Hauck, 2002].
As the approach of merging spatial and temporal
computing [DeHon and Warzynek, 1999] strongly differs from classical hardware and software design current developer tool suites only provide limited support
for run-time reconfigurability. Thus, simulation and
high-level models play a more important role to keep
up with the tremendous growth of complexity in SoC
design. The application of simulation in hardware design is a state-of-the-art technique for testing, verifica-

Furthermore, SystemC backs the top-down design
methodology so that each module can be iteratively
redesigned which leads to a hierarchical design. Nowadays, an increasing number of tools also use SystemC as
a hardware description language to support modelling
and simulation on different levels.
Unfortunately, SystemC does not provide abilities
for partial run-time reconfiguration. Simulated models are completely instantiated before the simulation
process starts and cannot be exchanged, removed, or
added during simulation, i.e. at run-time from the simulated system’s point of view. Dividing the device in
a coarse-grained array structure is one of the design
strategies proposed in reconfigurable SoC design. The
tile-based model for SystemC presented here applies
this approach for high-level modelling and design.
This article is organised as follows: In Section II,
an overview of related projects covering modelling and
simulation is given. Furthermore, Section III presents
state-of-the-art devices applied for run-time reconfigurable SoCs. Section IV sets its focus on the overcoming of the shortly described SystemC limitations
to run-time reconfigurability and shows the proposed
modelling technique. Finally, Section V gets a picture
of the simulation-model application across and in Section VI a conclusion is drawn.
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SystemC as well as any C++ library to implement module functionalities such as cryptographic cores.
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I. Introduction
Over recent years, the demand for flexible and adaptable System-on-Chips (SoCs) increased as more and
more features per system became required. Additionally, the hardware development cycles must compete
with the rapid changes of application-specific requirements such as protocols in the network domain, or video
and audio formats in the multimedia section.
Current FPGA (Field Programmable Gate Arrays)
devices such as members of the Xilinx Virtex series [Xilinx, 2005a], [Xilinx, 2005b] provide features for partial
run-time reconfiguration. SoCs based on these devices
may exchange certain modules at run-time without interruption of unaffected system parts. The reconfiguration can be performed within the system so that there
is no need for external administration instances. There
are many examples proving that certain applications
are significantly accelerated by applying the capabilities of a run-time reconfigurable device [Compton and
Hauck, 2002].
As the approach of merging spatial and temporal
computing [DeHon and Warzynek, 1999] strongly differs from classical hardware and software design current developer tool suites only provide limited support
for run-time reconfigurability. Thus, simulation and
high-level models play a more important role to keep
up with the tremendous growth of complexity in SoC
design. The application of simulation in hardware design is a state-of-the-art technique for testing, verifica-

Furthermore, SystemC backs the top-down design
methodology so that each module can be iteratively
redesigned which leads to a hierarchical design. Nowadays, an increasing number of tools also use SystemC as
a hardware description language to support modelling
and simulation on different levels.
Unfortunately, SystemC does not provide abilities
for partial run-time reconfiguration. Simulated models are completely instantiated before the simulation
process starts and cannot be exchanged, removed, or
added during simulation, i.e. at run-time from the simulated system’s point of view. Dividing the device in
a coarse-grained array structure is one of the design
strategies proposed in reconfigurable SoC design. The
tile-based model for SystemC presented here applies
this approach for high-level modelling and design.
This article is organised as follows: In Section II,
an overview of related projects covering modelling and
simulation is given. Furthermore, Section III presents
state-of-the-art devices applied for run-time reconfigurable SoCs. Section IV sets its focus on the overcoming of the shortly described SystemC limitations
to run-time reconfigurability and shows the proposed
modelling technique. Finally, Section V gets a picture
of the simulation-model application across and in Section VI a conclusion is drawn.
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urable devices, these techniques now become available
for SoC designs as well. Utilising partial reconfigurable
devices as SoC components or as a hardware platform
for SoCs, system designs cannot only be adapted to different application areas during design time, but can be
adapted to changing operation conditions during runtime, too. This additionally increases the range of applications of a single SoC design.

II. Related Work
SystemC is widely accepted in the field of SoC design.
Nevertheless, it is mandatory to overcome the limitations of the basic modelling and simulation principles
in order to apply SystemC to partially run-time reconfigurable systems. Currently, there are several projects
developing or extending SystemC frameworks and models with run-time reconfigurability. Due to the fact that
all modules must be instantiated at the beginning of
each simulation process, [de Brito et al., 2006] extended
the SystemC kernel with a mechanism to switch modules on and off at run-time.
Other approaches do not need any kernel modifications. [Amicucci et al., 2006] uses a sort of template
class that contains the usual sensitive functions of the
module. These function bodies scheduled for execution by the kernel consist of a function pointer that
is re-targeted by the reconfiguration. The proposed
model includes a reconfiguration controller attached to
the run-time reconfigurable module.
OSSS+R [Schallenberg et al., 2006] also bases on
polymorphic functions and objects. It introduces runtime reconfigurability to SystemC with the goal to support the complete design flow from a high-level description down to a synthesised bit stream for an FPGA.
[Schallenberg et al., 2006] uses a fixed base design with
reconfigurable modules containing reconfiguration controllers tightly-coupled to the reconfigurable area part.
The ADRIATIC project [Pelkonen et al., 2003], [Qu
et al., 2005] enhances SystemC by a framework for system analysis and even resource estimation. Based on
these tools a complete design flow is proposed. The
basic architecture is bus-based and includes multiple
hardware accelerators assisting a general-purpose processor. At least one accelerator is reconfigurable utilising its own configuration scheduler and memory.
All in all, the capabilities of these approaches are
often limited by basic architecture models or tightlycoupled reconfiguration controller and area.
Barros presents a general formal approach of modelling and simulating run-time reconfigurable systems
[Barros, 1997]. Here, the systems, called dynamic
structure discrete event systems, are basically described
by networks of modules representing internal relations
and interactions of the system modules. Beside defining input and output sets and functions for output and
time progress, the description comprises states of the
structure and a state transition function. Additionally,
an abstract simulator for system models utilising this
formalism is provided so that the models can directly
be executed [Barros, 1998].

Typical representatives of partially reconfigurable
devices are the Xilinx Virtex-II, Virtex-4, and Virtex5 FPGA series. The basic structure of these FPGA
series consists of an array of configurable logic blocks
(CLBs) and hierarchically organised routing resources.
In addition, dual-ported SRAM modules (Block-RAM),
multipliers, and, depending on the device, application
specific components such as processor cores or DSP
components are regularly spread over the device. The
configuration data is stored into SRAM which can either be accessed by external interfaces or internally by
using an internal configuration access port (ICAP). All
mentioned Virtex FPGAs series provide the possibility
to selectively change parts of the configuration during
run-time. This feature is referred to by Xilinx as active partial reconfiguration [Xilinx, 2005c] and allows
configurable elements of the FPGA to be reconfigured
without interrupting the operation of logic circuits configured into other parts the FPGA. The smallest unit
that can be reconfigured on the hardware level is referred to as a frame. A frame spans a fraction of the
width of one CLB column. Its height depends on the
Virtex series it is part of. For the Virtex-II series, a
frame spans the entire height of a device [Xilinx, 2005a].
This results in a so called column-based reconfiguration, as the smallest unit that it makes sense to exchange is a CLB column with the width of one CLB and
the height of the device. With regard to the exemplary
SoC shown in Figure 1, this is equivalent to exchanging a complete column at once. The columns are visualised by combining tiles in grey and white columns.
The Virtex-4 and Virtex-5 series offer a finer reconfiguration granularity. For these architectures, the height
of a frame is a multiple of 16 or 20 CLBs, respectively,
[Xilinx, 2007a], [Xilinx, 2007b]. Thus, the smallest unit
that can be reconfigured consists of a tile with a width
of one CLB and a height of 16 or 20 CLBs. Applied
to the SoC in Figure 1, it is equivalent to exchanging
only a single square at once without any effect to the
column or row.
The reduced and adjustable height of a frame for the
Virtex-4 and Virtex-5 series eases the design of dynamically reconfigurable systems. Logic resources of the
FPGA can be exploited more efficiently, as the area allocated for a hardware module can be adjusted more
precisely to the actual required amount of logic resources for one module. Depending on the size of a
currently configured hardware module, a dynamically
reconfigurable SoC may comprise of a varying number of modules. To guarantee communication among
a varying number of hardware modules with different
sizes and locations, special communication units with

III. System-on-Chip Design
Modern System-on-Chip designs usually comprise
configurable components or are realized on configurable
hardware platforms. This eases the adaptation of a single SoC design for different application areas and, thus,
helps spreading the non-recurring engineering (NRE)
costs over larger quantities. As configurable devices
continuously evolve in the direction of partial reconfig-
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combined with dedicated hardware modules. So, runtime reconfigurable SoCs demand hardware-software
co-development and, of course, a combined model to
avoid gaps between hardware and software. An environment that fulfils the requirements for hybrid systems is SystemC, a C++ class library for system and
hardware design.
A. Tile Model
Modelling SoCs realised on run-time reconfigurable
platforms demand that the platform reconfiguration capabilities are included as well. For example, leaving
out the constraints of the platform could lead to wrong
simulation results because of assuming wrong timing
models.
The derivation of a SystemC simulation model from
a run-time reconfigurable hardware design can be
achieved by transferring the basic entities presented in
Section III to SystemC modules. The area is divided
into a one dimensional sequence of columns or even a
two dimensional grid of tiles. The latter is more general because a column can be seen as a row of tiles, cf.
Figure 1. A tile is used as a container encapsulating all
needed functionalities.
Figure 2 shows the abstract model of a tile. The inner process of a SystemC module is implemented using
a synchronous sequential circuit (SSC), asynchronous
sequential circuit (ASC) or combinatorial circuit (CC)
represented by SC CTHREAD, SC THREAD and SC METHOD.
Each tile activates all of these methods and sets their
sensitivity to any incoming port including the system
clock. The method bodies only consist of a function
pointer that indicates the currently configured functionality. These pointers are represented by arrows in
Figure 2. The complete set of functionalities consists of

IV. Simulation Model
A common approach of modelling SoCs or generally
hardware is the decomposition into independent modules of different functionality with well-defined interfaces. An important issue of reconfigurable SoCs is the
hardware/software co-design of these systems. Runtime reconfigurable systems are often managed or controlled by a software instance running on an embedded, hard [Koch et al., 2006] or soft-core [Ullmann et
al., 2004], or attached processor [Majer et al., 2006]
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Fig. 1. Column/tile-based design of an examplary System-on-Chip.

fixed positions at the edges of the tiles have to be provided. These units, which are called bus macros, consists of communication lines crossing the border of adjacent tiles, with starting points and endpoints routed to
LUTs (Look-Up Tables). Dynamically exchanged hardware modules can connect to these units and thereby
get access to predefined communication channels. In
partial reconfigurable systems these predefined communication channels can itself be reconfigured, allowing an
adaptation of the communication resources of a design
to the actually instantiated hardware modules.
An example for such a SoC design is given in Figure 1. Four hardware modules are mapped onto a reconfigurable area which is partitioned into a grid of
rectangular tiles. Each tile can either be used for the
realization of a hardware module, for the communication network or it can be left blank. Besides the case
that a tile is completely used for the realisation of a
hardware module, each tile provides bus macros for the
connection to adjacent tiles, shown in Figure 1 as small
boxes within a tile. Depending on the position of the
actually instantiated hardware modules and their communication requirements, communication channels can
be created using predefined communication tiles.
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functions of all three classes. The classes or subsets are
not disjoint. At least the empty or idle function as well
as functions implementing simple signal transfer from
incoming to outgoing ports for the communication network are members of all subsets shown in Figure 2.
Although it is possible to implement any processing
unit using only an SC THREAD, the other module methods are kept to easily allow combinations of individual
functions. So, there is no need to have separated and
combined implementations. Furthermore, the implementation of an SSC becomes more difficult by avoiding triggers raised by an arbitrary port, for example.
Of course, a growing array of tiles increases simulation
time by processing unused methods several times per
simulated cycle per tile. The bus macros used as connectors in the FPGA design are represented in Figure 2
by multiple ports. The set of ports per edge is given by
the superset of ports required by all implemented functionalities so that each function might be connected to
any neighbour. Thus, all ports are rarely used simultaneously, the number of ports can be reduced by modelling bus macros by ports for a complex, self-defined
record that includes any incidence of occurring data
types.
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Fig. 4. Reconfiguration process for part of the run-time reconfigurable area activated by ICAP utilising the global management
level of the simulation model.

while the others are functionally switched off or have
to route signals so that the module is connected to
its neighbours. In Figure 3, the master tile is emphasised by a short description in a solid rectangular shape
whereas the compound is marked by a transparent fullsized module. The shown simulation model belongs to
the design of Figure 1. Here, the background functionality of compound tiles is sketched as well. In general,
they are idle but some route signals to establish the
complete communication network.

B. System Model
In complete system models based on reconfigurable
tiles area consumption of different modules must be
taken into account. The tile size is determined by the
smallest module and the size of the bus macros needed
to ensure connectivity. Modules that consume more
area than provided by a single tile allocate multiple
adjacent tiles.
Figure 3 shows a SoC model with modules of varying
sizes. Due to the fact that a tile always performs the
complete functionality of a simulated hardware module, modules are compounded from tiles so that more
than a single tile is consumed. In the simulation model
the tiles are not equally used. There is one tile, called
master tile, of the compound that executes the task

C. Run-Time Reconfiguration
Run-time reconfiguration demands access to the configuration memory of the device. As mentioned before
the access is gained by writing the new configuration to
the ICAP. This technique for reconfiguration is reused
in the SystemC model. After retrieving the data, the
ICAP simulation module enables the new configuration after receiving a switch command. In contrast to
other models presented in Section II, the ICAP or re-
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modules or hardware assists in terms of assisting the
network processor. The hardware modules and the system control logic are connected by a topology adaptive
network-on-chip (NoC) called CoNoChi [Pionteck et al.,
2006], which allows the adaptation of the communication structure to the number and location of currently
configured hardware modules.
In DynaCORE, incoming network packets are evaluated in the receive unit. The dispatcher determines the
type of processing and forwards the packets to the appropriated hardware modules. There, the packets are
processed by one or multiple hardware modules in a
chain and finally forwarded to the transmission unit. In
case a currently unsupported function is needed or the
reconfiguration manager detects a significant change in
the traffic profile the system is adapted utilising partial
reconfiguration. In contrast to the hardware modules,
the reconfiguration manager is a software program executed on an embedded processor core. Here, the hardware/software co-design features of the SystemC model
are utilised.
The simulation model and the high-level SoC architecture of DynaCORE are absolutely compatible. The
decoupled implementation of reconfiguration manager
and reconfigurable area do not demand the integration
of additional software parts. Furthermore, the synchronisation of reconfiguration and data processing can be
neglected for this specific application area. Nevertheless, the protocol of CoNoChi provides a synchronisation mechanism to avoid data loss.

V. Application Example
In the following, an exemplary partially reconfigurable SoC design called DynaCORE [Albrecht et al.,
2006] which is modelled using the described technique
is presented. DynaCORE is a run-time reconfigurable
coprocessor for network processors. It is designed to release the network processor from computational intensive tasks such as encryption/decryption, compression,
or network-intrusion detection. One characteristic of
this application area is that the composition of network
flows and thus the tasks to be performed change during
time. Hence, a flexible solution is required where the
types and numbers of hardware modules mapped onto
the system can be adapted to the characteristics of the
network flow.
The structure of the DynaCORE architecture is depicted in Figure 5. The system is divided into a static
and a reconfigurable part. The static part is made up
of global control and system management logic while
the reconfigurable part contains the actual hardware

VI. Conclusion
Motivated by current run-time reconfigurable devices
the tile-based simulation model for SystemC is derived from SoC designs. The transfer of the tile-based
modelling approach to SystemC allows the application
of run-time, even partial reconfiguration techniques in
SoC models for designing, testing, verifying, and evaluating on a high level. In contrast to other models, the
architecture does not require a certain reconfiguration
controller per reconfigurable unit and, thus, is highly
adaptable to the design. The tile size and port def-
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configuration port does not have direct port access to
the tiles reconfigured in this process. This process is
performed using the capabilities of standard C++ by
utilising global or parent-class data structures. The
configuration switch indicates that the current configuration must be at least (partially) exchanged and, thus,
the reconfiguration method per tile is called via these
data structures of higher levels to achieve a new configuration. Since standard methods are executed within
a simulated cycle the new configuration takes over instantly. Figure 4 depicts this process: the ICAP signals
upwards to the configuration switch layer that a switch
has to be performed. The configuration switch layer
processes the signal and executes the reconfiguration
methods of the affected tiles. The reconfiguration of a
tile functionality itself is performed by re-targeting the
function pointer of any repeatedly executed method.
From the application’s point of view, the synchronisation of the reconfiguration and the applicationspecific processing within the module is rather crucial. Asynchronous reconfiguration can lead to data
loss or system inconsistencies if a module cannot complete its task. Basically, current FPGA devices as mentioned before do not support any mechanisms for synchronisation. This task is completely committed to
the system designer. Thus, reconfiguration and module processes are not synchronised by the simulation
model inherently. Necessary synchronisation mechanisms have to be included in the application. The configuration switch is performed when the ICAP signals a
switch command without paying attention to the state
of the module. To avoid trouble during the simulation,
module processes with internal states should be implemented in a way that state transitions always takes
place at the end of a function execution. The state is
stored globally within the module and reset in case of
reconfiguration. Therefore, wait() statements can be
avoided in reconfigurable functions targeted by function pointers described before.
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From the application’s point of view, the synchronisation of the reconfiguration and the applicationspecific processing within the module is rather crucial. Asynchronous reconfiguration can lead to data
loss or system inconsistencies if a module cannot complete its task. Basically, current FPGA devices as mentioned before do not support any mechanisms for synchronisation. This task is completely committed to
the system designer. Thus, reconfiguration and module processes are not synchronised by the simulation
model inherently. Necessary synchronisation mechanisms have to be included in the application. The configuration switch is performed when the ICAP signals a
switch command without paying attention to the state
of the module. To avoid trouble during the simulation,
module processes with internal states should be implemented in a way that state transitions always takes
place at the end of a function execution. The state is
stored globally within the module and reset in case of
reconfiguration. Therefore, wait() statements can be
avoided in reconfigurable functions targeted by function pointers described before.
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Fig. 5. The architecture of DynaCORE includes a tile-based
reconfigurable area for data processing. Hardware assists (HA)
perform provided tasks.

modules or hardware assists in terms of assisting the
network processor. The hardware modules and the system control logic are connected by a topology adaptive
network-on-chip (NoC) called CoNoChi [Pionteck et al.,
2006], which allows the adaptation of the communication structure to the number and location of currently
configured hardware modules.
In DynaCORE, incoming network packets are evaluated in the receive unit. The dispatcher determines the
type of processing and forwards the packets to the appropriated hardware modules. There, the packets are
processed by one or multiple hardware modules in a
chain and finally forwarded to the transmission unit. In
case a currently unsupported function is needed or the
reconfiguration manager detects a significant change in
the traffic profile the system is adapted utilising partial
reconfiguration. In contrast to the hardware modules,
the reconfiguration manager is a software program executed on an embedded processor core. Here, the hardware/software co-design features of the SystemC model
are utilised.
The simulation model and the high-level SoC architecture of DynaCORE are absolutely compatible. The
decoupled implementation of reconfiguration manager
and reconfigurable area do not demand the integration
of additional software parts. Furthermore, the synchronisation of reconfiguration and data processing can be
neglected for this specific application area. Nevertheless, the protocol of CoNoChi provides a synchronisation mechanism to avoid data loss.

V. Application Example
In the following, an exemplary partially reconfigurable SoC design called DynaCORE [Albrecht et al.,
2006] which is modelled using the described technique
is presented. DynaCORE is a run-time reconfigurable
coprocessor for network processors. It is designed to release the network processor from computational intensive tasks such as encryption/decryption, compression,
or network-intrusion detection. One characteristic of
this application area is that the composition of network
flows and thus the tasks to be performed change during
time. Hence, a flexible solution is required where the
types and numbers of hardware modules mapped onto
the system can be adapted to the characteristics of the
network flow.
The structure of the DynaCORE architecture is depicted in Figure 5. The system is divided into a static
and a reconfigurable part. The static part is made up
of global control and system management logic while
the reconfigurable part contains the actual hardware

VI. Conclusion
Motivated by current run-time reconfigurable devices
the tile-based simulation model for SystemC is derived from SoC designs. The transfer of the tile-based
modelling approach to SystemC allows the application
of run-time, even partial reconfiguration techniques in
SoC models for designing, testing, verifying, and evaluating on a high level. In contrast to other models, the
architecture does not require a certain reconfiguration
controller per reconfigurable unit and, thus, is highly
adaptable to the design. The tile size and port def-
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initions can be freely defined as well as it is possible
for FPGA designs. Furthermore, the reconfiguration
of the device and the reconfiguration of the application are kept basically independent. The simulation
model maintains the independence of simulated application and hardware device. This quality is sketched in
the given application example. So, the transfer of the
coarse-grained, scalable tile-based model to SystemC is
supposed to be a further step to close the gap of spatial
and temporal computing.
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University of Lübeck. He is Vice-Chair of the IFIP Working
Group 10.3 Concurrent Systems, steering committee member of
the German Special Interest Group on Parallel Processing PARS,
member of the Steering Committees of the German Informatics
Society (GI) on Computer and System Architecture ARCS as
well as Fault-Tolerance and Dependability VerFe and speaker of
GI Specialist Area Computer Engineering. His research interests include parallel and fault-tolerant computing, reconfigurable
computing, robotics and embedded systems.

514

PRUNING PROCEDURE FOR INCOMPLETE-OBSERVATION
DIAGNOSTIC MODEL SIMPLIFICATION

PRUNING PROCEDURE FOR INCOMPLETE-OBSERVATION
DIAGNOSTIC MODEL SIMPLIFICATION

Ivan Havel
Department of Cybernetics
Faculty of Electrical Engineering, Czech Technical University
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set of observed system variables. That is to say, the
diagnosis retrieved using the simplified model is equivalent to the diagnosis retrieved using the original model
of the system under investigation.
This paper is structured as follows. An overview of
model-based diagnostics and a description of algorithm
for deciding component diagnosability is given in section II. Model pruning procedure is proposed in section
III. Finally, an experiment is conducted in section IV
and some concluding remarks are given in section V.

Abstract— Model-based diagnostics deals with diagnosing systems, it means determining health of system components based on a system description and an observation of system variables. This paper focuses on systems that can be described in propositional logic, particularly on simplification of their diagnostic models for
some given conditions of observation. It is known that
performing diagnostics on the entire model of a system
when only few variables are expected to be observed
is not efficient. If we knew the limited set of variables
which may appear in the observation then they would
be used to simplify the diagnostic model before the diagnosis inference takes place. A pruning procedure which
systematically removes segments of a model that do not
contribute to the overall system diagnosis is proposed.
The procedure employs an algorithm deciding component diagnosability which is based on directional resolution. Diagnoses retrieved using the simplified model are
equivalent to those retrieved using the original model.

II. Component Diagnosability in Model-based
Diagnosis
In [Reiter, 1987], Reiter laid the foundations for
model-based diagnostics. His diagnosis from first principles acts on a logic based description of a system
and an observation of its behavior. It attempts to
find a set of components in the system which, when
assumed to be faulty, explains the abnormal behavior of the system. Reiter suggests a procedure (without any implementation) that computes minimal diagnoses, i.e. diagnoses containing minimal subsets of
faulty components. Together with assumption-based
truth maintenance system (ATMS) by De Kleer and
Williams [de Kleer and Williams, 1987] it belongs to
consistency-based approaches which compute minimal
diagnoses from conflicts.

Keywords— diagnosability, incomplete-observation,
model-based diagnostics, propositional logic, pruning.

I. Introduction
The framework for this work is model-based diagnostics, whose goal is to determine health of system components based on a system description and an observation
of system variables. The focus of this work is on structured systems with components that can be described
in the framework of propositional logic. A typical representative of such system is a digital circuit. This work
does not apply to dynamical (e.g. discrete event system) nor continuous systems.
The aim of this paper is to simplify the diagnostic
model of a system for some given conditions of observation. It is obvious that performing diagnostics on the
entire model of a system when only few variable observations are expected is not efficient. Consider a single
component in the model – when we observe only some
of its ports, then it might be the case that all obtainable diagnoses claim the behavior of the component is
normal. In such a case, there is no point in computing diagnoses for this component. These observation
conditions should be detected and used to simplify the
diagnostic model of the system before the diagnosis inference takes place.
A procedure for model simplification (or model pruning) which systematically removes segments of a model
that do not contribute to the overall system diagnosis
is proposed. It uses an algorithm for deciding component diagnosability based on directional resolution,
which was described in [Havel, 2006], to find a new simplified model of a system while preserving the ability to
obtain all possible diagnoses of the system for a given

A. Fundamentals and Notations
The formal definitions described below are variations
of those from [Darwiche, 1998], that were adapted for
diagnosis of components in [Havel, 2006].
Definition 1: Let S be a set of atomic propositions
(atoms).
• An S-literal is a literal whose atom is in S.
• An S-instantiation is a conjunction of S-literals, one
for each atom in S.
For example, for S = {P, Q} there are four instantiations: P ∧ Q, P ∧ ¬Q, ¬P ∧ Q, and ¬P ∧ ¬Q.
Definition 2 (Component description) Description of
a component X is a triple (P, A, ∆X ), where P and A
are sets of atomic propositions such that P ∩ A = ∅,
and ∆X is a set of propositional sentences constructed
from atoms in P and A. Here, P is called the set of
non-assumables; A is called the set of assumables; ∆X
is called a database. It is required that ∆X be consistent with every A-instantiation.
The propositional sentences in ∆X describe normal
behavior of the component. The set of assumables
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A = {ok1, ok2, . . .} represents the health of the component. Variables ok1, ok2 are called assumables since
they are initially assumed to be true, i.e. the component is initially assumed to be healthy. Typically, there
is only one assumable – ok – for a each component. P is
a set of the component ports (non-assumables). Ports
are the inputs and outputs of a component.
Definition 3 (Observation) Given a component X
description (P, A, ∆X ), a component observation is a
consistent conjunction of P-literals.
An observation of component behavior is a sentence
containing a conjunction of a subset (not all variables
has to be present in the observation) of non-assumable
literals, e.g. A ∧ ¬C ∧ D.
A component is considered faulty when true valuation of assumables (health variables) can no longer be
justified or, strictly speaking, when the observation φ is
inconsistent with ∆X ∪ A. In that case, it is necessary
to relax some assumables (i.e. replace some instances
of ok with ¬ok) in order to restore consistency. Such
relaxation is called diagnosis providing it is consistent
with the component description and observation.
Definition 4 (Diagnosis) Given a component description (P, A, ∆X ) and a component observation φ,
a diagnosis is an A-instantiation that is consistent with
∆X ∪ {φ}.
If we take a closer look at the condition of consistency
given in Definition 2, we may realize the following fact
– the condition guarantees that when we have no observation of the component behavior, i.e. φ = true, then
there are no diagnoses and thus we cannot conclude
anything about its health.
The strongest conclusion one can come to about the
health of a component for a given state of its ports is
called component consequence.
Definition 5 (Projection) The projection of an instantiation (clause) α on a set of atoms S, written αS ,
is the conjunction (disjunction) of all S-literals in α. If
∆ is a database, then α∆ is the projection of α on the
atoms appearing in ∆.
For example, the projection of α = A ∧ B ∧ ¬C on
atoms {A, C} is A ∧ ¬C.
Theorem 1 (Component consequence) Let X be a
component with a set of ports P and description ∆X
(in clausal form). If φ is an instantiation of atoms P,
then
^
X
Cons∆
αA .
A (φ) =

component description in clausal form is as follows.


 ¬ok ∨ A ∨ B ∨ ¬C 
¬ok ∨ ¬A ∨ C
∆X =


¬ok ∨ ¬B ∨ C
The projections αP and their negations for each clause
α in ∆X are as follows.
αP : A ∨ B ∨ ¬C
¬A ∨ C
¬B ∨ C

¬αP : ¬A ∧ ¬B ∧ C
A ∧ ¬C
B ∧ ¬C

Let us assume we observe φ1 = ¬A ∧ B ∧ ¬C (see Figure 1b). Then the third clause is the only one that
fulfils condition φ1 |= ¬αP . Therefore, the component
consequence for observation φ1 is ¬ok which is the projection αA of the third clause on the assumables. The
component is considered as faulty.
We may as well observe different state of the ports
φ2 = ¬A ∧ ¬C (see Figure 1b). In this case, there is
no clause fulfilling condition φ2 |= ¬αP . Therefore, the
consequence for observation φ2 is true. The component
is considered as exhibiting normal behavior.
X
Cons∆
A (¬A ∧ B ∧ ¬C) ≡ ¬okX,
X
Cons∆
A (¬A ∧ ¬C) ≡ true.

B. Component Diagnosability Definition
We say that a component is diagnosable with a given
set of observed ports if there is at least one valuation of
these ports that implies abnormal behavior of the component. Using the notation of consequence, described
in section II, the component diagnosability is defined
formally as follows:
Definition 6 (Component diagnosability) Given a component description ∆, set of component health variables
H, set of observed component ports Po , and set of unobserved component ports Pu , Po ∩ Pu = ∅, one can
state that component is diagnosable iff
∃φo ∀φu Cons∆
H (φo ∧ φu ) 6= true.
Given the ports we cannot observe, the definition
claims that if there is at least one combination of values
for the remaining ports (that are observed) which may
entail the fact that the component is faulty, no matter
what the values of the unobserved ports may be, the
component is diagnosable under given conditions.
 Example 2: In Fig. 2 a), there is a three-port
AND gate with inputs A and B, and output C. Clearly,
when we observe all its ports, the component is diagnosable. On the other hand, when we observe only one
of its ports, the component is not diagnosable. The
question is, are two ports still enough for diagnosability?
When observing two out of the three ports, we either
happen to observe the output and one of the inputs
(Fig. 2b) or only the inputs (Fig. 2c).
The first possibility is more effective since there exists
a combination (input A at zero, output C at one) that
would prove the component is faulty no matter what
the state of unobserved input B is. Therefore, an AND

α∈∆X ,φ|=¬αP

Fig. 1: Diagnosing an OR gate.
 Example 1: Consider an OR gate (X) from Figure
1a. It has the inputs A, B and an output C; the assumable ok denotes the health state of the component. The
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A = {ok1, ok2, . . .} represents the health of the component. Variables ok1, ok2 are called assumables since
they are initially assumed to be true, i.e. the component is initially assumed to be healthy. Typically, there
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^
X
Cons∆
αA .
A (φ) =

component description in clausal form is as follows.


 ¬ok ∨ A ∨ B ∨ ¬C 
¬ok ∨ ¬A ∨ C
∆X =


¬ok ∨ ¬B ∨ C
The projections αP and their negations for each clause
α in ∆X are as follows.
αP : A ∨ B ∨ ¬C
¬A ∨ C
¬B ∨ C

¬αP : ¬A ∧ ¬B ∧ C
A ∧ ¬C
B ∧ ¬C

Let us assume we observe φ1 = ¬A ∧ B ∧ ¬C (see Figure 1b). Then the third clause is the only one that
fulfils condition φ1 |= ¬αP . Therefore, the component
consequence for observation φ1 is ¬ok which is the projection αA of the third clause on the assumables. The
component is considered as faulty.
We may as well observe different state of the ports
φ2 = ¬A ∧ ¬C (see Figure 1b). In this case, there is
no clause fulfilling condition φ2 |= ¬αP . Therefore, the
consequence for observation φ2 is true. The component
is considered as exhibiting normal behavior.
X
Cons∆
A (¬A ∧ B ∧ ¬C) ≡ ¬okX,
X
Cons∆
A (¬A ∧ ¬C) ≡ true.

B. Component Diagnosability Definition
We say that a component is diagnosable with a given
set of observed ports if there is at least one valuation of
these ports that implies abnormal behavior of the component. Using the notation of consequence, described
in section II, the component diagnosability is defined
formally as follows:
Definition 6 (Component diagnosability) Given a component description ∆, set of component health variables
H, set of observed component ports Po , and set of unobserved component ports Pu , Po ∩ Pu = ∅, one can
state that component is diagnosable iff
∃φo ∀φu Cons∆
H (φo ∧ φu ) 6= true.
Given the ports we cannot observe, the definition
claims that if there is at least one combination of values
for the remaining ports (that are observed) which may
entail the fact that the component is faulty, no matter
what the values of the unobserved ports may be, the
component is diagnosable under given conditions.
 Example 2: In Fig. 2 a), there is a three-port
AND gate with inputs A and B, and output C. Clearly,
when we observe all its ports, the component is diagnosable. On the other hand, when we observe only one
of its ports, the component is not diagnosable. The
question is, are two ports still enough for diagnosability?
When observing two out of the three ports, we either
happen to observe the output and one of the inputs
(Fig. 2b) or only the inputs (Fig. 2c).
The first possibility is more effective since there exists
a combination (input A at zero, output C at one) that
would prove the component is faulty no matter what
the state of unobserved input B is. Therefore, an AND

α∈∆X ,φ|=¬αP

Fig. 1: Diagnosing an OR gate.
 Example 1: Consider an OR gate (X) from Figure
1a. It has the inputs A, B and an output C; the assumable ok denotes the health state of the component. The

516

we may never get an empty resolvent (contradiction)
as a result of resolution and thus the theory cannot be
unsatisfiable. The component is not diagnosable.
In the second case, there is at least one clause in
these buckets. Since this clause (let us denote it γ)
contains only literals with observed variables, one can
find a set of clauses C which, if added to the theory,
would lead to contradiction. Those would be negations
of the literals from the mentioned clause.
_
[
γ=
αi ;
C=
βi , βi = ¬αi

Fig. 2: AND gate example.

gate is diagnosable when observing its output and one
of the inputs.
In the other possibility, there is no combination of A
and B values that may on its own evince components
malfunction. Therefore, an AND gate is not diagnosable when observing only its inputs.

i

i

The theory is then unsatisfiable. If there is a combination of observed variables that implies component’s
malfunction independently of the state of the other (unobserved) variables, we can claim that this component
is diagnosable.
Formal description of the component diagnosability
algorithm follows.

C. Directional Resolution
In 1960, Davis and Putnam came up with a uniform
proof procedure for quantification theory [Davis and
Putnam, 1960]. Their so-called ’refutation algorithm’,
at present referred to as DP-resolution or directional
resolution [Rish and Dechter, 2000], is a resolution algorithm deciding propositional satisfiability. It performs
resolution along some ordering of propositional variables. The idea is that each clause is assigned the index of its highest literal in the ordering. Resolution is
applied to the clauses with the same index and only
on their highest literal. The algorithm systematically
eliminates the literals from the set of clauses that are
candidates for future resolution, starting with the highest literals. If, during the resolution, an empty resolvent is found, i.e. there is a contradiction in the theory
ϕ, the algorithm stops and claims the theory is unsatisfiable. Otherwise, directional extension Eo (ϕ) of ϕ
along o is returned. It contains all the new resolved
clauses together with the original clauses from theory
ϕ. Detailed description of the algorithm can be found
in [Rish and Dechter, 2000] or [Havel, 2006].

Component diagnosability algorithm
Input: a component description ∆ in CNF, a set of health
variables H, a set of observed ports Po , and a set of unobserved ports Pu .
Output: decision whether component is diagnosable or not.
1. For each health variable H from H do: ∆ = ∆ ∪ {H}.
2. Create ordering o = (O1 , . . . , Ok , U1 , . . . , Ul , H1 , . . . , Hm ),
where O1 , . . . , Ol are members of Po , U1 , . . . , Ul are members of Pu and H1 , . . . , Hm members of H in arbitrary
order.
3. Perform directional resolution on theory ∆, ordering o,
and only over variables in H ∪ Pu .
4. If the result is ’∆ is unsatisfiable’,
return ’component is faulty by nature’
else
store the buckets.
5. If ∀i, i ∈ (1 . . . Card(Po )) bucketi = ∅,
return ’component is not diagnosable’
else
return ’component is diagnosable’.

D. Diagnosability via Resolution
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resolution along some ordering of propositional variables. The idea is that each clause is assigned the index of its highest literal in the ordering. Resolution is
applied to the clauses with the same index and only
on their highest literal. The algorithm systematically
eliminates the literals from the set of clauses that are
candidates for future resolution, starting with the highest literals. If, during the resolution, an empty resolvent is found, i.e. there is a contradiction in the theory
ϕ, the algorithm stops and claims the theory is unsatisfiable. Otherwise, directional extension Eo (ϕ) of ϕ
along o is returned. It contains all the new resolved
clauses together with the original clauses from theory
ϕ. Detailed description of the algorithm can be found
in [Rish and Dechter, 2000] or [Havel, 2006].

Component diagnosability algorithm
Input: a component description ∆ in CNF, a set of health
variables H, a set of observed ports Po , and a set of unobserved ports Pu .
Output: decision whether component is diagnosable or not.
1. For each health variable H from H do: ∆ = ∆ ∪ {H}.
2. Create ordering o = (O1 , . . . , Ok , U1 , . . . , Ul , H1 , . . . , Hm ),
where O1 , . . . , Ol are members of Po , U1 , . . . , Ul are members of Pu and H1 , . . . , Hm members of H in arbitrary
order.
3. Perform directional resolution on theory ∆, ordering o,
and only over variables in H ∪ Pu .
4. If the result is ’∆ is unsatisfiable’,
return ’component is faulty by nature’
else
store the buckets.
5. If ∀i, i ∈ (1 . . . Card(Po )) bucketi = ∅,
return ’component is not diagnosable’
else
return ’component is diagnosable’.

D. Diagnosability via Resolution

The idea behind deciding component diagnosability
is based on proof by contradiction. Instead of looking
for a specific combination of port values proving component’s malfunction, unsatisfiability of a theory claiming the opposite, i.e. that the component is healthy, is
examined.
We already know that a component has a set of
health variables (assumables), typically one, that are
true when the component exhibits normal behavior.
The theory is therefore extended with one positive literal for each such health variable. On this extended
theory, we resolve first over these assumables and then
over the unobserved port variables (note that we are
not interested in distinction between input and output
ports of the component, the relation among them is
the only thing that matters). The remaining buckets,
which have not been resolved yet, must belong to the
observed port variables. Now, there are only two possibilities – these buckets are either empty or they contain
some clauses.
In the first case, if there are no clauses to resolve,

 Example 3: To illustrate how the procedure
works, let us take a look at a 4-bit multiplexer from
Fig. 3. It has four data inputs X0, . . . , X3, two selection inputs A0, A1, and a data output Y. We will take
a look at two similar cases, in each observing the output Y, the selection input A0, but different data inputs
of the multiplexer.

Fig. 3: A 4-bit multiplexer with two different observation conditions.
In the first case (Fig. 3a), the algorithm is told that
only ports A0, Y, X0, and X3 may be observed. After
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resolution over the component health variable and unobserved variables, buckets belonging to the observed
variables remain empty. Under such observation conditions, the multiplexer is not diagnosable.
In the second case (Fig. 3b), the observed ports
are A0, Y, X0, and X2 (instead of X3). After resolution, one of the observed variable buckets contain
clauses. The multiplexer is diagnosable. These clauses
tell us which combinations of the observed variable values would prove the component malfunction.
More details on component diagnosability procedure
and a proof of the method can be found in [Havel, 2006].

bound state (providing it is observed). The states of the
nodes may change in time. Typically, when a node in
unknown state has been examined, its state is changed
to either bound or free state.
Examination of a node comprises of deciding diagnosability of the adjoining component. State of the nodes
connected to the component ports are interpreted so
that a free node marks the incident port as unobserved
and a bound or unknown node marks the incident port
as observed. The procedure from Section II-D is then
applied to decide the component diagnosability.
Formal description of the proposed model pruning
algorithm follows.

III. Model Pruning
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III. Model Pruning
Model pruning algorithm

Suppose we examine a system that is only partially
observed. We know the system structure, formal descriptions of the components, and the set of nodes that
can be possibly observed. Having a tool for examining
diagnosability of the components, we can try to systematically remove those components from the system
that are not diagnosable under the given observation
conditions and therefore do not contribute to the overall system diagnosis. This way, we may eventually get
a simplified model of the system without unnecessary
(not diagnosable) elements.
However, it still remains to be sorted out which components and in what order should be examined. Even
though there are descriptions which are inherently nondiagnosable, we may assume that if we observe all component’s ports, then the component is typically diagnosable. Therefore, we want to start from those components which have some of their ports unobserved.
Note that even if a node is not observed, it cannot
be automatically considered as “not having a specific
value”. Assume that a port of the examined component connected via this node to another component.
This other component may have values on its remaining ports which may in turn force some value on the
node common to both components. Therefore, the examined component cannot consider its port adjoining
to this node as unobserved even though the node itself
is technically unobserved.
Then we may come to a single conclusion – the examination should start from the components that have
at least one of its ports not connected to any other component and, at the same time, unobserved. In the following description, those ports (or in fact the adjacent
nodes) are referred to as “free dead-ends”.

Input: a set of component descriptions and health variables,
a set of nodes N, a set of observed nodes No ⊆ N, and a
projection ε : P → N of the ports onto nodes.
Output: simplified model of the system.
1. Initialize:
Assign a state to every node, ’bound’ if the node is observed,’unknown’ otherwise.
For each node n in the model do:
if state(n) 6= ’bound’ and card(n) = 1 then insert n
into DEL.
2. If DEL is not empty then
remove the first node n from DEL and go to step 3
else
stop and return the current model.
3. Find the component cn connected to the node n.
For each port p of the component cn do:
if state(ε(p)) = ’free’ then
insert p into the set of unobserved ports Pcun
else
insert p into the set of observed ports Pcon .
4. Decide component diagnosability of the component cn ,
using component description ∆cn , set of health variables
Hcn , and sets of ports Pcon and Pcun .
5. If the result is ’component is diagnosable’ then
set state(n) = ’bound’ and go back to step 2.
6. Delete the component cn and the node n from the model.
For each node n0 previously connected to the component
cn do:
if n0 is in DEL then
remove n0 from DEL and delete it from the model
else
if card(n0 ) = 0 then delete n0 from the model
if card(n0 ) = 1 and state(n0 ) 6= ’bound’ then
set state(n0 ) = ’free’ and insert n0 into DEL.
Go back to step 2.

The algorithm maintains a list of nodes, called “deadend list” or DEL, which contains nodes that are not
bound and are “dead-ends” in the actual model. The
initial order of nodes in DEL is arbitrary. Also, the
newly created “dead-ends” can be inserted either at
the beginning or the end of the list without any impact on the result of the procedure. The list is used for
finding components which are candidates for diagnosability testing and therefore for potential removal from
the model – the components belonging to the nodes
from the list are one by one examined. When a component is removed, then the incident nodes which became
“dead-ends” are inserted to the DEL and the incident
nodes which became “orphans” (because they were al-

A. Algorithm Description
The pruning algorithm works on a set of system components and their ports, a set of system connections,
and an incidence relation (edges) over the ports and the
connections. The connections, here called nodes, connect together ports of the components. In an extreme
case, a node can be incident to only one component
port – then this node is called a “dead-end”. At any
stage of the processing, the nodes are in one of three
states: unknown, bound, or free. Initially, each node
is in either unknown (providing it is not observed) or
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ready in the DEL) are removed from the model. This
way, the non-diagnosable components are being bit by
bit “torn off” from the model. The strategy is based on
an assumption that only the components having some
of its ports unobserved are likely to be non-diagnosable.
 Example 4: Let us illustrate the model pruning
procedure on an fictional example from Fig. 4. The

since node N9 is bound. As the DEL is empty, the
procedure stops. The result of model pruning is shown
at the bottom of Fig. 4. Three components – C4 , C5 , C6
– were evaluated as irrelevant for diagnosis under the
previously mentioned observation conditions.
IV. Experiments

Fig. 4: An example of model pruning sequence.
model of a system consists of components C1 , . . . , C7
and nodes N1 , . . . , N10 . The nodes N1 , N2 , N6 , N7 , N8
are not to be observed. In the initial step, the DEL is
filled with nodes N1 and N8 .
In the next step, N1 is removed from the list. The
port of the adjoining component C1 connected to the
free node N1 is considered as unobserved, the other two
ports are considered as observed. Suppose the result of
examining C1 is that the component is diagnosable in
this setting. C1 is kept in the model.
After this, the other “dead-end”, N8 , is removed from
the list. The port of the adjoining component C5 connected to the free node N8 is considered as unobserved,
the other port connected to the unknown node N6 is
considered as observed. Suppose the result of examining C5 is the component is not diagnosable. The component is therefore removed from the model and the
node N6 becomes a “dead-end” and is inserted into the
DEL.
Because N6 is the only node left in the DEL, the
component C4 is examined. Suppose C4 is not diagnosable when not observing its port connected to N6 .
This causes the component removal and N7 becoming
a “dead-end”.
Similarly the scenario repeats for the component C6
except that this time no node is added to the DEL

since node N9 is bound. As the DEL is empty, the
procedure stops. The result of model pruning is shown
at the bottom of Fig. 4. Three components – C4 , C5 , C6
– were evaluated as irrelevant for diagnosis under the
previously mentioned observation conditions.
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We will examine diagnosability of a digital circuit
under various observation conditions revealing different
aspects of the simplification procedure. To verify their
functionality, both the component diagnosability and
model pruning algorithms were implemented in Python
programming language.
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Fig. 5: A fragment of 4-bit binary adder with fast carry.
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The circuit in Fig. 5 is a fragment of 4-bit binary
adder with fast carry, namely the part belonging to the
first sum output-bit. There are inputs C0, A1, A2, an
output S1, five internal nodes N1 · · · N5, and six logic
gates denoted NEG1, NEG2, NOR1, NAND1, AND1,
and XOR1.
We are going to analyse three distinct cases, in each
observing different set of nodes. The first two cases
will demonstrate the model simplification process with
results as they are expected, whereas the last case will
reveal a deficiency in the model pruning algorithm that
is to be eliminated yet.
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gates denoted NEG1, NEG2, NOR1, NAND1, AND1,
and XOR1.
We are going to analyse three distinct cases, in each
observing different set of nodes. The first two cases
will demonstrate the model simplification process with
results as they are expected, whereas the last case will
reveal a deficiency in the model pruning algorithm that
is to be eliminated yet.

Case 1
Let us suppose we are in a situation where we observe
the inputs A1, A2, the output S1, and the internal
nodes N2, N4. The state of the input C0 and of all the
other internal nodes is not known.
Initially, we set the state of nodes A1, A2, S1, N4
to bound, and the state of the remaining nodes to unknown. The node C0, which is the only one “dead-end”
in the model, enters the DEL and change its state to
free. Subsequently, the adjoining component NEG1 is
tested for diagnosability with negative result. Therefore, NEG1 is removed from the model together with
the node C0. The node N1 now becomes a free “deadend” and is put into DEL. The next step is similar
except that the node N4 does not appear in the DEL
because its state is bound. Thus the DEL is empty and
the procedure stops.
Two components were eliminated from the model
based on the given observation conditions. The simplified model is depicted in Fig. 6 (a).
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Fig. 6: Simplified models for different observation conditions (names of the observed nodes are printed in
bold).

one of the inputs (C0 ) caused the whole circuit to be
non-diagnosable.

one of the inputs (C0 ) caused the whole circuit to be
non-diagnosable.

Case 3

Case 3

The last case exposes a weak point of the current version of the pruning algorithm. Consider a case, where
only the input C0 and the output S1 are observed, all
other variables are hidden.
Intuitively, we would anticipate an attempt to remove the components incident to the unobserved inputs A1 and B1. In fact, nothing is done since the
algorithm does not consider the inputs as “dead-ends”.
The other two “dead-end” candidates, C0 and S1, are
bound and so the DEL stays empty.
The result is depicted in Fig. 6 (c). Nothing has
been removed even though, in this particular case, the
gates NAND1 and NOR1 could have been removed.
To correct this, one would need to consider internal
unbound nodes to search for removal candidates as well.
This is an issue that needs to be explored yet.

The last case exposes a weak point of the current version of the pruning algorithm. Consider a case, where
only the input C0 and the output S1 are observed, all
other variables are hidden.
Intuitively, we would anticipate an attempt to remove the components incident to the unobserved inputs A1 and B1. In fact, nothing is done since the
algorithm does not consider the inputs as “dead-ends”.
The other two “dead-end” candidates, C0 and S1, are
bound and so the DEL stays empty.
The result is depicted in Fig. 6 (c). Nothing has
been removed even though, in this particular case, the
gates NAND1 and NOR1 could have been removed.
To correct this, one would need to consider internal
unbound nodes to search for removal candidates as well.
This is an issue that needs to be explored yet.
V. Conclusion

The concept of component diagnosability was used
to construct a pruning procedure which simplifies diagnostic model of a system for some given observation
conditions. This is achieved by systematical removing
of segments of the model which are not diagnosable.
An experiment demonstrated functionality of the procedure as well as it revealed its weak point – inability to
cut out the model from its inner nodes – which leaves
an open question for the future work.
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an open question for the future work.

IVAN HAVEL was born in Prague, Czech Republic
and went to the Czech Technical University in Prague,
where he studied technical cybernetics and obtained
his master’s degree (Ing.) in 2003. In the meantime,
he also studied for one year at the Union College in
New York, USA, where he earned Master of Science in
Electrical Engineering in 2002. Currently, he is working
at the Rockwell Automation Research Center in Prague
and he is pursuing a PhD degree at the Department of
Cybernetics of the Czech Technical University. His email address is: havel@labe.felk.cvut.cz.

Consider a situation similar to the one from case 1
except that we do not observe the internal nodes N2
and N4. Therefore, we initially set the state of nodes
A1, A2, S1 to bound, and the state of the remaining
nodes to unknown.
The algorithm first removes both negators NEG1
and NEG2, just as in the previous case. Since N4 is not
bound this time, it gets to the DEL, its state is changed
from unknown to free, and the XOR1 is subsequently
examined for diagnosability. Because the XOR gate is
not diagnosable even if not observing only one of its
inputs, it is taken away from the model as well. Along
with this change, the nodes N4 and S1 disappear, and
the node N5 is put into the DEL with its state set to
free. At this moment, the adjoining component AND1
happens to be non-diagnosable, because its output is
connected to free N5. AND1 is removed and the nodes
N2 and N3 become the new free nodes in DEL. Since
the outputs of the two remaining gates NAND1 and
NOR1 are now connected to free nodes, both of them
are in turns removed too.
As you can see from Fig. 6 (b), the simplified model
is empty. Interestingly, the impossibility to observe just
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Università degli Studi di Milano
Dipartimento di Informatica e Comunicazione
Via Comelico 39, 20131, Milano (Italy)
capra@dico.unimi.it

Lorenzo Capra
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task during state-space generation, as well as in model
checking. The approach proposed in [5] relies upon
moving the task complexity from run-time to structural
analysis: it essentially consists in rewriting SWN arc
functions according to algebraic rules, with the purpose of finding a formal expression for local enabling
functions.
This paper illustrates in a semi-formal way how the
symmetry-based techniques typical of SWN can be
profitably merged to the SWN symbolic enabling test,
giving rise to a fully symbolic simulation kernel for
SWN. An application example of the SWN symbolic
enabling test approach to a SWN workflow model is
also presented. The example points out the benefits
coming from the integration of the symbolic enabling
test approach to the SWN symbolic firing rule, on the
perspective of providing an efficient, algebraic, discreteevent simulation engine for SWN.
The discussion is organized as follows. Section II recalls in pragmatic way the SWN formalism and introduces the enabling test computation problem in SWN,
providing the state-of-the-art with regard to several
techniques which may be utilized to approach it. Section III overviews the theoretical framework that the
symbolic approach here proposed is based upon. Section IV describes the algorithm recently proposed with
the aim to solve in efficient and general way the enabling test task in SWN. Section V illustrates how this
approach can be naturally merged to the symbolic firing
mechanism of SWN that exploits symmetries. Section
VI shows an application to a SWN workflow model,
pointing out the possible combination of the symbolic
enabling test with the symbolic marking notion, that
SWN algorithms for effective state-space exploration
rely upon. An outline of the presented work and a discussion about possible evolutions conclude the paper.

Abstract— (Stochastic) Colored Petri Nets are a formalism widely used to specify and analyze distributed
discrete-event systems. Determining the set of transition color instances enabled in a given marking is a basic
task affecting analysis techniques based on state-space
exploration, model-checking, and especially discreteevent simulation (the latter is an interesting alternative
when analytical solutions are unfeasible due to statespace explosion). An algebraic approach to enabling
test has been recently proposed as kernel for efficient
state-space exploration of SWN, a Stochastic CPN flavor retaining expressive power. The approach is symbolic because it directly manipulates arc functions by
means of rewriting rules. What makes interesting the
SWN formalism is the ability of exploiting behavioral
system’s symmetries, thanks to structured color annotations. This paper illustrates in a semi-formal way how
the symmetry-based technique typical of SWN can be
profitably combined with the SWN symbolic enabling
test, giving rise to a fully symbolic simulation kernel. An
application example to a workflow model is presented.
Keywords— Colored Petri Nets, Enabling Test, Symbolic Techniques

I. Introduction
Colored Petri Nets (CPN) [1] are a high-level Petri
Net formalism widely used to specify and analyze several kinds of discrete-event systems, e.g. network protocols, workflow models, flexible manufacturing systems,
distributed algorithms, etc. In particular stochastic
CPN extensions are attractive due to the possibility
they offer of studying the performances of systems, either solving the associated stochastic process or via
discrete-event simulation.
Stochastic Well-formed Nets (SWN) [2] are a CPN
subclass retaining expressive power, that may be conveniently used to model discrete-event systems exhibiting behavioral symmetries, that can be naturally encoded on the SWN structured syntax. In addition to
the effective state-space based analysis techniques exploiting symmetries, typical of SWN [3], an algebraic
calculus have been recently proposed [4] which allows
some common tasks of SWN’s analysis algorithms to
be developed in an efficient way taking advantage of
structural considerations. In [5] in particular the SWN
calculus has been used to define an algorithm for finding enabled instances of a colored transition in a given
marking without any unfolding. The enabling test has
been recognized to be a critical task in reducing the
complexity of performance-oriented analysis by means
of discrete-event simulation [6], but is also a relevant

II. The SWN Formalism
Colored PN ([1]) are a major extension of PN belonging to the High-Level PN category ([7]). Several
classes of CPN have been developed worldwide. This
work focuses on Stochastic Well-formed Nets (SWN)
[2], a CPN flavor retaining expressive power, characterized by a structured syntax used for effective performance analysis [3]. This paper just introduces SWN
informally using a practical example: Fig. 1 shows the
workflow of the document reviewing process that is op-
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Fig. 1. SWN Workflow of Reviewing Process.

one is a class-2 function.
A guard may be associated to transition t to restrict
its set of admissible color instances. A guard [guard]
is a function C(t) → C(t) useful to filter out from the
domain of a transition t instances which do not satisfy
a given Boolean predicate. In the example, transition
get review is guarded by [d(X3 ) <> timeout]. The
Boolean predicate is built upon a limited set of basic predicates: Xi = Xj , d(Xi ) = d(Xj ), Xi 6= Xj ,
d(Xi ) 6= d(Xj ), d(Xi ) denoting the co-domain of Xi .
Finally, W − (t, p),W + and H are integer linear combinations of function tuples possibly left-composed to a
guard (e.g., hX1 , X2 i ◦ [X1 <> X2 ]).
Now, let us introduce the semantics of the elementary symbols: Xk projects the arguments on its k-th
components, possibly a successor operator !d is applied
to Xk when Ci (Ci = d(Xk )) elements are circularly
ordered; S is a constant mapping each element of its
domain to the (multi)set Ci , assumed it is a class-i
function; Si,j is a constant mapping to the (multi)set
Ci,j , assumed it is a class-i function and Ci is partitioned in sub-classes; S − Xk is the complement of
the k-th component of the argument. Function tuple applications result in Cartesian products. Referring to the example, the application of hX1 , X2 i to
the color instance (dk , rj ) of invite reviewer results in
hX1 , X2 i(dk , rj ) = X1 (dk , rj ) × X2 (dk , rj ) = (dk , rj ).
A priority level is associated to each transition: level
0 is reserved for timed transitions (graphically represented as white boxes), while all other levels are for
immediate transitions (graphically represented as black
bars), which fire in zero time. An exponential firing rate
is associated to each timed transition, while a weight is
associated to each immediate transition to probabilistically solve conflicts between immediate transitions with
equal priority.
A reachability-graph is built starting from m0 and
the enabled transition set. In stochastic PN extensions such graph is associated to a Markovian stochastic process for performance analysis purposes. When
no analytical methods are feasible then discrete-event

erated by a given organization. The model will be explained in Section VI.
Formally a SWN is a tuple
(P, T, {C1 , ..., Cn }, C, W − , W + , H, m0 )
P is the finite set of the places of the net, T is the
finite set of the transitions of the net. With respect
to ordinary PN, places may contain tokens of different
identity, these are called colors. A marking maps each
place to a multiset of colors (denoted by a formal sum)
belonging to the place color domain. m0 defines the
initial marking of the net. In the example place P1
initially contains all the
Pcolors representing the documents to be reviewed ( dk ∈DOC 1.dk ). Color domains
are defined as Cartesian products of basic classes of colors, C1 : DOC, C2 : REV IEW ER and C3 : ST AT U S
in the example (look e.g. at places P2 , P4 ). Basic
color classesSCi may be partitioned into sub-classes denoted Ci = j Ci,j (e.g. class ST AT U S is partitioned
into singletons representing the status of a single revision). Transitions are colored too, and their color
domains are implicitly derived from functions labeling
surrounding arcs. A colored transition actually folds together many elementary ones: in CPN one talks about
instances of a colored transition to denote its own single colored entities. Transition invite reviewer in the
example represents many elementary instances (tuples)
(dk , rj ). Function C assigns to each s ∈ P ∪ T a color
domain.
W − ,W + and H (called input, output and inhibitor
arc functions, respectively) are mappings assigning to
each pair (t, p) a function F : C(t) → Bag(C(p)), in
turn F assigns to each instance of t a multiset on the
color domain of place p. SWN impose constraints on
the arc function syntax. A color class-i function, hereafter simply class-function, is a mapping C(t) → Ci
and may be an integer linear combination of elementary functions denoted by: Xk , S, SCi,j , S − Xk . A
function tuple is a tuple of class functions: hX1 , X2 i
surrounding invite reviewer is a function tuple where
the first component is a class-1 function and the second
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simulation can be carried out. The structured syntax of SWN arc functions allows system symmetries
(implicitly encoded into SWN models) to be exploited
for the building of a compact Symbolic Reachability
Graph (SRG) and a corresponding stochastic process (a
lumped CTMC), or to perform symbolic discrete-event
simulation runs [3].

language and a core of functional operators which are
applicable to language’s expressions. The language syntax is a simple extension of SWN arc function syntax.The operators are the ones required by most algorithms based on structural check of Colored PN. In
particular the transpose t , the intersection ∩ and the
difference are needed to compute EN (m). Each toplevel operator has a low-level version acting on elementary function symbols: Xk , S, S − Xk , SCi,j and !h Xk .
The formal description of the language may be found
in [4], here it is just overviewed. The language L is a
set of expressions Ei closed with regard to the core
O of (functional) operators. An expression E ∈ L is
a formal sum of terms [fi ] ◦ Ti ◦ [gi ] where [gi ] and
[fi ] are SWN’s guards and Ti is a SWN’s function tuple with some more extension (the composition symbol ◦ is usually omitted). In order to satisfy the closure requirement under set O, another extension has
been necessary: class-functions may be linear combinations of intersections of elementary functions, so
[X1 6= X2 ]hX1 ∩!2 X2 + 3 · (S − X2 ), X1 i belongs to
L. The extensions above make the SWN syntax richer
from a descriptive point of view.
The subset composed by Ei ∈ L such that class
functions are intersections of elementary symbols, is regarded as the kernel set and is denoted as K. Equivalence between K and L is stated by:
0
Prop.
P 1: 0 For each E ∈ L there exists {Ek } ⊂ K such
that k Ek ≡ E

A. Enabling Test in SWN
The determination of the enabled instances of a transition in a given marking is a common task for many
analysis techniques which need to explore the stategraph of a CPN model. Focusing on SWN, this task
might be efficiently achieved exploiting the structured
syntax of the paradigm. The problem may be stated
in terms of looking for a function EN (m, t) which for
a given marking and transition gives the enabled instances.
The enabling test might be trivially done passing
through the unfolding of a SWN model. This solution
however is highly inefficient. The enabling expression
for SWN is: W − (t, p)(c) ≤ m(p) < H(t, p)(c), ∀p, in
which comparison operators are extended to multisets.
EN (m, t) is obtained by evaluating this expression for
each color c of t. This kind of method however does
not exploit the symmetries encoded in SWN arc functions. In literature several works have been presented
trying to exploit such feature in order to enhance the
computation of EN (m).
The optimization proposed in [6] was integrated in
the GreatSPN tool to improve the efficiency of the SWN
discrete-event simulation engine. This optimization implements some heuristics that may be applied when
SWN arc functions match enough simple patterns and
reveals effective on a restricted set of practical cases.
For instance function tuples cannot include the complement function, and guards are only partially treated.
The approach proposed in [8] is more related to the
contents of this paper and presents some similarities.
It provides a basic calculus for SWN enabling test,
however is only partially symbolic, does not explicitly
deal with guards, and considers only a subset of classfunctions.
An enhancement of [8] has been recently presented
[5]. Exploiting a calculus recently presented in [4] the
technique is generalized to comprise all SWN features
and this is done symbolically, i.e. without unfolding
SWN nodes. The hypothesis is that W − ,W + and H
may be manipulated by means of operators working
on function tuples in order to obtain a formal expression for a given colored transition t which, applied to
a marking m, returns its enabled colored instances. In
this paper we show an application of the technique to
symbolic discrete-event simulation of SWN workflow
models.

[4] introduces the rewriting rules translating E to
E 0 . Without losing generality, we shall assume that
W − (p, t) and H(p, t) belong to K.
A. Language Operators
0

t

Let F, F : A → Bag(B). Transpose (·) The operator
applied to F results in F t : B → Bag(A) such that
F t (b)(a) = F (a)(b) ∀a ∈ A, ∀b ∈ B (m(c) denotes the
multiplicity of element c on multi-set m). Focusing
on W − (t, p), given a p’s color instance c, W − (t, p)t (c)
maps to the t’s instances which need c on place p in
order for being enabled, along with its quantity. For
example a function W − (t, p)t = hS − X1 , 2X1 i: C1 →
Bag(C1 × C1 ), when evaluated in c1 ∈ C1 maps to
multiset hC1 − c1 , 2.c1 i = 2.hC1 − c1 , c1 i. It means that
t instances in hC1 −c1 , c1 i require two tokens c1 on place
p to be enabled.
Intersection and Difference (∩, ) (F ∩ F 0 )(a) =
F (a) ∩ F 0 (a) (recall that is m, m0 belong to Bag(C),
then ∀c ∈ C,(m ∩ m0 )(c) = min(m(c), m0 (c))). Functions F , F 0 are said disjoint if F ∩ F 0 is equal to the
null (multi)set constant ∅. Analogously, (F F 0 )(a) =
F (a) F 0 (a). When restricting to functions mapping
on sets the operator corresponds to the set-difference
(it will be exclusively used in this context).
Linear extension (F ∗ ) F ∗ : Bag(C) → Bag(D) is
defined as F ∗ (c + c0 ) = F (c) + F (c0 ). Abusing notation,
we shall use symbol F to denote a function as well as
its linear extension.
The symbolic framework algorithms operate rewritings on expressions in K that rely upon the language’s

t

III. Overviewing the SWN Calculus
[4] introduces an algebraic framework allowing efficient implementation of several SWN analysis algorithms. The framework is characterized by a high-level
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hX1 it + 2.hX2 it −→ hX1 , Si + 2.hS, X1 i
3.hX1 it −→ 3.hX1 , Si

algebraic properties [4]. Hereafter symbol −→ will denote a rewriting application.
P
Prop. 2: LetPE ∈ K, E = j λj · fj , λj ∈ N. Then:
E ≡ E 0 , E 0 = k γk · gk where ∀k1 , k2 : gk1 ∩ gk2 = ∅
In other words any formal sum belonging to K (and
consequently L), can be rewritten into an equivalent
formal sum of pairwise-disjoint terms belonging itself
to K. As an example, tuple h2S + X1 , X2 i may be
rewritten as 2hS − X1 , X2 i + 3hX1 , X2 i.

Applying the disjoining steps [5] to W − (t, p1 )t and using the rewriting rules for operator ∩, results in the
following expression for W − (t, p1 )t :
hX1 , Si + 2.hS, X1 i −→


3. hX1 , Si ∩ hS, X1 i + 1. hX1 , Si ∩ hS, S − X1 i +

2. hS, X1 i ∩ hS − X1 , Si −→
3.hX1 , X1 i + 1.hX1 , S − X1 i + 2.hS − X1 , X1 i

IV. Efficiently Computing Enabled Instances

As concerns H(p1 , t)t , it is rewritten to:
3.hX1 , Si → 3.hX1 , X1 i + 3.hX1 , S − X1 i

The computation of the color instances of transition t that are enabled in marking m (EN (m, t)) is
accomplished in modular way considering locally enabled sets. Given t and place p, a function EN(t,p) :
Bag(C(p)) → P(C(t)) is defined that, when applied to
a given marking of place p, results in the exact set of
color instances of t that are locally enabled in m(p),
thereby denoted EN(t,p) (m(p)). Function EN(t,p) is
formally expressed in terms of language K. The set
of color instances of transition t that are enabled in
m is obtained
T by intersecting locally enabled sets:
EN (m, t) = p EN(t,p) (m(p)).
The technique will be illustrated by means of an example (Figure 2) in which the local enabling of a SWN
transition depends on evaluating both an input and a
inhibitor arc-function. Despite its simplicity the example is enough complete.
It is necessary to consider colored tokens occurring on
m(p) and evaluate which instances of transition t they
enable. Such information are contained in the transpose of functions W − (t, p) and H(t, p). It is possible
to build an enabling table, which enumerates for each
c0i ∈ C(t), and for each c ∈ C(p), an interval of positive
integer values representing the number of occurrences
of color c in p that ensure the local enabling of c0i . The
first step consists in finding compact representations for
local enabling tables using transposition and difference
operators on language K.

At the end W − (t, p1 )t and H(t, p1 )t take the expected
forms, respectively:
3.hX1 , X1 i + 1.hX1 , S −X1 i + 2.hS −X1 , X1 i
3.hX1 , X1 i + 3.hX1 , S −X1 i
These expressions may be folded into a single one
EN(t,p1 ) : Bag(C) → P(C × C), which defines the form
of locally and potentially enabled instances of t in a
generic marking:
b3, 2c hX1 , X1 i⊕b1, 2c hX1 , S−X1 i⊕b2, ∞c hS−X1 , X1 i
(1)
(locally means that we are only referring to place p1 ).
Each term Tk (∈ K) of EN(t,p1 ) is associated to an interval [αk , βk ], αk ∈ N, βk ∈ N ∪ {∞}, defining enabling
bounds for t on p1 . EN(t,p1 ) provides a pattern: the
first term says no instances hc1 , c1 i of t will be ever enabled. The second and third terms instead say that for
an instance hc1 , c2 i, c2 6= c1 , to be (locally) enabled, it
is necessary and sufficient that color c1 occurs at least
once, but no more than twice, in p1 , while c2 must occur at least twice. Symbols ⊕ and b, c are used to avoid
any confusion with the (multi-)set sum, and guards.
The computation of EN(t,p) is required for each place
p and transition t connected via an input/inhibitor arc.
Even if potentially expensive, it has to be performed
only once, then may be saved as structural information
associated to a given SWN model.
Def. 1: Let EN(t,p) : Bag(C (p)) → P(C (t)) be the
formal sum 1. Then EN(t,p) (m(p)) = EN+ / EN− ,
where
S
EN+ = c∈C(p),k:1...n,αk ≤m(p)(c)≤βk Tk (c)
S
EN− = c∈C(p),k:1...n,αk >m(p)(c)∨βk <m(p)(c) Tk (c)

.0.a The Tabular Symbolic Form.
The symbolic
framework provides efficient algorithms to compute
the transposes of W − (t, p) and H(t, p). The whole
approach is based on rewriting both W − (t, p)t and
H(t, p)t in (also reciprocally) disjoint sums of terms
(property 2). Let us consider the example on Fig. 2:
W − (t, p1 )t and H(t, p1 )t are functions C1 → C1 × C1 ,
operating the framework’s transpose algorithm we obtain:

Under the hypothesis (that we can always reconduce to
via function rewriting) that W − (p, t) and H(p, t) cannot be simultaneously annulled by any argument, the
locally enabled set EN(t,p) (m(p)) is formally expressed
by ([gt ] is the transition guard): [gt ]EN(t,p) (m(p)).
Intuitively speaking, if a color instance c0 of t matches
one term Tk on the formal sum, and the multiplicity of
a colored token c in p1 such that c0 ∈ Tk (c) ranges over
[αk , βk ], then c0 is potentially enabled. If instead the
multiplicity of c in p1 is out of the interval, then c0
cannot be enabled.
Assuming C = {a, b, c, d, e}, let us consider the marking m(p1 ) : 3a + 2b + 1c. According to Definition 1
EN(t,p1 ) (m(p1 )) is:

<X1>+2<X2>
p2

p1
2<X1>
C1

t

C1

3<X1>

Fig. 2. A Simple SWN Model.
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(hb, S − bi + hS − a, ai +PhS − b, bi + hc, S − ci) −
(ha, S − ai + hS − c, ci + ∀x∈m(p
(hx, S − xi + hS −
/
1)
x, xi)) = {hb, ai, hc, ai, hc, bi}

symmetries to build an aggregated state space (called
Symbolic Reachability Graph, or SRG [3]) and its corresponding stochastic process (a lumped CTMC), or to
perform symbolic discrete-event simulation runs. These
methods rely upon the notion of Symbolic Marking
(SM) (and symbolic firing rule).
A SM provides a syntactical equivalence relation on
ordinary markings: two markings belong to the same
SM iff they can be obtained from one another by means
of a permutation on unordered color classes that preserves static subclasses, and a rotation on ordered color
classes.

A. Efficient Calculation of EN(t,p)
Definition 1 apparently forces one to consider all colors in the domain of p for computing the local enabled
set of transition t at a given marking. The computation
of EN(t,p) (m(p)) may be actually accomplished referring only at colors in m(p) (the − operator applied to
a multi-set results in its support-set).
The optimization proposed in [5] relies upon splitting
symbolic computation in two steps, to better exploit
information on the shape of the input arc function.
For simplicity we are making the hypothesis that
W − (t, p), when evaluating different from φ, returns a
constant number of tokens: ∀c ∈ C(t), W − (t, p)(c) 6=
φ : |W − (t, p)(c)| = n, n ∈ N. This assumption is
not restrictive, as we can always fall into the hypothesis above (once again) via SWN arc function rewriting
[5]. Then, to compute the local enabled instances of t
in m(p) let us write a sum so defined: for each color
c0 ∈ m(p) the expression EN0 (c0 ) is derived, that results
from applying function (1) as it were a formal sum mapping on multisets, taking as coefficients lower-bounds
αk , and treating ⊕ as multiset sum; terms whose
bounds are not satisfied by the multiplicity
of c0 in m(p)
P
are deleted. The multiset EN = c0 ∈m(p) EN0 (c0 ) provides an expression for t’s instances potentially enabled
in m due to the marking of p: the instances of t requiring n tokens from p are the multiset elements having
multiplicity n. They can be computed by intersecting
such terms in EN whose multiplicity sum is n. In the
running example EN is:

b
.0.b Symbolic Marking.
The definition of a SM m
comprises two parts: one specifying the so called dynamic subclasses and another representing the distribution of colored symbolic tokens over the places.
Dynamic subclasses define a parametric partition of
ci denotes
color classes preserving static subclasses: C
b
the set of dynamic subclass of Ci (in m).
Let si be
the number of static subclasses of color class Ci (if Ci
is not split then si = 1). The j-th dynamic subclass
ci refers to a static subclass, denoted d(Z i ), 1 ≤
Zji ∈ C
j
i
d(Zj ) ≤ si , and has an associated cardinality |Zji | (i.e.,
it represents a parametric set of colors). It must hold,
∀k : 1 . . . si
P
i
j:d(Z i )=k |Zj | = |Cik |.
j

If Ci is an ordered class (we assume in that case si = 1),
then its dynamic subclasses must be ordered accordci → C
ci
ingly, formally there is a homomorphism h : C
ci |
|C
such that h
= h. Intuitively, contiguous dynamic
subclasses represent contiguous (sets of) colors. If all
dynamic subclass of an ordered class are of cardinality
one then we prefer to use the notation ! instead of h.
b is a mapping P →
The formal representation of m
d
d
Bag(C(p)), C(p) being the symbolic color domain of p
ci .
obtained replacing each Ci in C(p) by C
Among several possible (equivalent) definitions for a
SM, two are of particular relevance. The canonical representation [2], that minimizes the number of dynamic
subclasses and provides a unique formal representation. On the opposite there is the split representation
b where all dynamic subclasses are of cardinality
of m,
b its split representation
one. Given a SM m
is obtained
P
i
replacing each Zji , |Zji | > 1, by
k:1...|Zji | Zj,k (double subscripts denote dynamic subclasses deriving from
splitting). Cardinality, static subclasses, and (possibly)
ordering must be preserved by splitting operation.
Let us consider, once again, the net on Fig. 2: an
example of SM is (place p2 is assumed empty, superscripts are omitted as there is only one color class,
∀j, d(Zj ) = 1):

EN0 (b)

z
}|
{
2 · hS − a, ai + (hb, S − bi + 2 · hS − b, bi) + hc, S − ci
{z
}
| {z }
|
EN0 (a)

EN0 (c)

This expression highlights the contributions due to the
different colors {a,b,c} occurring on place p1 . Because
|hX1 + 2.X2 i| = 3 the local enabled color instances of t
are obtained intersecting:
(1) hS − a, ai ∩ hb, S − bi → hb, ai;
(2) hS − a, ai ∩ hc, S − ci → hc, ai;
(3) hS − b, bi ∩ hc, S − ci → hc, bi.
Step 2 consists of taking into account residual terms
in (1) such that αk = 0. The exact set of enabled color
instances is obtained subtracting from color instances
computed during step 1 the set:
[
Tk (c)
c∈m(p),k: αk =0∧m(p)(c)>βk

V. Extension to Symbolic Markings

b
m(p1)
: 3hZ1 i + 2hZ2 i + 1hZ3 i
b
C = {Zj }j:1...4 , |Z1 | = 2, |Z2 | = |Z3 | = |Z4 | = 1

The peculiar and most interesting feature of the
SWN formalism is the ability of capturing system’s behavioral symmetries thanks to the structured syntax
of color annotations (Section II). In some sense such
symmetries are encoded into the SWN color syntax.
Efficient algorithms can be applied that exploit such

b is
An example of ordinary marking belonging to m
m0 (p1 ) : 3hai + 3hbi + h2ci + 1hdi.
b is:
The split representation of m
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(hb, S − bi + hS − a, ai +PhS − b, bi + hc, S − ci) −
(ha, S − ai + hS − c, ci + ∀x∈m(p
(hx, S − xi + hS −
/
1)
x, xi)) = {hb, ai, hc, ai, hc, bi}

symmetries to build an aggregated state space (called
Symbolic Reachability Graph, or SRG [3]) and its corresponding stochastic process (a lumped CTMC), or to
perform symbolic discrete-event simulation runs. These
methods rely upon the notion of Symbolic Marking
(SM) (and symbolic firing rule).
A SM provides a syntactical equivalence relation on
ordinary markings: two markings belong to the same
SM iff they can be obtained from one another by means
of a permutation on unordered color classes that preserves static subclasses, and a rotation on ordered color
classes.
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Definition 1 apparently forces one to consider all colors in the domain of p for computing the local enabled
set of transition t at a given marking. The computation
of EN(t,p) (m(p)) may be actually accomplished referring only at colors in m(p) (the − operator applied to
a multi-set results in its support-set).
The optimization proposed in [5] relies upon splitting
symbolic computation in two steps, to better exploit
information on the shape of the input arc function.
For simplicity we are making the hypothesis that
W − (t, p), when evaluating different from φ, returns a
constant number of tokens: ∀c ∈ C(t), W − (t, p)(c) 6=
φ : |W − (t, p)(c)| = n, n ∈ N. This assumption is
not restrictive, as we can always fall into the hypothesis above (once again) via SWN arc function rewriting
[5]. Then, to compute the local enabled instances of t
in m(p) let us write a sum so defined: for each color
c0 ∈ m(p) the expression EN0 (c0 ) is derived, that results
from applying function (1) as it were a formal sum mapping on multisets, taking as coefficients lower-bounds
αk , and treating ⊕ as multiset sum; terms whose
bounds are not satisfied by the multiplicity
of c0 in m(p)
P
are deleted. The multiset EN = c0 ∈m(p) EN0 (c0 ) provides an expression for t’s instances potentially enabled
in m due to the marking of p: the instances of t requiring n tokens from p are the multiset elements having
multiplicity n. They can be computed by intersecting
such terms in EN whose multiplicity sum is n. In the
running example EN is:

b
.0.b Symbolic Marking.
The definition of a SM m
comprises two parts: one specifying the so called dynamic subclasses and another representing the distribution of colored symbolic tokens over the places.
Dynamic subclasses define a parametric partition of
ci denotes
color classes preserving static subclasses: C
b
the set of dynamic subclass of Ci (in m).
Let si be
the number of static subclasses of color class Ci (if Ci
is not split then si = 1). The j-th dynamic subclass
ci refers to a static subclass, denoted d(Z i ), 1 ≤
Zji ∈ C
j
i
d(Zj ) ≤ si , and has an associated cardinality |Zji | (i.e.,
it represents a parametric set of colors). It must hold,
∀k : 1 . . . si
P
i
j:d(Z i )=k |Zj | = |Cik |.
j

If Ci is an ordered class (we assume in that case si = 1),
then its dynamic subclasses must be ordered accordci → C
ci
ingly, formally there is a homomorphism h : C
ci |
|C
such that h
= h. Intuitively, contiguous dynamic
subclasses represent contiguous (sets of) colors. If all
dynamic subclass of an ordered class are of cardinality
one then we prefer to use the notation ! instead of h.
b is a mapping P →
The formal representation of m
d
d
Bag(C(p)), C(p) being the symbolic color domain of p
ci .
obtained replacing each Ci in C(p) by C
Among several possible (equivalent) definitions for a
SM, two are of particular relevance. The canonical representation [2], that minimizes the number of dynamic
subclasses and provides a unique formal representation. On the opposite there is the split representation
b where all dynamic subclasses are of cardinality
of m,
b its split representation
one. Given a SM m
is obtained
P
i
replacing each Zji , |Zji | > 1, by
k:1...|Zji | Zj,k (double subscripts denote dynamic subclasses deriving from
splitting). Cardinality, static subclasses, and (possibly)
ordering must be preserved by splitting operation.
Let us consider, once again, the net on Fig. 2: an
example of SM is (place p2 is assumed empty, superscripts are omitted as there is only one color class,
∀j, d(Zj ) = 1):

EN0 (b)

z
}|
{
2 · hS − a, ai + (hb, S − bi + 2 · hS − b, bi) + hc, S − ci
{z
}
| {z }
|
EN0 (a)

EN0 (c)

This expression highlights the contributions due to the
different colors {a,b,c} occurring on place p1 . Because
|hX1 + 2.X2 i| = 3 the local enabled color instances of t
are obtained intersecting:
(1) hS − a, ai ∩ hb, S − bi → hb, ai;
(2) hS − a, ai ∩ hc, S − ci → hc, ai;
(3) hS − b, bi ∩ hc, S − ci → hc, bi.
Step 2 consists of taking into account residual terms
in (1) such that αk = 0. The exact set of enabled color
instances is obtained subtracting from color instances
computed during step 1 the set:
[
Tk (c)
c∈m(p),k: αk =0∧m(p)(c)>βk

V. Extension to Symbolic Markings

b
m(p1)
: 3hZ1 i + 2hZ2 i + 1hZ3 i
b
C = {Zj }j:1...4 , |Z1 | = 2, |Z2 | = |Z3 | = |Z4 | = 1

The peculiar and most interesting feature of the
SWN formalism is the ability of capturing system’s behavioral symmetries thanks to the structured syntax
of color annotations (Section II). In some sense such
symmetries are encoded into the SWN color syntax.
Efficient algorithms can be applied that exploit such

b is
An example of ordinary marking belonging to m
m0 (p1 ) : 3hai + 3hbi + h2ci + 1hdi.
b is:
The split representation of m
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b
split(m)(p1)
: 3hZ1,1 i + 3hZ1,2 i + 2hZ2 i + 1hZ3 i
|Z1,1 | = |Z1,2 | = |Z2 | = |Z3 | = |Z4 | = 1

c1 × C
c1 ,
The expression above denotes a multiset on C
the symbolic color domain of transition t. Terms are on
the form of tuples, each representing a set of symbolic
color instances. Terms referring to the same color (of
c1 of place p) are pairwisethe symbolic color domain C
disjoint by construction. Locally enabled symbolic
color instances of t correspond to multiset elements of
multiplicity 3, that are obtained by intersecting (non
disjoint) terms whose coefficient sum is 3.
hS − Z1,1 , Z1,1 i ∩ hZ2 , S − Z2 i,
hS − Z1,2 , Z1,2 i ∩ hZ2 , S − Z2 i,
hS − Z1,1 , Z1,1 i ∩ hZ3 , Si,
hS − Z1,2 , Z1,2 i ∩ hZ3 , Si,
hS − Z2 , Z2 i ∩ hZ3 , Si
Using the intersection rules we obtain (no expansion is
required in this case):

The SM notion is accompanied by that of symbolic
color instance of a transition t. Let C(t) be the color
b be a split symbolic marking. The
domain of t and m
b is obtained
symbolic color domain of t respective to m
d
c
replacing each Ci in C(t) by Ci and is denoted C(t).
b is a tuple b
A symbolic color instance of t on m
c ∈
d If we consider symbolic color domains (related to
C(t).
a split SM) functions labeling an arc connecting p and t
d → Bag(C(p))
d and are defined as in the
have arity C(t)
ordinary case (see also Section II). For instance the
application of function hX1 , S−!X2 i[X1 6= X2 ] to the
tuples hZ2 , Z1 i and hZ2 , Z2 i result in hZ2 , S−Z2 i and ∅,
respectively (assuming !Z1 = Z2 ). The symbol S−Z2 is
a compact notation for ”sum of all dynamic
P subclasses
but Z2 ”, thereby hZ2 , S − Z2 i stands for j6=2 hZ2 , Zj i.
Examples of symbolic color instances of t respective
to the split SM above are hZ1 , Z1 i, hZ2 , Z1 i, hZ2 , Z3,1 i.
Note that some symbolic instances may be equivalent
(i.e., they lead to the same SM), e.g. hZ2 , Z3,1 i ≡
hZ2 , Z3,2 i.
The notion of enabling of a color instance on a given
marking (Section II) is thus straightforwardly extended
to SM and symbolic transition instances. Considering
the example above we can simply check that hZ2 , Z3,1 i
is enabled. Testing the enabling of symbolic instances
is an expensive operation for two main reasons: it
forces the splitting of the source SM and does not take
into account possible equivalences between symbolic instances.

{hZ2 , Z1,1 i, hZ2 , Z1,2 i, hZ3 , Z1,1 i , hZ3 , Z1,2 i , hZ3 , Z2 i
|
{z
} |
{z
}
≡

≡

The 1st and 2nd, and the 3rd and 4th instances are
syntactically recognizable as equivalent to one another,
so only one instance of each pair has to be processed
for firing.
The split SM representation allows the evaluation of
local enabling functions (expressed in terms of language
K) on symbolic color domains to be accomplished as in
the ordinary case. In the example above splitting dynamic subclass Z1 has been required to correctly evaluates function-tuples on which projection symbol X1
is repeated. The other possible splitting causes are 2)
repetition of a dynamic subclass on a tuple argument of
a function-tuple, 3) occurrence of projection successor
symbol on a function-tuple.
Very often however only a partial (possibly null)
b assumed in canonical form, is necsplitting of a SM m,
essary. Avoiding splitting as long as possible makes
faster computation of enabled symbolic instances as
well as recognition of equivalent instances. How that
can be achieved is informally described through an application example.

.0.c Testing symbolic color instances. The basic formula (1), that the whole approach to symbolic enabling
test relies upon (section VI), can be used to efficiently
compute the set of enabled symbolic color instances of
a transition in a given SM. The only difference is that
it applies to (tuples of) dynamic subclasses instead of
(tuples of) basic colors. Two conditions have to be
meet in order for the optimization described in Section
IV-A to be efficiently applied: 1) only (symbolic) colors occurring on a given SM representation should be
considered, 2) the function-tuples composing the local
enabling function should be evaluated as if they were
mapping on multi-sets rather than on power-sets. That
may be done without any difficulty as long as we consider a split representation of SM. The calculus manipulates such compact symbols as S,S − Zji ,.. that should
be expanded at the end in order to obtain the enabled
symbolic color instances.
Let us consider once again the running example. Apb (as explying the local enabling function to split(m)
plained in Section IV-A) results in the multiset

VI. An Application Example
In this section we present an example of application
of the symbolic enabling test using as case-study the
workflow SWN model of document reviewing process
depicted in Figure 1. A number of documents are being reviewed by a team of reviewers at a given organization. The number of documents simultaneously reviewed and the size of the reviewer team are the model’s
parameters. After sending a copy of each document to
be reviewed to the team the revision process begins.
Each reviewer can simultaneously work on many different documents, and (for simplicity) that only two
judgments are possible, accept or not accept. It the
reviewing process by a single reviewer takes too much
time that particular revision should not be considered
for the final decision. The decision process about a
given document starts only once all the reviewers have
completed their single revision on that document in the
due time, or they have exceeded the timeout fixed for

2hS − Z1,1 , Z1,1 i + 2hS − Z1,2 , Z1,2 i +
|
{z
}
Z1

1hZ2 , S − Z2 i + 2hS − Z2 , Z2 i +
|
{z
}
Z2

1hZ3 , Si
| {z }
Z3
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b
split(m)(p1)
: 3hZ1,1 i + 3hZ1,2 i + 2hZ2 i + 1hZ3 i
|Z1,1 | = |Z1,2 | = |Z2 | = |Z3 | = |Z4 | = 1

c1 × C
c1 ,
The expression above denotes a multiset on C
the symbolic color domain of transition t. Terms are on
the form of tuples, each representing a set of symbolic
color instances. Terms referring to the same color (of
c1 of place p) are pairwisethe symbolic color domain C
disjoint by construction. Locally enabled symbolic
color instances of t correspond to multiset elements of
multiplicity 3, that are obtained by intersecting (non
disjoint) terms whose coefficient sum is 3.
hS − Z1,1 , Z1,1 i ∩ hZ2 , S − Z2 i,
hS − Z1,2 , Z1,2 i ∩ hZ2 , S − Z2 i,
hS − Z1,1 , Z1,1 i ∩ hZ3 , Si,
hS − Z1,2 , Z1,2 i ∩ hZ3 , Si,
hS − Z2 , Z2 i ∩ hZ3 , Si
Using the intersection rules we obtain (no expansion is
required in this case):

The SM notion is accompanied by that of symbolic
color instance of a transition t. Let C(t) be the color
b be a split symbolic marking. The
domain of t and m
b is obtained
symbolic color domain of t respective to m
d
c
replacing each Ci in C(t) by Ci and is denoted C(t).
b is a tuple b
A symbolic color instance of t on m
c ∈
d If we consider symbolic color domains (related to
C(t).
a split SM) functions labeling an arc connecting p and t
d → Bag(C(p))
d and are defined as in the
have arity C(t)
ordinary case (see also Section II). For instance the
application of function hX1 , S−!X2 i[X1 6= X2 ] to the
tuples hZ2 , Z1 i and hZ2 , Z2 i result in hZ2 , S−Z2 i and ∅,
respectively (assuming !Z1 = Z2 ). The symbol S−Z2 is
a compact notation for ”sum of all dynamic
P subclasses
but Z2 ”, thereby hZ2 , S − Z2 i stands for j6=2 hZ2 , Zj i.
Examples of symbolic color instances of t respective
to the split SM above are hZ1 , Z1 i, hZ2 , Z1 i, hZ2 , Z3,1 i.
Note that some symbolic instances may be equivalent
(i.e., they lead to the same SM), e.g. hZ2 , Z3,1 i ≡
hZ2 , Z3,2 i.
The notion of enabling of a color instance on a given
marking (Section II) is thus straightforwardly extended
to SM and symbolic transition instances. Considering
the example above we can simply check that hZ2 , Z3,1 i
is enabled. Testing the enabling of symbolic instances
is an expensive operation for two main reasons: it
forces the splitting of the source SM and does not take
into account possible equivalences between symbolic instances.

{hZ2 , Z1,1 i, hZ2 , Z1,2 i, hZ3 , Z1,1 i , hZ3 , Z1,2 i , hZ3 , Z2 i
|
{z
} |
{z
}
≡

≡

The 1st and 2nd, and the 3rd and 4th instances are
syntactically recognizable as equivalent to one another,
so only one instance of each pair has to be processed
for firing.
The split SM representation allows the evaluation of
local enabling functions (expressed in terms of language
K) on symbolic color domains to be accomplished as in
the ordinary case. In the example above splitting dynamic subclass Z1 has been required to correctly evaluates function-tuples on which projection symbol X1
is repeated. The other possible splitting causes are 2)
repetition of a dynamic subclass on a tuple argument of
a function-tuple, 3) occurrence of projection successor
symbol on a function-tuple.
Very often however only a partial (possibly null)
b assumed in canonical form, is necsplitting of a SM m,
essary. Avoiding splitting as long as possible makes
faster computation of enabled symbolic instances as
well as recognition of equivalent instances. How that
can be achieved is informally described through an application example.

.0.c Testing symbolic color instances. The basic formula (1), that the whole approach to symbolic enabling
test relies upon (section VI), can be used to efficiently
compute the set of enabled symbolic color instances of
a transition in a given SM. The only difference is that
it applies to (tuples of) dynamic subclasses instead of
(tuples of) basic colors. Two conditions have to be
meet in order for the optimization described in Section
IV-A to be efficiently applied: 1) only (symbolic) colors occurring on a given SM representation should be
considered, 2) the function-tuples composing the local
enabling function should be evaluated as if they were
mapping on multi-sets rather than on power-sets. That
may be done without any difficulty as long as we consider a split representation of SM. The calculus manipulates such compact symbols as S,S − Zji ,.. that should
be expanded at the end in order to obtain the enabled
symbolic color instances.
Let us consider once again the running example. Apb (as explying the local enabling function to split(m)
plained in Section IV-A) results in the multiset

VI. An Application Example
In this section we present an example of application
of the symbolic enabling test using as case-study the
workflow SWN model of document reviewing process
depicted in Figure 1. A number of documents are being reviewed by a team of reviewers at a given organization. The number of documents simultaneously reviewed and the size of the reviewer team are the model’s
parameters. After sending a copy of each document to
be reviewed to the team the revision process begins.
Each reviewer can simultaneously work on many different documents, and (for simplicity) that only two
judgments are possible, accept or not accept. It the
reviewing process by a single reviewer takes too much
time that particular revision should not be considered
for the final decision. The decision process about a
given document starts only once all the reviewers have
completed their single revision on that document in the
due time, or they have exceeded the timeout fixed for

2hS − Z1,1 , Z1,1 i + 2hS − Z1,2 , Z1,2 i +
|
{z
}
Z1

1hZ2 , S − Z2 i + 2hS − Z2 , Z2 i +
|
{z
}
Z2

1hZ3 , Si
| {z }
Z3
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revision. The decision algorithm is quite simple: the decision about a given document may be considered valid
if and only if at most two reviewers did not complete
their revisions in the due time. In case of valid decision,
a document is approved (accepted) if the ”accept” are
more than the ”not-accept”.
The main activities of the reviewers and the timeout
are represented by timed transitions, while the decision
algorithm is modeled by a subnet of immediate transitions. Examples of performance figures that could be
computed with steady-state analysis/simulation are the
percentage of acceptance/rejection per document, the
percentage of valid decisions, the throughput of the revision process (i.e. the number of documents on which
a valid judgment is expressed per time unit), and so on.
The focus here is on the complexity of both exact
solution and (discrete/event) simulation, and the potential computational gain provided by the technique
described in Section IV to simulation efficiency. Despite the relative complexity of model’s color annotations we were able to analyze/simulate a reduced number of configurations using the algorithms implemented
in the GreatSPN package. Table I shows the statespace growing for increasingly complex configurations
(all documents are initially on place P1 ). Looking at the
data on the table we can argue that despite the significant reduction due to symmetries only configurations
with a small number of documents (nd ≤ 3, nd ·nr ≤ 12,
nd = |DOC|, nr = |REV IEW ER|) can be analytically
solved. The 3 × 4 configuration represents a threshold
for the (symbolic) discrete-event simulation engine of
GreatSPN (running on a Pentium 4 630 with 2 GByte
of RAM), what makes highly unreliable trying to infer
tendency curves on realistic working scenarios.

.0.d Symbolic Enabling Test.
Let us apply the
symbolic enabling test to a selection of transitions
(get review,decision invalid,no accept), on a given
symbolic marking. Both color classes C1 : DOC, and
C2 : REV IEW ER are not split (Ci will be used instead
ci hereafter).
of C
Assuming nd = nr = 3, let us first consider the enabling of transition get review (C(get review): C1 ×
b below, respective to place P3
C2 × C3 ) on the SM m
(C(P3 ): C1 × C2 ):
b 3) :
m(P

b is
An ordinary marking belonging to m
m(P3 ) :

|SRG|
465
3430
5177
20425
103457
162892
463513
> 5000000

hd1 , r1 i + hd1 , r2 i

According to the transposing rules we obtain (C3,3 :
timeout; only the bag support is hereafter indicated
in the co-domain of functions):
W − (get review, P3 )t

: C1 × C2 → C1 × C2 × C3
= [d(X3 ) <> C3,3 ]hX1 , X2 , Si

The formal expression of the local enabling function
turns out to be, after some rewriting (C3,1 : accept,
C3,2 : noaccept):
b1, ∞c [d(X3 ) <> C3,3 ]hX1 , X2 , Si
b1, ∞c hX1 , X2 , S3,1 + S3,2 i

≡

Applying directly the procedure described in section
IV-A without any preliminary splitting we obtain the
formal multiset:

TABLE I: State-space growing
(nd ,nr )
(2,2)
(2,3)
(3,2)
(2,4)
(2,5)
(3,3)
(2,6)
(3,4)

hZ11 , Z12 i |Z11 | = 1, |Z12 | = 2

hZ11 , Z12 , S3,1 i + hZ11 , Z12 , S3,2 i

|RG|
1664
34515
56099
731120
15823647
5524164
254974732
-

Both terms occur with multiplicity 1 (which is the cardinality of the input function application), moreover
they are disjoint, so they represent the locally enabled
symbolic color instances of transition get review. Due
to the cardinality of dynamic subclass Z12 each of them
represents two ordinary color instances.
Let us consider now transition decision invalid
(C(decision invalid): C1 × C2 × C3 ), focusing on its
local enabling respective to place P5 (C(P5 ): C1 × C2 ×
C3 ):

Unfortunately, the form of model’s arc functions is
such that neither the technique defined in [6] nor that
one defined in [8] can be used to improve simulation
efficiency: more precisely the presence of complementary functions, constant functions and guards avoids
exploiting any known optimization. On the other side,
the structural approach for symbolic enabling test defined in section IV, whose complexity does not depend
on color class cardinality and that applies to any kind
of SWN functions, might be conveniently used to study
even more complex model’s configurations than that
ones considered on table I. That approach allows most
of complexity of enabling test task to be moved from
run-time to syntactical manipulation of arc functions
(performed only once for a given model). This technique can be naturally integrated to the symbolic SWN
transition firing rule in order to operate an optimized

W − (decision invalid, P5 )t
:
C1 × C2 × C3 → C1 × C2 × C3
=
hX1 , S − X2 , S3,3 it + hX1 , X2 , X3 it
≡
hX1 , S − X2 , Si[d(X3 ) = C3,3 ] + hX1 , X2 , X3 i
The formal expression 1 turns out to be in this case:
b1, ∞c hX1 , S − X2 , Si[d(X3 ) = C3,3 ] ⊕
b1, ∞c hX1 , X2 , X3 i
b 0 , that describes a
Consider now symbolic marking m
situation where the revision process of a document (Z11 )
has finished but cannot be considered valid because two
(out of three) reviewers did not complete their work in
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revision. The decision algorithm is quite simple: the decision about a given document may be considered valid
if and only if at most two reviewers did not complete
their revisions in the due time. In case of valid decision,
a document is approved (accepted) if the ”accept” are
more than the ”not-accept”.
The main activities of the reviewers and the timeout
are represented by timed transitions, while the decision
algorithm is modeled by a subnet of immediate transitions. Examples of performance figures that could be
computed with steady-state analysis/simulation are the
percentage of acceptance/rejection per document, the
percentage of valid decisions, the throughput of the revision process (i.e. the number of documents on which
a valid judgment is expressed per time unit), and so on.
The focus here is on the complexity of both exact
solution and (discrete/event) simulation, and the potential computational gain provided by the technique
described in Section IV to simulation efficiency. Despite the relative complexity of model’s color annotations we were able to analyze/simulate a reduced number of configurations using the algorithms implemented
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of RAM), what makes highly unreliable trying to infer
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.0.d Symbolic Enabling Test.
Let us apply the
symbolic enabling test to a selection of transitions
(get review,decision invalid,no accept), on a given
symbolic marking. Both color classes C1 : DOC, and
C2 : REV IEW ER are not split (Ci will be used instead
ci hereafter).
of C
Assuming nd = nr = 3, let us first consider the enabling of transition get review (C(get review): C1 ×
b below, respective to place P3
C2 × C3 ) on the SM m
(C(P3 ): C1 × C2 ):
b 3) :
m(P

b is
An ordinary marking belonging to m
m(P3 ) :

|SRG|
465
3430
5177
20425
103457
162892
463513
> 5000000

hd1 , r1 i + hd1 , r2 i

According to the transposing rules we obtain (C3,3 :
timeout; only the bag support is hereafter indicated
in the co-domain of functions):
W − (get review, P3 )t

: C1 × C2 → C1 × C2 × C3
= [d(X3 ) <> C3,3 ]hX1 , X2 , Si

The formal expression of the local enabling function
turns out to be, after some rewriting (C3,1 : accept,
C3,2 : noaccept):
b1, ∞c [d(X3 ) <> C3,3 ]hX1 , X2 , Si ≡
b1, ∞c hX1 , X2 , S3,1 + S3,2 i
Applying directly the procedure described in section
IV-A without any preliminary splitting we obtain the
formal multiset:

TABLE I: State-space growing
(nd ,nr )
(2,2)
(2,3)
(3,2)
(2,4)
(2,5)
(3,3)
(2,6)
(3,4)

hZ11 , Z12 i |Z11 | = 1, |Z12 | = 2

hZ11 , Z12 , S3,1 i + hZ11 , Z12 , S3,2 i

|RG|
1664
34515
56099
731120
15823647
5524164
254974732
-

Both terms occur with multiplicity 1 (which is the cardinality of the input function application), moreover
they are disjoint, so they represent the locally enabled
symbolic color instances of transition get review. Due
to the cardinality of dynamic subclass Z12 each of them
represents two ordinary color instances.
Let us consider now transition decision invalid
(C(decision invalid): C1 × C2 × C3 ), focusing on its
local enabling respective to place P5 (C(P5 ): C1 × C2 ×
C3 ):

Unfortunately, the form of model’s arc functions is
such that neither the technique defined in [6] nor that
one defined in [8] can be used to improve simulation
efficiency: more precisely the presence of complementary functions, constant functions and guards avoids
exploiting any known optimization. On the other side,
the structural approach for symbolic enabling test defined in section IV, whose complexity does not depend
on color class cardinality and that applies to any kind
of SWN functions, might be conveniently used to study
even more complex model’s configurations than that
ones considered on table I. That approach allows most
of complexity of enabling test task to be moved from
run-time to syntactical manipulation of arc functions
(performed only once for a given model). This technique can be naturally integrated to the symbolic SWN
transition firing rule in order to operate an optimized

W − (decision invalid, P5 )t
:
C1 × C2 × C3 → C1 × C2 × C3
=
hX1 , S − X2 , S3,3 it + hX1 , X2 , X3 it
≡
hX1 , S − X2 , Si[d(X3 ) = C3,3 ] + hX1 , X2 , X3 i
The formal expression 1 turns out to be in this case:
b1, ∞c hX1 , S − X2 , Si[d(X3 ) = C3,3 ] ⊕
b1, ∞c hX1 , X2 , X3 i
b 0 , that describes a
Consider now symbolic marking m
situation where the revision process of a document (Z11 )
has finished but cannot be considered valid because two
(out of three) reviewers did not complete their work in
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Since the locally enabled set of transition no accept
b 00 is trivially
with respect to its input place P6 on SM m
1
equal to hZ1 i, the set of enabled symbolic instances of
b 00 shows to be (dynamic subclasses are
no accept on m
pairwise disjoint):

the due time (while the third one approved the document), and the revision of document Z21 is still incomplete (there is only an approval by one reviewer):
b 0 (P5 ) : hZ11 , Z12 , S3,1 i + hZ11 , Z22 , S3,3 i+
m
+hZ21 , Z12 , S3,1 i
0
b (P6 ) : hZ11 i + hZ21 i
m
|Z11 | = |Z21 | = |Z12 | = 1 |Z22 | = 2

hZ11 i ∩ hZ21 i

b 0 , as
Applying the local enabling function directly to m
described in section IV-A, results in the formal multiset:
2 · hZ11 , Z12 , Si + hZ11 , Z22 , Si+
hZ11 , Z12 , S3,1 i + hZ11 , Z22 , S3,3 i + hZ21 , Z12 , S3,1 i

≡

This paper illustrates how the recently developed algebraic approach to SWN enabling test may be easily integrated to the SWN symbolic firing rule (that
exploits behavioral symmetries) to give rise to a fully
algebraic discrete-event simulation engine. An application example to a SWN workflow model has been presented showing the benefits of the new algebraic simulation engine in terms of efficiency. The outcome make
us confident in a consistent reduction of the computational overhead due to enabling test, that affects all
techniques based on state-space exploration. Current
and future works are in two directions: (1) producing
a full implementation of the algorithm (2) using SWN
structural relations such as conflict and mutual exclusion to further improve the enabling-test task.

hZ11 , Z12 , S3,1 i
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),
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terms whose multiplicity sum is equal to 3:
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For the absence of the input arc between no accept and
place P5 , we only need to apply step 2 of the procedure
described in section IV-A in order to obtain the locally
enabled color instances of transition no accept, i.e., we
have to consider the complementary of the of the local
enabling function application to colors occurring on the
marking:
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≡ hZ21 i |Z21 | = 2

hS − Z11 i
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Since the locally enabled set of transition no accept
b 00 is trivially
with respect to its input place P6 on SM m
1
equal to hZ1 i, the set of enabled symbolic instances of
b 00 shows to be (dynamic subclasses are
no accept on m
pairwise disjoint):

the due time (while the third one approved the document), and the revision of document Z21 is still incomplete (there is only an approval by one reviewer):
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The organization of the arrangement of the
pharmaceutical products and their installation must
satisfy a certain number of aims such as the
accessibility to the stored articles, the improvement of
the working conditions, the reduction in time and the
errors of preparation. These objectives involve the
definition of criteria of internal organization of
pharmacy (Chow and Heaver 1994) such as the
availability of the products, the management policy, the
cost of storage, ergonomics as well as the constraints to
be respected such as the climatic conditions of the
buildings and available surfaces. For each site, we can
specify a certain number of parameters such as the
length, the width and the height of the stored
references, the mass and the family of products (sterile
material, medical devices and objects of bandages), or
conditionings (limps, boxes, pallets, etc.).

ABSTRACT
Pharmacy is one of the services providing the hospital.
Its mission concerns the supply of the drugs for the
patients which remain in the hospital. This paper
describes the modelling methodology used to specify a
knowledge model of the pharmacy service of a new
French hospital. We first describe the pharmacy service
of the old hospital using ARIS analysis tool, then we
define the functioning of this service in the new
hospital and test several hypothesis by the way of
simulation models using the SIMULA language and
the simulation tool WITNESS.
INTRODUCTION
The organization or the reorganization of the logistic
chain constitutes a major stake for the public health
establishments, because its improvement is one of the
principal reserves of savings in this sector. It is indeed
obvious that the budgetary profits must in priority
being realized on the invisible elements in the broad
sense for the patient (Benanteur et al. 2000). In this
direction, the optimization of the pharmaceutical
logistic chain is very important: from the
pharmaceutical product arrival to the patient beds
(Baboli et al. 2003). The rational organization of the
pharmacy (Aarons et al. 2001) may be regarded as a
necessary evolution. However, major difficulties may
appear during this evolution, because the hospital
pharmacy has a great diversity of stored products.

Within the framework of the changing of the pharmacy
area of the old hospital, we studied several organization
scenarios of stocks and restocking. This organization
should make it possible to provide pharmaceutical
products under optimum conditions of quality and
safety. The assignment of the various buildings to the
drugs and the medical devices will have to respect the
regulation of hospital pharmacy. Various technological
constraints and activity priorities (emergencies, easy
circulation, simplification of internal transport and
delivery...) will have also to be taken into account.
This paper describes the pharmacy service
management then it details the proposed modelling
methodology, used to design simulation models, finally
it presents experiments and concluding remarks.

Within the same pharmacy, the system must be able to
manage several areas dedicated to different kinds of
storage: an area can be intended for the articles to store
at low temperature (cold room), another one for
dangerous products (safe room)... This division in areas
can also be relevant according to the rate of inventory
turnover of certain articles. Indeed, the frequency of
restocking varies in an important way with a care unit
to the other one. The articles with weaker rotation will
be generally located at a less accessible place by the
personnel.

PHARMACY SERVICE MANAGEMENT
The drug circuit (Madic 2001) starts with the
regulation and continues with the dispensation, that
includes the pharmaceutical analysis and the delivery
of drugs. It is completed by the distribution to the
patient and it includes the management of the drugs:
laboratory orders, inventory control, out-of-date,
withdrawal of batches (in the pharmacy as in the
cupboards of the services), choice of the available
drugs at the hospital and constitution of the booklet of
the drugs.
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evaluation of the selected performance criteria. Several
action models can be built starting from the same
knowledge model. The consecutive construction and
the use of these two models constitute the modelling
process.

We can classically do graph the drug life cycle and the
actor actions, as follows:
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action models can be built starting from the same
knowledge model. The consecutive construction and
the use of these two models constitute the modelling
process.

We can classically do graph the drug life cycle and the
actor actions, as follows:
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The main aim of the modelling methodology consists
in building a knowledge model as generic as possible
that enables the implementation of action models for
specific systems of the domain. The knowledge model
remains an open model that is enhanced by each study
of hospital systems. The knowledge management and
the implementation of action models implies the
computer aid provided by a modelling environment
that could be open in order to include new and accurate
methods or tools.
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However, the pharmacy in the new hospital will be
centralized on the main hospital site, also located in the
same city, which will provide all the drugs and the
devices needed by the services and the care units, as
shown in figure 2.
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Figure 3: Modelling Environment
The modelling environment (figure 3) helps the user to
exchange information with different partners of the
project and facilitates the design and the
implementation of action models during the phase of
information extraction from the knowledge model. It is
an attempt to the automation of the modelling process
using knowledge formalization, data analysis,
characteristic computation, operational research,
evaluation, graphic and animation tools.

Figure 2: Pharmacy Flow
MODELLING METHODOLOGY
The modelling approach ASDI (Analysis Specification
Design Implementation), we present, was first
proposed by Gourgand and Kellert (Gourgand and
Kellert 1991) for production systems. It is based on the
construction of two classes of models: the knowledge
model and action models. The knowledge model
describes the structure and the operation of the system
in a natural or graphic language; it is built using the
three subsystems (logical, physical and decisional). For
an existing system, the knowledge model contains the
knowledge acquired by the system observation. For a
system to be designed, the knowledge model contains
the specifications of the future system. An action
model is a translation of the knowledge model in a
mathematical formalism or a programming language,
for example a simulation language, allowing the

The first knowledge model of the hospital logistic
system operations and structure is formalized by means
of the software tool ARIS (Architecture of Integrated
Information Systems), suggested by Scheer (Scheer
2002). This tool is suitable to describe organizations,
processes and activities (Gourgand et al. 2005), as well
as entity relationship models (Chen 1976). Some parts
of the hospital system are specified with the UML
language. An extra simulation module is available for
ARIS, but for graphical needs, financial, accuracy and
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The first knowledge model of the hospital logistic
system operations and structure is formalized by means
of the software tool ARIS (Architecture of Integrated
Information Systems), suggested by Scheer (Scheer
2002). This tool is suitable to describe organizations,
processes and activities (Gourgand et al. 2005), as well
as entity relationship models (Chen 1976). Some parts
of the hospital system are specified with the UML
language. An extra simulation module is available for
ARIS, but for graphical needs, financial, accuracy and
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(real or wished) of the system. The construction of the
knowledge model requires the use of adapted tools
and/or formalization. The knowledge model of a
system is formalization in a natural or graphic language
of the structure and of the operations of this system.

policy reasons WITNESS simulation tool was
preferred so as to design and to implement action
models. Let us notice that the information extraction
from ARIS files is not so easy that we may expect, and
let us remark that WITNESS was specifically designed
for industrial systems.
Modelling Process

Real
System

The iterative modelling process (figure 4) was first
introduced in (Gourgand and Kellert 1991), (Green and
Roseman 2000). It is composed of four steps:
- Construction of a knowledge model based on the
analysis and the specification of the system,
- Development of an action model, using the
knowledge model,
- Exploitation of an action model,
- Modifications or actions on the system.

Knowledge
Model

Analysis and Specification

Action

Translation
Exploitation

Performances

The construction of the knowledge model must be
carried out in collaboration with the experts of the
system domain. This model must remain coherent in
time, whatever its level of smoothness and the
evolutions brought to the system at the time of its use.
The objectives must be clearly identified in order to
know the problems to solve. The construction of the
knowledge model consists in collecting and
formalizing the knowledge on the studied system. A
functional and structural analysis formalizes the system
in a written form. The specification must enable the
modelling experts and the system experts to agree
about the operations of the system.

Action
Model

Figure 4: Modelling Process
We used the ARIS tool to describe and specify the
pharmacy service. To be able to use ARIS in order to
design the knowledge model, several assumptions of
modelling are to be taken into account.
- Each activity (function in ARIS) is attached to one or
more organizational units of the hospital system (a care
unit, the operating theatre suite, pharmacy, etc.);
- Each event posses its own information document, it is
used by several processes and it is reference in one or
more documents of the information system (medical
file of the patient, file of the operating theatre suite,
etc.);
- The reference documents (ARIS models) describe the
key processes. Taking into account our modelling
objectives, we retained, in the ARIS toolbox, two types
of representation in order to detail the processes and
the relations between services.

The modelling methodology is mainly based on the
definition of the knowledge model specification
composed of the description of three subsystems and
their interactions:
- The physical subsystem (PSS) consists in the physical
entities providing a service or participating in an
operation, the PSS topology defines the position of
physical devices and their connections,
- The logical subsystem (LSS) contains the transactions
treated by the system and the definition of services and
elementary operations in regard to the treatment of
transaction flows and depending on the entities in the
system,
- The decisional subsystem (DSS) contains the
management policies, resource allocation and system
functioning rules.

The processes are studied using an Event-driven Chain
of Process (ECP) that shows the processes have a
clearly definite structure and the ECP will describe
flows in the logical subsystem. The relations within the
services and between services are represented by a
business flow chart for the decisional subsystem.
ARIS Modelling
The Event-driven Chains of Process represent the flow
chart and the functioning of an organization. They
describe the relations between the objects concerning
the data, the organizational functions and consequently
they represent the processes. The sequence of functions
of a process is represented by chains of processes. In
these chains, it is possible to indicate arrivals and the
starting event for each function. The events start the
functions and they are generated by other events.

During the phase of functional and structural analysis,
a method of decomposition can be employed to
facilitate the formalization of knowledge when the
studied system is complex. A phase of specification
allows the expression of the operation of the entities of
the system and flows. Specifically, the system of
control must be specified in a precise way, taking into
account the events and the synchronization of the
actions. The format of the input data must be specified.
The specification must allow the experts in modelling
and the experts of the system to agree on the operations

The graphic symbol of the event is a hexagon. The
function is symbolized by a rectangle (figure 5).
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flows in the logical subsystem. The relations within the
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passive resources such as carts or medical devices. This
formalism is suitable to study waiting durations in a
stochastic context. The direct evaluation is not easy to
implement due to passive resource management,
special probability distributions and transient
behaviour. So we designed simulation models of the
pharmacy of the new hospital using the SIMULA
language and the WITNESS tool.

Event

Function

Figure 5: Function and Event
As the events define the state or the condition which
starts a function as well as the state which marks its
completion, the starting and the arrivals of such an
ECP are always events. An event can start several
functions simultaneously and, conversely, a function
can generate several events. To be able to represent
these ramifications and these loops of treatment in an
ECP, it is possible to use logical connectors (And, Or,
Xor…) in the shape of circle.

Truck
arrival
Pharmacy
Delivery
pharmacy
Pharmacy
delivery
Stock
pharmacy

The human and material resources are detailed in
figure 6. They may directly generate flows depending
on their status of dynamic (able to move) or static
resources. Some static human resources are able to
generate specific flows such as information flows. The
logistic agents are dynamic resources able to carry
material dynamic resources. The hospital pharmacy is
not only concerned by drugs but by a lot of products
and devices, for instance: sterile medical products
(CAMS) or non sterile furniture (CAL).
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Figure 7: ECP Pharmacy
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Figure 8 describes a queueing network model that
represents an action model. In our case study we
consider the pharmacy with its entities: human
resources (personnel) and material (storage areas of the
pharmacy, carts, carriage…).
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Figure 8 describes a queueing network model that
represents an action model. In our case study we
consider the pharmacy with its entities: human
resources (personnel) and material (storage areas of the
pharmacy, carts, carriage…).

CAL
Service chief
CAMS

Biomedical

This model is very simple but enables to estimate the
resource utilization rates, the mission and request
waiting times; to test hypothesis consistency
concerning empty travel times or to tune parameters.
Of course, a steady state or transient behaviour study
can be foreseen. In table 1 we presented the different
probability distributions used to simulate the models of
pharmacy. The treatment is composed of the following
tasks: material loading, travelling, nurse availability,
material unloading and return.

Sterilization

Figure 6: Pharmacy flows
The main pharmacy site provides drugs by trucks in the
morning. The drugs are temporally stored at the transit
area and then distributed to the care units. Figure 7
shows the specification of the service pharmacy by an
ECP. After the truck arrival, the drugs are delivered at
the care units of the new hospital. There are 39 care
units structured on 7 poles, and 11 agents work at the
transit area.

The uniform probability distribution is often regarded
as the worst distribution, but it possesses great
qualities: a compact support, simple computation,
model verification, and its convolution with other
uniform distributions generates trapezoid, triangular
and more sophisticated distributions. So, face to the
lack of consistent data for the studied system, this
choice is not worse than another one, and it is very

SIMULATION MODELS
The proposed action models are based on queueing
networks because the customer are represented by
products, boxes or patients and they are processed by
active resources such as agents or nurses who need
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easy to change the probability distribution in the
realized models.
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Figure 8: Queueing Network Model
Table 1: Experimental Data
Delays
Nurse availability
Travelling
Material loading
Return
Material unloading

Distributions
Uniform(0, 2)
Uniform(5, 10)
Uniform(10, 20)
Uniform(6, 11)
Uniform(5, 10)

We assume that the truck arrival follows a uniform(0,
60) distribution. An exponential arrival is not exactly
justified and there is only one truck arrival during half
a day (7:00 to 14:30). We consider that the simulation
starts at 0 (7:00) and finishes at 480 minutes (14:00) a
30 minutes pause has to be added to time greater than
240 (11:00). The truck unloading is supposed
uniform(5, 10). So, the 9 drug lots are available on the
transit area at the mean time 37.5 and the maximum
time 70. The 4 carts limit the number of parallel travels
for instance with 2, 3, 4 and 5 agents: (2, 2, 2, 2, 1), (3,
3, 3), (4, 4, 1) and (4, 4, 1). The availability of the drug
lots at the poles may be a critical condition. We can
estimate a mean time 37.5 + 3 * 39.5 = 156 (9:36) for 3
and more agents. Other performance criteria could be
estimated in this way. Beside the availability of the
drugs, the utilization rate of the agents may be
considered. Anyway, the system functioning is less
efficient for 2 or only one agent. Of course, it is
possible to test various scenarios, different
characteristics and loads for the poles, using the
realized simulation models.

The designed models were realized using a transaction
orientation and a process approach. Among several
hypotheses, we assume that the transactions are drug
lots. They are concurrently unloaded from the truck
and stored on the transit area, then agents carry them to
the poles using one of four special carts. The storage
object fills three roles: multiple servers, stock and set
of resources; thus, a storage is able to stand for an
agent or a cart. The stochastic duration of a treatment is
realized by a call to the hold method. The statistics
concerning waiting or treatment durations are collected
by a region object. The methods enter_object and
leave_object are called to manipulate the basic objects
of the Gpsss class.

easy to change the probability distribution in the
realized models.

The used objects and the results, for 100 replications
with a 1% risk, are represented in table 2. The
maximum and mean drug availability dates are given
by D.AvailMax and D.Avail; then the mean
durations per drug lot for the storage on transit area
T.StoreTZ, each distribution mission T.Mission
and waiting for a cart WT.Cart; finally the utilization
duration of each agent UT.Agent and the duration he
waits for a cart WT.Cart/Ag. A criterion is not
reported when it does not evolve. The drug availability
date decreases from 396.8 to the constant value 152.7
for 4 and more agents. Of course, there are no cart
waiting for 4 or less agents and it is close to 20 for
more agents. As expected, the agent utilization time
decreases from 358.5 to 52.8.

Table 1: Experimental Data

Table 2: Results of SIMULA Model
1 Agent(s) D.AvailMax 450.531
D.Avail
396.808 +5.868
T.StoreTZ
157.221 +1.667
T.Mission
39.833 +0.331
WT.Cart
0.000 +0.000
UT.Agent
358.495 +2.983
WT.Cart/Ag
0.000 +0.000
…
3 Agent(s) D.AvailMax 199.015
D.Avail
163.717 +5.080
T.StoreTZ
38.319 +0.468
T.Mission
39.833 +0.331
UT.Agent
119.498 +0.995
4 Agent(s) D.AvailMax 193.741
D.Avail
152.687 +5.036
T.StoreTZ
24.680 +0.320
T.Mission
39.833 +0.331
UT.Agent
89.624 +0.746
5 Agent(s)
WT.Cart
8.035 +0.111
UT.Agent
86.162 +0.757
WT.Cart/Ag
14.463 +0.201
…
11 Agent(s)
WT.Cart
24.680 +0.320
UT.Agent
52.783 +0.498
WT.Cart/Ag
20.192 +0.262

SIMULA Model
The SIMULA language has proved its capacity to
implement different kinds of simulation models. It
includes coroutines and simulation processes with
discrete events. The Gpsss class provides the basic
objects such as the single service (facility), storage, the
concepts of transaction and statistical region, moreover
one simulation report is automatically generated. It can
thus be employed as in GPSS programming but with all
the capacities of an object oriented simulation
language.

WITNESS Model
To pass from the knowledge model to the WITNESS
simulation model, the following principle is used: the
medical drugs and devices are represented by articles
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drugs, the utilization rate of the agents may be
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concepts of transaction and statistical region, moreover
one simulation report is automatically generated. It can
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entering in stock, then we represent the agents by
resources and the care units by machines. The
processing times are defined by the probability
distributions given in table 1.

The decision-making aid tool, we realized with the
Gpsss class and SIMULA, provides results with
confidence intervals on the utilization rate of the
pharmacy resources. WITNESS enables the use of a
graphic interface with animation of the missions to
each pole. SIMULA and QNAP2 are more suitable to
provide and to validate, automatically generated
models including replication and optimization
processes for Windows and UNIX operating systems.

Figure 9: WITNESS Model
The simulation model is staged by three steps shown in
figure 9 as it is depicted in figure 8: in the first step the
truck is coming from central hospital between 7 and 8
in the morning. In the second step drugs (Drugs) are
stored in the transit area (ZA) after unloading by agents
(Agents). Finally the agents share nine missions in the
seven poles. The mission scenario is described as
follows: an agent arrives with his pharmacy cart, loads
drugs, and distributes drugs in the seven poles. The
mission is achieved when the agent returns with his
empty pharmacy cart. We can find single or double
missions for each pole. We model double missions by
means of two virtual poles instead of only one pole.
The work load of the agents is less easy to obtain from
the simulation results because they are formatted for an
industrial system. Furthermore, only one simulation is
executed, we have to manually change the seed and run
a next one, thus no automation of replications. So, we
simulate the model for 4 to 11 agents and each time we
look at the given utilization rate of the agents to
estimate the work duration of the agents. The model
results were compared with models realized with a new
version of the Queueing Network Analysis Package
QNAP2 (Potier 1983) for validation purpose.
CONCLUSION
We presented the pharmacy service and the utility of
the knowledge model specified by means of the ARIS
tool, as well as the passage from this model towards an
action or simulation model realized in SIMULA or
with WITNESS. It is not easy to extract information
from ARIS files. Moreover, complex systems need
specification tools for the synchronization of its
processes (Petri networks…) but the ARIS ECP did not
appear enough fine for this aim. It was not possible for
us to test the specific ARIS simulation module.
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In prospect the models will be improved by connecting
several services which have a relationship to the
pharmacy and hospital logistic. Of course, a data and a
statistics collection must be deeper realized so as to
propose actions on the studied system.
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Figure 9: WITNESS Model
The simulation model is staged by three steps shown in
figure 9 as it is depicted in figure 8: in the first step the
truck is coming from central hospital between 7 and 8
in the morning. In the second step drugs (Drugs) are
stored in the transit area (ZA) after unloading by agents
(Agents). Finally the agents share nine missions in the
seven poles. The mission scenario is described as
follows: an agent arrives with his pharmacy cart, loads
drugs, and distributes drugs in the seven poles. The
mission is achieved when the agent returns with his
empty pharmacy cart. We can find single or double
missions for each pole. We model double missions by
means of two virtual poles instead of only one pole.
The work load of the agents is less easy to obtain from
the simulation results because they are formatted for an
industrial system. Furthermore, only one simulation is
executed, we have to manually change the seed and run
a next one, thus no automation of replications. So, we
simulate the model for 4 to 11 agents and each time we
look at the given utilization rate of the agents to
estimate the work duration of the agents. The model
results were compared with models realized with a new
version of the Queueing Network Analysis Package
QNAP2 (Potier 1983) for validation purpose.
CONCLUSION
We presented the pharmacy service and the utility of
the knowledge model specified by means of the ARIS
tool, as well as the passage from this model towards an
action or simulation model realized in SIMULA or
with WITNESS. It is not easy to extract information
from ARIS files. Moreover, complex systems need
specification tools for the synchronization of its
processes (Petri networks…) but the ARIS ECP did not
appear enough fine for this aim. It was not possible for
us to test the specific ARIS simulation module.
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ABSTRACT
Strategic planning and operational decisions affect the
efficiency of the business of a forwarding agency. The
traffic-logistics simulating-tool “VeloS” enables the
testing of interactions and effects of various strategies.
The simulation environment permits the detailed
reproduction of internal and external material and
information flows in logistics knots of road haulage and
therefore is one of the first simulation tools for the
purposes of forwarding agencies.

To assure an area-wide transport network, short
transportation times (night jump) and cost-efficient
handling of the shipments, especially medium-sized
companies use cooperation to interlink several LTL
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information flows in logistics knots of road haulage and
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After the announcement of a shipment by the consignor,
the consignments are collected in the forerun during the
day on various vehicles within the local traffic range
and – generally during the late afternoon – transported
to the LTL terminal. When a truck arrives at the
terminal, mostly a registration at the porter is required.
The doorman assigns a free door to the vehicle or sends
it onto a waiting place.
The allocation of the vehicles to doors normally is done
according to the FIFO principle (first-in-first-out),
however different strategies are also possible in the yard
management. (The chosen strategies thereby not only
affect the yard transports, but also the internal
processes).
After the docking process of the truck, the shipments
are unloaded to an unloading buffer (buffer which
serves only for temporary storage of unloaded
consignments) by the freight carrier or the personnel of
the terminal (depending on the used strategies). During
this process, an alignment of the physical consignments
with the specifications on the loading papers takes
place. Additionally, the shipments are labelled with
barcodes where required. (The usage of identification
systems enables thereby not only the documentation of
the transfer of risk and a continuous information flow
during the whole transport, but also the routing of
shipments in the LTL terminal and the network as well
as the provision of additional services for the customer
e.g. tracking and tracing). After completed unloading
the short-haul truck leaves the yard area.
In the course of the process, the discharged
consignments are removed from the unloading buffer by
elevating trucks (usually motorized) or fork lifts. If a
further treatment of the consignments at a handling
station, e.g. in the form of quality checks or packing, is
not required, the consignments are normally brought to
the loading buffer for a specific route (the information
can be found on the attached barcode or delivery notes).
Partly, the goods are transported to universal buffer
areas, but a relation-specific one enables the systematic

PROBLEMS IN THE FORWARDING BUSINESS
Forwarding Agencies
Forwarding agencies dealing with LTL (less than
truckload) offer transportation services for piece goods,
which include the collecting of the advised
consignments at the consignor and the transport of the
shipments in appropriate time and quality to the
indicated consignee. Piece goods thereby is understood
as "packed or unpacked goods with a weight up to
approximately three tonnes, that in the case of transport, handling- and warehousing-processes can be treated as
one handling unit" (Klaus and Krieger 2004).
Shipments in LTL are very heterogeneous - pallets,
boxes, cardboards and non-packed items of all kinds,
e.g. bar material, are transported.
The various piece goods are in general handled as
groupage freight by the shippers. I. e. the transport of
several, normally small consignments, which are first
collected by smaller trucks in the nearer region of the
collecting carrier at different consignors (forerun), then
consolidated and transported by line haul as collective
consignment to another forwarder, and finally
distributed to the consignees by the receipt carrier.
In order to provide these transports, the shipments
collected at local traffic routes in one region first have
to be sorted at a terminal for the specific long-distant
relations. Due to divergent mass flows in long-distance
traffic semi-trailer or motor vehicles with trailers are
used, the local traffic is usually done with solo vehicles.
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pre-assembling for dispatching and thus a faster loading
of the long-distance vehicles.
The drivers of long haul trucks register as well first at
the doorman and afterwards the vehicle is driven to the
assigned loading dock. In order to minimize the internal
material flows, a loading dock near the relation-specific
buffer is allocated. The loading process in general is
done via terminal staff and the consignment is identified
again by scanning the barcode.
Arrival SD
vehicle

Announcement at
doorman

Vehicle to
door

Unloading of
shipments

The long-distance vehicle leaves the yard and drives
overnight to another terminal, which is near the
locations of the consignees of the transported
shipments. These processes are called outbound
groupage freight. The process chain is shown in figure
1.
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Figures 1: Process chain for outbound groupage freight

market shares, while the majority of the enterprises are
SME (small and medium-sized enterprises). For some
years, the LTL forwarding business is characterized by
a strong pressure of competition; this is due to the
rendered standardized services as well as the low
market entry barriers and leads to small profit margins
of 1-3 % (Zinn and Pielenhofer 2001). The provided
services can be divided into “transport processes” and
“handling processes in the terminal”. The investment
and operating cost in the terminal, accounting for
approx. 35 % of total costs of a LTL terminal, are
determined by the layout and the arrangement decisions
of the operating forwarding agency.
Layout decisions determine e.g. the path length between
doors with strong relations and therefore have also an
effect on handling and personal costs. So far, these
decisions are made manually or based on the experience
of the dispatcher, which are feasible and yield to the
demanded performance (throughput). Systematic
optimization of both strategic planning and operational
processes rarely takes place. For this reason a large
potential to reduce costs can be assumed.
The economic sector of LTL forwarding agencies in
Germany is growing annually by approx. 7 %. Many
terminals therefore reach their capacity limits in the
course of time. LTL forwarders are in most cases SME.
Due to low capital assets, therefore they first try to
avoid the accruing problems by changes of dispatching
(e.g. double usage of doors) in daily business. However,
in the long-term questions about an expansion of the
terminal respectively an analytic ascertaining of
handling options in dispatching are raised. Often
thereby strong restrictions have to be considered, for
instance given areas or the directive, that daily business
may be as little disturbed by changes as possible.

The process for inbound groupage freight is almost the
same. The long-haul trucks arrive at the LTL terminal in
the early morning. After the registration at the doorman,
the consignments are unloaded at the assigned door of
the terminal and transported to the buffer areas for the
different short-haul traffic routes. After the loading
dock allocation, the short distance vehicles are loaded
with their corresponding shipments and deliver them
during the morning to the consignees.
Relating to an individual LTL terminal, the processes of
local collection of shipments, outbound and inbound
groupage, and local delivery of shipments take place in
four temporal shafts (approx. 12 a.m. – 6 p.m., 8 p.m. –
12 p.m., 1 a.m. – 6 a.m., 6 a.m. – 9 a.m.) (see figure 2)
(Lublow 1995).
Short distance

Long distance

Disposition

Figure 2: Utilization of resources and areas intraday
Problems Of LTL Forwarding Agencies
The forwarding business in Germany is strongly
fragmented. Even large enterprises have only one-digit
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Pieced goods shipments are in most cases
heterogeneous, hence the application ranges of
mechanized sorting and unloading technologies is
reduced and the handling personnel and cost-intensive
(DHL 2005). A "good" dispatching and/or planning of
resources therefore has large effects on the costs of a
terminal, because an optimization of the terminal by the
change of technology is often not possible.
Problems which occur in day-to-day business, e.g.
delayed vehicles or daily fluctuations in volume, are
remedied merely by using adequate operational
strategies, for instance by modified strategies in the
yard management.

ramps and processing and storage locations are
modelled.
Fleet
In the model different vehicle types and transport
containers are applied for the fulfilment of internal and
external transport requirements, e.g. solo vehicles,
vehicles with trailers and semi-trailers. In addition a
railway siding is realized, so transport containers can be
delivered and picked up by wagons. The term “transport
container” comprises fixed superstructure, swap bodies
and containers, which can be used both in road and
railway traffic.
While fixed superstructures are connected to a vehicle
durably and thus clearly assigned, swap bodies are
without reference to a vehicle and hence realized as
autonomous units. Swap bodies can be transported on
various vehicles and vehicle types, if the particular
vehicle has an undercarriage construction.
Depending on the superstructure of each vehicle and the
loading status of each transport container (loaded,
empty), for each vehicle several superstructurecontainer-combinations are permissible, altogether 36
types. In the model, an alteration of combinations is
implemented.

THE TRAFFIC LOGISTICS SIMULATION
ENVIRONMENT VELOS
The chair of traffic systems and logistics, University of
Dortmund, has recently developed a traffic logistics
simulation environment (VeloS – Verkehrslogistische
Simulationsumgebung) in order to test the interaction
and the effects of strategic planning (layout decisions,
structure of network) on operational procedures and to
derive rules for internal and external logistics processes.
VeloS, based on the simulation software Enterprise
Dynamics, permits the illustration and simulation of
material and information flows in logistics knots (e.g.
terminals, distribution centres) of road haulage.
The modelling of logistics knots is done on a
microscopic scale by using several atoms, which
enables to simulate each individual consignment and
thereby the connected internal and external processes
such as vehicle movements and transports with forklifts.
The simulation-borders of the system are at the
doorman of the terminal, therefore all processes on the
yard area of a forwarding agency are modelled.
For VeloS, some preconfigured logistical atoms could
be used (e.g. conveyor belts, cranes, forklifts), but in
addition, forwarding specific atoms had to be designed,
layout-specific ones as well as strategic ones, for
instance logic atoms for routing the vehicles at the yard.
Some of the developed atoms are explained in the
following paragraph.

Strategy Atom – Yard Management
Individual strategy atoms were developed for modelling
the process of routing of vehicles on the yard area.
Although the model distinguishes only between three
areas at the yard (waiting area, shunting area, loading
area), the routing of vehicles is extraordinarily complex
due to the complex fleet, the divergent orders (loading/
unloading) and the various permissible combinations
concerning superstructure and transport containers:
At the shunting areas the various vehicle combinations
are separated or combined. In addition they are buffers
for trailers, swap bodies or containers, which can be
moved internally by transfer cars or reach stackers. At
the shunting area a vehicle with trailer and swap bodies
e.g. it can detach its trailer, set down the swap bodies of
the trailer and the vehicle and leave the yard without
trailer depending on its driving order. If the driving
order allots the pick up of new swap bodies, several
transport chains are possible as well.
At the loading areas route-referred consignments are
handled additionally to the functions described above
for the shunting area. This applies both to the motorized
vehicles and to swap bodies or semi-trailers. Some
vehicles can only be loaded/unloaded at specific loading
areas, e.g. for side or yard discharge. Each loading area
is equipped with a door and a dock leveller for
balancing different heights of loading edges.
A complex yard management atom is used for
controlling the traffic on the yard of a forwarding
agency, with which the individual units of the fleet are
conducted to the correct place of destination. The atom
conducts a list of permissible transport chains

Layout-specific Atoms
For the modelling of a terminal of a forwarding agency,
internal as well as external layout atoms had to be
implemented. Based on the processing of vehicles,
which is not limited to traffic infrastructure, new area
atoms were needed: Holding areas for vehicles both at
the doorman and in the yard, shunting areas for
coupling and detaching of trailers respectively for pick
up and set down of swap bodies and containers and
areas at the loading points of the terminals, where not
only loading and unloading, but also switching
processes of shunting can be executed.
Concerning the internal areas, paths for forklifts,
different buffers (loading, unloading, general), docks,
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depending on the situation of the vehicles entering and
leaving the yard as well as the states of all external
areas and administers the destinations of each transport
containers. This basis supports the doorman with the
assignment of vehicles to loading areas or a solo vehicle
with coupling the correct trailer at the shunting area.

have to be determined as well as which relation is
assigned to which gate.
Moreover, questions concerning size and spatial
arrangement of internal areas (for buffering and preassembling of unloaded shipments) as well as the
position of travel paths have to be answered in the
process of layout planning. Concerning the yard area
around the terminals, decisions concerning number and
arrangement of waiting areas, parking areas for
transport containers and shunting areas as well as the
flow of traffic (one-way or cross traffic) have to be
made (Clausen and Goerke 2004).
In addition, the decisions of layout planning determine
the building and the capital outlays and have huge
impact on the in-plant handling costs. As an example, if
the docks for long-distance-traffic with strong traffic
volumes are too near to each other, the fork lifts used
for unloading might obstruct each other and operational
personal and handling costs will rise.

Strategy Atom – Buffer Areas
Even within the forwarding agency, strategy atoms are
used, e.g. for administration of buffer areas. In
particular the clever utilization of areas is a substantial
factor of success for forwarding agencies due to the
high percentage of manual activities, especially in
transportation and sorting of consignments. For
implementing the strategies concerning the usage of
buffer areas, VeloS considers internal areas in a grid
10 cm x 10 cm. This modelling permits the calculation
of the actually used areas with consideration of the
different sizes of the consignments (euro pallets,
industrial pallets, half pallets, boxes, parcels and bar
material).
The administration of buffer areas is controlled by
external algorithms, which determine the position of
each shipment as well as the time required for the
retrieval. The algorithms doesn’t aim at a
mathematically optimum allocation of the area (e.g.
algorithms for strip-packing), but at the representation
of proceedings close-to-reality.
For that purpose, not only the dimensions of the area
and the consignments have to be considered, but also
the orientation of the shipments on the fork lift and
therefore the storage direction, the accessibility of the
pallets as well as reloading if necessary. The lastmentioned have to be considered in particular at the
transportation of a specific pallet from the buffer to the
vehicle (depending on the chosen internal strategy it is
possible that first all consignments for a relation have to
be collected at the various buffers and prepared
bundled, even if this results in internal restoring on the
individual buffers).
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Operational decisions in a forwarding agency affect the
operation processes in the terminal and the usage of
involved resources (fork lifts, workers). Examples for
decisions in dispatching are the prioritization of waiting
vehicles at the assignment to free docks or the
prioritization of loading and unloading of vehicles at the
gate and therefore the allocation of handling equipment
and human resources. Another decision determines
whether unloaded shipments are first buffered at
logistics areas or if they are loaded directly into
available vehicles. Besides, decisions adress number
and kind of resources involved (conveying equipment,
staff) as well as their temporal distribution (shift
schedule) and responsibilities (firm allocation of
personnel to certain areas, certain activities or similar)
to make. Altogether there is an abundance of criteria
and factors, which affect the decisions of dispatching.
The decisions of dispatching concerning the operational
processes and their specification depend partially on the

USAGE OF VELOS
By using the simulation tool VeloS it is possible to test
the effects of long term and operational strategies in a
simultaneous model, particularly since optimum
strategic layout decisions and optimum operational
dispatching strategies and their interaction crucially
affect performance (e.g. throughput for each time unit)
as well as costs (investment, operation).
Layout Planning
The term layout planning means strategic decisions,
which have to be made within the scope of new
building or expansion of LTL terminals respectively.
This comprises the determination of shape and size of
the terminal, the number of docks and their arrangement
at the wall. Additionally, the function of the gates
(short-distance traffic, long-distance-traffic or mixed)
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assignment of vehicles to loading areas or a solo vehicle
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made layout decisions (e.g. number of buffer areas). On
the other hand, operational decisions also have impacts
on the strategic layout planning. If the unloaded
shipments should be loaded immediately into the
available vehicles, less area for buffering and preassembling of pallets are needed. This can lead to
terminals with fewer handling space or the unloading
area can be narrower.

The model allows evaluating the traffic composition for
each vehicle type, the utilization as well as the operating
time of resources and, as result, the fill rate of the
terminal based on the number of accomplished driving
orders and waiting time. By peak performance rating
(e.g. minimal resources for given throughput and
layout, maximal throughput for given resources), weak
points can be identified and action options derived.
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Application

In addition, VeloS offers the possibility to compare new
scientific methods, latest findings and models (e.g.
algorithms for yard management, dynamic route
planning, control strategies based on data concerning
the actual situation on the road ) with the realistic
processes in a logistics knot. As example, a tool
developed at the chair of transportation systems and
logistics deals with the yard management, which
optimizes the optimum allocation from vehicles to doors
for a given layout with consideration of various basis
conditions - based on mathematical or heuristic
techniques (Chmielewski and Clausen 2005).
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The simulation tool VeloS was used for the first time
for modelling a LTL terminal of a medium-sized
forwarding agency in North-Rhine-Westfalia with 87
docks, 80 long-distance routes, 450 vehicles with 3,900
shipments per day and 43 forklifts.
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Figure 4: Model of a LTL forwarding agency
The model is used for optimizing the decisions in
dispatching and identifying bottlenecks, e.g. on the road
network as well as on the usage of docks for unloading.
By analysing the throughput it is possible to determine
the maximum performance in the LTL terminal based
on different operating strategies.
Flows and composition of shipments and vehicles in the
model are generated by using a complex data generator,
which enables the detailed modelling of the system load
for either forwarding agencies or distribution centers
based on statistic distributions and real data.
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The simulation offers the possibility to use a larger
database for the identification and dimensioning of
order-picking systems.
Despite the progress of simulation technology, it is
selectively used within the planning process.
Today the main fields of application are there, where the
technical system is too complex for a conventional
design or there, where the client would like to assure the
results of planning.
Therefore, the system is modelled and simulated at the
end of the detailed planning, so that the capacity can be
validated (Haller 1997).
The usage of material flow simulation in earlier stages
of planning – for comparing alternative concepts and for
avoiding planning faults – is carried out rarely
(Günthner 1997).

KEYWORDS
multi-level order-picking systems, rough planning,
simulation modules, decision making, key figures for
order-picking systems, logistics, material flow
ABSTRACT
Rough planning of multi-level order-picking systems is
a very difficult job because you have to consider a great
number of versions. The planner has to decide on the
basis of his experience, which systems will perform
services best. In the early stage of development he
cannot supply evidence that the systems he has chosen
are better than others. Simulation can be a great means
to ensure the decision of a planner by considering
variability and changes in picking orders and
assortments. This paper wants to point out how a
planning tool can assist a planner so that he can do his
job in a much safer way. For this, it is shown, which
data is needed and what preparations have to be done
for simulation. Then, it is shown, which standard
elements are needed for automation of the simulation of
the multi-level order-picking system. Furthermore, we
want to point out what results you can achieve by
simulation for the purpose of rough planning and how to
validate them for decision making.

Within the AiF-research project (“Arbeitsgemeinschaft
industrieller Forschungsvereinigungen”, in engl.
consortium of industrial research associations) No.
14601 by order of the Bundesvereinigung Logistik
(BVL) e.V. (in engl. federal association of logistics) we
are working at the Institute for Materials Handling,
Material Flow and Logistics of the Technische
Universität München in collaboration with the
Fraunhofer IML of Dortmund with the aim to
implement a simulation aided planning tool which can
be used for planning multi-level order-picking systems
within the process of rough planning.

SIMULATION IN PLANNING OF ORDERPICKING SYSTEMS

ADVANTAGES OF SIMULATION IN ROUGH
PLANNING

The order-picking is a section of logistics. From a total
quantity of items (the assortment) subsets are assorted
order-oriented.
Order-picking is considered as one of the most
important subsections of logistics, because it is the most
staff-intensive section (Alicke 2001).
The requirements of order-picking systems are
changing, thus, dimensioning and design become
increasingly more difficult.

Using simulation for planning of order-picking systems
in the early stage brings along the following three
important advantages:
 Planning is based on a substantially more
exact/broader database
 interactions between the individual ranges
of an order-picking system are considered
 detailed investigation of several versions

Usually planning is based on average inventory data and
dynamic data. For dimensioning, these values are
projected linearly. This kind of planning has already
reached its borders and cannot approximately satisfy the
actually existing requirements of order-picking systems
(Lüning 2005).

The simulation offers the possibility of illustrating the
system load by many individual values instead of one
average value. The advantage is that the requirements of
an order-picking system can be considered more
precisely. Thus changes in the system load can be
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considered over hours, days, weeks or years, as well as
changes in the article and order structure.

ARCHITECTURE OF THE PLANNING LOOP
The architecture of the planning loop is structured in
three layers as shown in figure 2.

Most order-picking systems consist of different ranges
(techniques), so that they can be adapted better to the
requirements of the articles and orders (Gudehus 2000).
In one range only specific articles or order types are
picked. That has the advantage that material flow,
information and organisation system can be adapted
exactly to the requirements of the partial assortment or
order types.
The individual ranges are connected. Interactions, which
can hinder the total output of an order-picking system,
can be recognised by the application of the simulation.
Thus, they can be considered during the system choice
(Günthner 1997).
The planning tool and the standard modules can help to
examine many versions in detail. Thus the risk, that a
very good version is already excluded in the system
identification phase, can be minimised, as the planner
has considered it as inappropriate due to his experience.

ideas

planning tool
(data input)

basis for decision

interactions

planning tool
(data output)

eM-Plant

relational database (sql server e.g.)

Figure 2: Planning loop
Within the top layer, the planner has ideas to solve his
planning task and wants to know how good they are.
Ideas embrace suitable solutions for structural and
process organisations, which are possible solutions for
the planning problem. In the middle layer a planning
tool has to prepare the data needed, a simulation
software has to determine values for every suitable
solution and last but not least a planning tool has to
determine key figures on basis of the simulation values.
To handle all these data between the various steps, a
relational database is used in the bottom layer.

Figure 1: Usage of simulation environments in planning
processes

WORKFLOW OF PLANNING

NECESSITY OF STANDARDISATION AND
AUTOMATION

Planning begins with ideas on basis of the article
structure data and depends on the planning task.
Planning tasks can be redesigns or rationalisation
planning. The planner has to analyse the data and find
some versions (models) which could fit. The
combinations of structural and process organisation of
order-picking systems are called in the following
context ‘models’.

Providing suitable simulation models for a multiplicity
of versions is very complex. This is the reason, why
simulation is usually first used in stages of detailed
planning.
In order to be able to use the simulation in an earlier
stage of planning effectively, it is imperative to have
standard elements. By means thereof, it is possible to
reproduce simulation versions with one detail level,
which is sufficient for the rough planning.
The planning tool supports the planner while editing the
input data. Further, it produces a standard system load
for the simulation. With the help of seven standard
modules, the planner can model the order-picking
system with the planning tool. The planning tool
generates the simulation model independently. Thus, the
planner does not need detailed knowledge about
simulation.
The planning tool is not bound to one specific
simulation software. Only the appropriate standard
modules have be converted in the simulation software.
Furthermore it is necessary to have an interface between
planning tool and simulation which is given by a
relational database as you can see in the next section.

According to the VDI guideline (“Verband deutscher
Ingenieure” in engl. Association of German Engineers)
3633 the procedure of simulation is structured in the
steps definition of aims, system analysis, data
collection,
modelling,
verification,
validation,
experiments and the interpretation of the achievements
as shown in figure 3.
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have to be found for the access frequency, volume and
weight of articles and for the number of order items,
order distributions within the day and quantity within an
order item. The planning tool draws the distribution
functions in a diagram as shown in figure 4 and the
planner can decide if he wants to use the original
functions or if he wants to use standard distribution
functions like exponential, normal or equal distribution
functions.

quantifiable conclusions as possible
components, material flows, relationships
article structure, delivery order structure, parameters, etc.
topology of modules and system technology
checking the operability of the model

checking the plausibility of the model
variation of system load and parameters within planning horizon

decision making
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In the first and very important step you have to define
quantifiable aims to assess the achievement of
objectives after simulation. For our specific field of
application the target values are all the same and are
defined once for all modules. These are especially time
slices of picking. The planner does not have to do this
step and can start with step two, the system analysis. As
mentioned at the beginning of this section he has to find
versions on basis of the article and delivery order
structure.
For comparison of the models by simulation in the next
step the planner has to input data which describes the
system load. This can be performed by our planning
tool. Then he has to model his versions as models in the
planning tool. That means the planner has to choose the
modules and their relationships of material flows.
Because of the standardisation of the simulation
elements the steps of verification and validation can be
abbreviated.
In the next step, the planner has to define the
experiments. Depending on the planning task the
planner has to decide how long he chooses the planning
horizon. This could be a year, normally three till five
years, but also longer periods are possible. Before
experiments can start, the input data has to be prepared
automatically by the planning tool. Preparation covers
besides a lot of data transformations also the forecasting
of the article and delivery order structure data during the
planning horizon.
In the last step of the model of cascade interpretation of
the simulation values have to be made by building key
figures and drawing them in diagrams.
The next subsections are going to show you some
details about the important steps of working with our
planning tool and an example of simulation module.
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Figure 4: Planning tool for data preparation
If there are missing parts in the original data, the
planner can also form groups and use different standard
distributions for every group.
Inclusion of future for decision making implies that the
planner inputs some forecasting. Figure 5 shows an
example of changes in the delivery orders with three
forecasts.

Input of data and modelling of versions

Figure 5: Forecast for number of delivery orders

Constituents of the input data are the article and
delivery order structure data of the past (normally from
the whole last year) and their forecast. The planning tool
imports the data from any relational database and
analyses them about distribution functions. Usually you
cannot use the original data because attributes are
missing for some data sets. So the identification of
distribution functions is important to close these missing
attributes. And, of course, you need them to generate
articles and delivery orders for the future. Functions

The top line shows the positive forecast with 30 percent
every year and occurrence probability of 35 percent.
The balanced one is mapped with 12 percent rise and 40
percent occurrence probability and the negative one
with 3 percent rise and 25 percent occurrence
probability. Each forecast can contain changes in every
distribution function as aforementioned.
According to these inputs the planning tool can start to
generate the assortment and delivery orders for the
complete planning horizon. Delivery orders are
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generated by day, because we want to produce key
figures for days with maximum and average system
load. Every day symbolizes one test run. So, e.g., for
three years of planning horizon, three various forecasts,
two days for every year and prognosis there will be
generated at least 3·3·2+1 (plus one because of the start
status) test runs. For a high confidence level you should
generate even more test runs for every day.
After Generating the planner draws the models
consisting of modules (various system technologies) and
their topology (material flow) in the planning tool and
groups the articles to classes according to their
attributes. Every module gets at least one group of
articles or more. On basis of the articles in a module the
module has to be dimensioned.
If all the steps below have been performed, the planning
tool can automatically prepare the data for simulation.

Figure 6: Cutting clear of elements within eM-Plant
Corresponding to the parameters the instance of a
module can be build up by linking the smallest units.
E.g. the number of zones is given for the module of
zone picking, figure 6 can be linked according to this
number.
After the instances of modules are built up, they have to
be linked according to the relationships, the planner has
inserted in the stage of modelling. As shown in figure 7,
a multi-level order-picking system can be mapped in the
planning tool as model and build up in the simulation
environment.

Preparation of data
Before simulation can start, there have to be performed
some more automatic steps. To get a bin status report
for every article a bin location has to be generated
according to its access frequency.
Also there have to be generated picking orders on basis
of the delivery orders according to the topology of the
model of a multi-level order-picking system.
After the picking orders are completed, the planning
tool can generate series according to a series value, e.g.,
four. This means that the commissioner picks four
picking orders concurrently.
Last but not least, the series have to be sequence
planned. With all of this steps simulation can start.
Simulation
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Figure 7: multi-level order-picking system model
To reduce the effort in simulation, this step should run
automatically as far as possible. We build some
standard simulation modules which cover the majority
of cases of single picking-order systems. These are
module I as conventional picking (hand operated
picking from ground-level compartment rack, pallets
rack, live storage rack), module II as zone-picking,
module III as automatical small-parts or pallets
warehouse with terminals, module IV as reverse
picking, module V as automatical small-parts or pallets
warehouse with manual rack feeder, module VI as
manual sorter, and module VII as automatical sorter.

After building up the model in the simulation
environment, the system load has to be retrieved from
the database. Communication between the simulation
environment and the database should only happen at the
start up and at the end because of the performance. So
there has to be retrieved a big table with all of the data
of picking-orders. A generator transforms the
information of the table to movable elements which map
picking boxes. During the simulation time slices of the
orders are calculated.
Example of a simulation module

Building these standard modules was carried out by
cutting clear the smallest unit, e.g., one zone in the
zone-picking module, to have the ability to build any
dimension of a picking-order system by variables and
putting together the units. An example for cutting free
of a zone in the module II (zone picking) is shown in
figure 6.

To show how an instance of an module looks like after
building it up, an example of an instance of module II,
the zone picking module, is given in figure 8.
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The productive time of an order picker is the picking
time. The transit time, basis time, and the death time are
necessary for the procedure of the order picking, but
these time slices should be as short as possible,
compared to the picking time. For the comparison of
versions, the tool calculates the individual times and
plots it. So the planner can compare the versions simply.
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In order to evaluate the time slices of individual ranges
of the modelled heterogeneous order-picking system,
the planner can use filters. Figure 10 illustrates the
computation of key figures.
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The values (time slices and allocations) from the
simulation are stored in the database. Together with
further inputs of the planner, they represent the basis of
the evaluation. The evaluation consists of a monetary
evaluation, of a performance evaluation and of a
qualitative evaluation.

The values (time slices and allocations) from the
simulation are stored in the database. Together with
further inputs of the planner, they represent the basis of
the evaluation. The evaluation consists of a monetary
evaluation, of a performance evaluation and of a
qualitative evaluation.

Figure 10: Computation of key figures
Qualitative evaluation
Not all important factors for the rough planning of
heterogeneous order-picking systems, are illustrated in
the simulation. These factors include questions of
ergonomics, flexibility, or changeability of an orderpicking system.
For the consideration of these factors, the planning tool
contains a function for the execution of a cost benefit
analysis. Here, the planner is supported by the planning
environment, so that the plausibility of the inputs is
guaranteed.

Monetary evaluation
The monetary evaluation consists of the calculation of
the net present value and cost characteristic curves (cost
keys). The application of the net present value method
guarantees that the costs are evaluated in a temporal
connection. Thus, it is possible to evaluate the changes
(forecasts) monetarily.
The definition of occurrence probabilities allows
calculating an expected net present value (Münster
2004).
Due to the planning environment the planner can
display different cost characteristic curves. Figure 9
shows the costs per pick of the different changes of a
version (model).

OUTLOOK
Until now, we have implemented the planning tool for
input data preparation and computation of the key
figures and four standard modules for simulation. So we
have started with the first test runs of the whole
planning loop. The next step will be the derivation of
rules of configuration for heterogeneous multi-level
order-picking systems. Therefore we investigate some
existing systems of companies representative of small
and medium-sized businesses. Furthermore, we
investigate some special scenarios in the forecasts of
these businesses. For demonstration and for comparison
with reality we go along with a company near munich.
The research work for the AiF-Project will be finished
in the 3rd quarter of 2007. We want to compare the
achievements of simulation with them of analytical
methods. Therefore we develop at the Institute for
Material Handlings, Material Flow and Logistics
analytical methods for evaluation of order-picking
systems in another research project in order by the
Deutsche Forschungsgemeinschaft (DFG, in engl.
German Research Association). By using a similar
system load the achievements can appropriately be
compared and validated.

Figure 9: Costs per pick of different changes of a
version.
Performance evaluation
In order to evaluate the performance of the versions
better, performance characteristic numbers are
calculated.
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dangerous material. The local traffic includes more than
2000 daily ferry crossings, transporting more than
250,000 people between the Strait’s European and
Asian shores (Marine Law Research Center).

ABSTRACT

In order to control and mitigate maritime accident
risks and improve the safety of navigation in the
described dire environment, The Bureau of Turkish
Strait’s Maritime Traffic Services (BMTS) has set up a
sophisticated Vessel Traffic Control & Monitoring
System (VTS) (covering not only the Channel, but also
20 miles into the Black Sea and the Sea of Marmara)
and has established and effected a set of stringent
Maritime Traffic Rules and Regulations (which will be
denoted by R&R). The vessels arriving at the northern
and southern entrances of the Strait of Istanbul enter and
then navigate through the Channel according to the
directions of the BMTS, which are based on the VTS
inputs and the R&R.

This study aims to significantly augment and extend an
earlier simulation model on the maritime transit traffic
in the Istanbul Strait. The new model reflects the new
traffic regime, which is in effect since the middle of
2005. This model also incorporates the probabilistic
behavior of vessel arrivals and other characteristics,
current & visibility conditions, based on extensive past
data. Model inputs are parameters associated with the
Traffic Control Center decisions, as well as randomized
vessel arrival rates / profiles and current/visibility
conditions. The model outputs, such as, numbers and
waiting times of vessel types in queues, vessel densities
and pilot/tugboat utilizations, are designed to facilitate a
better understanding of the effects of inputs
(individually or in an aggregate manner) through
comparisons of a series of scenarios. An additional
accomplishment will be the comparison of the new
traffic regime with the earlier one, based on the
collation of model outputs with those of the previous
model (which reflects the earlier regime).

KEYWORDS
Discrete Event Modeling and Simulation in Logistics,
Transport and Supply Chains, Maritime Traffic, Arena®
ABSTRACT

INTRODUCTION

The Turkish Straits (the Straits of Istanbul &
Canakkale) are considered as one of the most
strategically important waterway systems in the world.
However, their difficult geographical properties (such as
sharp bends and narrowness), physical obstructions
(such as, cross continental bridges and energy transfer
lines), meteorological conditions, dense and increasing
transit and local traffic, vessel and cargo characteristics,
make navigation through these Straits quite complex
and risky.
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strategically important waterway systems in the world.
However, their difficult geographical properties (such as
sharp bends and narrowness), physical obstructions
(such as, cross continental bridges and energy transfer
lines), meteorological conditions, dense and increasing
transit and local traffic, vessel and cargo characteristics,
make navigation through these Straits quite complex
and risky.

The Strait of Istanbul is approximately 16.74 n.
miles long, with an average width of 0.81 n. miles
(Figure 1). It is only 0.378 n. miles wide at its
narrowest. The ships are bound to alter course at least
12 times at the various bends, with some alterations
approaching 80 degrees. The annual transit traffic has
long exceeded 50,000 vessels, many of whom are large
supertankers and some carrying hazardous and
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12 times at the various bends, with some alterations
approaching 80 degrees. The annual transit traffic has
long exceeded 50,000 vessels, many of whom are large
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The objective in this study is to design a simulation
model reflecting the maritime transit traffic in the Strait
of Istanbul as it actually happens. Being able to reflect
the actual traffic flow, the model will make it possible
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20 miles into the Black Sea and the Sea of Marmara)
and has established and effected a set of stringent
Maritime Traffic Rules and Regulations (which will be
denoted by R&R). The vessels arriving at the northern
and southern entrances of the Strait of Istanbul enter and
then navigate through the Channel according to the
directions of the BMTS, which are based on the VTS
inputs and the R&R.

This study aims to significantly augment and extend an
earlier simulation model on the maritime transit traffic
in the Istanbul Strait. The new model reflects the new
traffic regime, which is in effect since the middle of
2005. This model also incorporates the probabilistic
behavior of vessel arrivals and other characteristics,
current & visibility conditions, based on extensive past
data. Model inputs are parameters associated with the
Traffic Control Center decisions, as well as randomized
vessel arrival rates / profiles and current/visibility
conditions. The model outputs, such as, numbers and
waiting times of vessel types in queues, vessel densities
and pilot/tugboat utilizations, are designed to facilitate a
better understanding of the effects of inputs
(individually or in an aggregate manner) through
comparisons of a series of scenarios. An additional
accomplishment will be the comparison of the new
traffic regime with the earlier one, based on the
collation of model outputs with those of the previous
model (which reflects the earlier regime).

INTRODUCTION

Figure 1: The Strait of Istanbul

dangerous material. The local traffic includes more than
2000 daily ferry crossings, transporting more than
250,000 people between the Strait’s European and
Asian shores (Marine Law Research Center).

Figure 1: The Strait of Istanbul
The objective in this study is to design a simulation
model reflecting the maritime transit traffic in the Strait
of Istanbul as it actually happens. Being able to reflect
the actual traffic flow, the model will make it possible
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• The effects of meteorological conditions, such as
visibility, current and storm;
• The effects of changing the pursuit distance between
vessels;
• The effects of assigning different priorities (in terms
of waiting times) to direct and indirect vessels and to
different vessel classes;
• The effects of changing the durations of unidirectional northbound / southbound and bidirectional time-windows;
• The effects of pilot and tugboat availabilities, as well
as transit vessel profiles and arrival rates.

to observe the effects of different policies, resource
availabilities, transit vessel profiles and environmental
conditions. This model should also be executable as a
tool to support real time decision making at the BMTS,
and enable them to analyze effects of rules, procedures
and natural conditions on the Strait’s maritime traffic.
This study is actually an integral part of an ongoing
simulation and risk analysis study on the maritime
transit traffic in the Strait of Istanbul. The model
developed and presented is an extension of a previous
model (Almaz 2006; Ozbas 2005); however, it involves
some major changes and enhancements, as explained
below.

The simulation model of the Maritime Transit Traffic
in the Strait of Istanbul is developed using Arena 10.0.

MODEL FORMATION AND OBJECTIVES

In parallel with the R&R terminology, the vessel type
specifications presented in Table 1, are used throughout
this study.
Table 1: Transit vessel types
Type
LNG Hazardous Dry Passenger
Length Tanker
-LPG
Cargo
Cargo vessels

As mentioned above, a simulation model of the
transit traffic through the Strait of Istanbul has already
been developed (Almaz 2006; Ozbas 2005). However,
since middle of 2005, the BMTS has been implementing
a new traffic regime in the Strait: allowing only unidirectional traffic flow through the Strait in by day and
reverting back to bi-directional flow by night. The
BMTS has preferred this new policy since it avoids the
daytime meeting of any northbound and southbound
vessel, thereby categorically eliminating undesirable
meetings (i.e. meetings of vessel types/classes that are
to be avoided in the whole or some parts of the Istanbul
Strait due to the R&R). Because of this new regime, the
previous simulation model, which allows bi-directional
traffic flows at all times (just delaying those vessels
whose entrance to the Strait would have violated the
R&R, because of the presence of another specific vessel
in the Strait at that time) has become unusable and a
new model (implementing the new regime) inevitable.
On the other hand, the new model will also facilitate the
comparison of the new regime with the old one on a
multitude of performance indicators.
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Some significant rules and regulations of the R&R are
exemplified below:
• Southbound Class A or B vessels should not enter the
Strait until the preceding one has passed the Bogazici
Bridge (which is about 13 n. miles from the northern
entrance), while northbound Class A or B vessels
should not enter the Strait until the preceding one has
passed Filburnu (which is about 14 n. miles from the
southern entrance).
• Class A vessels should make their transit only by day
and no vessels should be traveling from the opposite
direction during their passage.
• There should be no Class A, B or C vessels
approaching from the opposite direction, during the
transit of Class B vessels.
• Vessels longer than 200 meters are required to get
pilot captains.

Major components included in the new maritime
traffic model are as follows:
• Random transit vessel arrivals at the northern and
southern entrances of the Strait;
• Randomized vessel types and attributes;
• Maritime Traffic Rules & Regulations (R&R);
• Pilotage, tugboat conditions and availability;
• Randomized visibility and current conditions;
• Uni-directional traffic flow of all vessel types (in
predetermined time windows) by day, bi-directional
flow of certain vessel types by night;
• One main traffic lane, one overtaking lane and one
restricted purpose counter lane (i.e. serving the
opposite direction) by day; two main lanes and one
overtaking lane by night;
• Integrated time window determination, scheduling (of
vessel entrances to the Strait) and overtaking rules.

MODEL INPUTS
Model inputs can be classified into three groups:
arrival processes, visibility/current related parameters,
other inputs. The simulation model is designed and
developed such that the intended input factors can be
randomly generated based on probability distributions
obtained from historical data. This approach enables
better parameter control during scenario analysis, and

The simulation model is designed to provide support
on the following issues:
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• The effects of meteorological conditions, such as
visibility, current and storm;
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Some significant rules and regulations of the R&R are
exemplified below:
• Southbound Class A or B vessels should not enter the
Strait until the preceding one has passed the Bogazici
Bridge (which is about 13 n. miles from the northern
entrance), while northbound Class A or B vessels
should not enter the Strait until the preceding one has
passed Filburnu (which is about 14 n. miles from the
southern entrance).
• Class A vessels should make their transit only by day
and no vessels should be traveling from the opposite
direction during their passage.
• There should be no Class A, B or C vessels
approaching from the opposite direction, during the
transit of Class B vessels.
• Vessels longer than 200 meters are required to get
pilot captains.

Major components included in the new maritime
traffic model are as follows:
• Random transit vessel arrivals at the northern and
southern entrances of the Strait;
• Randomized vessel types and attributes;
• Maritime Traffic Rules & Regulations (R&R);
• Pilotage, tugboat conditions and availability;
• Randomized visibility and current conditions;
• Uni-directional traffic flow of all vessel types (in
predetermined time windows) by day, bi-directional
flow of certain vessel types by night;
• One main traffic lane, one overtaking lane and one
restricted purpose counter lane (i.e. serving the
opposite direction) by day; two main lanes and one
overtaking lane by night;
• Integrated time window determination, scheduling (of
vessel entrances to the Strait) and overtaking rules.

MODEL INPUTS
Model inputs can be classified into three groups:
arrival processes, visibility/current related parameters,
other inputs. The simulation model is designed and
developed such that the intended input factors can be
randomly generated based on probability distributions
obtained from historical data. This approach enables
better parameter control during scenario analysis, and

The simulation model is designed to provide support
on the following issues:
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easy, independent replication of simulation runs for
validation and evaluation purposes.

In the model, daily visibility values can be either
externally inputted or internally generated (with respect
to probability distributions based on historical data).
The analysis of past visibility data revealed a significant
seasonal pattern, namely low visibility levels being far
more frequent in the winter season. Thus, the year is
divided into three seasons, regarding potential visibility
realizations: summer, winter and transition seasons. The
visibility realizations in the summer (June - September)
and transition seasons (May - October) are modeled
using empirical distributions. The winter season
visibility realizations are modeled through a phase type
distribution, based on an on/off process (Altiok 1996).
In this approach, good visibility conditions are
represented by the on state, while bad visibility
conditions are represented by the off state. The lengths
of these on/off periods are approximated by mixtures of
generalized Erlang (MGE) distributions (Almaz 2006).

Vessel Arrival Processes
Vessel arrivals are investigated in detail based on the
actual arrival data of around 54,000 transit vessels in
2005, obtained from the BMTS. A pre-analysis revealed
that most inter-arrival times have different patterns. So,
vessels were first classified as Tanker, LNG-LPG,
Hazardous Cargo Carriers, Dry Cargo, and Passenger
Vessels, based on the terminology deployed in the
R&R. However, in some cases, this classification turned
out to be insufficient for the probabilistic representation
of inter-arrival times. Thus, other attributes, such as
vessel length, transit direction, indirect versus direct
passage and time of day have also been considered in
classifying inter-arrival times. The Input Analyzer
module of Arena is used for analyzing the arrival
patterns. This module provides the suggested
distributions, histograms and data summaries, including
mean square error (MSA) and p-value terms. The
recommended distributions are evaluated based on MSA
and p-values, as well as a visual comparison of the
suggested function with the histogram. As an example,
Figure 2 displays the arrival pattern and the suggested
probability distribution (Gamma[402,0.955]), for
northbound Tankers in length class 50-100 meters. This
particular fit resulted in an MSA value of 0.000348 and
p-value of 0.416. A total of 56 distinct arrival patterns
has been developed in this fashion.

The Current
The Istanbul Strait features a north-to-south surface
current at almost all times. The peak speed of this
current is usually attained at the narrowest section, with
speed decreasing gradually to around 90% of the peak at
the entrances. The peak current speed shows random
variations between 0 to 6 knots with a mean about 2.7
knots. The current alters the effective speeds of transit
vessels (increasing the speed of southbound vessels,
while decreasing that of the northbound ones).
Moreover, vessels which may experience navigation
problems at higher current levels are either assigned
tugboats or are not allowed to enter the Strait until
current speed decreases. The effects of current are
included in the model via vessel speed alterations due to
current, tugboat assignments and/or not allowing vessel
entrances.
The surface current is represented in the model by
generating daily peak current values, through an
autoregressive forecasting model, based on historic
realizations. The generated peak values are assumed to
remain unchanged throughout a day and they are
projected to different regions of the Strait, through predetermined and constant percentage factors based on
historic data (Almaz 2006).

Figure 2: The Histogram for arrivals of 50-100 m
Tankers at the southern entrance of the Strait
Another effect on arrival patterns is Black Sea storms.
It has been observed that, especially southbound transit
demand decreases significantly on days affected by
stormy weather conditions at the Black Sea, while
transit demand showing significant increases before and
after a storm. Interarrival times and durations of
possible Black Sea storms are modeled based on past 20
years’ meteorological data, and interarrival rates of
southbound transit vessels are adjusted accordingly.

Other Inputs
The other inputs used in the model are transit vessel
attributes and implementation-oriented interpretations of
the R&R by the BMTS.
Vessel attributes are type, length, transit direction,
anchoring duration, direct or indirect transit intention,
speed, pilot and tugboat demands. The type, transit
direction and length of each transit vessel are
determined during vessel generation in the arrival
process. Then, based on these attributes, anchoring
duration, speed, direct or indirect transit intention, pilot
and tugboat demands of vessels are randomly

The Visibility
The R&R permits only uni-directional vessel traffic
when visibility drops to 1 mile or less anywhere within
the Strait. Vessel traffic is fully suspended when
visibility drops to less than 0.5 mile.
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the entrances. The peak current speed shows random
variations between 0 to 6 knots with a mean about 2.7
knots. The current alters the effective speeds of transit
vessels (increasing the speed of southbound vessels,
while decreasing that of the northbound ones).
Moreover, vessels which may experience navigation
problems at higher current levels are either assigned
tugboats or are not allowed to enter the Strait until
current speed decreases. The effects of current are
included in the model via vessel speed alterations due to
current, tugboat assignments and/or not allowing vessel
entrances.
The surface current is represented in the model by
generating daily peak current values, through an
autoregressive forecasting model, based on historic
realizations. The generated peak values are assumed to
remain unchanged throughout a day and they are
projected to different regions of the Strait, through predetermined and constant percentage factors based on
historic data (Almaz 2006).
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Another effect on arrival patterns is Black Sea storms.
It has been observed that, especially southbound transit
demand decreases significantly on days affected by
stormy weather conditions at the Black Sea, while
transit demand showing significant increases before and
after a storm. Interarrival times and durations of
possible Black Sea storms are modeled based on past 20
years’ meteorological data, and interarrival rates of
southbound transit vessels are adjusted accordingly.

Other Inputs
The other inputs used in the model are transit vessel
attributes and implementation-oriented interpretations of
the R&R by the BMTS.
Vessel attributes are type, length, transit direction,
anchoring duration, direct or indirect transit intention,
speed, pilot and tugboat demands. The type, transit
direction and length of each transit vessel are
determined during vessel generation in the arrival
process. Then, based on these attributes, anchoring
duration, speed, direct or indirect transit intention, pilot
and tugboat demands of vessels are randomly

The Visibility
The R&R permits only uni-directional vessel traffic
when visibility drops to 1 mile or less anywhere within
the Strait. Vessel traffic is fully suspended when
visibility drops to less than 0.5 mile.
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determined, through empirical probability distributions
obtained from 2005 historical data.

In the model, all vessels are generated at their SP2
times (also known as the contact time), which is the
time approximately 2 hours before arrival at the Strait.
Then, anchoring vessels enter anchoring area and
remain there throughout their anchoring duration (an
attribute of the vessel). Arriving vessels with no
anchoring needs and those who have completed their
anchoring durations are registered to the relevant
northbound or southbound entrance queue together with
their arrival times. These queues are ordered according
to modified waiting time (waiting time adjusted by
indirect transit encouragement coefficient) of vessels.

Model inputs regarding the interpretations of the R&R
are as follows:
• Class A Vessel Pursuit Distances: As indicated above,
the R&R actually require that a Class A vessel should
not enter the Strait until the preceding one is at least
13-14 n. miles ahead. In practice, this distance based
rule, is implemented as the following time based
pursuit intervals: 75 min. between two consecutive
southbound Class A vessels and 90 min. between two
consecutive northbound Class A vessels. However,
the BMTS has some flexibility to somewhat alter
these two time based specifications, thus changing
pursuit distances. Accordingly, northbound and
southbound pursuit distances between two
consecutive Class A vessels have been taken as model
inputs.
• Other Vessel Type Pursuit Distances: The R&R also
requires specific minimal pursuit distances between
other vessel types. Yet, in practice, these minimal
pursuit distances are again enforced through time
based pursuit intervals, such as, 30 min. between two
consecutive Class C vessels, 10 min. between two
consecutive Class D, E and P vessels, 90 min.
between two consecutive northbound Class B vessels
and 75 min. between two consecutive southbound
Class B vessels. Since, the BMTS has some flexibility
to somewhat alter these pursuit interval, they have
also have been taken as model inputs.
• Indirect Transit Encouragement Coefficient: This
coefficient indicates the direct transit vessel waiting
time equivalent of a unit of waiting time of an indirect
transit vessel. The realized waiting times of indirect
vessels are multiplied by this coefficient and the
modified values are used in the FIFO (first come-first
serve) implementation to determine the order of
entrance to the Strait. This way, indirect vessels
appear in queue as if they arrived earlier. This
coefficient represents the prioritization policy of the
BMTS for indirect transit vessels.
• Class A Priority Coefficient: This coefficient assigns
a relative priority (or dis-priority) to the waiting times
of Class A vessels. Waiting times realized by Class A
vessels are multiplied by this coefficient, while
comparing different scheduling alternatives.
• Daytime specifications: These are the parameters used
to define the start and length of daytime during the
year.

Time-Window Size Determination
Since Class A vessels have the most restrictions on
Strait entrance and transit, number of northbound and
southbound Class A vessels waiting are the primary
factors considered in determining the two daytime unidirectional window sizes. So, every morning both the
absolute and relative lengths of the northbound and
southbound Class A vessel queues are considered in
tentatively dividing the available daytime into the two
uni-directional time windows. This tentative split is then
compared against the two neighboring alternatives of
increasing either window to allow for one additional
Class A vessel (and decreasing the other window
accordingly). The following factors are taken into
consideration in the comparison of the mentioned three
alternatives:
• Total waiting time of Class A vessels;
• Total waiting time of other vessels;
• Sufficiency of Class C, D, E vessels which are to be
scheduled in between Class A vessels;
• Sufficiency of pilot captains for vessels to be
scheduled.
A score for each alternative is calculated (based on
pre-set weights for the mentioned factors), and the
alternative with best score is chosen.
Next, starting direction of the daytime traffic must be
decided (i.e. which uni-directional window to initiate
first). This decision is based on:
• The total number of vessels waiting vessels in the
northbound and southbound queues;
• The total waiting time of vessels designated to be in
the northbound and southbound windows;
• The total number of indirect transit vessels designated
to be in the northbound and southbound windows.
A score for the two alternatives is calculated (based
on pre-set weights for the mentioned factors), and the
alternative with best score is chosen.

THE TRAFFIC FLOW

In the case of insufficient Class A vessels for filling
the determined uni-directional windows, the night-time
bi-directional flow regime is stretched into the
remaining day-time.

The backbone of the model has two key components:
i) the determination of daytime time-window lengths for
northbound and southbound traffic, ii) the scheduling of
vessels within these time windows. These and other
model logic related issues are discussed below.

The Strait Entrance
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The model accomplishes the scheduling of vessels to
enter the Strait as follows (this way closely mimicking
the practices of the BMTS): In a uni-directional timewindow, first available Class A vessels are considered
on an FIFO basis and scheduled throughout the duration
of the window, at time intervals predefined by the user,
to form the backbone of the schedule. Then, available
Class C, D, E and P vessels are considered in FIFO
basis and spread out to the intervals between Class A
vessels, while giving consideration to, i) their pair wise
time intervals set by the user, ii) their effective speeds
(among the set determined with respect to FIFO, faster
vessels being scheduled first), iii) pilot and tugboat
needs and availabilities. In a bi-directional timewindow, Class A vessels are not allowed and available
Class B vessels are scheduled as the backbone. Then,
available Class C, D, E and P vessels are considered in
FIFO basis and spread out to the intervals between
Class B vessels. In uni-directional windows only Class
P vessels are allowed from the opposite direction, while
in bi-directional windows Class P, D, E vessels are
allowed from the opposite direction.

Kandilli region (where overtaking is not allowed and
thus no overtaking lane exists).
Once overtake is completed, the vessel returns to the
main transit lane.
Pilotage and Tugboat Services
The pilot and tugboat needs of a vessel are identified
by its pilot and tugboat demand attributes (determined
in the input stage). If a vessel has pilot or tugboat need
(or is so required by the R&R), it seizes and releases
them at the designated embarking and disembarking
areas at the Northern and Southern entrances of the
Strait. In order to cover the time spent by a vessel’s
slowing down and speeding up during pilot embarking /
disembarking activity, associated vessel’s transit is
delayed by a certain amount of time.

This traffic regime automatically avoids the following
situations, which are strictly ruled out in the R&R. i)
Class A vessels transiting at night; ii) Class A vessels
meeting any vessels (except passenger vessels) in the
Strait, iii) Pursuit distance requirements of all vessel
types, iv) Class B vessels meeting Class A or Class B
vessels in the Strait.

Every morning, all pilots and tugboats are sent to the
entrance associated with the starting uni-directional
window, to embark on the entering vessels, as needed.
A vessel exiting the Strait, releases its pilot and/or
tugboat at the disembarking area. The released pilot and
tugboat is then designated to be an additional available
resource at the release station. As uni-directional flow
proceeds, pilots and/or tugboats are dead-headed to the
active entrance as needed, with the needs being updated
whenever a Class A vessel is entered. The general aim
is to have no vessels waiting due to pilot/tugboat
unavailability.

The Strait Transit
Vessels pass through eight different zones in the Strait
(Or and Kahraman 2002) at speeds determined in the
input stage (and adjusted by the current). All vessels
follow the assigned single main transit lane (southbound
or northbound), unless they need to overtake a slower
vessel ahead and they are in a region where overtake is
possible (then they temporarily move into the parallel
overtaking lane to accomplish the overtake). Each zone
is divided into a sequence of ‘stations’, which are set at
a distance of 2 cables (0.2 n. miles ≈ 0.3705 km.) from
one another. Hence, each transit lane comprises of 84
stations covering a distance of 16.8 n. miles (since the
overtaking lane is discontinued in the region where
overtake is not allowed, it contains fewer stations).
Overtaking
In the model, whenever a vessel is faster than the one
ahead, the implementation of overtaking is initiated
after checking the following conditions:
• There should be no vessels in the overtaking lane
from the opposite direction, until the overtake is
completed ,
• The closest vessel in the overtaking lane traveling in
the same direction should be at least “the pursuit
distance” away,
• The overtaking vessel should be fast enough to
complete the attempted overtake before reaching the
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Each simulation run generates following outputs (for
each end of month considered in the run):
• Aggregate and type based, numbers and waiting times
of vessels in queues (still waiting for transit);
• Number and transit time of vessels that have
completed their transit (aggregate and type based);
• Waiting time of vessels that have completed their
transit (aggregate and type based);
• Pilot captain and tugboat utilizations;
• Vessel densities (number of transit vessels per mile)
in each zone and for the entire Strait (aggregate and
type based).
Another model output highlights the effect of
meteorological conditions. It includes the number of
vessels in each queue just before and after fog
occurrences, so that the effect of visibility level on the
vessel traffic can be better observed.
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Another model output highlights the effect of
meteorological conditions. It includes the number of
vessels in each queue just before and after fog
occurrences, so that the effect of visibility level on the
vessel traffic can be better observed.

VERIFICATION AND VALIDATION
During model development, each additional stage is
individually debugged and tested for verification
purposes. Additional subprograms and levels of detail
are added and debugged successively until the model
accurately represented the real system. “Trace” and
“Debugger” of Arena 10.0 are deployed for this task. In
a trace, the state of the simulated system (i.e., the
contents of the event list, the state variables, certain
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The model accomplishes the scheduling of vessels to
enter the Strait as follows (this way closely mimicking
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to form the backbone of the schedule. Then, available
Class C, D, E and P vessels are considered in FIFO
basis and spread out to the intervals between Class A
vessels, while giving consideration to, i) their pair wise
time intervals set by the user, ii) their effective speeds
(among the set determined with respect to FIFO, faster
vessels being scheduled first), iii) pilot and tugboat
needs and availabilities. In a bi-directional timewindow, Class A vessels are not allowed and available
Class B vessels are scheduled as the backbone. Then,
available Class C, D, E and P vessels are considered in
FIFO basis and spread out to the intervals between
Class B vessels. In uni-directional windows only Class
P vessels are allowed from the opposite direction, while
in bi-directional windows Class P, D, E vessels are
allowed from the opposite direction.

Overtaking
In the model, whenever a vessel is faster than the one
ahead, the implementation of overtaking is initiated
after checking the following conditions:
• There should be no vessels in the overtaking lane
from the opposite direction, until the overtake is
completed ,
• The closest vessel in the overtaking lane traveling in
the same direction should be at least “the pursuit
distance” away,
• The overtaking vessel should be fast enough to
complete the attempted overtake before reaching the

VERIFICATION AND VALIDATION
During model development, each additional stage is
individually debugged and tested for verification
purposes. Additional subprograms and levels of detail
are added and debugged successively until the model
accurately represented the real system. “Trace” and
“Debugger” of Arena 10.0 are deployed for this task. In
a trace, the state of the simulated system (i.e., the
contents of the event list, the state variables, certain

552

statistical counters, etc.), is displayed just after each
event occurrence and compared, through manual
calculations to see if the program is operating as
intended (Law and Kelton 2000). Moreover, the
animation of the simulation model can be used to
visually follow the arrival, entrance and transit activities
of vessels in a way supporting the verification process.

Altiok T. 1996. “Tools of Probability.” In Performance
Analysis of Manufacturing Systems, Springer, New
York. 15-65.
Law, M.L. and Kelton, W.D. 2000. “Simulation
Modeling and Analysis”. New York, McGraw-Hill.
Or, I. and I. Kahraman. 2002. “A Simulation Study of
the Accident Risk in the Istanbul Channel”,
International Journal of Emergency Management, Vol.
1, No. 2, pp. 110-124, Interscience.

Another verification related activity performed is the
comparison of the uni-directional time-windows
determined by the model (based on the actual 2005
vessel arrivals) with those realized in the 2005 BTMS
practice. This way, the computation mechanism
deployed is verified to closely mimic the BTMS
practices.

Ozbas B. 2005. “Simulation of Maritime Transit Traffic
in the Istanbul Channel.” M.S. Thesis, Dept. of
Industrial Engineering, Bogazici University.
VTS Users Guide. Turkish Straits Vessel Traffic
Service. 2004. General Management of Coastal Safety
and Salvage Administrations, May 2004, Istanbul.

For validation purposes, the model structure and
output should be acceptable, adequate for any extreme
and unlikely combination of levels of factors in the
system. Extreme condition validations will be
performed by assigning extreme values to selected
parameters and model outputs will be compared with
what is expected to be.

Marine Law Research Center, Istanbul Bilgi University
“Turk Bogazlarinda Trafik Sistemi Gelismeler ve
Sorunlar”.http://denizhukuku.bilgi.edu.tr/doc/turk_boga
zlarinda_trafik_sistemi_gelismeler_ve_sorunlar.doc
(accessed December, 2006).
AUTHOR BIOGRAPHIES

As mentioned, 2005 Istanbul Strait transit data (i.e
vessel arrival and transits times) is already available. It
is also planned to acquire 2006 transit data and compare
model outputs (based on 2006 data) with the actual
2006 transit realizations, for validation purposes.
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SCENARIO ANALYSIS AND RESULTS
Various scenarios will be constituted by considering
different inputs, namely vessel arrival rates, visibility,
current, BMTS implementations (e.g. pursuit intervals
between vessels), pilot/tugboat availabilities. The
comparisons of these scenarios, based on the outputs
listed previously, will lead to a good understanding of
the relative and absolute effects of individual and
combined effects of the stated inputs on the outputs, as
well as leading to a healthy understanding of the overall
effectiveness and desirability of the new traffic regime.
An additional interesting accomplishment will be the
comparisons of model outputs with those of the
previous model (Almaz 2006; Ozbas 2005) on scenario
basis. All results obtained, experience gained and
conclusions reached will be presented and discussed at
the Conference.
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lem with time windows and present an exact solution
based on column generation. Savelsbergh and Sol [9]
give a general description of the PDP. Less than truckload PDP are among others investigated by Nanry and
Barnes [8], Landrieu et al. [6] and Lu and Dessouky [7].
Gronalt et al. [4] study the problem of transporting
full truckloads between distribution centres. In their
PDPTW goods are transported between customer locations, as opposed to our problem definition where all
containers either originate or return to the terminal.
A full truckload PDPTW is also considered by Currie
and Salhi [1] and [2]. The problem studied in these
papers differs from our setting with respect to the definition of tasks. Goods have to be picked up at works
of a construction company and delivered to customers.
The closest related article to our research is given by
Imai et al. [5]. The authors present a heuristic based
on Lagrangian relaxation for the drayage problem of intermodal container terminals, without taking time windows into account.

Keywords
Intermodal transport, vehicle routing, time windows,
full truckload, heuristics.
Abstract
Road transport makes up a large share of total costs
of intermodal transport. In this paper pre- and endhaulage in the service area of intermodal container terminals is modelled as a Full Truckload Pickup and Delivery Problem. A single container is delivered from
the terminal to a customer or picked up at a customer
location and returned to the terminal. Customers impose hard time windows. A two-phase insertion heuristic is developed. In a first phase delivery customers are
paired with pickup customers. These pairs of customers
are assigned to routes in a second phase. The initial solution is improved by a local search procedure based on
a CROSS operator. The construction heuristic and improvement heuristic are demonstrated by means of a
numerical example.
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I. Introduction

III. Problem definition

I. Introduction

III. Problem definition

Pre- and end-haulage of intermodal container terminals involves the pickup or delivery of containers at
customer locations. Road transport constitutes a relatively large share of intermodal transport costs. Therefore, the attractiveness of intermodal transport can be
increased by organizing the road segment in the intermodal transport chain more efficiently.
The drayage of containers in the service area of an
intermodal terminal can be modelled as a Full Truckload Pickup and Delivery Problem with Time Windows
(FTPDPTW). In this study a full truckload is assumed
to be a single container. A delivery activity to a consignee starts from the intermodal terminal with a full
container and a pickup activity returns a container to
the intermodal terminal for shipment by barge.

The following optimization problem can be formulated in terms of a vehicle routing problem with full
container load. Assuming a homogeneous container
type and size, find the optimal assignment of delivery
and pickup customer pairs to a fleet of vehicles, in order to minimize the total cost of servicing all customers,
which includes fixed vehicle costs and travelling costs.
In accordance with Dumas et al. [3], a fixed vehicle cost
is introduced to minimize the fleet size. Each vehicle
used incurs a fixed cost, which may vary with the vehicle. Fixed costs include depreciation of own vehicles or
leasing costs if the vehicle is hired, insurance payments
and fixed costs for hiring an extra truck driver. Travelling costs are proportional to the total time necessary
to service all customers, which implies travelling time
and truck waiting time at customer sites.
All orders are assumed to be known in advance, so
the problem is studied in a static environment. An intermodal terminal is open during a pre-specified daily
time window. All trucks k must return to the terminal
before the end of their depot window Lk . A final as-
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sumption underlying our problem definition is the existence of hard time windows at customer locations. This
leads to the following integer programming formulation:
X
X X
X
M in
CRijk xijk +
F Ck
i∈(V D ∪0) j∈(V P ∪0) k∈K

When delivery point i and pickup point j are serviced in
a single route, expression (7) equals (6). When delivery
point i and pickup point j are not visited in a single
route, expression (7) reduces to:
bj − Ej ≥ bi − Li

k∈K
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This inequality is always satisfied since the left-hand
side is positive and the right-hand side is negative.
Hard time windows are also imposed on the total
service time of a route k. These depot time windows
are expressed by the following constraints:
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same truck.
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Constraints (8) and (9) can be linearized in a similar
way:
X
bj + sj + tj0 − (1 −
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Constraint (6) is linearized to solve the problem to optimality:
X

(11)

A final set of constraints ensures feasibility of the
routes. Two additional variables are defined:
pik = position of delivery customer i in route k
pjk = position of pickup customer j in route k
The position is equal to zero if a customer is not inserted in the route. Otherwise the position takes on a
positive integer value.
X
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⇒
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bi + si + tij ≤ bj
∀i ∈ V D , ∀j ∈ V P
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bi + si + ti0 − (1 − xi0k ) · (Li + si + ti0 ) ≤ Lk

Pickup and delivery customers can be combined in
one route or can be serviced separately. In the latter
case either the delivery point i or the pickup point j is
represented by the depot 0 in our formulation. Equations (1) and (2) guarantee that all pickups and deliveries are visited only once. Constraints (3) and (4) state
the hard time windows of customers. Constraint (5)
defines the problem as a binary integer program. The
presence of hard time windows implies:
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This inequality is always satisfied since the left-hand
side is positive and the right-hand side is negative.
Hard time windows are also imposed on the total
service time of a route k. These depot time windows
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(9)
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Ei = earliest start time of delivery i
Li = latest start time of delivery i
Ej = earliest start time of pickup j
Lj = latest start time of pickup j
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bi + si + ti0 ≤ Lk

When delivery point i and pickup point j are serviced in
a single route, expression (7) equals (6). When delivery
point i and pickup point j are not visited in a single
route, expression (7) reduces to:

subject to

i∈(V D ∪0)
D

xijk ∈ {0, 1}

sumption underlying our problem definition is the existence of hard time windows at customer locations. This
leads to the following integer programming formulation:
X
X X
X
M in
CRijk xijk +
F Ck

⇒

bi − t0i ≥ bj + sj + tj0
∀i ∈ V D , ∀j ∈ V P , ∀k ∈ K

(7)
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(15)

The next section proposes a two-phase insertion
heuristic to find near-optimal solutions. An improvement heuristic is presented in section V. Section VI
demonstrates both heuristics by means of a numerical
example. Finally, conclusions are drawn in section VII.

construction heuristic. Depending on the nature of the
problem, more weight should be given to the savings in
waiting time or the savings in travel time. The process
of pairing customers is repeated until no further feasible combinations exist between the remaining pickup
customers and delivery customers. The remaining customers are inserted into individual routes and form an
imaginary pair with a dummy customer.
An opportunity cost for not choosing the best combination for a delivery i or pickup j can also be taken
into account. Gronalt et al. [4] argue that this regret approach leads to significant improvements in the
best solution. The opportunity cost OC1i (respectively
OC1j ) can be defined as the difference in savings in
travel time achieved by the best combination for delivery i (pickup j) and the currently selected combination.
Selection criterion (16) can be extended with this third
objective.

IV. Two-phase insertion heuristic
The VRP belongs to the class of NP-hard problems.
Problem sizes which exact models are able to solve are
relatively small. In practice heuristics are used to solve
problems of realistic size. In this section an insertion
heuristic is developed, which consists of two phases to
obtain a near-optimal solution. In a first phase pickups
and deliveries are combined into pairs. These pairs of
customers are inserted into routes in a second phase.
A. Phase 1: Pairing pickups and deliveries
Due to the existence of hard time windows, not every
pickup customer and delivery customer can be combined into a feasible route. Inconsistencies in time windows are checked first:
Ei + si + tij ≤ Lj

w1 · (Lj − Ei − si − tij ) + w2 · (tij − ti0 − t0j )
+ w3 · (OC1i + OC1j ) (17)

∀i ∈ V D , j ∈ V P

The opportunity cost related to the time window slack
can also be added to this selection criterion. This opportunity cost OC2i (respectively OC2j ) is defined as
the difference between the time window slack of the current combination and the smallest time window slack
of delivery i (pickup j) in any combination.

This check results in a list of feasible combinations.
The waiting time between delivery i and pickup j can
be limited to a maximum amount M AXW AIT . A
feasible pair of customers is discarded from the list if
the minimum waiting time M IN W AITij is larger than
allowed.

0
if Ej ≤ Li + si + tij
M IN W AITij =
Ej − (Li + si + tij )
else

w1 · (Lj − Ei − si − tij ) + w2 · (tij − ti0 − t0j )
+ w3 · (OC1i + OC1j ) + w4 · (OC2i + OC2j ) (18)

The next section proposes a two-phase insertion
heuristic to find near-optimal solutions. An improvement heuristic is presented in section V. Section VI
demonstrates both heuristics by means of a numerical
example. Finally, conclusions are drawn in section VII.
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OC1j ) can be defined as the difference in savings in
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The VRP belongs to the class of NP-hard problems.
Problem sizes which exact models are able to solve are
relatively small. In practice heuristics are used to solve
problems of realistic size. In this section an insertion
heuristic is developed, which consists of two phases to
obtain a near-optimal solution. In a first phase pickups
and deliveries are combined into pairs. These pairs of
customers are inserted into routes in a second phase.
A. Phase 1: Pairing pickups and deliveries
Due to the existence of hard time windows, not every
pickup customer and delivery customer can be combined into a feasible route. Inconsistencies in time windows are checked first:
Ei + si + tij ≤ Lj

w1 · (Lj − Ei − si − tij ) + w2 · (tij − ti0 − t0j )
+ w3 · (OC1i + OC1j ) (17)

∀i ∈ V D , j ∈ V P

The opportunity cost related to the time window slack
can also be added to this selection criterion. This opportunity cost OC2i (respectively OC2j ) is defined as
the difference between the time window slack of the current combination and the smallest time window slack
of delivery i (pickup j) in any combination.

This check results in a list of feasible combinations.
The waiting time between delivery i and pickup j can
be limited to a maximum amount M AXW AIT . A
feasible pair of customers is discarded from the list if
the minimum waiting time M IN W AITij is larger than
allowed.

0
if Ej ≤ Li + si + tij
M IN W AITij =
Ej − (Li + si + tij )
else

w1 · (Lj − Ei − si − tij ) + w2 · (tij − ti0 − t0j )
+ w3 · (OC1i + OC1j ) + w4 · (OC2i + OC2j ) (18)

B. Phase 2: Route construction
A pickup customer j and delivery customer i are allowed in one tour only if:

In a second phase routes are constructed consecutively. The first route is serviced by the vehicle with
the lowest fixed cost F Ck . Vehicles are used in increasing order of their fixed costs. Pairs of customers are
inserted into routes in increasing order of their latest
start time Lij .

M IN W AITij ≤ M AXW AIT
Second, interesting combinations of customers are selected. In forming pairs of pickups and deliveries, both
spatial and temporal aspects are to be taken into account. The savings in travel time obtained from serving
delivery i and pickup j together should be as large as
possible.The following expression for savings in travel
time should be maximized:

Lij = M in{Li − t0i ; Lj − tij − si − t0i }
A pair of customers can be inserted in an existing route
k if it can start later than the time necessary to service
the customers already assigned to the vehicle k and
if the vehicle is able to return to the terminal within
its depot window. The total time necessary to service
customers assigned to a vehicle k is defined as the route
service time RSk .

(ti0 + t0j − tij )
The time window slack between customers i and j
should be as small as possible, which implies a minimization of:

RSk ≤ Lij and M ax(RSk , Eij ) + RSij ≤ Lk

(Lj − Ei − si − tij )

The route service time RSk is initially set to 0. The
time necessary to service pair (i, j), RSij , is the sum
of travel times, service times and the minimum waiting
time.

Therefore, the pair of pickup and delivery customers
with the lowest value for the following criterion is selected first:
w1 · (Lj − Ei − si − tij ) + w2 · (tij − ti0 − t0j )

RSij = si + sj + t0i + tij + tj0 + M IN W AITij

(16)

The weights w1 and w2 reflect the importance given to
each objective. These weights are parameters of the

In case insertion into multiple existing routes is feasible,
the pair of customers is added to the existing route with
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In case insertion into multiple existing routes is feasible,
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the smallest waiting time between the previous pair. If
no feasible insertions in existing routes are possible,
the pair of customers is assigned to an unused vehicle
to create a new route.
Finally the route service time RSk is updated. Define the earliest starting time Eij as the earliest time a
vehicle can leave the depot for servicing pair (i, j) without unnecessary waiting between delivery i and pickup
j.

if Li ≤ (Ej − tij − si )
 Li − t0i
Ej − tij − si − t0i if Ei ≤ (Ej − tij − si ) ≤ Li
Eij =

Ei − t0i
if (Ej − tij − si ) ≤ Ei
This leads to the following expression for updating the
route service time RSk after inserting pair (i, j).

RSk + RSij if Eij < RSk
RSk =
Eij + RSij
else

delivery i
1
2
3
4
5

Ei
10
50
80
50
100

In this section a local search heuristic is proposed
to improve a feasible solution found by the construction heuristic described above. Considering the nature
of the problem, the neighborhood of the local search
procedure is defined as follows. Two pairs of pickup
and delivery customers, for example (g, h) and (i, j),
are selected from two different routes. These pairs are
recombined into new pairs of pickup and delivery customers, (g, j) and (i, h). This move is further denoted
as CROSS operator. The local search heuristic first
lists all feasible CROSS moves. A CROSS move is feasible if the pickup customers and delivery customers can
be combined into new pairs, taking into account their
time windows. Second, it is checked whether these new
pairs of customers can be reinserted into the routes.
Either (g, j) is inserted into the first route and (i, h)
into the second or the other way round. Next, the local search heuristic selects the CROSS move with the
largest improvement Ighij or smallest deterioration in
route service times RSk .

pickup j
1
2
3
4
5

Ej
0
100
200
80
5

Lj
100
280
260
320
80

TABLE I: Customer time windows

Distances, expressed in time units, from the depot 0
to customers and between customers are given in table
II. Table III mentions the cost CRijk of servicing each
pair of customers. Fixed costs are assumed to be equal
for all vehicles. Since all solutions found for this example require the same number of vehicles, fixed vehicle
costs are left out of the comparison.
distance i j
0
1
2
3
4
5

V. Improvement heuristic

Li
100
250
180
360
300

0
0
9
47
36
18
24

1
63
57
42
45
56
82

2
48
40
5
13
32
55

3
49
41
11
16
32
53

4
12
14
48
37
18
12

5
44
40
50
43
35
26

1

2

3

4

5

178.7
193.3
224.0
213.3
204.0
246.7

138.7
150.7
154.7
150.7
152.0
190.7

141.3
221.3
164.0
156.0
153.3
189.3

42.7
68.0
164.0
134.7
85.3
85.3

128.0
145.3
209.3
185.3
150.7
146.7

TABLE III: Cost matrix

Ighij = RSgh + RSij − RSgj − RSih

A. Construction heuristic

The improvement heuristic stops after a predefined
number of iterations without any reduction in total
costs of servicing all customers.

In the pairing phase of the heuristic a maximum
waiting time, M AXW AIT , of 30 minutes is allowed
between serving a delivery customer and a pickup customer. The maximum waiting time is a parameter of
the construction heuristic. Its value should be large
enough to allow flexibility in the pairing phase, but
small enough in comparison with the depot time window of 360 minutes. Equal weights w1 and w2 of five
are assigned to savings in waiting time and travel time
in the first selection criterion (16). This results in the
ranked list of feasible pairs of customers given in table IV. Selected pairs are highlighted in bold. In this
example all customers can be combined into pairs; no
dummy customers are necessary.
In the second phase of the heuristic the selected pairs
of customers are inserted into routes. Results are presented in table V. Vehicle 1 returns to the depot after

VI. Numerical example
A numerical example is discussed to demonstrate the
mechanism of the construction heuristic and improvement heuristic. In this example an intermodal terminal
has to deliver containers to five customer sites and pick
up containers at five other customer sites. The terminal
is open during six hours per day. Trucks have to return
after 360 minutes. Service at customer sites takes eight
minutes. The problem is studied in a static environment. Travel times, waiting times and service times
are therefore assumed to be constant. Table I presents
the time windows imposed by pickup customers and
delivery customers.
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This leads to the following expression for updating the
route service time RSk after inserting pair (i, j).

RSk + RSij if Eij < RSk
RSk =
Eij + RSij
else
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1
2
3
4
5

Ei
10
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80
50
100
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to improve a feasible solution found by the construction heuristic described above. Considering the nature
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procedure is defined as follows. Two pairs of pickup
and delivery customers, for example (g, h) and (i, j),
are selected from two different routes. These pairs are
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largest improvement Ighij or smallest deterioration in
route service times RSk .

Li
100
250
180
360
300

pickup j
1
2
3
4
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80
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Distances, expressed in time units, from the depot 0
to customers and between customers are given in table
II. Table III mentions the cost CRijk of servicing each
pair of customers. Fixed costs are assumed to be equal
for all vehicles. Since all solutions found for this example require the same number of vehicles, fixed vehicle
costs are left out of the comparison.
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waiting time, M AXW AIT , of 30 minutes is allowed
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small enough in comparison with the depot time window of 360 minutes. Equal weights w1 and w2 of five
are assigned to savings in waiting time and travel time
in the first selection criterion (16). This results in the
ranked list of feasible pairs of customers given in table IV. Selected pairs are highlighted in bold. In this
example all customers can be combined into pairs; no
dummy customers are necessary.
In the second phase of the heuristic the selected pairs
of customers are inserted into routes. Results are presented in table V. Vehicle 1 returns to the depot after

VI. Numerical example
A numerical example is discussed to demonstrate the
mechanism of the construction heuristic and improvement heuristic. In this example an intermodal terminal
has to deliver containers to five customer sites and pick
up containers at five other customer sites. The terminal
is open during six hours per day. Trucks have to return
after 360 minutes. Service at customer sites takes eight
minutes. The problem is studied in a static environment. Travel times, waiting times and service times
are therefore assumed to be constant. Table I presents
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delivery i
2
1
1
5
3
5
2
3
2
4
4
5
3
2
1
4
1

pickup j
1
5
1
3
3
2
3
2
2
3
2
4
4
4
2
4
4

selection criterion
-340
45
50
395
435
500
530
540
635
675
780
880
920
1015
1025
1160
1405

route 1
2-1
4-2

TABLE VII: Best routes found by construction heuristic

C. Opportunity costs
When the second selection criterion (17) is applied
in the pairing phase of the construction algorithm, the
same best solution with a cost of 762.7 is found. Also no
further improvement in best solution is found when the
opportunity costs of time window slack (18) are taken
into account. Assigning various values to the weights in
this selection criterion leads to the same best solution
with a travelling cost of 762.7.
D. Improvement heuristic

TABLE IV: Ranked pairs of customers

route 2
1-5
3-2
4-4

TABLE V: Route construction

B. Parameter setting
The selection criterion in the first phase of the heuristic is a weighted combination of two sub-criteria. The
initial solutions found by the construction heuristic depend on the values assigned to the weights in the selection criterion. A multi-start approach, assigning different values to these weights, can be applied to find
the best overall solution. Solutions found by different parameter settings are presented in table VI. The
best solution is obtained in this example when a large
weight is assigned to the savings in travel time. The
corresponding routes are given in table VII.
weight 1
0
0.092
0.093
0.188
0.189
0.462
0.463
1

weight 2
1
0.908
0.907
0.812
0.811
0.538
0.537
0

pair (g,h)
5-3
5-3

pair (i,j)
3-2
4-4

Ighij
-5
27

TABLE VIII: CROSS moves

route 1
2-1
4-3

Travelling costs
776
776
762.7
762.7
801.3
801.3
794.7
794.7

route 2
1-5
3-2
5-4

TABLE IX: Best routes found by improvement heuristic

E. Bound
In order to evaluate the results of the heuristics, a
lower bound for the optimal solution is computed. The
problem is relaxed by ignoring the final group of constraints which determine the feasibility of the routes.
The solution of the relaxed problem gives a lower bound
to the problem including all constraints. The optimal

TABLE VI: Parameter setting
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delivery i
2
1
1
5
3
5
2
3
2
4
4
5
3
2
1
4
1

pickup j
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5
1
3
3
2
3
2
2
3
2
4
4
4
2
4
4

selection criterion
-340
45
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route 1
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C. Opportunity costs
When the second selection criterion (17) is applied
in the pairing phase of the construction algorithm, the
same best solution with a cost of 762.7 is found. Also no
further improvement in best solution is found when the
opportunity costs of time window slack (18) are taken
into account. Assigning various values to the weights in
this selection criterion leads to the same best solution
with a travelling cost of 762.7.
D. Improvement heuristic
The local search procedure described in section V is
applied to the first solution of the construction heuristic given in table V. This initial solution is obtained
by giving equal weights in selection criterion (16) and
without taking opportunity costs into account. Two
CROSS moves are possible in this solution. Table VIII
lists the pairs of customers involved and resulting improvements. The second CROSS move is selected. Pair
(i, h) is inserted in the first route and pair (g, j) in the
second route. The resulting routes, presented in table
IX, imply a travelling cost of 758.7, which is lower than
the best solution found after parameter setting. The
improvement algorithm stops after two further iterations without any improvement in the objective function value.

313 minutes, vehicle 2 after 287 minutes. Travelling
costs of this solution are 794.7.
route 1
2-1
5-3

route 2
1-5
3-2
4-4

TABLE V: Route construction

B. Parameter setting
The selection criterion in the first phase of the heuristic is a weighted combination of two sub-criteria. The
initial solutions found by the construction heuristic depend on the values assigned to the weights in the selection criterion. A multi-start approach, assigning different values to these weights, can be applied to find
the best overall solution. Solutions found by different parameter settings are presented in table VI. The
best solution is obtained in this example when a large
weight is assigned to the savings in travel time. The
corresponding routes are given in table VII.
weight 1
0
0.092
0.093
0.188
0.189
0.462
0.463
1

weight 2
1
0.908
0.907
0.812
0.811
0.538
0.537
0

route 2
1-5
3-3
5-4

TABLE VII: Best routes found by construction heuristic

TABLE IV: Ranked pairs of customers

The local search procedure described in section V is
applied to the first solution of the construction heuristic given in table V. This initial solution is obtained
by giving equal weights in selection criterion (16) and
without taking opportunity costs into account. Two
CROSS moves are possible in this solution. Table VIII
lists the pairs of customers involved and resulting improvements. The second CROSS move is selected. Pair
(i, h) is inserted in the first route and pair (g, j) in the
second route. The resulting routes, presented in table
IX, imply a travelling cost of 758.7, which is lower than
the best solution found after parameter setting. The
improvement algorithm stops after two further iterations without any improvement in the objective function value.

313 minutes, vehicle 2 after 287 minutes. Travelling
costs of this solution are 794.7.
route 1
2-1
5-3

route 2
1-5
3-3
5-4

pair (g,h)
5-3
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pair (i,j)
3-2
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Ighij
-5
27

TABLE VIII: CROSS moves
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TABLE IX: Best routes found by improvement heuristic

E. Bound
In order to evaluate the results of the heuristics, a
lower bound for the optimal solution is computed. The
problem is relaxed by ignoring the final group of constraints which determine the feasibility of the routes.
The solution of the relaxed problem gives a lower bound
to the problem including all constraints. The optimal

TABLE VI: Parameter setting
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solution for the relaxed problem formulation has a travelling cost of 758.7. The routes are shown in table X.
These routes are not feasible when taking constraints
(12) to (15) into account.
route 1
2-1
3-2
4-3
5-4
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TABLE X: Best routes of relaxed problem definition

We can conclude that the improvement heuristic is
able to find the optimal solution in this numerical example. A comparison of table IX and table X shows
that the same pairs of customers are selected, but the
assignment of pairs to routes differs. Whereas the
routes are not feasible in the solution of the relaxed
problem, they are in the solution of the improvement
heuristic.
VII. Conclusions
In this study a special class of pickup and delivery
problems has been explored, in which vehicles carry full
truckloads to and from an intermodal terminal. An insertion heuristic consisting of two phases is proposed.
The two-phase construction heuristic is able to find a
feasible solution in a short time span. This solution can
be further improved by a local search procedure based
on the CROSS operator. Further research is necessary
to test the heuristic on large problems. Other neighborhood definitions in the local search procedure may
also be investigated. A tabu search algorithm based
on reactive tabu search can be developed. Results of
the tabu search procedure can be compared with the
heuristic described in this paper. Finally, the problem
can be investigated in a stochastic environment.
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Keywords

threshold, and is idle otherwise. The demand process
is compound Poisson and the operating time of a machine until failure as well as the repair time of a failed
machine are assumed to be exponentially distributed.
A demand that cannot be fully satisfied from existing
inventory takes whatever is available and the rest of the
demand is lost.
When dealing with slow moving products or products
recently introduced to the market, there is not sufficient
data to decide on the functional form of the demand
distribution function and it is realistic to assume the
demand distribution is incompletely known. Limited
but not full information might exist, like the range of
the demand, the expected value and its variance. We
assume the same mean and standard deviation for demand can be obtained by various patterns regarding
demand frequency and size.
Posner and Berg (1989) assume a compound Poisson
demand process with exponentially distributed order
sizes. We test the robustness of their results to changes
in the demand process. However, these changes will
be chosen in such a way that they do not result in a
different mean or standard deviation of the demand distribution. Unfortunately no closed-form formulas exist
when the order size does not follow an exponential distribution. Therefore, simulation models have to be used
to determine performance measures of these systems.

production-inventory system, simulation model, limited information on demand, robustness
Abstract
This paper tests the robustness of analytical results
on performance measures for a production-inventory
system with an unreliable production facility. A basic model is considered which involves a single production machine with constant production rate which operates as long as the accumulated inventory is below a
pre-set threshold, and is idle otherwise. The demand
process follows a compound Poisson distribution and
the operating time of a machine until failure as well as
the repair time of a failed machine are assumed to be
exponentially distributed. A demand that cannot be
fully satisfied from existing inventory takes whatever
is available and the rest of the demand is lost. Analytical results exist only for the special case where the
order sizes are exponentially distributed. In this paper,
a simulation model is built to obtain performance measures for the same production-inventory system facing
other demand processes. These results are used to test
the robustness of the analytical results to changes in
the demand process.
I. Introduction
Production-inventory models link the production
process to the demand process to ensure that shortages are kept at a low level and no excessive inventory
is built up. The models vary in terms of the characteristics of the production process, the demand pattern,
the customer response to shortages and the inventory
review procedures.
In this paper, the production system is considered
to be imperfect: machines can fail resulting in disrupted production plans, reduced inventory and shortages. Posner and Berg (1989) derived an explicit closed
form solution for the steady state distribution of the
inventory level and used this result to compute system
performance indices of interest related to service level
to customers and machine utilization. They consider
a basic model which involves only one production machine with constant production rate which operates as
long as the accumulated inventory is below a pre-set

II. The production-inventory model
In this section, the production-inventory system that
is used by Posner and Berg (1989) is discussed in more
detail.
A. Definitions and assumptions
Following assumptions are made:
Production is continuous. No individual parts can be
identified.
• Production speed is, without loss of generality, assumed to be equal to 1. This means that the machine
outputs 1 unit of product per time unit.
• Production is halted whenever the inventory level
reaches M , and is resumed when the next order arrives.
• The operating time until failure is exponentially distributed. The average failure rate of the machine is the
•
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The repair time of each machine is exponentially distributed. The average repair rate of the machine is the
inverse of the mean time to repair (MTTR).
•

σ=

1
MTTR

The demand process is compound Poisson. Orders
arrive according to a Poisson process with rate λ and
order sizes are i.i.d. random variates exponentially distributed with mean µ−1 . Demand that cannot be satisfied, is lost.
•

III. Simulation approach
Because no closed-form formulas exist when the order size does not follow an exponential distribution,
simulation models have to be used to determine performance measures of these systems. However, simulation
results can be difficult to interpret. Each simulation
run leads to an estimate of the model’s characteristics
and, as a result, these estimates can differ from the corresponding true characteristics of the model. Appropriate statistical techniques must be used to analyze and
interpret the simulation experiments. Two main issues
will be discussed: output data analysis and common
random numbers.

B. Single machine model
Posner and Berg (1989) study a simple system of a
single machine which outputs into an inventory. Using
the generalized technique of the ’system point’ in levelcrossings analysis (Brill and Posner, 1977; Brill and
Posner, 1981), Posner and Berg derive an analytical
formula from which a number of performance measures
can be calculated.
The availability of the machine (fraction of time the
machine is engaged in active production), is equal to
¸
·
r
1 − e−β1 M
− (1 − e−β2 M ) .
A=α
β1
β2

A. Output data analysis
As mentioned before, a single run of a simulation
model can lead to serious errors and poor decisions. In
order to obtain a point estimate and confidence interval for a simulation output, several runs of the simulation model using different random numbers are needed.
Several methods exist to estimate the outputs confidence intervals. The method we use in this paper is
the replication/deletion approach because it is a simple approach that gives good statistical performance
(Law, 2007). It can easily be used to estimate several
different parameters for the same simulation model and
to compare different system configurations.
To validate the simulation model we built, the analytical results of Posner and Berg (1989) are compared
to the results of the simulation model with exponentially distributed order sizes. A 95% confidence interval
is constructed for the simulation output.
Suppose we make n replications of the simulation.
The independence of replications is accomplished by
using different random number series for each replication. Let Yj be the j th replication (for j =1,2,...,n) of
the measure of performance of interest. An unbiased
point estimator for the mean µ = E(Y ) is given by
Pn
j=1 Yj
Y (n) =
.
n
and an approximate 100(1 − α) percent confidence interval for µ is given by
r
S 2 (n)
Y (n) ± tn−1,1−α/2
n
where tn−1,1−α/2 is the upper 1 − α/2 critical point
for the t distribution with n-1 degrees of freedom and
S 2 (n) is the sample variance given by

The fraction of time the machine is down due to failures is equal to 1 − A − γ. The machine shutdown rate
due to overstocking is equal to λγ = α(1 − r). The
demand rate is equal to λ/µ. The production rate is 1,
therefore the overall effective production rate is equal
to A. The fraction of loss due to shortages therefore is
equal to λ/µ − A. The fraction of demand satisfied is
A
. The machine failure rate is equal to θA.
equal to λ/µ
The average inventory is equal to
·
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The unknowns in these equations can be calculated
from the following equations:
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the repair time of a failed machine for each corresponding pair of alternatives. This ensures that differences in
the results are only due to a different demand process.

h(x)

Fig. 1. Bimodal distribution

Pn
2

S (n) =

j=1

(Yj − Y (n))2
n−1

.

Next, simulation results are obtained for other demand patterns than the compound Poisson with exponentially distributed order sizes. We distinguish three
different types of distributions for the order sizes: a
left triangular distribution with mode equal to a, a
right triangular distribution with mode equal to b and
a bimodal distribution (see Figure 1. The results are
compared to the results of the simulation model with
exponentially distributed order sizes using confidence
intervals.
When comparing two alternative systems, a confidence interval can be constructed for the difference in
the two expectations. This does not only results in a
”reject” or ”fail-to-reject” conclusion but also quantifies how much the measures differ. When the number of replications for each alternative is the same
(n1 = n2 = n), a paired-t confidence interval can
be built. Let Yj1 and Yj2 be the corresponding outputs of two alternatives and define Zj = Yj1 − Yj2 , for
j =1,2,...,n. Then E(Zj ) = ν is the quantity for which
we want to construct a confidence interval. Assuming
that Zj ’s are iid random variables, let
Pn
j=1 Zj
Z(n) =
n
and
Pn
2

S (n) =

j=1

(Zj − Z(n))2
n−1

IV. Simulation model and validation of the
model

IV. Simulation model and validation of the
model

To test the robustness of the results of Posner and
Berg (1989), we need to build a simulation model of
the model of Posner and Berg. The simulation model
is built in Arena (Rockwell Software). The parameters
and initial conditions of the simulation model are given
in Table I. The performance measures that are considered in this paper are: availability (fraction of time
machine engaged in active production), fraction of time
machine down due to failures, demand rate, fraction of
demand satisfied and machine shutdown rate due to
failures. The simulation is run for 3600 time-units with
a warm-up period of 720 time-units and 20 replications
are made.

To test the robustness of the results of Posner and
Berg (1989), we need to build a simulation model of
the model of Posner and Berg. The simulation model
is built in Arena (Rockwell Software). The parameters
and initial conditions of the simulation model are given
in Table I. The performance measures that are considered in this paper are: availability (fraction of time
machine engaged in active production), fraction of time
machine down due to failures, demand rate, fraction of
demand satisfied and machine shutdown rate due to
failures. The simulation is run for 3600 time-units with
a warm-up period of 720 time-units and 20 replications
are made.

Parameter
Operating time until failure
Repair time
Demand arrivals
Order sizes
Maximum inventory level
Initial Inventory

Value
Expo(1/9)
Expo(1/3)
Poisson(0.3)
Expo(1/3)
100
0

TABLE I: Parameters and initial conditions of the simulation
model

Validation is the process of determining whether a
simulation model is an accurate representation of the
system (Law, 2005). To validate the simulation model,
the results are compared to the analytical results of
Posner and Berg. However, since the model is only an
approximation to the actual system, a null hypothesis
that the system and model are the ”same” is clearly
false (Law, 2007). Law (2007) believes that it is more
useful to ask whether or not the differences between the
model and the system are significant enough to affect
any conclusions derived from the model. In Table II
the analytical results and the means and standard deviations of the simulation results over 20 replications
are shown.
To validate the model, we first calculate a confidence
interval for each performance measure. These 95% confidence intervals are shown in Table III and are used to
decide whether or not the differences between the system and the model are small enough to have a valid
model. For each performance measure, the confidence
interval contains the analytical value calculated by Posner and Berg so we cannot demonstrate that there is a
significant difference between the simulation results and
the analytical result. Therefore, we cannot reject the
null hypothesis that the simulation results are ”equal”
to the analytical results.
To demonstrate that there is not only no significant
difference between the results but also that the results
are close to each other, we calculated the probability

,

the approximate 100(1 − α) percent confidence interval
is
r
S 2 (n)
.
Z(n) ± tn−1,1−α/2
n
This is called the paired-t confidence interval. If this
interval does not contain zero, it can be concluded that
the two responses are different.
B. Common random numbers
In this simulation study, we use multiple runs for
each alternative using the same random numbers for
the generation of the operating time until failure and
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the repair time of a failed machine for each corresponding pair of alternatives. This ensures that differences in
the results are only due to a different demand process.

h(x)

Fig. 1. Bimodal distribution

Pn
2

S (n) =

j=1

(Yj − Y (n))2
n−1

.
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j=1

(Zj − Z(n))2
n−1
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Availability
Fraction of time
machine down
to failures
Demand rate
Fraction of demand satisfied
Machine shutdown rate due
to overstocking

Analytical
results
0.7495
0.2498

Simulation results
Mean
St.dev.
0.7448
0.013
0.2549
0.0134

Based on these results, we can conclude that the simulation model is a good representation of the system
and is therefore a valid simulation model.
V. Demand process

0.9
0.8328

0.9029
0.8259

0.0428
0.0416

0.000191

0.000333

0.00149

The objective of this paper is to test the robustness
of the results of Posner and Berg to changes in the
demand process. The demand process is compound
Poisson and, with the parameters used in the previous
section, has a mean of 0.9 units and a variance of 5.4.
In practice, information about the form of the probability distribution is often limited. For example, it
might be that only the first two moments of the probability distribution are known. We assume the same
mean and standard deviation for demand can be obtained by various patterns regarding demand frequency
and size.
In this section, we relax the assumption that the
probability distribution of the demand is completely
known and merely assume that the first two moments
are known and finite. Different order sizes are used in
the simulation model but the parameters are chosen in
such a way that they do not result in a different mean
or standard deviation of the demand distribution.
When the mean M and variance V of the demand
distribution are known, the compound Poisson distribution with exponentially-distributed order sizes has
parameters:

TABLE II: Comparison of analytical results with simulation
results

Availability
Fraction of time
machine down
to failures
Demand rate
Fraction of demand satisfied
Machine shutdown rate due
to overstocking

LCL
0.739
0.249

UCL
0.751
0.261

0.883
0.806

0.923
0.845

0

0.00103

TABLE III: Confidence intervals for the simulation results

λ=
and

that the simulation model generates a value that is
maximum 1, 3 or 5 % error from the analytical result.
These probabilities are given in Table IV. For each
performance measure, there is at least a 75% probability that the simulation model generates a value that
is in a range of 5% from the analytical result of Posner and Berg. For the availability, the fraction of time
the machine is down due to failures or down due to
overstocking, the probability is even above 99% which
means the results of the simulation model are close to
the analytical results.

Availability
Fraction of time
machine down
to failures
Demand rate
Fraction of demand satisfied
Machine shutdown rate due
to overstocking

1%
52.73
51.26

3%
96.97
96.39

5%
99.97
99.96

18.42
18.73

51.53
52.29

75.59
76.4

100

100

100

2M 2
V

λ
µ=
.
M

Three other distributions for the order sizes, all in
a range [a, b], are used. When the order sizes follow
a triangular distribution with mode a, the compound
Poisson distribution has parameters:
3M 2
M2
≤λ≤
V
2V
and
√

2λV − 2M 2
√ λ
M + 2 2λV − 2M 2
.
b=
λ
a=

M−

When the order sizes are triangular with mode b, the
compound Poisson distribution has parameters:
M2
9M 2
≤λ≤
V
8V
and
√

M − 2 2λV − 2M 2
a=
√ λ
M + 2λV − 2M 2
b=
.
λ

TABLE IV: Probabilities that the simulated result is in a range
of 1. 3 or 5% from the analytical result
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or standard deviation of the demand distribution.
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and

that the simulation model generates a value that is
maximum 1, 3 or 5 % error from the analytical result.
These probabilities are given in Table IV. For each
performance measure, there is at least a 75% probability that the simulation model generates a value that
is in a range of 5% from the analytical result of Posner and Berg. For the availability, the fraction of time
the machine is down due to failures or down due to
overstocking, the probability is even above 99% which
means the results of the simulation model are close to
the analytical results.

Availability
Fraction of time
machine down
to failures
Demand rate
Fraction of demand satisfied
Machine shutdown rate due
to overstocking
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52.73
51.26

3%
96.97
96.39

5%
99.97
99.96

18.42
18.73

51.53
52.29
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76.4
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µ=

2M 2
V
λ
.
M

Three other distributions for the order sizes, all in
a range [a, b], are used. When the order sizes follow
a triangular distribution with mode a, the compound
Poisson distribution has parameters:
3M 2
M2
≤λ≤
V
2V
and
√

2λV − 2M 2
√ λ
M + 2 2λV − 2M 2
.
b=
λ
a=

M−

When the order sizes are triangular with mode b, the
compound Poisson distribution has parameters:
M2
9M 2
≤λ≤
V
8V
and
√
M − 2 2λV − 2M 2
a=
√ λ
M + 2λV − 2M 2
b=
.
λ

TABLE IV: Probabilities that the simulated result is in a range
of 1. 3 or 5% from the analytical result
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When the order sizes follow a bimodal distribution
with modes a and b, the compound Poisson distribution
has parameters:

Availability
Fraction of time
machine down
to failures
Demand rate
Fraction of demand satisfied
Machine shutdown rate due
to overstocking

M2
3M 2
≤λ≤
V
2V
and
√

2λV − 2M 2
a=
√ λ
M + 2λV − 2M 2
b=
.
λ
M−

λ
µ
a
b

0.3
0.33

Left
triangular
0.16

Right
triangular
0.16

Bimodal

3.57
9.73

1.52
7.68

3.57
7.67

UCL
0.000976
2.73E-5

-0.0362
-0.0112

0.0127
0.0316

-0.000992

0.001

TABLE VII: Confidence intervals for comparing exponential
with left triangular results

When M = 0.9 and V = 5.4, the results for the
parameters are given in Table V.
Exponential

LCL
-0.000941
-7.07

Availability
Fraction of time
machine down
to failures
Demand rate
Fraction of demand satisfied
Machine shutdown rate due
to overstocking

0.16

TABLE V: Parameters of the demand process

VI. Results
The simulation model uses common random numbers
for the generation of the operating time until failure
and the repair time of a failed machine. This ensures
that differences in the results are due only to a different
demand process. For each different demand process, 20
replications of 3600 time-units (with a warm-up period
of 720 time-units) are made. The means of the simulation results for each of the performance measures are
given in Table VI.
To test the robustness of the analytical results of Posner and Berg to changes in the demand process, 95%
confidence intervals are constructed for every performance measure. The confidence intervals for comparing the triangular distribution with mode a to the exponential distribution can be found in Table VII. The
confidence intervals for the difference between the results of the simulation model with a triangular distribution with mode b and the results of the model with
an exponential distribution are given in Table VIII. Table IX shows the confidence intervals for comparing the
bimodal distribution to the exponential distribution.
All the confidence intervals in Table VII, Table VIII
and Table IX contain 0. This means that the difference
between the results of the simulation model with an
exponentially-distributed order size and the results of
the simulation model with a different distribution for
the order sizes is not significantly different from zero
for each of the performance measures. Changes in the
demand process have no significant impact on performance measures for the production-inventory system
described in this paper. The model of Posner and Berg
is a robust model. The analytical results obtained by
the model give a good indication for the performance

LCL
-0.000946
-7.07

UCL
0.00113
2.73E-5

-0.0385
-0.00973

0.0114
0.0339

-0.00114

0.001

TABLE VIII: Confidence intervals for comparing exponential
with right triangular results

measures of a similar production-inventory system facing another demand process.
VII. Conclusions and further research
In this paper, we test the robustness of analytical results on performance measures for a productioninventory system with an unreliable production facility. These results are calculated for the special case
that the demand process is compound Poisson with
exponentially-distributed order sizes. A simulation
model is used to obtain the same performance measures
for this production-inventory system facing another demand pattern. Three different demand patterns are
compared: compound Poisson with order sizes that follow a triangular distribution with mode a, a triangular distribution with mode b or a bimodal distribution.
The parameters of these demand patterns are chosen
so that they do not cause a change of the mean and
variance of the aggregate demand distribution.
The performance measures for these three different
demand patterns do not differ significantly from the
closed-form performance measures obtained by Posner and Berg for the special case of an exponentiallydistributed order size. Their results are therefore robust to changes in the demand pattern.
In further research, other distributions for the order sizes can be used. The simulation model can also
be used to determine the optimal value of the pre-set
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When the order sizes follow a bimodal distribution
with modes a and b, the compound Poisson distribution
has parameters:
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-7.07

UCL
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2.73E-5
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-0.00973
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0.0339
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0.001
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with right triangular results
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that the demand process is compound Poisson with
exponentially-distributed order sizes. A simulation
model is used to obtain the same performance measures
for this production-inventory system facing another demand pattern. Three different demand patterns are
compared: compound Poisson with order sizes that follow a triangular distribution with mode a, a triangular distribution with mode b or a bimodal distribution.
The parameters of these demand patterns are chosen
so that they do not cause a change of the mean and
variance of the aggregate demand distribution.
The performance measures for these three different
demand patterns do not differ significantly from the
closed-form performance measures obtained by Posner and Berg for the special case of an exponentiallydistributed order size. Their results are therefore robust to changes in the demand pattern.
In further research, other distributions for the order sizes can be used. The simulation model can also
be used to determine the optimal value of the pre-set
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Exponential
Availability
Fraction of time machine down to failures
Demand rate
Fraction of demand satisfied
Machine shutdown rate due to overstocking

0.7448
0.2549
0.9029
0.8259
0.000333

Left
triangular
0.7448
0.2549
0.9147
0.8157
0.000328

Right
triangular
0.7447
0.259523
0.9164
0.8138
0.000401

Bimodal
0.7449
0.2547
0.9228
0.8101
0.000346

Exponential
Availability
Fraction of time machine down to failures
Demand rate
Fraction of demand satisfied
Machine shutdown rate due to overstocking

TABLE VI: Results for the different demand processes

Availability
Fraction of time
machine down
to failures
Demand rate
Fraction of demand satisfied
Machine shutdown rate due
to overstocking

LCL
-0.000896
-0.000207

UCL
0.000643
0.000486

-0.0503
-0.0113

0.0105
0.0428

-000104

0.00102

optimisation, especially as a support for complex logistics decision-making and for decision support with
limited information in supply and demand. She is a
member of the Data Analysis and Modelling research
group and of the Transportation Research Institute of
Hasselt University.
Gerrit K. Janssens received degrees of M.Sc. in
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Antwerp (RUCA), Belgium, M.Sc. in Computer Science from the University of Ghent (RUG), Belgium,
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TABLE IX: Confidence intervals for comparing exponential
with bimodal results

threshold or the maximum inventory level. Furthermore, the simulation model can be extended to more
machines in series, separated by finite buffers. Srensen
and Janssens (2003) calculate customer service levels
and other performance measures as a function of the
availabilities of the machines and the sizes of intermediate buffers for a model with n machines in series,
separated by finite buffers.
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The second model is a model with fixed time interval
between the moments of placing neighbouring orders.
In this model the order quantity is determined as
difference between the fixed stock level and quantity of
goods in the moment of ordering. The analytical
description of the second model has been considered by
authors in the work (Kopytov et al. 2006). Note that in
second model we have used the same economical
criteria – minimum of average total cost in inventory
system.

ABSTRACT
In the paper two multiple period single-product
inventory control models with random demand and
random lead time are considered. The strategy of each
model selection is based on the real conditions of the
business. The first model is a model with fixed reorder
point and fixed order quantity. Second model is the
model with fixed period of time between the moments
of placing neighbouring orders, and order quantity is
determined as difference between the fixed stock level
and quantity of goods in the moment of ordering. The
considered models are realized using simulation method
with the help of the package Extend. The numerical
examples of problem solving are presented.

So, we have two inventory control models with
continuously review inventory position (permanent
stock level monitoring). The strategy of each model
selection is based on the real conditions of the business.
Thus, the first model can be used for the system with
arbitrary time moment of placing the order; this
situation takes place in inventory systems using their
own means of transportation for order delivery. The
second model is suggested for the system with fixed
moment of placing the orders, where the order
transportation depends on schedule of transport
departure.

INTRODUCTION
It is a quite complicated mathematical task to find the
optimal solution for the necessary stock, if you are
working in transport industry. The search of the
effective solutions of stock control in transport company
should be based on a number of economic, social and
technical characteristics (Kopytov and Greenglaz 2004).
Some of them are random, and some have large
dynamic. In practice we have to investigate the
stochastic models for different situations characterized
inventory control systems, and a set of stochastic
models are available to solve the inventory control
problem (Chopra and Meindl 2001; Ross 1992). In the
given paper two multiple period single-product
inventory control models with random demand and lead
time are considered.

The considered models are realized using simulation
method. The numerical results of problem solving are
obtained in simulation package Extend.
DESCRIPTION OF THE MODELS
Model 1
We consider a single-product stochastic inventory
control model under following conditions. The demand
for goods is a Poisson process with intensity λ . In the
moment of time, when the stock level falls to certain
level r, a new order is placed. The quantity R is called as
reorder point. The order quantity Q is constant. We
suppose that Q ≥ R . The lead time L (time between
placing an order and receiving it) has a normal
distribution with a mean μ L and a standard
deviation σ L . There is the possible situation of deficit,
when demand DL during lead time L exceeds the value
of reorder point R. We suppose that in case of deficit the
last cannot be covered by expected order.

The first model is a model with fixed reorder point and
fixed order quantity. This model describes dependency
of average expenses for goods holding, ordering and
losses from deficit per time unit on two control
parameters – the order quantity and reorder point. The
description of this model and analytical method of
problem solving are examined in the previous authors’
work (Kopytov and Greenglaz 2004). We have solved
this problem using regenerative approach (Ross 1992).
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The second model is a model with fixed time interval
between the moments of placing neighbouring orders.
In this model the order quantity is determined as
difference between the fixed stock level and quantity of
goods in the moment of ordering. The analytical
description of the second model has been considered by
authors in the work (Kopytov et al. 2006). Note that in
second model we have used the same economical
criteria – minimum of average total cost in inventory
system.

ABSTRACT
In the paper two multiple period single-product
inventory control models with random demand and
random lead time are considered. The strategy of each
model selection is based on the real conditions of the
business. The first model is a model with fixed reorder
point and fixed order quantity. Second model is the
model with fixed period of time between the moments
of placing neighbouring orders, and order quantity is
determined as difference between the fixed stock level
and quantity of goods in the moment of ordering. The
considered models are realized using simulation method
with the help of the package Extend. The numerical
examples of problem solving are presented.

So, we have two inventory control models with
continuously review inventory position (permanent
stock level monitoring). The strategy of each model
selection is based on the real conditions of the business.
Thus, the first model can be used for the system with
arbitrary time moment of placing the order; this
situation takes place in inventory systems using their
own means of transportation for order delivery. The
second model is suggested for the system with fixed
moment of placing the orders, where the order
transportation depends on schedule of transport
departure.
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should be based on a number of economic, social and
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Some of them are random, and some have large
dynamic. In practice we have to investigate the
stochastic models for different situations characterized
inventory control systems, and a set of stochastic
models are available to solve the inventory control
problem (Chopra and Meindl 2001; Ross 1992). In the
given paper two multiple period single-product
inventory control models with random demand and lead
time are considered.

The considered models are realized using simulation
method. The numerical results of problem solving are
obtained in simulation package Extend.
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We consider a single-product stochastic inventory
control model under following conditions. The demand
for goods is a Poisson process with intensity λ . In the
moment of time, when the stock level falls to certain
level r, a new order is placed. The quantity R is called as
reorder point. The order quantity Q is constant. We
suppose that Q ≥ R . The lead time L (time between
placing an order and receiving it) has a normal
distribution with a mean μ L and a standard
deviation σ L . There is the possible situation of deficit,
when demand DL during lead time L exceeds the value
of reorder point R. We suppose that in case of deficit the
last cannot be covered by expected order.

The first model is a model with fixed reorder point and
fixed order quantity. This model describes dependency
of average expenses for goods holding, ordering and
losses from deficit per time unit on two control
parameters – the order quantity and reorder point. The
description of this model and analytical method of
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Denote as Z the quantity of goods in stock in the time
moment immediately after order receiving. We can
determine this quantity of goods Z as function of
demand DL during lead time L:
R + Q – DL,

if DL< R;

Q,

if DL ≥ R.

Z=

where E (TC H ) and E (TC SH ) are average holding and
average shortage costs within cycle accordingly.
Note that E (TC H ) and E (TC SH ) depend on control
parameters R and Q. Analytical formulas for these
economical characteristics are presented in paper
(Kopytov and Greenglaz 2004). For problem solving we
have to minimize criteria (2) by R and Q.

(1)

Expression (1) is basic. It allows to express different
economical indexes of considered process.

Model 2
Let us consider the model 2 with fixed time T of the
cycle, i.e. with fixed time between neighbouring
moments of placing the orders (see Fig. 2). It is a singleproduct stochastic inventory control model under
following conditions. The demand for goods is a
Poisson process with intensity λ . The lead time L has a
normal distribution with a mean μ L and a standard
deviation σ L . We suppose that lead time essentially less
as time of the cycle: μ L + 3σ L << T .

Let T is the duration of a cycle. Length of the cycle
consists of two parts: time T1 between receiving the
goods and placing a new order and lead time L, i.e.
T = T1 + L (see Fig 1.).
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ϕ (t )

Z
There is the possible situation of deficit, when the
demand during time between neighbouring moments of
orders receiving exceeds the quantity of goods in stock
Z in the time moment immediately after order receiving.
Analogously model 1 we suppose that in case of deficit
the last cannot be covered by expected order.

Q
R

T1

S = DT + S 0 ,

L

We suppose that next parameters of the model are
known:
 the ordering cost C0 is known function of the order
quantity Q, i.e. C0 = C0 (Q) ;
 the holding cost is proportional to quantity of goods
in stock and holding time with coefficient of
proportionality C H ;
 the losses from deficit are proportional to quantity
of deficit with coefficient of proportionality CSH .

ϕ (t )
S
Z
q
q

Let Dτ denote demand for goods within period of
time τ . Principal aim of the considered model is to
define the optimal values of order quantity Q and
reorder point R, which are control parameters of the
model. Criteria of optimization is minimum of average
total cost in inventory control system per time unit.
Denote this average total cost by E ( AC ) which can be
found as average total cost during one cycle divided by
average cycle time E (T ) (Ross 1992):
E (TC H ) + E (TC SH ) + C0
,
E (T )

(3)

where DT is the average demand for cycle time; S0 is
the some safety stock. In the given sentence we suppose
that “ideally” S gives us in future the minimum of total
expenditure for ordering, holding and loses from deficit
per a unit of time.

Figure 1: Dynamics of inventory level during one cycle
for model 1
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We denote as S the goods quantity which is needed
“ideally” for one period and it equals to the sum
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Let’s denote the size of the order q as difference
q = S −r .

S – DL,
Z=

(4)

Finally average total cost for time unit (criteria of
optimization) is expressed by the following formula

In real situation in moment of time t the stock level
ϕ (t ) is equal to S only in two cases:
1) r = S and Dt = 0 , where Dt is the demand for
goods during the time t; 0 ≤ t ≤ T ;
2) r < S and Dt = 0 , where L ≤ t ≤ T .

E ( AC ) =

q,

if DL ≥ r,

Z=

E (TC H ) + E (TC SH ) + C0
.
T

(7)

Unlike the model 1 in the considered model
expenditures E (TC H ) and E (TC SH ) depend on control
parameters S and T.

Taking into account that in case of deficit it can’t be
covered by expected order, we can obtain the expression
for goods quantity at the moment of time immediately
after order receiving
if DL< r;

Let’s denote the size of the order q as difference
(6)

The rest r at the end of the period and the goods
quantity Z at the moment of time immediately after
order receiving take values from interval [0; S]:
 r = 0, if in the previous cycle the demand during the
time T1 between the order receiving and placing of
the new order is more or equal Z;
r = S, if in the previous cycle Z is equal S and there
isn’t the demand during the time period T1.
 Z = 0, if the rest r to the moment of ordering is S
(i.e. order quantity q is 0) and demand DL during
the lead time L is more or equal S;
Z = S, if the rest r to the moment of ordering is 0 or
demand DL during the lead time L is absent.

We suppose that in the moment of time when a new
order has to be placed may be situation, when the stock
level is so big that a new ordering doesn’t occur.
However for generality of model we’ll keep the
conception of lead time and quantity of goods at the
time moment immediately after order receiving in such
case too. It corresponds to real situation when the
customer uses the transport means, which depart at the
fixed moments of time not depending on existence of
the order and which have the random lead time; for
example transportation by trailers which depart each 1st
and 15-th day of each month.

r + q – DL,

if DL ≥ r.

S – r,

In suggested model period of time T and stock level S
are control parameters.

if DL< r;

SOLVING OF THE PROBLEM

and using (4) we have:
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For solving the problems considered above we have
used simulation method realized in the package Extend.
Model 1. Let us consider the single product model 1
with control parameters R and Q. The schema of the
task simulation is shown in fig. 3.
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Figure 3: Simulation model overview: inventory control with fixed reorder point and fixed order quantity
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Let us consider the main blocks of the simulation
model. In block #1 the decision of a new ordering
(Make Order) is generated using data about Reorder
point (block #10) and quantity of goods in stock (Stock
level). As the result variable Make Order takes value 1,
it is transmitted to connector of block #2, and a new
goods ordering is executed. In block #5 the process of
order delivery is simulated. The value of random lead
time is generated in block #4 (Input Random Number)
using parameters μ L and σ L of normal distribution.

The demand for goods is generated in block #9 as
random value with Poisson distribution and known
parameter λ. The warehouse is realized in hierarchical
block #8, which schema is shown in fig.4. Process of
goods realization is simulated in block #11. Block #12
(Dummy source of goods) and block #13 (Set Attribute)
are used for good deficit calculation. The results of
simulation are printed out in text file (block #17) and
displayed on the screen (block #16).

Let us consider the main blocks of the simulation
model. In block #1 the decision of a new ordering
(Make Order) is generated using data about Reorder
point (block #10) and quantity of goods in stock (Stock
level). As the result variable Make Order takes value 1,
it is transmitted to connector of block #2, and a new
goods ordering is executed. In block #5 the process of
order delivery is simulated. The value of random lead
time is generated in block #4 (Input Random Number)
using parameters μ L and σ L of normal distribution.

The demand for goods is generated in block #9 as
random value with Poisson distribution and known
parameter λ. The warehouse is realized in hierarchical
block #8, which schema is shown in fig.4. Process of
goods realization is simulated in block #11. Block #12
(Dummy source of goods) and block #13 (Set Attribute)
are used for good deficit calculation. The results of
simulation are printed out in text file (block #17) and
displayed on the screen (block #16).
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Figure 4: Warehouse simulation model overview

Using created simulation model we can find the optimal
solution for inventory control problem with two control
parameters – reorder point R and order quantity Q (see
example 1).

Figure 4: Warehouse simulation model overview

per year, losses from deficit CSH equals to 8 EUR per
unit; a unit time is 1 year. The period of simulation is
one year and number of replications is 100.
The results of simulation are shown in table 1. Note that
for given steps of the changing of control parameters the
best results is achieved at the point Q=950 and R=150
units of goods, where for 100 realizations average total
cost for one year period equals 1889,34 EUR.

Example 1. Let demand D for goods be a Poisson
process with intensity λ =10 units per day; lead time L
has a normal distribution with a mean μ L =11 days and
a standard deviation σ L =3,5; ordering cost C0 equals
to 200 EUR, holding cost CH equals to 2 EUR per unit

Count

13

Table 1: Average expenses for goods holding, ordering and losses from deficit per year for inventory control
system with fixed reorder point and fixed order quantity
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parameters – reorder point R and order quantity Q (see
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Model 2. Let us consider second strategy of inventory
control with fixed period of time T between the
moments of placing neighbouring orders. Note that in
suggested model period of time T and required stock
level S are control parameters.

of goods which is needed “ideally” for one period); this
result is saved in block #3 (Set Attribute). Block #4
determines the moment of order delivery using the value
of lead time generated in block #5 (Input Random
Number) as random variable with normal distribution
and known parameters. The demand for goods is
generated in block #11 as random value with Poisson
distribution and known parameter. Process of goods
realization is simulated in block #10. Blocks #8 and #9
are used for goods deficit calculation. The results of
simulation are saved in the text file and displayed on the
screen.

For simulation of inventory control process we have
created the model shown in fig. 5. Let us consider the
main blocks of schema. Block #1 generates the
transactions in the fixed moments of time, these
transactions are used for simulation of goods ordering
during considered time period. Block #2 calculates the
Order quantity using data about Stock level in the
moment of ordering and Required stock level (quantity

Figure 5: Simulation model overview: inventory control with fixed time interval between placing neighbouring orders
Example 2. Let us consider another strategy of
inventory control according to model 2 using initial data
from example 1. For problem solving we have used the
simulation model shown in fig. 5. The results of
calculation are given in Table 2.

For given steps of control parameters changing the best
results is achieved at the point S=900 units of goods and
T=75 days, where for 100 replications average total
cost for one year period equals 1965,9 EUR.

Table 2: Average expenses for goods holding, ordering and losses from deficit per year for inventory control
system with fixed time interval between placing neighbouring orders

Model 2. Let us consider second strategy of inventory
control with fixed period of time T between the
moments of placing neighbouring orders. Note that in
suggested model period of time T and required stock
level S are control parameters.

of goods which is needed “ideally” for one period); this
result is saved in block #3 (Set Attribute). Block #4
determines the moment of order delivery using the value
of lead time generated in block #5 (Input Random
Number) as random variable with normal distribution
and known parameters. The demand for goods is
generated in block #11 as random value with Poisson
distribution and known parameter. Process of goods
realization is simulated in block #10. Blocks #8 and #9
are used for goods deficit calculation. The results of
simulation are saved in the text file and displayed on the
screen.

For simulation of inventory control process we have
created the model shown in fig. 5. Let us consider the
main blocks of schema. Block #1 generates the
transactions in the fixed moments of time, these
transactions are used for simulation of goods ordering
during considered time period. Block #2 calculates the
Order quantity using data about Stock level in the
moment of ordering and Required stock level (quantity

Figure 5: Simulation model overview: inventory control with fixed time interval between placing neighbouring orders
Example 2. Let us consider another strategy of
inventory control according to model 2 using initial data
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calculation are given in Table 2.
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The strategy of each model selection is based on real
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first model can be used for the system with an arbitrary
time moment of placing the order. For example, this
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vehicles for order delivery. The second model is
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During the phase of design of a production system with
a model completely disconnected and independent of the
real system, one must not only describe its structure but
also determine its dynamic operation. With this
intention, we use the DES in order to dimension the
resources, to test the control rules, etc. We then address
the ‘Off-Line Simulation’ with a use in the reengineering phase of an existing system or in the
preparation phase of a production (Fontanili et al. 1999).
We take a quick look through the applications of off-line
simulation in the phases of conception, re-engineering of
production activity control, in parallel with a real or
virtual system.
During the exploitation phase of a production system, it
is necessary to be able to react and to get involved
during its operation in order to respect the anticipated
planning of the job order to the best of its ability. It is to
this purpose that we suggest using the ‘On-Line
Simulation’ by use of a model supplied by data resulting
from the real system in process. It is thus important to
know the state of the real system, which can be
recognized through the use of acquisition devices and
filing of real data by coupling the production shop floor
software with the MES.
In this work, after a state of the art of the advances in the
field of shop floor control, we will show the interest of
on-line simulation with discrete event ‘DES’ for reactive
or corrective control. We will then approach the
functional specifications of a software for control based
on-line simulation.

KEYWORDS
Discrete Events Simulation (DES), On-Line Simulation,
Shop
Floor
Control,
Decision-Making
Aid,
Manufacturing Execution System (MES).
ABSTRACT
To remain competitive in increasingly changeable
markets, companies need to be reactive. They must often
face unforeseen events, such as a cancellation or a
modification of order, taking into account rush order,
random interruptions of the production system, etc. This
requires, in particular, a real time Production Activity
Control (PAC) in order to deal with emerging critical
events. We distinguish two types of production activity
control: reactive control and corrective control. Reactive
control is rather intended to anticipate the disturbances,
whereas corrective control intervenes following an
unanticipated event. Among all the software used in
industry for real time shop floor control and the
decision-making aid, we are particulary interested in
Discrete Eevents Simulation (DES) coupled to
Manufacturing Execution System (MES). In this paper,
our objective is to show the interest to use ‘On-Line
Simulation’ for real-time production activity control.
We will also detail the designed functionalities and the
features of such a tool.
1. INTRODUCTION
To remain competitive, the manufacturing industries are
required to improve their reactivity, both on the strategic
level, to adapt to the progress of technology or to follow
the market trends and on the operational level, to react
to the risks. In this last case, the systems of production
must thus be controlled in real time in order to react at
the time of the critical drift and also to anticipate the
interruptions in the future. It is the ‘Reactive Control’ of
shop floor (Berchet, 2000). In addition, the analysis and
the decision-making must have the possibility for a more
precise result with a response time corresponding to the
fastest possible interval of time or at least lower than the
interval of time between two events.
For that purpose, one can use largely known shop floor
data-processing software: process supervision, shop
floor scheduling, follow-up of the equipment, etc. In this
paper, we propose to use another software: the discrete
events simulation (DES), seldom employed in industry
for real time production activity control.

2. PRODUCTION SHOP FLOOR CONTROL
Generally, the concept of control relates to the
organization of the relations between physical subsystem and decision sub-system. Control is regarded as a
whole of activities allowing short-term production in the
shop floor, in agreement with the objectives established
by the production control and adapting the production to
the disturbances that may occur on the shop floor or its
environment (Grabot et al. 1997). ‘Production Activity
Control’ (PAC) suggested by the APICS (Apics, 2005)
is the function of routing and dispatching the work to be
accomplished through the production facility and of
performing supplier control. PAC encompasses the
principles, approaches, and techniques needed to
schedule, control, measure, and evaluate the
effectiveness of production operations. In the particular
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MES contributes to the decision-making aid thanks to
real time key indicators, but does not guarantee the
optimality of the decision. It is often noted that design
and exploitation software tools are used separately and
that there is thus no experience feedback of the
exploitation towards the conception. It is particulary the
case of the flow simulation and MES.
The general objective of this research is to establish a
link between a simulation tool and MES, in order to
bring a supplementary level in the decision-making aid
for the control of a production system, while gradually
refining the coherence of the model of simulation
compared to the real system, thanks to the dynamic
update of the data used. The principle selected is to
initialize the model in a state close to the real system,
starting from real data collected by MES. Then, a
simulation must be released while accelerating time in
order to check if the real system drifts compared to the
fixed objective. In this case, other simulations can be
released while intervening on the decision variables to
find a solution that minimizes the drift. The best solution
is then transferred towards the real system through the
MES.

case of manufacturing, ‘Shop Floor Control’ is a system
using data from the shop floor to maintain and
communicate status information on shop orders and on
work centers. Shop floor control can use order control
or flow control to monitor material movements through
the facility. The major sub-functions of shop floor
control are assigning priority of each shop order,
maintaining work-in-process quantity information,
conveying shop floor status information to the office,
providing actual output data for capacity control
purposes, providing quantity by location by shop order
for work-in-process inventory and accounting purposes,
and providing measurement of efficiency, utilization,
and productivity of the work force and machines.
The major sub-functions for flow control are based
primarily on production rates and feeding work into
production to meet these planned rates, then monitoring
and controlling production.
Control has to allow adaptation and optimization of the
operation of a shop floor to achieve the objectives of
production. To optimize it, it is necessary to follow the
actions in the course of production as well as the actions
finished in order to verify the efficiency or the output.
The follow-up of these actions and the measurement of
the output make it possible to ensure that the objectives
are achieved. In addition, the control of production must
enable to identify the problems, to measure the impacts
of the corrections in the performance of the shop floor
and to find a response satisfactory prior to the
occurrence of event (Neubert, 1997).
3. TOOLS FOR DECISION-MAKING
DURING CONTROL

M onitoring with O nline
connection and update status
Any
Interruption ?

No

Yes
Filtering and analyze events

Determine the need for
control intervention

AID
Yes

The considerable development of data processing makes
it possible to have tools during all the stages of the life
cycle of a production system. For the design phase, there
are Computer Aided Design (CAD) tools (Catia,
AutoCad, SolidWorks, ProEngineer…), Computer
Assisted Process Engineering (CAPE) tools more
specific to the production system (Delmia,
Tecnomatix…) or flow simulation tools (Witness,
Arena, Promodel, Automod, eM-Plant, Quest…).
In the phase of re-engineering, it is possible to use the
same tools as those applied in the design. We also have
maintenance tools and DMS (Design Maintenance
System).
For the exploitation phase, there are several tools
adapted to the decision level and the horizon of
planning: APS and ERP for the medium and long terms,
operational tools for short-term scheduling. A ten years
ago MES (Manufacturing Execution System) appeared,
which has several functions or services more advanced
than a simple supervision (see standard ISA S95). They
make it possible to run and follow the manufacturing
orders on the very short term and are situated between
real time monitoring control with Programmable Logic
Controler (PLC) and planning tools.

Avoidable
intervention ?
No

Find out the control
alternatives
Yes

Best
Decision ?
No

Determine appropriate
On-line simulation
Perform Online Simulation

Select the best control
alternative
Supervisor refines the decision
and executes control action

Figure 1: Principle of On-Line Simulation
4. DISCRETE EVENTS SIMULATION
Discrete events simulation is a powerful approach,
which can model a real system and reproduce its
dynamic behavior on a computer. Applied to a
production shop floor, it allows to measure the
performance and to check several scenarios with various
assumptions.
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We can simulate all the industrial flows (physical,
informational, decision-making), on different temporal
horizons (long term, average term, short term, in real
time) (Bakalem et al. 1995) and in all the phases of life
cycle (design, re-engineering, exploitation).
We distinguish two types of simulation according to the
connection of the model with the real system: ‘Off-Line
Simulation’ where the model is disconnected from the
real system, ‘On-Line Simulation’ where the model is in
direct connection with the real system.

Conception

Re-engineering

Exploitation

Virtual
System

Existing
system

Existing system
Ready to launch

To dimension

To Improve

For Preparation of
control variable

Off-line Simulation

System in the course of operation

critical drifts

Arrived Random

To Anticipation

To Modification

On-line Simulation
Control Process
Reactive Control

Priory Control

4.1. OFF-LINE SIMULATION

Corrective Control

Figure 2: Different DES applications and control in
production process

Today, off-line simulation is rather widespread in
manufacturing industries and the applications relating to
production shop floor are numerous. It is mainly applied
in the design phases and process re-engineering. We can
also use it in the exploitation phase, for the preparation
of the release of production. As there is no coupling
between the simulation model and the real system, the
simulations are released by initializing the model either
in an empty and available state or in a state obtained
after a warm up period. In this second case, the initial
state of the model does not correspond exactly to the
state of the real system at a given moment.

5. ON-LINE SIMULATION SUPPORT FOR REALTIME SHOP FLOOR CONTROL
The real-time control via on-line simulation in
manufacturing industries can be used to identify, to
better understand, to control the problems and to
visualize internal functioning procedure of the shop
floor in real time. It must also help anticipate the
problems and look for the means of increasing the
reactivity of the production system.
Control with on-line simulation makes it possible to
have simulation models which correspond to the real
state and thus to have a more faithful result of
simulation. With this model, we are able to compress or
relax the time variable for better studying the system, to
identify the constraints and the disturbances like
blockings, to anticipate risks, to avoid problems and to
find the origins of the disturbances.

4.2. ON-LINE SIMULATION
On-line simulation means that it is possible to make a
commitment in a simulation in progress and to validate
the result of alternative simulations immediately
(Becker, 2005). The objective of on-line simulation is to
obtain a useable result in the real system. It is necessary
thus that the decision, after the analysis of several
scenarios of simulation, is precise and fast. To guarantee
the precision of the decision, it is important to have a
model sufficiently close to reality and containing
variables associated with the state of the real system.
This is the reason we need an on-line connection
between the model and the physical system. As regards
the speed of the decision-making, it is desirable to be
able to carry out several simulations in the shortest
possible time, corresponding to an interval of time
included between two events detected on the real
system. Rather than warm-up period, it is better to find
an initialization process faster and more coherent with
the state of the real system. On-line simulation is started
to have a short-term projection of the real system and, if
necessary, to correct the control parameters. The
mechanisms of decision-making have to allow a reaction
on the physical system in real time.
The Figure 2 illustrates the various types of discrete
events simulation with off-line or on-line in the various
phases of processes engineering.
In conclusion, although there are only very few
industrial applications in the manufacturing systems, the
on-line simulation appears to us to be one of the most
effective tools of decision-making aid for the shop floor
control. We will try to specify the functionalities waited
to satisfy the need in terms of shop floor control.

6. SOME APPLICATIONS OF DES-BASED SHOP
FLOOR CONTROL
Simulation can be used to resolve the problems of online control (Manivannan et al. 1991) by using the
method of ETS (Event-Time Synchronization). This
method makes it possible to have a simulation model
with the same behavior and complexity to illustrate an
on-line control in front of the events. It then
synchronizes the events and adjusts the times associated
between the model and the shop floor. Connection of a
data collection system with an emulator allows the
collection of the state and the measured performance of
the emulated system.
The proposal for a new architecture of KBOLS
(Knowledge Based On Line Simulation) (Tayanithi et al.
1992) is to obtain better productivity and minimize the
interruptions. This work takes into account only two
types of interruptions: the breakdown machines and the
rush orders. It does not consider the critical events
before the disturbances appear. First, on-line simulation
is used for analysis of the effects of the noticed
interruptions and alternatives control. Second, it is used
as a knowledge base to treat the interruptions. An
emulator of the physical system checks the results before
the application on the real system. There is the difficulty
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Figure 2: Different DES applications and control in
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model in the physical structures and the design of the
real system. Then to check if the simulator carries out
the model correctly. In addition the model must reflect
operations of the real production well. And finally to
validate the experience of simulation and obtain the
results.

with the response time between the modification of the
control decision and the execution of current control.
The interest in having a connection between an on-line
simulation model and data of the real system is the
decision-making aid by studying the various scenarios at
the time of occurrence of the interruptions, like the
breakdown, and also to consider preventive actions
(Manivannan et al. 1992).
The advantage of an ‘event-driven’ or ‘exception
approach’ control via simulation when compared to
periodic control is studied (Katz et al. 1993) in front of
the scheduling changes caused by the interruptions,
urgent orders, and drifts in the plan. This article uses the
manner of reactions for decision-making after an event
occurs. Reactions in front of the events or, in the case of
change, the performance by report/ratio of performance
envisaged is carried out in the work of Kim (Kim et al.
1994).
An application of simulation-based control to predict the
date of treatment of a plan and to obtain the finished
good product is presented by (Smith et al. 1996). The
frequent exchanges between the model and the system
are important and take into account the processing times
on each station.
The use of the simulation models can support the
operational planning of production, services and
maintenance. This work is targeted to check the
production plan, on-line supervision of the real state,
and integration with the source of Planning information
of ERP, MRP, etc. The authors consider integration of a
tool of AI (Artificial Intelligence) to an autonomous
semi system for decision support.
Decision-making supported by on-line simulation with
discrete event is presented in the SRDM approach
(Simulation-based Real-time Decision Making) ( Hyun
et al. 2006). This approach uses the traditional steps
(monitoring, data-collection, simulation, decision and
execution). Insufficient time is a problem to simulate
each alternative rule. Artificial intelligence (AI) method
is proposed to solve these problems.

NEED FOR AN ON-LINE CONNECTION
Once the model is validated on the physical structures
and the operation, it needs additional information to
visualize the current state of the real system and better
diagnosing the problems. With this connection, the
entries of the environment are identical for the true
system and the model (Hanisch et al. 2005).
COHERENCE BETWEEN
SIMULATION MODEL

REAL

SYSTEM

AND

The consistency of the simulation model and real system
is necessary to increase the confidence of the results
provided by simulation. That is, the model must have a
coherent behavior with the real system.
NEED FOR THE INITIALIZATION
SIMULATION MODEL

OF

THE

The initialization of the model is the principal problem
in using on-line simulation. In the classic use of the
simulation (Off-line Simulation), the simulator starts the
model from an ‘empty’ and ‘idle’ state. Contrary to the
case of the on-line simulation, we start a model which
reproduces starting from the current state in the reality.
This state of all the elements of the model (stocks,
resources…) of simulation must correspond to the
extracted data at the moment requested. Therefore, the
variables of the system of the model must be assigned by
the initial values which come from the true system. For
this reason, we need to initialize the model of the
simulation with the ‘non-empty’ state. Initialization of
the model brings major problems of availability and
exactitude of the data which we specify subsequently.

7. FUNCTIONAL SPECIFICATIONS OF ON-LINE
SIMULATION-BASED PAC

REQUIREMENTS OF THE DATA ACQUISITION OF
THE REAL SYSTEM

In spite of the interest that they present for the real-time
control, the simulation tools of the market do not contain
functionalities answering this need. In this section we
propose, in detail, the principal conditions of
implementation allowing to satisfy the need to have a
tool for control containing on-line simulation.

An important problem to set up the on-line simulation,
having needed to initialize the model of simulation, is
the requirement of data collection of the real system. It
requires useful information to be extracted from the
physical system in the course of the operation.
To facilitate the comprehension of the terms used for
this necessary information in the production, we specify
some principal definitions.
Among the various systems of production, we are
interested in the discrete event systems. An event is an
identifiable single point in time among a set of related
activities. An event corresponds to each change of the
state of the components (elements) from one situation to

VALIDATED SIMULATION MODEL
It is necessary yhat the model is validated and/or
coherent compared to the system which it represents, to
have an analysis and a specific measurement as well as a
practicable decision,. In addition the model of
simulation should be valid using real data. At first,
validation involves verifying that the model of
simulation corresponds to all the detailed levels of the
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simulation in real time like ‘virtual reality’ (Straßburger,
2005) or an ‘observant’ who know the state of the
system (Cardin and Castagna, 2006).

another, (like each arrival or exit of article in a stock)
etc. Among all this collected information which
represents the state of the system, we are particularly
interested, in certain critical events.
These critical events are declared by the diversions on
the state or in the current operation compared to the
state and the planned operation.
Therefore, useful information or the data to be collected
hold the critical events in order to start the simulator,
and then all the events. This helps to know the state of
the production system (entities, resources and activities)
at the examined moment.
Generally, the useful data for the model have two
characteristics: Availability and Quality (Exactitude)
(Hanisch et al. 2005). Fowler and Rose (Fowler et al,
2004) specify this major problem of the availability of
the active period and the correct data of the factory.
The characteristic of the availability of the data
indicates, if all the data of the physical system can be
determined or measured. The availability is complete
when all the necessary data are present by acquisition or
calculation starting from the existing data. The
availabilities are incomplete if all the data necessary are
neither present by acquisition nor by calculation.
The characteristic of quality describes the exactitude of
the data. On the one hand, the quality of the data is
dependent on the errors of acquisition and the errors of
measurement. For certain applications, like the
simulation of flow of traffic (Mazur et al. 2004), or the
flow of pedestrians, the acquisition of necessary
information is incorrect because the data are impossible
or difficult to collect in these flows. On the other hand,
it depends on updates, and the time difference between
the initialization of the model and the time
measurement.
The case completed for the approach of the on-line
simulation is the combination of the available completed
data and the high quality data. By reducing the
frequency of the data, the model does not represent the
current state of the true system.

NECESSARY SPEED FOR THE
(PROBLEM OF RESPONSE TIME)

SIMULATIONS

The duration of a simulation or response time relates to
the number of events treated. The number of events
depends on the number of objects contained in the
system, on the complexity of the operation represented,
and on the horizon of the simulation (Pujo et al. 2004).
In this case, the simulator has to release and obtain
results including, at least, the appearances of two events
on the real system. If the first simulation brings a drift of
the real system compared to its objective, it is necessary
to release several simulations in order to determine the
values of the variables to apply the decision. In addition,
according to the chosen method, the speed of
initialization of the model can involve an additional
increase in the duration of a simulation.
DIAGNOSING
OR
(CLASSIFICATION)

WAY

OF

FILTERING

All the events that occur on the real system do not
require the launching of a simulation. This information
can be considered as a data base. The majority of these
events are ‘normal’ and one knows in advance that they
will not involve disturbances. Other similar events
already appeared and were already taken into account on
this occasion, which makes the launching of simulations
useless, if we are able to find the treatment which had
been applied. Before starting one or more simulations, it
is thus important to filter and analyze the events.
8. CONCLUSION AND OUTLINE
We explained the interests of various approaches of
control of a production shop floor. These shop floor
controls applied in the system in the course of process
production and the objective of the application of each
one in the production. Our objective was to control a
production shop floor in the course of operation and to
have a control approach which can react in front of the
events. With this objective, we proposed the integration
of a tool for on-line simulation in exploitation which
produces the best results in the quickest possible way.
On the one hand, this approach has a reflection in front
of the critical drifts compared to the planning envisaged
and it is able to anticipate the risks in the system
(reactive control). On the other hand, in appearance the
event risks, we applied the corrective control approach
in order to correct the trajectory or to modify the
production objectives. To this end, the on-line
simulation was applied in order to react at the time of
the critical drift and also to anticipate the interruptions
in the future.

METHODS OF REAL DATA COLLECTION
We can distinguish two ways of reaching the real data of
a production system. The first way is to measure by use
of detectors and the second by use of an information
processing system. The accuracy of the data depends on
the quality of measurement or the collection. The
number of data awaited in line to be collected by the
detectors is less reliable than an information processing
system and it includes more errors. From another point
of view, the data of a real system can be acquired
automatically or manually by an operator. The method
of data collection on the real system is based on the
structure of its connection with the automats, protocols,
networks, etc. This is the form and sequences of the way
data are to be exchanged or all of the rules to be
respected to receive data. Among various methods of
data acquisition, there is also the acquisition using a
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ABSTRACT
This paper is devoted to scenario development
methodology for planning and management of business
simulation games. Nowadays the high efficiency of
simulation games as a training method is obvious.
Requirements to this kind of training are increasing.
Modern computer technologies allow developing
complex simulation games that are close to real life
conditions. Generation of game scenarios is not a trivial
problem; besides, management of such complex games
requires some formal approach.
INTRODUCTION
Due to their nature, business simulation games can be
considered as one of the most promising learning
environments used in academic education as well as in
personnel training in business companies. In this paper
we are focusing on computer-based simulation games
that are continuous and adopt a client-server
architecture, in which users in remote locations (clients)
interact in a common virtual environment maintained by
a central game server. Such games can be considered as
dynamic simulation games. They usually model
complex systems, so it is not easy to model and manage
them. As examples of such games can be mentioned the
International Logistics Management Game introduced
in (Bikovska et al., 2006) and The Distributor Game
introduced in (van Houten et al., 2005). In general, a
computer business simulation game may be interpreted
as a sequential decision-making experience with reality,
which is simulated and animated on the computer.
Trainees can see the impact their decisions have upon
the problem situation and future events, and can react to
these effects and make new decisions (Merkuryeva G.,
2000).

complexity level of designed scenario dependent on the
specific goals of the course and background of the
participants’ knowledge.

KEYWORDS
Simulation game,
management.

Usually, the process of scenario development and
subsequent control over it during the game session is
carried out manually (Merkuryeva et al., 2004). But if
the number of players is variable and rather large (for
example 10-12 players), this leads to an increase in the
game complexity and it becomes very difficult to
manage it at a certain moment of time and to predict the
effect of actions that are executed. Player can take
unforeseen action which would possibly lead him to
avoid fulfilling the goals of the exercise. And if the
game is played for a long period (more than one day),
management of it becomes infeasible. This is also stated
in (Magerko and Laird, 2002; van Houten and
Verbraeck, 2006). In the paper, existing methods for
scenario development of complex systems are reviewed
and scenario-based framework for simulation game
planning and management is proposed.

ABSTRACT

SCENARIO DEFINITION
There are different views on the definition of scenario,
depending on the context in which the term is being
used. This term appears in a wide variety of fields,
ranging from state administration, information systems,
requirement engineering to human computer interaction.
Interpretation of scenarios seems to depend on their
usage and how they are generated. In general, a
scenario can be defined as a set of possible sequences of
future events and it could be interpreted by a structure
(Luger, 2005):
<Ec, Re, Pr, Ro, Sc>, where
• Ec presents entry conditions or descriptor of the world
that must be true for the scenario to be called;
• Re defines results or facts that are true once the
scenario has terminated;
• Pr, or props, reflects the “things” that support the
content of the scenario;
• Ro introduce roles or the actions that the individual
participants perform; and
• scenes Sc divide scenario into particular time periods.

As human players are involved in the game by
performing appropriate activities, it is important to
develop and monitor the game environment in order to
reach learning goal. Scenario usually creates the right
state of the model at the right moment under the right
conditions. A game manager decides about the

According to (Коnonov et al. 1999), a scenario usually
describes the behaviour of the system, the process of
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• defining trends of the desired development of the
game over time;
• executing certain events if the desired state of the
simulation game does not occur to achieve the desired
state of the model.

changing its parameters and identifying the conditions
of the system behaviour, as well as depicting how the
system’s components interact with each other. As
business simulation games are considered in this paper,
it is useful to provide a business scenario definition, i.e.
to give a complete description of a business problem,
both in business and in architectural terms, which
enables individual requirements to be viewed in relation
to one another in the context of the overall problem
(TOGAF, 2006). The synthesised scenario allows
reflecting adequately the process of system behaviour,
developing its organisational strategy and implementing
reactions to changes in a real situation, generating
strategic plans of action, providing qualitative analysis
of consequences of actions, and also predicting loss,
possible damage and undertaken risk.

On the one hand, activities can impact on the dynamics
of the trends and cause or refuse other activities, but on
the other hand events affect the trends and activities
performed. Usually a game manager decides about the
trends before the game run. During the game players
make their decisions, i.e. perform actions, according to
learning objectives and if it leads to unexpected results
(for example to a bankruptcy), game manager can
include some events in the game to motivate the players
to achieve the goal. Figure 2 indicates the place of
scenario in the game; it can be considered as scenariobased framework for simulation game planning and
management.

This paper is focusing on business simulation games
and as stated in (Dobson et al., 2004; and Van Houten
and Verbraeck, 2006), in simulation games, scenarios
usually describe the context of the game, the desired
development of the game over time, and events that take
place during game play to enhance the learning.

A business scenario in (TOGAF, 2006) describes: (1) a
business process, application, or set of applications that
can be enabled by the architecture; (2) the business
technology environment; (3) the people and computing
components (called “actors”) who execute the scenario;
(4) the desired outcome of proper execution.

From the above definitions it is clear that there are two
types of scenarios: scenario of system behaviour and
system management scenario. Such a difference exists
because the management scenario is developed
according to management objectives as the purpose of
system behaviour scenario is to master its functioning
without any influence from outside. In most investigated
literature about simulation games two scenario types are
mentioned; however, more attention is paid to system
management scenario.

From the above definitions it is clear that there are two
types of scenarios: scenario of system behaviour and
system management scenario. Such a difference exists
because the management scenario is developed
according to management objectives as the purpose of
system behaviour scenario is to master its functioning
without any influence from outside. In most investigated
literature about simulation games two scenario types are
mentioned; however, more attention is paid to system
management scenario.
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Goal state

Figure 1: Generic Scenario Structure
The generic scenario structure is shown above (see Fig.
1); it indicates the main scenario elements: initial state
of the system, system development trends, activities and
events. According to it, a scenario development consists
of:
• defining the main objective of a scenario;
• setting the parameters that define initial state of the
game;

For simulation games the second aim is primary as we
need to see the consequences of possible participants’
decisions and to manage them if the learning objective
is not achieved.
Along with the purpose view, scenarios are classified
according to the role they aim to play (Rolland et al.,
1996):
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The overall aims of scenario development can be
defined (Kulba et al., 2004) as follows:
• to identify the key issues of investigated object
development and generate on this basis qualitatively
different variations of dynamics of its development;
• to analyse and estimate each of the variants obtained,
study its structural features and possible consequences
of its realization with the purpose of constructing
certain plans for their realization.
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Figure 2: Proposed Scenario-based Framework for
Simulation Game Planning and Management
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• descriptive – used to explain process and understand
its operations ;
• exploratory – used to explore and evaluate several
different possible solutions for satisfying a system
goal (our research is focused on scenarios of that
kind);
• explanatory – used to provide detailed illustrations of
particular situations and their rationale.

• developing a set of solvable tasks to achieve the
goals;
• measuring certain results at the goals achievement
stages.
A goal is the desired result of system functioning in a
certain time period. Usually the goal is achieved by
accomplishing certain tasks that have quantitative
characteristics. A scenario goal has to be formalized; it
can be qualitative or quantitative. The qualitative goal
can be either achieved or not, however, the achievement
of the quantitative goal can be easily measured by
certain parameters.

The following requirements could be recommended for
business scenario description (TOGAF, 2006) which
should be:
• specific, by defining what needs to be done in the
business;
• measurable, through clear metrics for success;
• actionable, by a) clearly segmenting the problem,
and b) providing the basis for determining elements
and plans for the solution;
• realistic, in that the problem can be solved within
the bounds of physical reality, time and cost
constraints;
• time-bound, in that there is a clear statement of
when the solution opportunity expires.

Several scenario representation schemes can be
distinguished: frames and semantic networks, (Luger,
2005), signed graphs (Kulba et al., 2004), and trees
(Kindley, 2002).
Scenarios can be represented by frames as they are used
for knowledge representation. Frame is a more
advanced knowledge representation form than semantic
networks as it supports object-oriented concept. A frame
may be viewed as a static data structure used to
represent well-defined stereotyped situations.

METHODS FOR SCENARIO FORMALISATION
AND GENERATION

According to (Kulba et al., 2004), the most frequently
used methods for describing system goals are signed
graphs or trees. When such a tree is being constructed,
heuristics methods and experts’ estimates can be used.
A signed graph is a graph in which each edge has a
positive or negative sign. Formally, a signed graph is
defined by a pair (G, σ) that consists of a graph G = (V,
E) and a sign mapping or signature σ from E to the sign
group {+, −}.

There are different scenario development methods
(Kulba et al., 2004). Since such factor as uncertainty is
present in scenarios, which can significantly affect their
complexity, not all scenarios can be easily formalized;
they could be classified as follows:
• formalized that include the methods of scenario
generation based on automatic or computer-aided
procedures;
• partly formalized, i.e. based on an automated
procedure but adjusted by experts;
• non-formalized, i.e. based on expert opinion.

A tree is a way of representing the hierarchical nature of
a structure. In graph theory, a tree is defined as
connected acyclic graph. As there is infinite number of
system states in simulation game, it would be
ineffective to use state space search tree (Nilson, 1980).
We would propose to use a goal/sub-goal tree.

In our framework partly formalized scenario
development methods will be used. The developer of
the game can play the role of an expert.

As a non-quantified scenario development method
morphological analysis (Ericsson and Ritchey, 2002)
can be mentioned. It is widely used for structuring and
analysing technical organisational and social problem
complexes. It is a method for exploring all possible
solutions in a complex problem space.

As stated in (Kulba et al., 2004), methods of systems
analysis and structural analysis can be used for scenario
development as they allow decomposing the system,
defining its units, processes and structures. Once these
three components can be identified, a model of an
object/system can be produced. This model is then run
through a simulation that allows analyzing system
behaviour, defining existing shortcomings in
management, as well as clarifying new problems. Since
any simulation game is a model of some system, we
have to single out only those units, processes, and
structures that are important for particular learning
goals. As any scenario has a goal, the so-called goal
approach can be used in considering methodology
(Kulba et al., 2004). This approach supposes:
• defining a system of goals;

As stated in (van Houten and Verbraeck, 2006), for a
simulation game management scenario production
systems and production rules can be effectively used.
Along with other methods artificial intelligence can be
applied as well (Dobson et al., 2004; Bikovska et al.,
2006). In the gaming, agents can replace human players
or work in the background as individual assistant,
monitor trainee and evaluate his/her action online. As
mentioned in (Dobson et al., 2004) consumer, whose
behaviour in the traditional business game is either pre-
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specified by the scenario or sometimes implemented by
just over-simplified algorithm, can be modelled by
using the intelligent agent technology. Agent can
perform some tasks of a game manager concerning
scenario development: defining initial conditions of the
game according to composed story or developed case
study, monitoring the game session, and making
necessary changes in scenario. From the experience it is
known that a human factor can significantly impact
upon inconsistencies of designed scenario, i.e. a high
probability of mistakes, thus intelligent agents would
significantly increase the game scenario quality and
software reliability. Production rules embedded in the
game software are used to set up parameters of the
economical situation according to defined policies (see
Fig. 3).

set of operational plants and their capacity, stocks of
raw material and finished products, bank loans, etc.
Usually, business simulations deal with production of
goods or services and we assume to have some
corresponding infrastructure that could be interpreted as
props. Game participants perform different roles in the
scenario such as managers of different departments at
the company. At the end of the game, participants have
to achieve a certain level of developments, or results.
Dynamic games are divided into several periods.
As an example of the scenario planning and
management a tree development example was created.
The game situation can be described as follows: at a
certain moment of the game customers demand has
increased, the overall goal in this situation can be
defined as satisfaction of customer demand with
maximal profit for the company. As participants know
the game rules, they can act (see Fig. 5).
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Figure 5: The scenario tree example

Some other scenario representation schemes are used by
different authors. For example, in (Luger, 2005) framelike structures are used (see Fig. 4) and it refers to
general scenario definition given above; in (Rolland,
1996) Use Case diagrams, but in (Uchitel et al., 2003)
sequence diagrams are used.
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C make tactical decisions
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C make operational decisions

In the tree, the nodes mean the following:
A – demand has increased and players has to satisfy it;
B –invest money in machine capacity;
C – work in overtime;
D – work in two shifts;
E – invest money in machine capacity and work in one
shift;
F – invest money in machine capacity and work in
overtime;
J – invest money in machine capacity and work in two
shifts;
H – work in two shifts;
I – work in three shifts;
K – continue to work in two shifts as in this case
overtime is not allowed.
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As an example of the scenario planning and
management a tree development example was created.
The game situation can be described as follows: at a
certain moment of the game customers demand has
increased, the overall goal in this situation can be
defined as satisfaction of customer demand with
maximal profit for the company. As participants know
the game rules, they can act (see Fig. 5).
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set of operational plants and their capacity, stocks of
raw material and finished products, bank loans, etc.
Usually, business simulations deal with production of
goods or services and we assume to have some
corresponding infrastructure that could be interpreted as
props. Game participants perform different roles in the
scenario such as managers of different departments at
the company. At the end of the game, participants have
to achieve a certain level of developments, or results.
Dynamic games are divided into several periods.

for each
according to
existing Assets

Scene 3:
C analyse Reports
C analyse Overviews
IF results are not satisfactory
THEN C adjust the business
strategy AND C improve their
tactics AND
GOTO Scene 2

As can be seen from Figure 5, the goal can be achieved
in different ways, but each company can calculate the
most profitable one, i.e. choose the best strategy.

Scene 4:
IF time is not over THEN C make decisions
AND GOTO Scene 3

PROCEDURE OF SCENARIO DEVELOPMENT

Scene 5:
End of the game

In general, the process of a scenario development in a
business simulation encompasses the following steps:
(1) identifying the problem domain; (2) collecting or
generating the data about chosen domain; (3) analysing
the collected data in order to structure it; (4) building a
“script” before the game starts, i.e., defining a specific
set directions or instructions to be followed by users as
well as defining a set of environmental parameters and
an initial company’s state; (5) monitoring the run and

Customers are not
satisfied

Figure 4: Frame-like Structure for Scenario
Representation
In business simulation games (see Fig.4) initial or entry
conditions of the scenario may be interpreted as the
assets and liabilities of the company to start with: like a
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Figure 5: The scenario tree example
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making necessary alterations in scenario during the
game session.

In terms of simulation games Ms can be interpreted as
internal game model with defined development trends
Mb (see Fig. 1), Me defines the game managers by
choosing appropriate management events. System goals
G are defined by learning objectives but system states
si(t) depend on activities performed by the game
participants. According to overall goal of the game and
the rules of choosing the future state s(tk), participants
make their decisions and evaluate their performance.

In case of business scenario (TOGAF, 2006)
development the above process also includes (see Fig.
6):
• identifying the human actors (participants) and their
place in the business model;
• identifying computer actors (computing elements) and
their place in the business model
• identifying roles, responsibilities and measures of
success per actor.

APPLICATIONS

Figure 6. Steps to Create a Business Scenario
Specific procedure of scenario development is
dependent on the structure that is used to formalize a
scenario. For example, scenario development procedure
by using computerized morphological analysis is
proposed in (Ericsson and Ritchey, 2002) and a natural
language-based
scenario
automatic
generation
procedure is given in (Prado Leite, 2000).

APPLICATIONS

Some authors’ experiences of learning scenario
development and their applications for ILMG game
(International
Logistics
Management
Game)
management are described in (Grubbstrom et al., 2005).

Some authors’ experiences of learning scenario
development and their applications for ILMG game
(International
Logistics
Management
Game)
management are described in (Grubbstrom et al., 2005).

This paper gives an insight into scenario approach that
we believe can significantly increase the effectiveness
and quality of modern business simulation games. In
our further research we suppose to formalise simulation
game scenario development procedure as it has not been
done till now. As a basic method we suppose to take
trees as we consider them the most promising.
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In literature, various applications of different scenario
formalisation and generation procedures could be found.
In particular, in (van Houten et al., 2005) rule-based
scenarios are imbedded in The Distributor Game which
is the first of a series of management games developed
for today’s supply chain management challenges. An
interactive scenario-based training simulator in
(Magerko and Laird, 2002) presents a pedagogical tool
that provides a way to dynamical modification of a
scenario to ensure that the training goals are achieved.

CONCLUSIONS

Step 1: Identify the initial state of the object or system
M=(Ms.,Me,Mb t), where Ms – internal system model,
Me – environment model, Mb – model of a system
behaviour, t – time component.
Step 2: Define the system goals G.
Step 3: Define the time step.
Step 4: Estimate the future states si(t) of the system.
Step 5: Define the rules of choosing the future state s(tk).
Step 6: Choose the next state, i.e. updates to the system
with regard to the current state of the models M.
Step 7: Refine the initial state M of the object or system.
Step 8: Evaluate the goal achievement degree.
Step 9: If the goal is achieved, terminate the procedure;
otherwise go back to Step 7.

In terms of simulation games Ms can be interpreted as
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choosing appropriate management events. System goals
G are defined by learning objectives but system states
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interactive scenario-based training simulator in
(Magerko and Laird, 2002) presents a pedagogical tool
that provides a way to dynamical modification of a
scenario to ensure that the training goals are achieved.

In real life the procedure described in (Kononov, 2001)
provides effective semiautomatic tool for scenario
generation of social and economical systems behaviour
planning. The applied areas are quite wide: a
management to provide ecology security; researching
sociological and economical system; scheduling and
planning, etc. Business scenarios implemented within
Architecture Vision are used to define relevant business
requirements, and to build consensus with business
management and other stakeholders (TOGAF, 2006). A
natural language-based procedure in (Prado Leite, 2000)
is used to capture the requirements and means for
communication between stakeholders. Real life scenario
structures and development procedures could also be
adapted to simulation-based environments and games.

Since business simulation games can be considered as a
model of complex social and economic system,
scenarios of system behaviour could be used for their
planning that are described by the following formal
constructs (Kononov, 2001): identical system model,
environmental model, the model of system behaviour,
system state-measurement model, a set of rules for
choosing the profile of object variation and a metaset of
rules in order to describe system behaviour based on the
above formal constructs. In this case the procedure of
scenario development can be divided into several steps:

making necessary alterations in scenario during the
game session.
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from the city centre to the left coast of the Daugava
River (Pardaugava area). This re-planning is expected to
reduce the congestion of the city centre and to lower the
acuteness of the problem of bridges capacity. However,
such cardinal change of the administrative attraction
demands the careful analysis of a today's transport
infrastructure in Pardaugava area, and, undoubtedly,
will result in developing and re-planning of an existing
transport network.
The simulation model has been designed for the analysis
of the current state of the transport node, which is
located between two bridges connecting the right and
left coasts of the river. The given bridges will take up
the basic loading at transport travelling to a new
administrative centre. It is necessary to estimate the
capacity of the existing transport node from the point of
view of a today's situation and possible increase of the
intensity of vehicles travelling in the future.
As instrument for simulation model realization the
package VISSIM 4.2 family PTV Vision has been
selected.

KEYWORDS
Transport system, microscopic simulation modelling,
transport node capacity, forecasts, regression models,
experimentation
ABSTRACT
The aim of this paper is to describe the example of
usage simulation modelling approach for analysing the
capacity of transport node in Riga, the capital of Latvia.
At first, the simulation model for this node using
package VISSIM was constructed. This model was
based on the real traffic measurements in this area.
Further, the experiments with the model were
undertaken on the data prognosis of this traffic for 5
years. The load capacity of three junctions according to
the ICU classification was investigated.
INTRODUCTION
For the past 30 years in the EU states the number of cars
has been increasing for three times and is increasing to 3
million cars annually (European Commission work,
2001). Many current transport problems (traffic jams,
accidents, etc.) appeared as the results of poorly
designed transportation system. The approach to
improve the design of city transportation system
includes many decisions: addition of new streets,
introduction of the transit system, new arterials meant
for relieving congestion, moving the centres of the
population attraction, etc. Choosing this or that
approach it is necessary to analyse a set of
consequences, among which can be both positive and
negative indirect consequences. The approach to
analyse such kind problems in complex is to use
microsimulation in decision process making.
Riga, the capital of Latvia, also has faced the problem of
overloading of the transport system. Special problems
are created with the star-shaped type of traffic leading to
huge problems in the so-called rush hours or peak hours
and also the troubles of the insufficient capacity of
bridges over the Daugava River. The out-of-date layout
of the city, its transport system does not satisfy today's
needs of the population for travelling.
Considering the global character of problems, the
strategic plan for development of the city the Riga
Council stipulates to move the administrative centre

THE TASK DEFINITION
The considered transport node (fragment of the
transport network at crossing of streets: Uzvaras avenue
– Ranka dambis street – A.Grina avenue – Slokas street)
is presented in Fig.1.

Figure 1: Subject for Modelling
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are regulated. During realization of the project the
information on the schedule of functioning of traffic
lights on crossroads has been collected by the authors of
this paper. The schedule of their work is presented in
Fig. 3.

This fragment of Riga transport network includes the
following crossroads:
1.
2.
3.
4.
5.
6.
7.
8.
9.

Uzvaras avenue – Slokas street
Uzvaras avenue – Ranka dambis street
Ranka dambis street – Trijadibas street
Slokas street – A.Grina avenue
Balasta dambis street – Daugavgrivas street (1 part)
Daugavgrivas street – Ranka dambis street
A.Grina avenue – Ranka dambis street (1 part)
A.Grina avenue – Ranka dambis street (2 part)
Balasta dambis street – Daugavgrivas street (2 part)

Table 1: Intensity of Transport and Pedestrians’ Traffic

Crossroads
Uzvaras - Slokas
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to the order of the Riga Council in 2005. The report
consists of the traffic flow data about 19 junctions. The
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conducted on 29th and 30th of July from 7:30 till 9:30
and from 16:30 till 19:00 (Friday, Saturday).
The level of congestion of the investigated crossroads
has been measured and results are presented in Fig 2.
Standard ICU establishes A as the lowest level of
congestion (55%) and Н – the highest (109%).
According to the ICU standard, the level of congestion
of the majority of crossroads is in norm (A, B, C) and
crossroads 3 and 6 concern to the group, which is the
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Also within territory of the considered transport node 6
routes of trams move: 1,2,4,5, 8 and 10.
The tasks of investigation are the following:
 to analyse the capacity of the investigated transport
node under the existing conditions, to reveal its
bottlenecks;
 to carry on a number of experiments with the
purpose of forecasting the intensity of traffic until
the year 2010.

Intensity of transport and pedestrians’ traffic on
crossroads in the morning and evening peak hours are
presented in Table 1. There is the information on the
distribution of the transport traffic on the crossroads.
The arrangement of traffic signs has been given as well.
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Fig. 3.
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Points, Travel Time Section and Queue Counters. Under
consideration follow up such measures like:

THE MODEL CONSTRUCTION AND ANALYSIS
During the project implementation two models of
transport node were created: the models of morning and
evening peak hours crossroad loading. There was
created the network model of road interchanges that
takes into account the physical geometry of roads and
intersections as well as the footpaths. As a base for
model creating the map of real transport system has
been taken into consideration. The link model is
presented in Fig.4.

 Vehicle average time of some section crossing up
(sec.).
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Intersection in the Model
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Average total delay time per vehicle (sec.).
Delay time – subtracting the theoretical travel
time from real travel time; it doesn’t include
passengers’ and transit stops.
 Average standstill time per vehicle (sec.) – it
does not include passengers’ stop times at
transit stops or in parking lots.
 Average number of stops per vehicle, not
including stops at transit stops or in parking
lots.
 Vehicle capacity.
 Total time the vehicle spent in congestion
(sec.).
 Average, maximum queue length (m), number
of vehicle stops within the queue.
 Link evaluation: volume (veh/h), vehicle
density (veh/mi) and average speed (mph).
The first analysis was based on the data of 2005. The
most problematic are 5 micro intersections (see Fig.7):
1. Uzvaras avenue – Ranka dambis street
2. Akmenu bridge – Uzvaras park
3. Ranka dambis street – Uzvaras avenue
4. Uzvaras park – Akmenu bridge
5. Slokas street– Uzvaras avenue

Figure 4: Implemented Link Model of the Explored
Riga Transport System Node
The model contains 18 descriptions of the transport
routes. There were outlined described the real data of
traffic structure, its intensity and distribution through
the routes. There were implemented the tram routes and
their stops also. The real schedule was specified. Over
200 priority rules for non-signalised intersection traffic
regulation (see Fig.5) were described. The transport
node consists of signalised and non-signalised
intersection. Also 5 signal controllers and signal groups
were fulfilled for signalised intersection. Vehicles’,
trams’ and pedestrians’ signal controllers were
described separately. The example of the implemented
signalised intersection is presented in Fig.6.

Figure 5: Example of Priority Rules Description for
Non-Signalised Intersection
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Figure 7: The Most Problematic Part of the Transport
Node for Model Experimentations (Uzvaras avenue –
Ranka dambis street– Slokas street)

Taking into account the necessity of analysis of
intersection loading and capacity the special tools for
data collection were implemented: the Data Collection
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validated using available statistical data for 2005; that is
why the forecasts have been made for 2006, 2007, 2008,
2009, 2010.
The forecast value of traffic can be estimated using
extrapolation method. To forecast traffic value should
multiply current traffic value by the extrapolation
coefficient, which can be calculated using following
formula described in the article (Pihlak, I. 1996):
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Table 3: Basic and Forecasted Levels of Population and
Motorization

Slokas str. Uzvaras
avenue

Year
2005
2006
2007
2008
2009
2010

Figure 9: Distribution of Crossroad Main Intersection
Average Queue Length (evening peak hours, 2005)
The maximum loading was observed on Slokas street –
Uzvaras avenue, Akmenu bridge – Uzvaras park,
Uzvaras avenue – Ranka dambis street crossroad
intersections. Taking into account the fact that
maximum segment length of the Slokas street is 580m
and therefore it is possible to point out that Slokas street
queue length is the critical one. The same situation was
observed in the segment of crossroad Akmenu bridge –
Uzvaras park (the maximum segment length – 480m).
The average car speed in this area was 15.98 km/h in the
morning and 17.8 km/h in the evening.

Population
885002
875309
876051
878277
881986
887178

Motorization
394
416
437
458
479
500

Table 4: Values of Extrapolation Coefficients

TRAFFIC FORECASTS

2006
1.057

2007
1.125

2008
1.197

2009
1.272

2010
1.352

To define traffic values we should multiply the
estimated extrapolation coefficients by the traffic value
in 2005.

The main goal of the planned experiments is to define
and analyse the capacity of the above-mentioned
crossroads. The model has been developed and
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where K – extrapolation coefficient or growth
coefficient;
V – forecasted value of population;
v – current population;
M – forecasted motorization level (transport by 1000
people);
m – current motorization level (transport by 1000
people);
U – forecast of the transport use level;
u – current transport use value.
Data for extrapolation procedure about population and
the motorization level were taken from the home page
of the Latvian Statistical Institute. Using these data two
regression models were built: the first – to forecast
population value and the second – to forecast
motorization value. As the result of the analysis we’ve
got two forecasting models, which describe population
and transport dynamics. The model quality metrics for
both are the following:
- multiple determination coefficient is higher than 0.9;
- p-value for F-criteria is less than 0.00001.
The results of the forecasts according to obtained
models can be seen in Table 3.
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Now applying data from Table 3 we can use the formula
to define extrapolation coefficient K. The results of
calculations are described in Table 4.
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Let’s take into consideration these five most
problematic intersections. The crossroad average queue
length at these parts was explored. The results are
presented in Figures 8 and 9. The data were collected
during the 1 simulation hour.
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enough in the future. The analysis of the other transport
node crossroads demonstrates they will be overloaded
too. This fact should be taken into account according to
the plans of creation of a new business centre in this
field. Evidently, it is necessary to carry out whole
transport node reconstruction.

TRANSPORT NODE CHARACTERISTICS
FORECASTS
Taking into account the growth of motorization of
population the analysis of the level of crossroad loading
has been performed for the nearest 5 years (until 2010).
The forecast of crossroad loading has been fulfilled with
the help of simulation model taking into consideration
the extrapolation coefficient. The complete information
about experiments with the models and the roads
utilization is presented in Table 5. The results show that
the average delay time will be approximately doubled
after 5 years.

Crossroad intersection "Slokas street Uzvaras avenue" queue length
characteristics
(m orning peak hours)
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Table 5: Information about Transport Network Loading
Information about
transport network
loading
Number of vehicles in
the network, all vehicle
types
Number of vehicles that
have left the network,
all vehicle types
Average speed [km/h],
all vehicle types
Average delay time per
vehicle [sec], all vehicle
types
Average stopped delay
per vehicle [sec], all
vehicle types
Average number of
stops per vehicles, all
vehicle types

Evening peak
hours
2005

2010

2005

621

297

591

4435

4585

4265

4534

17.186

8.609

15.987

9.761

83.786

213.347

91.688

174.263

48.116

137.017

48.658

109.544

1.976

4.004

2.398
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Figure 10: Forecast of Crossroad ”Slokas street –
Uzvaras avenue” Queue Length
Crossroad intersection "Akmenu bridge - Uzvaras park"
queue length characteristics
(morning peak hours)
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The queue length was analysed too. The average
crossroad queues length enlargement is presented in
Table 6. It is noticeable that maximum enlargement is
going on in Uzvaras avenue – Ranka dambis street and
Akmenu bridge – Uzvaras park region, the first
mentioned place takes place in the morning, the second
one in the evening.
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Figure 11: Forecast of Crossroad ”Akmenu bridge –
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Table 6: Crossroad Queues Growth
Crossroad "Slokas street - Uzvaras avenue" intersection queue
length characteristics
(evening peak hours)

Queue length growth
(2005 – 2010)
Morning
Evening
1.35
1.05
1.15
1.46
2.62

Crossroad intersection "Slokas street Uzvaras avenue" queue length
characteristics
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Minor enlargement in other districts can be explained by
critical situation that comes right now. Figures 10, 11,
12 show the following 5 years’ changes of average
queue length, upper bound value of their confidence
limits and maximum in the busiest district regions.
The result illustrates that the future increase of Riga
population motorization will lead to junctions increase
and the explored transport node capacity will not be
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CONCLUSIONS

CONCLUSIONS

The performed investigation concerns the one complex
transport node in Riga, where its loading can be
increased dramatically during the next years. The most
problematic directions of transport movements in this
node are considered according to the forecasting volume
of traffic until 2010. Now these crossroads are at the
normal level of congestion according to ICU standard,
but the situation will change opposite if the rate of
motorization level is held on the same level (as during
the last 5 years).
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Also, this investigation did not take into account the
possible increasing of the traffic volume in case of
realizing the construction of a new administrative
centre. The authors of this paper have no results of such
kind of survey. They just demonstrate the approach of
the investigation of development of the future situation
in the problematic transport node on the basis of
microsimulation model.
The simulation approach allows designing the model of
the transport network, reproducing its structures, the
organization of crossroads, characteristics of transport
traffic with a high degree of the detailed elaboration.
The simulation approach makes is possible to analyse
the efficiency of the system’s functioning on its model,
to collect the data about its functioning and to
experiment not destroying the real system.
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but the situation will change opposite if the rate of
motorization level is held on the same level (as during
the last 5 years).
Also, this investigation did not take into account the
possible increasing of the traffic volume in case of
realizing the construction of a new administrative
centre. The authors of this paper have no results of such
kind of survey. They just demonstrate the approach of
the investigation of development of the future situation
in the problematic transport node on the basis of
microsimulation model.
The simulation approach allows designing the model of
the transport network, reproducing its structures, the
organization of crossroads, characteristics of transport
traffic with a high degree of the detailed elaboration.
The simulation approach makes is possible to analyse
the efficiency of the system’s functioning on its model,
to collect the data about its functioning and to
experiment not destroying the real system.
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This paper begins by introducing the Multi Agent
Systems (MAS) architecture and appropriate functional
for each component of this architecture. In section 3, the
Repertory Grid techniques has been analyzed and
representing its development to be machine learning
algorithm. The basic Repertory Grid algorithm is
presented in section 4. In section 5 , the performance of
the system is evaluated by using Repertory Grid
algorithm. A group of figure of practical results is
shown in section 6. Finally, a conclusion is described in
section 7.
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ABSTRACT
The agent technology has recently become one of the
most vibrant and fastest growing areas in information
technology. This technology is developed to use more
than one agent in the system; this is called Multi Agent
systems (MAS). The system that depends on this
technology should have been studied extensively. One
of the most important characteristic of this is its ability
to learn and adapt itself, where it has been done using
one of the machine learning algorithms. Repertory Grid
(RG) which has become a widely used and accepted
technique for knowledge elicitation and has been
implemented as a major component for many computerbased knowledge acquisition systems. In this paper, RG
has been developed to be one of the machine learning
algorithms and then used in MAS.

THE MULTI AGENT ENVIRONMENT
It has been noted that MAS consists of a group of agents
that can cooperate to solve the problem. In building
MAS software, there are two important things to be
considered, the agent model and the method of
cooperation among agents. In the following, the
discussion about the used architecture for single agent
and multi agent systems is presented. For the method of
cooperation among agents, the MAS uses the
communication protocols among agents called contract
net protocol [Pradromidis 1998, Smith and Davis 1988,
Weiss 1999]

INTRODUCTION
The Artificial Intelligence (AI) is one of the most
important branches of computer science, because it tries
to simulate the human reasoning. It includes many
branches such as: Expert System, Neural Network,
Robotics etc. The new and rapidly growing branch is the
Intelligent Agent System (IAS). Agent technology has
received a great deal of attention over the last few years
and, as a result, the industry is beginning to get
interested in using this technology to develop its own
products [Ali 1996, Chorafas 1998, Nwana and Ndumu
1999].

The layered architecture is used in this work to build the
agent. The layered architecture is structured into a
number of layers each of which typically represents a
particular function. An example of this architecture is
the three layer architecture. These layers are concept
formation layer, knowledge sources layer, and inference
engine layer [Richards 2004, Saravanan and
Vivekanandan 2004]. Based on this architecture, an
agent is built where it consists of three main subsystems
that are incremental knowledge formation process, the
knowledge base hierarchy and the inference engine.
Figure 1 represents the basic architecture of the
intelligent agent and the different interactions within its
internal concepts and the external entities as well.

Many previous works in this field are related to analyze
a popular machine learning algorithms as ID3, C4.5 and
UNIMEM. Our work is to improve RG to be a machine
learning algorithm and then make an analysis for it when
it learns MAS. RG technique plays a central role in the
elicitation methodology of many well-reported
knowledge acquisition tools or workbenches. However,
the dependability of these systems is low where the
technique breaks down or proves inadequate due to
limited expressive power and other problems [Batty and
Kamel 1995, Shaw and Gaines 1990].

It is clear that many architectures exits for MAS. Those
architectures are fully dependent on the kind of agents in
the system. For most systems, homogenous agents are
used but there is an increasing interest in heterogeneous
agents. We will present MAS architecture. The single
agent is the basic unit in MAS. We built our basic
architecture of the intelligent agent depending on three
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main subsystems, incremental knowledge formation
process, the knowledge base hierarchy and the inference
engine [Richards 2004].

OVERVIEW OF REPORTY GRID ALGORITHM
RG is a well-known knowledge acquisition and
representation technique based on the work of Kelly on
personal construct theory. It has been applied to a wide
variety of domains, usually aimed at various kinds of
heuristic classification or expert system formation. Their
general applicability makes them very attractive in
knowledge acquisition (KA). It is therefore a natural
step to seek ways to increase their power in general
knowledge-based reasoning [Delugach and Lampkin
2000].
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RG consists of a rectangular matrix of ratings of things
called elements (usually placed in the columns) each
rated on adjectival phrases or simple adjectives known
as constructs. There are a number of ways of using such
matrices to throw light on the respondent's construing.
Analyses are facilitated by computer programs and it is
possible to carry out both qualitative/idiographic and
homothetic research using grids as the basic tool. In
other word, RG is a two way classification of data in
which events are associated with abstractions in such a
way as to reveal the relationship between persons'
observations of the world (also called elements) and
their construct or classification of those experiences.
The elements are the things that are used, first, to define
the area of the topic, and second, to determine the
universe of discourse. The constructs are the terms in
which the elements are similar or different from each
other. Constructs have two poles, each of which has a
meaning concerning its opposite [Delugach and
Lampkin 2000].
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Figures 1: The Components of the Intelligent Agent
The used MAS architecture is considered as a collection
of homogeneous agents that are globally controlled by
the facilitator depending on the principle of contract net
protocol, as shown in Figure 2.
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RG is well-established as a general and powerful
knowledge elicitation and acquisition technique to
support classification. Its strengths are [Delugach and
Lampkin 2000]:
1- A solid foundation in human psychological theory.
2- Demonstrated utility in eliciting and acquiring
knowledge from people.
3- A general applicability in diverse domains.
4- Freedom from specific paradigms or observer bias.
5- An ability to acquire knowledge of a non-discrete
nature (i.e., poles possessing a continuous set of
values).

Figures 2: MAS Architecture
The user interface presents data (results) to the user and
collects user request. The facilitator coordinates the
agents, presents information to the user interface, and
provides response to the agents from the user. That
means that the facilitator is responsible for distribution
of the data to each agent according to each agent domain
and collects the results from agents. We can say that the
facilitator is the system controller. Meta data simply
means "data about data”, where the basic metadata is the
database schema; that is, and the physical layout of the
data in tables. The agent is responsible for results
according to the learning from the pervious data [Zhang
et al. 2005].

It is possible to assess the similarity of known elements.
There are three different distance measures provided. In
any of the given measures, the lower the distance
between two elements, the more similar the elements are
deemed to be. The measures are as the following laws
[Black 2006]:
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Euclidean Distance
The number of attributes defines the number of
dimensions of the space. The distance between two
elements in a single dimension is the distance between
the values of an attribute. To find the distance in n
dimensions, use the Euclidean distance:

n
∑ ( Xi − Yi )( Xi − Yi )
i =1

S=

(1)
Manhattan Distance
This measure simply sums the distances in each
dimension, so the distance measure in n dimensions is
the following

n
S = ∑ | ( Xi − Yi) |
i =1

4- Consider the first node is one pole of the grid and
each input node is compared to it to see if this node
will be included with this pole or another pole.
5- Calculate the similarity distance between the two
nodes, using one of the similarity distances.
6- If the similarity distance between two nodes is more
than S then delete the feature with the largest weight
in new node.
7- If the number of the features in the new node is less
than B4 then delete this node and assign it to another
grid pole.
8- Repeat the evaluation of similarity distance until this
evaluation is less than or equal to S.
9- For each new node repeat the steps 6 to 8 to assign it
to one of the two poles.

Euclidean Distance
The number of attributes defines the number of
dimensions of the space. The distance between two
elements in a single dimension is the distance between
the values of an attribute. To find the distance in n
dimensions, use the Euclidean distance:

The pseudo-code of RG algorithm is presented in Figure
3.

n
S = ∑ | ( Xi − Yi) |
i =1

Repertory Grid Algorithm [T : set of records (full grid), S:
similarity distance, B4: the minimum number of features to
retain the node]
Begin
Adjust the algorithm parameters S, B4
Calculate the scale’s value for each features in the node of the
grid initialize the two poles of the grids n=1, m=2
Do
calculate the similarity distance between the two nodes
If similarity distance is more than S Then
delete the feature with the largest scale in the new node,
repeat the evaluation of the similarity distance and the
comparison until similarity distance is less than or equal S
End If
If the number of the feature in the node is less than B4
Then delete the node and exchange with the last full node
in the grid
Else
If you reach to the first node then use the next node
in the grid
End If
End If-Else
End Do
End RG.

(2)
Hamming Distance
This measure gives a value of 0 or 1 to distance between
two elements in any one dimension. The distance is 0 if
the assigned values are the same and 1 otherwise. The
hamming distance over n dimensions is therefore the
number of attributes which have different values:
n

S = ∑ F ( Xi, Yi )
i =1

(3)

where F(Xi, Yi) = 0 if Xi = Yi else F(Xi, Yi) = 1
This similarity distance is very important for that
algorithm, where it depends on it.
THE BASIC ALGORITHM STEPS
As we have seen that RG is a knowledge elicitation and
acquisition technique, we enhance RG technique to
allow it t use as a machine learning algorithm, which is
based on the following two concepts:
1- Building a hierarchy as in UNIMEM algorithm, such
as adding and deleting a node according to a
particular parameter(s).
2- Deducing the similarity between the nodes in the grid.
This can be measured by one of the similarity
distance (S) such as Euclidean, Manhattan and
Hamming distance.

Figures 3: The RG Algorithm
The following example is a simpler example from the
stock market involving only the discrete ranges of a
profit as a goal attribute, with values {up, down}. Table
1 shows the full grid of this data with the weight of each
feature in the node.
The algorithm is applied on the previous example by
entering one record each time. The algorithm uses
Hamming distance to calculate the similarity distance,
and the following parameters S=1 and B4 = 2. The
following tables (2 to 5) indicate the way to reach to
final table when all the records of training set are
entered.

The basic steps for the new RG algorithm are
represented as follows:
1- Enter the T training set which is a full grid
2- Adjust the algorithm parameters S, B4.
3- In each column, assign the weight of each value
according to the different values in this column, i.e.
if we have three different values in the column so we
have a scale of 3 and each value take a number from
this scale.
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Table 1: The Full Grid
Profit
down
down
down
down
down
up
up
up
up
up

Type
W.
1
1
2
1
2
2
1
1
2
1

V.
swr
swr
hwr
swr
hwr
hwr
swr
swr
hwr
swr

Competition
W.
1
2
2
1
1
2
2
1
2
2

V.
Yes
No
No
Yes
Yes
No
No
Yes
No
No

The previous table contains the data obtained from
applying the RG algorithm on the previous example as it
has seen, that data is reduced and to be less than the data
in Table1

Age
W.
1
1
1
2
2
2
2
3
3
3

V.
old
old
old
mid
mid
mid
mid
new
new
new

ALGORITHM ANALYSIS
How can architecture be evaluated? Evaluation of
architecture can take different forms, depending on
one’s interests. For instance, someone with a practical
objective would be primarily interested in observable
performance. This could include multiple dimensions of
evaluation, involving input-output mappings, speed,
running costs, generality, precision, accuracy,
adaptability [Franklin 2002]. The following steps are
used to evaluate the system performance. The system is
learned with a sample of records called training records
in which its result is known and measure the
performance of the system using the viability ( the view
ability of the system to learn from these records), that
is done by using another sample of records called testing
records whose result is also known. This measurement is
defined as shown.

Table 2 presents the data in the table after the record
No.3 is entered. Table 3 presents the data in the table
after the record No.5 is entered. Table 4 presents the
data in the table after the record No.7 is entered. Table 5
presents the data in the table after the record No.10 is
entered.
Table 2: The Data Table after 3 Records Are Entered
Profit
down
down
down

Type
W.
1
1
2

V.
swr
swr
hwr

Competition
W.
1
2
-

V.
Yes
No
-

Age
W.
1
1
1

down
down
down
down
down

Type
W.
1
1
2
1
2

V.
swr
swr
hwr
swr
hwr

Competition
W.
1
2
1
1

V.
Yes
No
Yes
Yes

V.
old
old
old

Age
W.
1
1
1
2
2

V.
old
old
old
mid
-

Table 4: The Data Table after 7 Records Are Entered
Profit
down
down
down
down
down
up

Type
W.
1
1
2
1
2
2

V.
swr
swr
hwr
swr
hwr
hwr

Competition
W.
1
2
1
1
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swr
swr

Competition
W.
1
2
1
1
1
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Viability =

If the system result ≠ actual result
and Viability =
0
Viability - 1

0

If the system result ≠ actual result
and Viability≠ 0
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1
2
2
1
1
2
2
1
2
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No
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Age
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1
1
1
2
2
2
2
3
3
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ALGORITHM ANALYSIS
How can architecture be evaluated? Evaluation of
architecture can take different forms, depending on
one’s interests. For instance, someone with a practical
objective would be primarily interested in observable
performance. This could include multiple dimensions of
evaluation, involving input-output mappings, speed,
running costs, generality, precision, accuracy,
adaptability [Franklin 2002]. The following steps are
used to evaluate the system performance. The system is
learned with a sample of records called training records
in which its result is known and measure the
performance of the system using the viability ( the view
ability of the system to learn from these records), that
is done by using another sample of records called testing
records whose result is also known. This measurement is
defined as shown.

Table 2: The Data Table after 3 Records Are Entered

down
down
down

Type
W.
1
1
2

V.
swr
swr
hwr

Competition
W.
1
2
-

V.
Yes
No
-

Age
W.
1
1
1

Viability is the positive scale, initially takes the value 0
that represents the number of testing records that the
MAS can give a correct or wrong result for it when we
enter the testing record No. X, e.g., when we enter
record No. 1 if the system gives the correct result for it
so we increase the viability by one, else there is no
change, when we enter record No. 2, if the system gives
the correct result for it, so we increase the viability by
one, else we decrease the viability by one if it has a
value not equal to zero. So, the value of the viability at
test record No. 2 represents the number of correct and
wrong results for this record and the pervious records
[Nwana and Ndumu 1999].
We can represent this scale as the following:
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Table 3: The Data Table after 5 Records Are Entered
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2
1
1
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1
1
1
2
2
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If the system result = actual result
Viability =

If the system result ≠ actual result
and Viability =
0
Viability - 1

0

If the system result ≠ actual result
and Viability≠ 0

Table 5: The Data Table after 10 Records Are Entered
(4)
Note: there is no meaning for negative number of that
scale.

Age
W.
1
1
1
2
2
3
-

W.
1
1
2
1
2
2
1
1
2
1

Competition

Table 2 presents the data in the table after the record
No.3 is entered. Table 3 presents the data in the table
after the record No.5 is entered. Table 4 presents the
data in the table after the record No.7 is entered. Table 5
presents the data in the table after the record No.10 is
entered.

If the system result = actual result

Table 5: The Data Table after 10 Records Are Entered
Profit

down
down
down
down
down
up
up
up
up
up

Type

The previous table contains the data obtained from
applying the RG algorithm on the previous example as it
has seen, that data is reduced and to be less than the data
in Table1
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that represents the number of testing records that the
MAS can give a correct or wrong result for it when we
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record No. 1 if the system gives the correct result for it
so we increase the viability by one, else there is no
change, when we enter record No. 2, if the system gives
the correct result for it, so we increase the viability by
one, else we decrease the viability by one if it has a
value not equal to zero. So, the value of the viability at
test record No. 2 represents the number of correct and
wrong results for this record and the pervious records
[Nwana and Ndumu 1999].
We can represent this scale as the following:

Table 3: The Data Table after 5 Records Are Entered
Profit

Table 1: The Full Grid
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-

THE PRACTICAL RESULTS OF REPERTORY
GRID
Our practical results consists two parts, the first one: is
showing the comparison between RG and a well known
machine learning algorithm, ID3 and UNIMEM. We see
the results in both Single and Multi Intelligent Agent
Systems, Where the system have been applied to the

596

Profit
down
down
down
down
down
up
up
up

Type
W.
1
1
2
1
2
2
1
1

V.
swr
swr
hwr
swr
hwr
hwr
swr
swr

Competition
W.
1
2
1
1
1
2

V.
Yes
No
Yes
Yes
Yes
No

(4)
Note: there is no meaning for negative number of that
scale.

Age
W.
1
1
1
2
2
3
-

V.
old
old
old
mid
mid
new
-

THE PRACTICAL RESULTS OF REPERTORY
GRID
Our practical results consists two parts, the first one: is
showing the comparison between RG and a well known
machine learning algorithm, ID3 and UNIMEM. We see
the results in both Single and Multi Intelligent Agent
Systems, Where the system have been applied to the

596

35

(1,3)-(3,3)

5
0
7

10 13 16 19 22 25 28 31 34 37 40 43 46 49
No. of Records

Figures 6: RG Algorithm Using Euclidean and
Manhattan Distance
Figure 7 presents that the best system performance is
occurred when using parameters (2, 2) and (2, 3)
because the large number of correct results is obtained
with these parameters values. When using parameters (2,
4), the number of correct results are near the previous
case.

ID3

The second phase: analysis of the RG by changing the
parameters that were mentioned in previous section. In
each case, we change the algorithm parameters and
drawing the viability curve. These parameters are
changed as follows: S = 1, 2, 3 & B4= 2, 3, 4 and the
similarity distance is one of the three cases (Euclidean,
Hamming, and Manhattan distance). From this analysis,
we need to indicate the most suitable parameters for the
algorithm to give us the best result.
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Figure 8 illustrates that the best system performance is
occurred when using parameters (1, 3) and then (1, 2)
because they give approximately large number of correct
results. But using parameters (1, 4), the performance of
the system is bad because the number of correct results
are low.
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Figure 5: MAS (2 agents) using ID3, UNIMEM and RG
Algorithms
As we see from the last two figures, that RG gives a
promising performance as the machine learning
algorithms.
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Figures 6 and 7 present the sample of the practical
results of RG algorithm when changing its parameters
and applying the problem of admission the graduated in
Information Technology Institute (ITI).
Figure 6 shows that there is similarity in the system
performance in case of different parameters. So, the
changing of the parameters doesn’t effect on the number
of correct result.
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Figures 8: RG Algorithm Using Euclidean Distance
Figures 9 illustrates that the system performance is the
same for all parameters because the changing of the
parameters doesn’t effect on the number of correct
result.
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CONCLUSION AND FUTURE WORK
At first, we see that the Repertory Grid gives a good
performance as a well known machine learning
algorithms, ID3 and UNIMEM. Then, according to the
performance of Repertory Grid algorithm mentioned in
the previous section. Table 6 summaries the results,
where it gives the idea of the best parameters to give
good results with this algorithm. These results have been
discussed according to the percentage number of correct
record (NOCR).
Table 6 shows that for most cases the best performance
occurs when we use the RG parameters (S, B4) = (3, 4)
and the Euclidean Distance as a similarity distance. RG
can be considered as one of the machine learning
algorithm according to the displacement measurements.
Table 6: Summary of Repertory Grid Performance
Euclidean
Distance

Manhattan
Distance

Hamming
Distance

Admission Problem
The best
performance occurs
when the RG
parameters (S,B4)
are (3,3) and (3,4)
where the percentage
of NOCR = 84 %

Airplane Problem
The best
performance occurs
when the RG
parameters (S,B4)
are (3,2) and (3,3)
and (3,4) where the
percentage of
NOCR = 86 %
The performance is
The best
same for all RG
performance occurs
parameters where the
when the RG
percentage of
parameters (S,B4) is
NOCR = 82 %
(1,3) where the
percentage of
NOCR = 80 %
The best
The best
performance occurs performance occurs
when the RG.
when the RG.
parameters (S,B4)
parameters (S,B4)
are (3,4) where the
are (3,2) and (3,3)
percentage of
and (3,4) where the
NOCR = 84 %
percentage of
NOCR = 82 %
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verify that using anticipatory behaviour in this system
will improve its performance.
This paper begins in section 2 by explaining the
anticipatory behaviour. In section 3, a short description
of the simulator WAL and architecture of agent is
shown. Agent Architecture for Anticipation has been
described in section 4. In section 5, a suggested
modification of WAL and Anticipatory Agent with
Markov Chain is presented. The description of the maze
environment is shown in section 6. In section 7, the
evaluation of our new approach for anticipatory
behaviour is presented. Finally, a conclusion and future
work are briefly described in the last section 8.

ABSTRACT
Anticipation occurs in all spheres of life. Nature evolves
in a continuous anticipatory fashion targeted at survival.
Conscious reaction takes too long to process.
Motivation mechanisms in learning, arts, and all types
of research are dominated by the principle that an
expected future state controls present action. The study
of anticipatory behaviour refers to behaviour that is
dependent on predictions, expectations, or beliefs about
future states. Anticipation is an important behaviour in
life. Recently, it is used in different system to improve
its performance. In our work, we begin by making a
modification in a simulator WAL – (World of Artificial
Life) to add the bases of anticipation. Also, we try to
introduce a new approach for anticipation based on the
Markov chain; we will see that with anticipation the
performance of the system will be better. We apply our
approach on a well known problem - a maze problem.

ANTICIPATION BEHAVIOUR
In artificial intelligence, anticipation is the concept of an
agent making decisions based on predictions,
expectations, or beliefs about the future states. It is
widely recognized that anticipation is a vital component
of complex natural cognitive systems. Anticipation
seems to be suitable for key role in design and
realization of anticipatory behaviour. [Kohout and
Nahodil 2007]

INTRODUCTION
Basic definition of anticipatory systems was published
in 1985 by cyberneticist R. Rosen in his book
“Anticipatory systems”. He defined an anticipatory
system as follows: “A system containing a predictive
model of itself and/or its environment, which allows it to
change state at an instant in accord with the model's
predictions pertaining to a latter instant”. [Kohout and
Nahodil 2007, Dubois 2003, Butz et. al. 2003a]

Several recent attempts have been made in artificial
intelligence to integrate anticipatory mechanisms into
artificial learning systems in the framework of
reinforcement learning, learning classifier systems (as
online generalizing reinforcement learners) and related
systems, as well as neural networks. So far, research in
artificial intelligence has included anticipatory
mechanisms wrapped in model learning systems such as
the model-based reinforcement learning approach.
Anticipatory processes were never analyzed on their
own. [Butz et. al. 2003a]

A tentative definition of anticipation could be: an
anticipatory system is a system for which the present
behaviour is based on past and/or present events but
also on future events built from these past, present and
future events. [Dubois 2003]

There are different types of anticipatory behaviour as
[Butz et. al. 2003b]
(1) Implicit anticipatory mechanisms where no actual
predictions are made but the behavioural structure
is constructed in anticipatory fashion.
(2) Payoff anticipatory mechanisms where the influence
of future predictions on behaviour is restricted to
payoff predictions.
(3) Sensory anticipatory mechanisms where the future
predictions influence sensory (pre-) processing.

In this paper, we make a modification in WAL to have
good performance of the system and then suggest a new
approach that is used in anticipation. This approach is
based on the principals of Markov Chain. We try to
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of research are dominated by the principle that an
expected future state controls present action. The study
of anticipatory behaviour refers to behaviour that is
dependent on predictions, expectations, or beliefs about
future states. Anticipation is an important behaviour in
life. Recently, it is used in different system to improve
its performance. In our work, we begin by making a
modification in a simulator WAL – (World of Artificial
Life) to add the bases of anticipation. Also, we try to
introduce a new approach for anticipation based on the
Markov chain; we will see that with anticipation the
performance of the system will be better. We apply our
approach on a well known problem - a maze problem.

ANTICIPATION BEHAVIOUR
In artificial intelligence, anticipation is the concept of an
agent making decisions based on predictions,
expectations, or beliefs about the future states. It is
widely recognized that anticipation is a vital component
of complex natural cognitive systems. Anticipation
seems to be suitable for key role in design and
realization of anticipatory behaviour. [Kohout and
Nahodil 2007]

INTRODUCTION
Basic definition of anticipatory systems was published
in 1985 by cyberneticist R. Rosen in his book
“Anticipatory systems”. He defined an anticipatory
system as follows: “A system containing a predictive
model of itself and/or its environment, which allows it to
change state at an instant in accord with the model's
predictions pertaining to a latter instant”. [Kohout and
Nahodil 2007, Dubois 2003, Butz et. al. 2003a]

Several recent attempts have been made in artificial
intelligence to integrate anticipatory mechanisms into
artificial learning systems in the framework of
reinforcement learning, learning classifier systems (as
online generalizing reinforcement learners) and related
systems, as well as neural networks. So far, research in
artificial intelligence has included anticipatory
mechanisms wrapped in model learning systems such as
the model-based reinforcement learning approach.
Anticipatory processes were never analyzed on their
own. [Butz et. al. 2003a]

A tentative definition of anticipation could be: an
anticipatory system is a system for which the present
behaviour is based on past and/or present events but
also on future events built from these past, present and
future events. [Dubois 2003]

There are different types of anticipatory behaviour as
[Butz et. al. 2003b]
(1) Implicit anticipatory mechanisms where no actual
predictions are made but the behavioural structure
is constructed in anticipatory fashion.
(2) Payoff anticipatory mechanisms where the influence
of future predictions on behaviour is restricted to
payoff predictions.
(3) Sensory anticipatory mechanisms where the future
predictions influence sensory (pre-) processing.

In this paper, we make a modification in WAL to have
good performance of the system and then suggest a new
approach that is used in anticipation. This approach is
based on the principals of Markov Chain. We try to
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(4) State anticipatory mechanisms where predictions
about future states directly influence current
behavioural decision making.

(4) State anticipatory mechanisms where predictions
about future states directly influence current
behavioural decision making.

Anticipatory behaviour appears useful in many
situations allowing for previously impossible
behavioural patterns: [Butz et. al. 2003a]
1- Anticipatory processes can stabilize behavioural
execution.
2- Anticipations may guide, or canalize, behavioural
flow.
3- Anticipatory mechanisms can bias attention
processes enabling goal-directed focus and faster
reactivity.
4- Anticipatory behaviour may result in advantages in
hunting and other competitive scenarios.
5- Anticipatory behaviour may result in faster
adaptively in dynamic environments by the means
of internal reflection and planning.
6- Cooperative behaviour may be improved and
suboptimal behaviour may be overcome by
preventive state anticipatory behaviour.
7- Anticipatory behaviour appears to be an important
prerequisite for social interaction.
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Figures 1: WAL abstract architecture
In Figure 2 we can see the whole architecture of agent.
The architecture of agent is based on processing data
from sensors and inner states. If we follow data flow,
we start in the block Environment. Environment
supplies agent through Sensors with sensory data and
through Inner States block with information about inner
variables. Data are filtered by Mood Filter and passed to
Action Selection Mechanism and Memory. Action
Selection Mechanism compiles available data and using
Knowledge Base and Long-Term Goals agent makes
decision about future actions which are performed by
Actuators. History, Rules Generator and New Rules
Repository are used for generalization [Foltýn 2005].

In particular, future research on anticipatory behaviour
may lead to [Butz et. al. 2003a]
(1) Significant improvement of the behaviour of
adaptive learning systems;
(2) Further understanding of the function of anticipatory
mechanisms in animals and humans;
(3) The creation of social interactive systems with
human-like anticipatory features;
(4) The discovery of the processes underlying
motivations and emotions;
(5) The development of truly cognitive systems that do
not only reactively move through the world but
learn about important resemblances, contiguities,
and causes of effects, and efficiently exploit this
knowledge by anticipatory behaviour mechanisms

WORLD OF ARTIFICIAL LIFE SIMULATOR
One of the most recent architectures of Multi-Agent
Systems (MAS) for ALife domain is World of Artificial
Life (WAL) simulator. WAL architecture is based on
hybrid architecture for ALife agent that would be
emergent, proactive, sociable, autonomous and
adaptive. Agent's learning is based on algorithms from
Artificial Intelligence (AI) and movement planning
agent uses concept of artificial potential field known
from mobile robotics. Algorithms from AI were chosen
as an alternative to evolutionary algorithms and
Artificial Neural Networks, which are commonly used
in ALife domain. This simulator has been developed by
the research group Mobile Robotic Group "MRG"
(leaded by P. Nahodil) in previous years [Foltýn 2005].

Figures 2: Block scheme of architecture of agent

AGENT ARCHITECTURE FOR ANTICIPATION
Agent is a computational system which is long-lived,
has goals, sensors and effectors and decides
autonomously which action to take in which situation
to maximize progress towards its (time varying) goals.
Agents have been around for a number of years. It is not
easy to find a common definition of an agent because
of its diverse mainstream characteristics: level of
autonomist, reactivity,
proactively,
collaboration,
social abilities etc. [Rehor et. al. 2003].

We can see the basic WAL architecture in Figure 1.
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In the suggested framework, an anticipatory agent
consists mainly of three entities: an object system (S), a
world model (M), and a meta-level component
(Anticipator). The object system is an ordinary (i.e.,
non-anticipatory) dynamic system. M is a description of
the environment including S, but excluding the
Anticipator. The Anticipator should be able to make
predictions using M and to use these predictions to
change the dynamic properties of S. Although the
different parts of an anticipatory agent are certainly
causal systems, the agent taken as a whole will
nevertheless behave in an anticipatory fashion. [Seger
and Törnqvist, 2002, Davidsson, 2004]

the working of an anticipatory agent can be viewed as
two competing processes, one reactive at the objectlevel and one more deliberative at the meta-level.
[Davidsson, 2004]
SUGGESTED MODIFICATION OF WAL
The drawback that was found in the previous
architecture of agent in WAL is missing the real values
of inner state values. It was assumed that all inner state
values have ideal in the beginning of the experiment.
So, our modification is adding a new block to this
architecture to test the inner state values at the
beginning of the experiment. If they have not its ideal
values so do action to adjust them to its ideal values.
This modification is based on the principles of
anticipation. That is shown in Figure 4.

When implementing an anticipatory agent, what should
the three different components correspond to? And what
demands should be made upon these components? To
begin with, it seems natural that S should correspond to
some kind of reactive system similar to the ones
mentioned above. We will therefore refer to this
component as the Reactor. It must be a fast system in
the sense that it should be able to handle routine tasks
on a reactive basis and, moreover, it should have an
architecture that is both easy to model and to change.
The Anticipator would then correspond to a more
deliberative meta-level component that is able to run in
the world model faster than real time. When doing this
it must be able to reason about the current situation
compared to the predicted situations and its goals in
order to decide whether (and how) to change the
Reactor. The resulting architecture is illustrated in
Figure 3. [Seger and Törnqvist 2002, Davidsson 2004]

Figures 4: The proposed modification in
architecture of agent
ANTICIPATORY AGENT WITH MARKOV
CHAIN
The Markov chain is an important mathematical
principle that will be useful not only in the study of
statistics in college, but also in real-life problems or
situations. A systems engineer will find this
mathematical principle quite useful in his career along
with the study and analysis of discrete dynamical
systems which model real-life situations. Also, it can be
used to solve a very useful class of problems in a rather
remarkable way.
[http://en.wikipedia.org/wiki/Markov_chain]

Figures 3: The basic architecture of an anticipatory
agent.
To summarize: The sensors receive input from the
environment. This data is then used in two different
ways: (1) to update the World Model and (2) to serve as
stimuli for the Reactor. The Reactor reacts to these
stimuli and provides a response that is forwarded to the
effectors, which then carry out the desired action(s) in
the environment. Moreover, the Anticipator uses the
World Model to make predictions and on the basis of
these predictions the Anticipator decides if, and what,
changes of the dynamical properties of the Reactor are
necessary. Every time the Reactor is modified, the
Anticipator should, of course, also update the part of the
World Model describing the agent accordingly. Thus,

A Markov chain is a sequence of random values whose
probabilities at a time interval depend upon the value of
the number at the previous time. The controlling factor
in a Markov chain is the transition probability; it is a
conditional probability for the system to go to a
particular new state, given the current state of the
system. For many problems, such as simulated
annealing, the Markov chain obtains the much desired
importance sampling. This means that we get fairly
efficient estimates if we can determine the proper
transition probabilities. [Carter Jr. 1996]
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Markov chains have many applications in biological
modelling, particularly population processes, which are
useful in modelling processes that are (at least)
analogous to biological populations. [MLpedia. 2006]

Now, it is important to know how to calculate the
transition probabilities. In our method, we consider the
similarity distance to compare the two states and
according to the results of comparison, the transition
probability is calculated. There are three different
distance measures provided as Euclidean Distance,
Manhattan Distance and Hamming Distance. In any of
the given measures, the lower the distance between two
elements, the more similar the elements are deemed to
be the measures are as the following laws [Black 2006]:

The construction of a Markov chain requires two basic
ingredients, namely a transition matrix and an initial
distribution. A finite number of states: consider a
population distributed among n states (state 1, state 2, . .
state n). The tendency of the population to move among
the n states can be described using an n X n matrix,
called the transition matrix: [Aldous 1999]

In our method, we will use the hamming distance to
calculate the similarity between states. This measure
gives a value of 0 or 1 to distance between two elements
in any one dimension. The distance is 0 if the assigned
values are the same and 1 otherwise. The hamming
distance over n dimensions is therefore the number of
attributes which have different values:
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S = ∑ F ( Xi, Yi )
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where F(Xi, Yi) = 0 if Xi = Yi else F(Xi, Yi) = 1

where F(Xi, Yi) = 0 if Xi = Yi else F(Xi, Yi) = 1

This similarity distance is very important for that
algorithm, where it depends on it.

This similarity distance is very important for that
algorithm, where it depends on it.
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P

is the probability of moving from state i to state j.

THE ENVIRONMENT
Maze problems have been widely used in the learning
classifier system literature to evaluate performance. The
agent is randomly placed in the maze. The task is to
reach to the closest food position. [Gérard and Sigaud
2001, Butz 2002, Ramos et. Al. 2005]

Based on the previous description of Markov Chain’s,
we can state our suggested method for anticipation
behavior. Our method has the following steps:
1-Start with initial state.
2-Calculate the probability of moving from this state to
the same state and other state, depending on the
similarity distance.
3-The more similarity distance, the more probability.
We take the state with higher similarity distance as
the next state.
4-Test this state and see if it is desired or undesired,
according to some rules about the environment.
5-If it is undesired the goto step 2 and repeat the
algorithm.
6-If it is desired then see if it is not our goal, goto step 2
and repeat the algorithm.
7-If it is our goal then stop the algorithm.

We use the maze problem described in Figure 6 in order
to evaluate our algorithm. This maze illustrates a state
transition diagram with nine states and four possible
transitions starting from each state [Gérard and Sigaud
2001]

The following Figure 5 illustrates our idea about
moving from one state to other. Where P is the
probability, SS is the same state, OS is the other state
and G is the goal.
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Figures 6: A simple maze problem

Figures 6: A simple maze problem

The environment is a small two-dimensional grid
(25x25 units) in which a number of unit-sized square
obstacles form a maze. The goal of an agent is to pick
up a number of targets by finding paths from its current
position to the positions of the targets. The agent is able
to move in four directions (north, south, east, and west),
unless there is an obstacle that blocks the way. The
agent is always able to change its direction to the target
if there is any obstacle in its way to target.
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System has Multi Goal
We will repeat the previous experiments with and
without anticipatory module in the system using multi
goal (SAMG).
Figure 9 and 10 resent the system results without and
with using anticipatory module respectively.

System without Anticipatory Module
We use single agent without anticipatory module and
single goal (SASG) in this experiment. The numbers of
obstacles are changed from 0 to 35. The number of
steps that agent will take to reach its goal is calculated.
Figure 7 shows our results.
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20
15
10

35
30
25
steps

EVALUATIONS
We will present many experiments using the simple
maze problem. In each case, we run the system once
without anticipatory module and another time with
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Figures 9: Number of steps for system without
anticipatory module (SAMG).
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System with Anticipatory Module
We add anticipatory module to the system and use
single goal in this experiment. The number of obstacles
are changing from 0 to 35 and calculate the number of
steps that agent will take to reach its goal. Figure 8
shows our results.
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Also, in the case of multi goal as in figures 9 and 10, we
can see that the max number of steps to reach the goal is
29 steps for system without anticipatory module and 26
for the system with anticipatory module.
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Figures 8: Number of steps for system with anticipatory
module (SASG).
As we saw in figures 8 and 9, that the performance of
the system with anticipatory module is better than the
performance without anticipatory module. For example,
when we have 35 obstacles in the environment, it takes
26 steps to reach to the goal when we don't use
anticipation module. In the case of using anticipation
module, it will take 21 steps.

can compare the performance of the system
without anticipator module by calculating the
percentage of steps that agent must walk to
its goal. This overload can be calculated as

Overload=
[(max number of steps / min number of steps) -1]*100

The following table 1.shows the overload for the
system in case of don't use anticipatory module and with
using anticipatory module. We use the previous
equation to calculate the overload when the system has
35 obstacles.
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26 steps to reach to the goal when we don't use
anticipation module. In the case of using anticipation
module, it will take 21 steps.

can compare the performance of the system
without anticipator module by calculating the
percentage of steps that agent must walk to
its goal. This overload can be calculated as

Overload=
[(max number of steps / min number of steps) -1]*100

The following table 1.shows the overload for the
system in case of don't use anticipatory module and with
using anticipatory module. We use the previous
equation to calculate the overload when the system has
35 obstacles.
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CONCLUSION AND FUTURE WORK
From the previous figures and table, it shows us the
importance of anticipatory module in our system. We
can see that the agent takes more steps to reach its goal
without anticipatory module. This increases the
overload percentage of steps. When the agent uses the
anticipatory module, it can predicate the position of
obstacles and then change its direction before collision
with it. In this case, it takes less steps and the overload
percentage of steps will be lower.
The anticipatory behaviour is the most important in
ALife domain. Our future work will focus on two
branches. The first one is to find other methods that can
be used in cooperation with Genetic Algorithms or
Reinforcement Learning to receive better results. The
second is to use many agents in our system with and
without anticipatory module and see the performance of
the system.
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In this work, the concept of parametric analysis of the
field cancellation process (Tokhi and Leitch 1992; Tokhi
and Veres 2002) is used. This is a frequency-domain
analysis approach based on power spectral density
functions. Derivation of the algorithm has previously
been reported (Tokhi and Leitch 1992; Tokhi and Veres
2002).

noise

ABSTRACT
This paper presents an investigation into the
development of a fixed controller for noise cancellation
using a simple genetic algorithm (GA). A single-input
single-output (SISO) configuration of the control
algorithm is developed on the basis of optimum
cancellation of noise at an observation point. The
algorithm is implemented on a GA and its performance
assessed in the cancellation of noise in a free-field
medium. The global search technique of GA is used to
develop an active noise control (ANC) system and
evaluate its performance. In this investigation, randomly
selected parameters are optimised for different,
arbitrarily chosen coordinates to fit the system by
applying the working mechanism of GA. The percentage
of reinforcement that occurs in the medium is adopted as
the objective function value. GA is utilised to obtain the
best controller parameters among all the attempted
orders and configurations. The GA-ANC algorithm is
implemented and simulation results are presented to
asses the performance of the system, with singlefrequency noise.

Genetic algorithm is a population based global search
procedure inspired by the laws of natural selection and
genetics (Holland 1975). The GA evolves a collection of
elements called population of individuals. Each
individual of the population represents a trial solution to
the problem of optimizing a given fitness function. The
standard simple GA works to randomly generate an
initial population. Genetic inheritance operations based
on selection, mating and mutation are performed to
generate “offspring” that compete for survival to make
up the next generation (Mitchell 1998).
ACTIVE NOISE CONTROL

INTRODUCTION

A schematic diagram of the geometric arrangement of a
SISO ANC structure is shown in Figure 1(a). The
unwanted primary signal is detected, then processed by a
controller
of
suitable
frequency-dependent
characteristics and fed to a secondary source. The
secondary signals thus generated interfere with the
primary signal to cancel the noise at an observation point
in the medium.

Active noise control consists of generating cancellation
source(s) to destructively interfere with the noise and
thus cancel the noise level at observation point(s). This
is realized by detecting the noise and processing this via
a suitable electronic controller (Nelson and Elliot 2000;
Tokhi and Leitch 1992; Tokhi and Veres 2002). This
paper presents an investigation into the development of
an ANC mechanism within a fixed controller framework.
An ANC system is designed utilizing a SISO control
structure to yield optimum cancellation at an observation
point in a free-field propagation medium. The
performance results are presented in a graphical user
interface to allow interaction between the environment
and the user and assessment of the system performance.

A frequency-domain equivalent block diagram of the
ANC structure is shown in Figure 1(b) where, E(s), F(s),
G(s) and H(s) represent transfer characteristics of the
propagation paths between the primary source and the
detector, secondary source and the detector, primary
source and the observer and secondary source and the
observer respectively. M(s), C(s) and L(s) represent
transfer characteristics of the detectors, controller and
secondary sources respectively. D(s), P(s), Po(s), S(s),
So(s) and O(s) represent the detected signals, primary
signal at the source and observation points, secondary
signals at the source and observation points and the
combined primary and secondary (observed) signal at
the observation point respectively.
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propagation paths between the primary source and the
detector, secondary source and the detector, primary
source and the observer and secondary source and the
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transfer characteristics of the detectors, controller and
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So(s) and O(s) represent the detected signals, primary
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combined primary and secondary (observed) signal at
the observation point respectively.

The objective in Figure 1 is to achieve full noise
cancellation at the observation point. This requires the
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system of Figure 1(b) will ensure cancellation of the
noise at and in the surrounding of the observation point.

primary and secondary signals at the observation point to
be equal in amplitudes and have a phase difference of
180° relative to one another. This in terms of the block
diagram in Figure 1(b) gives
O(s) = So(s) + Po(s) =0

Using Figure 1(b), the secondary signal S(s) can be
expressed as

(1)

S(s) = [P(s) E(s) +F(s) S(s)] M(s) C(s) L(s)
Using the block diagram in Figure 1(b) to obtain Po(s)
and So(s), substituting into equation (1) and solving for
C(s) yields
C(s) = M(s)-1∆(s)-1G(s) H(s)-1L(s)-1

S (jω) = -P (jω) G (jω) H (jω)-1

∆(s) = [G(s) H(s)-1F(s)-E(s)]

re

rg

C(s)
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So(s)

∑

H(s)

b) Block diagram

g q ( jω ) =

O(s)
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∑
F(s)

b) Block diagram

ω

So(s)

The autopower spectral densities of the primary and
secondary waves at the arbitrary point can be written as:

The interference of the component waves through the
process of implementing of the ANC system will lead to
a pattern of zones of cancellation and reinforcement in
the medium; a region of cancellation is created around
the observation point, and reinforcement will occur in
regions further away from this point. The physical extent
of zones of cancellation depends on the maximum
frequency of the noise and separation between the
sources.

SyyD (ω) = Po( jω) = P( jω)gq ( jω)
2

2

Syyq (ω) = So( jω) = P( jω)gq ( jω) + S( jω)h q ( jω)
2

2

(7)

For cancellation of the primary wave to occur at the
arbitrary point q, Syyq(ω) should be less than SyyD(ω);
Syyq (ω) < SyyD (ω)

(8)

For a quantitative description of cancellation, the field
cancellation factor K is defined as the ratio of the
cancelled spectrum Syyq (ω) - SyyD (ω) to the primary
spectrum SyyD (ω) that existed at the point prior to

A
continuous
frequency-dependent
controller
characteristic given in equation (2) within the ANC
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The transfer characteristics gq(jω) and hq(jω) for the
propagation medium under consideration are given by:

∑

g q ( jω ) =

O(s)

ω

A − j c rgq
e
rgq

(6)

ω

A − j c rhq
h q ( jω) =
e
rhq

Figure 1: Feedforward control structure

where A is a constant, c is the speed of sound in the
medium, rgq is the distance between the primary source
and arbitrary point q and rhq is the distance between the
secondary source and arbitrary point q.

Equation (2) is the required controller transfer function
for optimum cancellation of noise at the observation
point. The characteristics of the controller are
determined by the geometric arrangement of system
components.

Syyq(ω) represent the autopower spectral density of
secondary wave at the arbitrary point q.

(6)
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h q ( jω) =
e
rhq

Figure 1: Feedforward control structure

hq(jω) represent transfer characteristics of acoustic path
between the secondary source and the arbitrary point q,
SyyD(ω) represent the autopower spectral density of
primary wave at the arbitrary point q,
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Maximum number of generation: 100
Mutation rate: 0.001
Crossover rate: 0.7
Target to achieve: 10%
(Percentage of reinforcement to achieve)
Chromosome precision string representation: 16 bits
Crossover type: single-point
Selection type: stochastic universal sampling

introducing the secondary wave (Tokhi and Leitch
1992):
∆

K =1 −

S yyq (ω )

(9)

S yyD (ω )

It follows form equations (8) and (9) that, for the
primary wave to be cancelled, K must be between zero
and unity:
0 < K ≤1

Termination of the GA is applied after a specified
number of generations or if the target is achieved. The
results are tested against the problem definition. If no
acceptable solutions are found, the GA may be restarted
or a fresh search initiated.
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where K=1 means complete cancellation, K=0 means no
cancellation and K<0 means that reinforcement will
occur.

SIMULATION RESULTS

Substituting for S(jω) from equation (5) into equation (7),
simplifying and using equation (9) yields the
cancellation factor K at the arbitrary point q in the
medium as:
K = 1 − 1 + g q −1 ( jω)G ( jω)H −1 ( jω)h q ( jω)

A simulation environment was developed using
MATLAB, C programming language (Hanselman and
Littlefield 2001) and Genetic Algorithm TOOLBOX
(Chipperfield et al. 1994). The simulation incorporates
development of a fixed controller for noise cancellation
using GA. A SISO control configuration is used for
optimum cancellation of noise at an observation point.
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Equation (11) gives a quantitative measure of the degree
of cancellation achieved with the ANC system at the
arbitrary point q under stationary conditions.

A SISO ANC system was set up on a 2D coordinate
system with primary source at (–1.046m,–1.915m),
secondary source at (–1.270m,–1.557m), detector at
(1.158m, 0.472m) and observer at (–0.378m, 1.381m),
and the GA was run for a primary wave of 340 Hz.
Figure 2 shows the performance of the system in 3D and
2D after the first generation, where cancellation is
indicated in the 2D contour graph with blue colour and
relative sound level between 0 and 1 in 3D graph. The
result shows that about 55% cancellation was achieved
over the whole area.

GENETIC ALGORITHMS
In this investigation, randomly selected parameters are
optimised for different, arbitrarily chosen coordinates of
system components by applying the working
mechanisms of GA as explained above. The aim is to
minimise the percentage of the whole medium that
corresponds to reinforcement in the ANC system,
defined as a problem to which this method can be
applied. This is done using equation (11) to calculate the
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referring the result to equation (10).
If the cancellation factor, K happens to be more than or
equal to 0, this means that cancellation occurs in that
segment, but if the cancellation factor K is less than 0,
the region of reinforcement is indeed created there.
Every reinforcement region is counted and for a
quantitative ratio description of cancellation, the sum of
field cancellation factor K is defined as:
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Figure 2: Interference pattern created by the SISO GAANC after the first generation.
Figure 3 shows the convergence graph of the GA search
process with a target of achieving no more than 10%
reinforcement in the region.

The parameters used for the SISO ANC GA are as
follows :
Number of variables: 8
Population size: 30
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Figure 4 shows the performance of the SISO GA-ANC
with system set up with the primary source at (–1.046m,
–1.915m), secondary source at (–1.270m,–1.557m),
detector at (1.158m, 0.472m) and observer at (–0.378m,
1.381m) and noise frequency of 340 Hz. The result
shows that the best configuration results from
randomising the selection of locations of system
components; coordination found the best optimisation at
a generation 22 with nearly 96% cancellation in whole
area.
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Figure 4: Performance of SISO GA-ANC at first
generation with a 340 Hz noise frequency.
The simulation environment has been developed using
MATLAB and C programming language. It divided into
several sections with the following features:

Figure 5: Overall interface of the system
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Figure 6 shows an overall interface of assessment of
geometrical configuration of SISO GA-ANC using with
a 340 Hz frequency, population size of 30, maximum
generation set to 100 and target to achieve set as no
more than 10% reinforcement. The result shows that the
best configuration results from randomising the locations
of system components. The best optimised configuration
was reached at generation 15 with region of cancellation
constituting nearly 92.7% of the whole area.
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generation set to 100 and target to achieve set as no
more than 10% reinforcement. The result shows that the
best configuration results from randomising the locations
of system components. The best optimised configuration
was reached at generation 15 with region of cancellation
constituting nearly 92.7% of the whole area.

Table 1 shows the average cancellation in percentage of
the whole region at the first generation and at generation
number where the GA process was stopped. Each
exercise was run 100 times and the average over the 100
trials has been displayed in each case.

1) Selection of noise frequency.
2) Geometrical configuration of system components
for the first and final generations of the GA.
3) GA parameter configuration.
4) Display of system performance with choices of 3D,
contour and 2D graph.
5) The resulting percentage of cancellation area and
the corresponding generation number.
6) Convergence graph of the GA

Table 1: Average cancellation achieved for three cases.
Target
reinforcement area
Cancellation
region after the
first generation
Average
cancellation after
last generation

The graphical user interface of the developed
environment is shown in Figure 5, where the regions
indicated by circled numbers correspond to the features
listed above.
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Maximum number of
generations
Cancellation region
after first generation
Cancellation region
after last generation
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CONCLUSIONS

The design and implementation of an ANC system using
GA has been presented and verified through simulated
exercises. It has been shown that by using the minimum
information specific to the system which may be easily
estimated using the system’s input and output together
with certain trial and error experiments, optimisation for
good control performance gains can be achieved with
GAs. Future work will look into extending the approach
to multiple source configurations.
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frequency-domain analysis approach based on power
spectral density functions. Derivation of the algorithm
has previously been reported (Tokhi and Leitch 1992;
Tokhi 1999; Tokhi and Veres 2002). This paper
considers system stability related to geometrical
arrangement of system components in an ANC system.
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ABSTRACT
THE
FEEDFORWARD
CONTROL STRUCTURE

This paper describes the development of an environment
for the assessment of stability of active noise control
(ANC) systems in 3D propagation. A single-input
single-output (SISO) feedforward control structure
(FFCS) is considered. The environment allows
geometrical design of the system complying with system
stability. Results demonstrating such phenomena are
presented in the paper. The environment thus designed
and developed may be used for assessment and
evaluation of ANC system designs.

ACTIVE

NOISE

Figure 1 shows a schematic diagram of a single-source
ANC system in the FFCS configuration and Figure 2
shows the corresponding block diagram of the system.
The wave emitted by the primary source is detected by a
detector. The detected signal is fed to a controller for
phase and amplitude adjustment. Then, the processed
signal is transferred to a secondary source. The result of
superimposed secondary and primary signals is observed
at an observation point in the medium. E(s), F(s), G(s)
and H(s) represent transfer functions of path through re,
rf, rg and rh respectively. M(s), C(s) and L(s) represent
transfer functions of the detector, controller and
secondary source respectively. D(s), P(s), Po(s), S(s),
So(s), O(s) represent the detected signal, primary signal
at the source and observation point, secondary signal at
the source and observation point and the combined
primary and secondary (observed) signal at the
observation point respectively.

INTRODUCTION
Active noise cancellation is based upon the intentional
superposition of acoustic waves to result in destructive
interference. This is realized by artificially generating
sound waves that interfere with the noise, thereby using
the destructive interference of the component waves to
reduce the level of noise (Nelson and Elliot 2000; Tokhi
and Leitch 1992; Tokhi and Veres 2002). This paper
presents an investigation into the development of an
environment for the assessment of stability of an ANC
mechanism within a fixed controller framework. An
ANC system is designed utilising a SISO control
structure to yield optimum cancellation of noise,
emanating from a primary source, at an observation
point in a free-field propagation medium.

The objective with the FFCS is to reduce the level of
noise to zero at the observation point. Thus,
Po(s) = –So(s)

(1)

Manipulating the above using the block diagram in
Figure 2 yields the controller transfer function as:

Simulations are often used to discover and analyze new
ideas. Utilizing simulation technologies in engineering
education has many benefits. There is great potential to
develop simulation as a tool for education and research.
The environment presented in this paper allows the
geometrical design of the system to comply with system
stability. The performance results are presented in a
graphical user interface to allow interaction between the
environment and the user.

Primary
source
d
C
Controller

re

Detector
rg

rf
rh

Observer
Secondary
source

Observed
signal
Figure 1: Schematic diagram of FFCS.

In this work, the concept of parametric analysis of the
cancellation process (Tokhi and Leitch 1992; Tokhi
1999; Tokhi and Veres 2002) is used. This is a
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B(ω)<1 when θ(ω) = – (2n+1)π; n=0,1,2,…

G(s)
M(s)
D(s)
E(s)

P(s)

C(s)

L(s)

Po(s)

This can be expressed graphically by evaluating X(jω)
from ω = 0 to ω = ∞ to form the polar plot. Thereby if
the point –1 lies at the left-hand side then the system is
considered to be stable, whereas if the point –1 lies at the
right-hand side of the plot then the system is unstable.
The design criterion in this work uses the concept of
relative stability of the inherent feedback loop. This
procedure results in a robust design under stationary
conditions. The frequency domain stability conditions
are derived and interpreted as spatial conditions on the
geometry of the ANC system (Tokhi and Leitch 1992).

S(s)

∑
F(s)

So(s)
H(s)

∑

O(s)
Figure 2: Block diagram of FFCS

C(s) = M(s)-1∆(s)-1G(s) H(s)-1L(s)-1

(2)

The gain margin is defined as:
(3)

kg =

The detector gives a combined measure of the primary
and secondary waves that reach the detection point. The
secondary source radiation reaching the detector thus
gives rise to acoustic feedback. Therefore, the closed
loop formed by the detector, controller, secondary
source and the acoustic path between the secondary
source and the detector can cause the system to become
unstable. A stability analysis of this loop is essential at
the design stage.

Spatial conditions
Substituting C(s) from equation (2) into equation (6) and
using equation (3), for periodic waves
(s = jω), and simplifying yields

From the block diagram in Figure 2, the secondary
signal S(s) can be written as:

X( jω) =

(4)

Simplifying this between P(s) E(s) and S(s) yields

where X(s) = –M(s) C(s) L(s) F(s)

1
1
=
jφ(ω)
E( jω)H( jω)
−1
−1 Q(ω)e
F( jω)G( jω)

(11)

E( jω)H( jω)
= Q(ω)e jφ(ω)
F( jω)G( jω)

(5)

E(s)

P(s)

C(s)

L(s)

(12)

(6)

S(s)
F(s)

So(s)
H(s)

 Q(ω)sin φ(ω) 
 +2mπ
1 − Q(ω)cosφ(ω) 

θ (ω) = tan-1 

(13)
(14)

where m=0, ±1, ±2,…

(7)

In order to relate the stability of the system to the
geometrical arrangement of system components in the
medium, the interpretation of the gain and phase margins

Thus, in accordance with the Nyquist stability criterion,
for the ANC system to be stable, the following situation
should be true;

612

∑

O(s)
Figure 2: Block diagram of FFCS

∆(s) = [G(s) H(s)-1F(s)-E(s)]

(2)

Gain and phase margins
The gain margin is defined as:

(3)

kg =

The detector gives a combined measure of the primary
and secondary waves that reach the detection point. The
secondary source radiation reaching the detector thus
gives rise to acoustic feedback. Therefore, the closed
loop formed by the detector, controller, secondary
source and the acoustic path between the secondary
source and the detector can cause the system to become
unstable. A stability analysis of this loop is essential at
the design stage.

(9)

Phase margin can be expressed in terms of the phase
θ(ω) as:
kθ = θ(ω) + 180° when B (ω) = 1

(10)

Equations (8) and (10) show that, the phase margin must
be positive for a minimum phase system to be stable.

The acoustic path between the secondary source and
detector forms a feedback loop in the FFCS. Consider
the controller transfer function C(s) described by
equation (2) representing the required transfer function
for optimum system performance.

Spatial conditions
Substituting C(s) from equation (2) into equation (6) and
using equation (3), for periodic waves
(s = jω), and simplifying yields

From the block diagram in Figure 2, the secondary
signal S(s) can be written as:

X( jω) =

(4)

Simplifying this between P(s) E(s) and S(s) yields

1
1
=
jφ(ω)
E( jω)H( jω)
−1
−1 Q(ω)e
F( jω)G( jω)

(11)

where Q(ω) and φ(ω) denote the magnitude and phase,
respectively as:
E( jω)H( jω)
= Q(ω)e jφ(ω)
F( jω)G( jω)

(5)

(12)

(6)
Simplifying equation (11) yields the magnitude B(ω)
and phase θ(ω) of X(jω) as:

In order for the system to be stable, the denominator in
equation (5) should have roots in the left-hand side of
the s-plane. The stability analysis in this work is based
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phase θ(ω) yields
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Equations (8) and (9) show that if the gain margin kg is
greater than unity, the system will be stable; while if it is
less than unity, it will mean that the system is unstable.
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=
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(8)

This can be expressed graphically by evaluating X(jω)
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∑
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1
when θ (ω) =-180°
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B(ω)<1 when θ(ω) = – (2n+1)π; n=0,1,2,…

G(s)

C(s) = M(s)-1∆(s)-1G(s) H(s)-1L(s)-1

Gain and phase margins

where ∆(s) is an n × n matrix given by
∆(s) = [G(s) H(s)-1F(s)-E(s)]

(8)

B (ω) = [Q2(ω) +1-2Q (ω) cos φ (ω)]-0.5
 Q(ω)sin φ(ω) 
 +2mπ
1 − Q(ω)cosφ(ω) 

θ (ω) = tan-1 

(13)
(14)

where m=0, ±1, ±2,…

(7)

In order to relate the stability of the system to the
geometrical arrangement of system components in the
medium, the interpretation of the gain and phase margins

Thus, in accordance with the Nyquist stability criterion,
for the ANC system to be stable, the following situation
should be true;
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according to the locations of system components is
important to the analysis and design of ANC system.

For the case Q(ω) <1, rgh–ref=0.5nλ, the following
conclusions can be drawn:

E(jω), F(jω), G(jω) and H(jω) are the transfer functions
of the acoustic paths through the distances re, rf, rg and rh
respectively; thus
E(jω) =
G(jω) =

A − j2 πre / λ
e
,
re

F(jω) =

A − j2 πrg / λ
e
,
rg

H(jω) =

kg=1+Q(ω)>1 for φ(ω) = (2n+1) π
2) The system is unstable when

Substituting for B(ω) from equation (13) into equation
(10) and simplifying yields:
0<Q (ω) ≤2

(15)

 rg  r
=   e
re rh
 rh  r f

rg rf






(n-0.25) λ< rgh-ref < (n+0.25) λ

−1

(17)


2
 tan −1 Q(ω) 4 − Q (ω) + 2mπ

2 − Q 2 (ω)

(4n + 1)π
 for 0 ≤ ϕ(ω) <

2
θ(ω) = 
2

−1 Q(ω) 4 − Q (ω)
+ 2mπ
− tan
2 − Q 2 (ω)

 for (4n − 1)π < ϕ(ω) < 0

2

where rgh = rh – rg and ref = rf – re. Having only
information on the distances re, rf, rg and rh and the signal
wavelength is enough for the purpose of explaining the
transfer function X(jω). It is thus noted that locations of
the detector and observer relative to the primary and
secondary sources in the medium influence directly the
stability of the system.

−1

≥ 1 or

rg
rh

≥

re
rf

2

 tan −1 Q(ω) 4 − Q (ω) + (2m + 1)π

2 − Q 2 (ω)

(4n + 1)π
for 0 ≤ ϕ(ω) <


2
kθ = 
2

−1 Q(ω) 4 − Q (ω)
+ (2m + 1)π
− tan
2 − Q 2 (ω)

(4n − 1)π < ϕ(ω) < 0

for

2

(18)

Let the distance ratio, a=rg/rh. This will define a family
of spheres in the medium. For 1>a≥0, the centre of the
sphere is closer to the location of the primary source,
and for 1<a≤∞, it is closer to the location of the
secondary source.

(21)

(22)

The range 0<Q(ω)≤2 yields re/rf≥0.5a which defines the
loci of detection points to be outside of a region of half
the distance ratio.

In conclusion, a system with rgh – ref =0.5(2n+1) λ will
be stable when

SIMULATION RESULTS

For a minimum-phase condition, the system will be
stable when the phase margin kθ assumes positive
values, while the system will be unstable when the phase
margin assumes negative values.

A simulation environment was developed using
MATLAB and C programming language (Hanselman
and Littlefield 2001). It allows the user to identify
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and the range of φ(ω) as equivalent for the distance
differences, rgh– ref :

Representing these in the form of magnitude and phase
based on pressure interpretation and substituting into
equation (12) yields Q(ω) and φ(ω) as:

 rg   r 
Q =   e 
 rh   rf 

If a=1, a plane surface is defined bisecting
perpendicularly the line joining the primary and
secondary sources. Thus, for a<1 the detection point
should remain on or inside the sphere re/rf; for a=1, the
detection point should be on or inside the region on the
side of the plane containing the primary point; and for
a>1, the detection point should be on or outside the
sphere.
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H(jω) =

2) The system is unstable when
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re
rf

(21)
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and for 1<a≤∞, it is closer to the location of the
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should remain on or inside the sphere re/rf; for a=1, the
detection point should be on or inside the region on the
side of the plane containing the primary point; and for
a>1, the detection point should be on or outside the
sphere.

The range 0<Q(ω)≤2 yields re/rf≥0.5a which defines the
loci of detection points to be outside of a region of half
the distance ratio.

In conclusion, a system with rgh – ref =0.5(2n+1) λ will
be stable when

SIMULATION RESULTS

For a minimum-phase condition, the system will be
stable when the phase margin kθ assumes positive
values, while the system will be unstable when the phase
margin assumes negative values.

A simulation environment was developed using
MATLAB and C programming language (Hanselman
and Littlefield 2001). It allows the user to identify
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regions of the propagation medium as loci of detection
and observation points for which the system will be
stable.

regions of the propagation medium as loci of detection
and observation points for which the system will be
stable.

The panel shown in Figure 3 is for a SISO system with a
single frequency signal. The input parameters contain
coordinates of the primary source, secondary source,
detector and observer, as well as the selected frequency
involved. The panel shows plot of the locations of
sources in 2D coordinates and the identified regions for
the observation and detection points of the system with
the magnitude, Q(ω) values. It will further show allowed
region of the detection point based on specified
coordinates of the observation point. Exploring the
influence of a certain frequency on the system and
numerous geometrical arrangements of system
components will help the user to understand the
characteristics of the system and assess system stability.

The panel shown in Figure 3 is for a SISO system with a
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detector and observer, as well as the selected frequency
involved. The panel shows plot of the locations of
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region of the detection point based on specified
coordinates of the observation point. Exploring the
influence of a certain frequency on the system and
numerous geometrical arrangements of system
components will help the user to understand the
characteristics of the system and assess system stability.

Figure 4 demonstrates the process of identifying stability
and calculation of phase margin and gain margin for
which the SISO system will be unstable, with the
primary source at (500mm,0), secondary source at (–
500mm,0), detector at (300mm, 200mm) and observer at
(150mm, 0) with a range of frequency from 1 Hz to
1000 Hz.
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primary source at (500mm,0), secondary source at (–
500mm,0), detector at (300mm, 200mm) and observer at
(150mm, 0) with a range of frequency from 1 Hz to
1000 Hz.

Figure 4: Stability assessment of the spatial arrangement
for a SISO structure.
CONCLUSIONS
It has been demonstrated that suitable design and
implementation of an ANC system can be achieved and
verified through a suitable geometrical arrangement of
system components. It has been shown that by using
minimum information specific to an ANC system,
including relative distances between sources and the
signal frequency, system stability may be easily
estimated. The simulation environment developed and
presented in this paper proves to be very useful for the
assessment of stability performance of the system.
Moreover, the environment helps to enhance the user’s
learning and understanding of the system. Further
investigation into this technique could be undertaken
extend the environment for stability assessment of
multiple-source ANC systems.

Figure 3: Interface panel of the entire interactive
environment for a single-source ANC system.
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environments (Davis et al. 2006) by Davis, Eisenhardt
and Bingham.

KEYWORDS
Aggregation, Modeling Organizations.

We apply the qualitative reasoning technique of
aggregation of processes introduced by Weld (Weld
1986) to organizational modeling. The basic form of
aggregation as explained in Weld’s paper detects
repeating cycles of discrete processes using the
simulation history structure, and replaces them with a
higher level of description, a continuous process which
performs the same action as the processes in the
repeating cycle. The process descriptions have two
components; preconditions and changes. The
preconditions define the conditions to be satisfied so that
the process can be active. The changes are the effects
that the process will create over other objects in the
simulation when it is active.

ABSTRACT
Aggregation is a qualitative reasoning technique
which replaces repetitive cycles of process instances
with a higher level description of a single continuous
process. We investigate how this AI method can be
used in the modeling and simulation of social
organizations. Different levels of an organization
such as first level employees, middle management,
and top management view the available information
using different degrees of abstraction. These different
levels thus have different ontologies Our approach
involves starting with descriptions of low-level work
processes and using the automatic abstraction
mechanism to come up with higher level process
descriptions employing ontologies with fewer details.
The output of our aggregator provides a suggestion
for how a hierarchy of tasks might be constructed in
that organization.

In this ongoing work, we implemented and used the
basic aggregation algorithm for automatic identification
of higher-level work processes in an organization setup,
improved the method so that it can be used more
conveniently and effectively in this domain, and
identified new aggregation types that seem to be required
for organizational modeling.

1. INTRODUCTION
The choice of the abstraction level is a critical decision
in modeling any system. A low-level, high-resolution
model is more realistic than a more abstract one, but
dealing with such models may be both computationally
expensive, and, more importantly, cognitively
inappropriate. Some abstraction is inevitable. A social
organization such as a large company is a multilevel
structure in which each upper level is an abstraction of
the lower ones. Different levels view the available
information using different “ontologies.” Finding the
most suitable design for such hierarchies and
determining the appropriate ontology for each level is an
important problem in organization theory (Daft 2001).

2. MOTIVATION
Identifying the abstraction degrees of the information
viewed by the different managerial levels, and designing
the managerial hierarchy which is appropriate for a given
organization are important problems in the study of
organizations. The aggregation technique seems to be a
promising method for these purposes. Having obtained
the different level models, it is possible to simulate all of
them and see how the predictions of the more abstract
ones diverge from those of the lowest level. In this
regard, we are interested in the following questions: Are
the upper level ontologies suggested by the program
indeed the ones seen in real-life multi-level
organizations? Do the simulation results of the different
level models differ, and if they do, how do they differ?
Does this mean that one or more of the simulations are
wrong? In which way do discrete and continuous
simulations differ? Can we see the difference between
discrete and continuous simulations when we run a
simulation with aggregated, disaggregated and partially
aggregated processes? We hope to gain new insight
about identification of different level processes in
organizations, and, indeed, about multiple-level
modeling in any domain, from the answers of such
questions.

Computer modeling and simulation are used with
increasing frequency in the study of organizations (Davis
et al. 2007). Agent-based and equation based models,
system dynamics, cellular automata and social network
models are some of the dominant trends. Among the
early significant contributions to this field, one can list
the Garbage Can Model (Cohen et al. 1972) of Cohen,
March and Olsen, the evolutionary theory of economic
change (Nelson and Winter 1982) by Nelson and Winter,
and March’s work (March 1991) on exploration and
exploitation in organizational learning. More recent
studies include the model of organizational demography
and culture (Carroll and Harrison 1998) by Carroll and
Harrison, Gavetti and Levinthal’s work on cognitive and
experiential search (Gavetti and Levinthal 2000), and the
modeling of organization structure in unpredictable
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Let us add a new process to our model: Deliver(n) runs
when n products exist, and delivers n products to the
customer. In this new setup, CP1 (aggregated from
SeizeMachine,
ProduceHalfProduct,
and
ProduceProduct, as before,) does not run alone. An
instance of Deliver(n) runs each time a new batch of n
products have been produced. The sequence “CP1,
Deliver” is repeated until all the raw material is
converted to products and delivered. In this case, the
aggregator finds a new cycle “CP1, Deliver” and
replaces it with a new continuous process CP2, which
converts the raw materials to products and delivers them.
CP2 represents the operations of a Production
Department in this organization.

3. WHAT IS AGGREGATION?
Discrete processes make atomic effects over the objects
they affect, and the amount of this change is known in
advance. If necessary, one can repeat the discrete process
multiple times until the desired total amount of change is
obtained. This effect can also be realized by a single
instance of a continuous process, as will be demonstrated
below.
Let us consider an example from our organizational
model to illustrate what aggregation does:
Example 1: Consider three processes to produce a
Product using some Raw Material:
SeizeMachine:
Pre: the production machine is idle
Ch: reserves the machine.
ProduceHalfProduct:
Pre: the machine has been reserved ,
a sufficient amount of raw material exists.
Ch: converts a specific amount of raw material to a
corresponding
amount of half-product.
ProduceProduct;
Pre: the machine is reserved,
a sufficient amount of half-product exists.
Ch: converts a specific amount of half-product to a finished
product,and release the machine.

4. USING AGGREGATION IN
ORGANIZATIONAL MODELING
Different levels of an organization such as first level
employees, middle management, and top management
are actually different abstraction levels, and the
information requirements of each level differ from the
others, depending on their interests. So the focus of the
modeler must be the different levels of an organization
and the ways these levels view things. The different
levels have different ontologies. In the higher levels,
some groups of processes of the lower levels are
represented with more abstract processes, some low level
decisions are not seen, but only the cumulative results of
these decisions are visible, some variables of the lower
levels are not represented, and individuals are viewed
collectively as groups having aggregated characteristics.
A consequence of the point of view that the higher level
views are basically summaries of the more detailed
lower levels is that we can obtain the whole model of an
organization by repeated abstractions once we construct
the lowest level of the model. Our aim is to realize this
kind of modeling by an automatic aggregation process,
which takes as its input a hand-made description of the
lowest level.

If we have some amount of raw material at the
beginning,
the
sequence
“SeizeMachine,
ProduceHalfProduct, ProduceProduct” will repeat until
almost all the raw material is transformed to products.
The aggregation of a prefix of the simulation history
generates a continuous process:
CP1
Pre: RawMaterial exists,
productOrder>0
The machine is idle
Ch: convert RawMaterial to Product (Assuming one unit of
product is produced by one unit of Raw Material)

CP1 runs when production machine is idle and there
exists raw materials. It converts all the raw material to
products.

The following working example illustrates the use of the
aggregator described in the previous section to find such
“natural” abstractions of the lowest level work processes.
The higher level process descriptions output by the
aggregator can be seen as a suggestion about how a
hierarchy of tasks might be constructed in an
organization with these low-level processes. Example 2:
Consider a production company, whose lowest-level
processes are defined as shown in Figure 1. The model is
simulated with a scenario in which a customer is found
and a production order of a certain amount is received
from that customer. Having obtained the simulation
history, the aggregator gave the replacements in the
model shown in Figure 2.

The process replacing the cycle must be a continuous
process. If a discrete process is used to replace the cycle
in an unsophisticated manner, the new process will just
make a greater, but fixed amount of change every time it
is activated. The duration and the total effect of a
continuous process, on the other hand, are not
determined before it runs. The effects it creates are
defined in terms of change rates per unit time and the
total effects of each different instance of the aggregated
continuous process are different from each other in
general, since they depend on the model environment.
The processes that can be abstracted by aggregation need
not all be discrete. Continuous processes can also be
replaced. This allows the aggregator to find nested
cycles, and make multiple replacements over the same
set of processes.

An examination of the processes resulting after the
second-level aggregation leads one to say that this
organization can have five departments; CP1 =
Purchasing, CP6 = Marketing, CP7 = Production, CP4 =
Accounting, CP5 = Research and Development. Note
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decisions are not seen, but only the cumulative results of
these decisions are visible, some variables of the lower
levels are not represented, and individuals are viewed
collectively as groups having aggregated characteristics.
A consequence of the point of view that the higher level
views are basically summaries of the more detailed
lower levels is that we can obtain the whole model of an
organization by repeated abstractions once we construct
the lowest level of the model. Our aim is to realize this
kind of modeling by an automatic aggregation process,
which takes as its input a hand-made description of the
lowest level.

If we have some amount of raw material at the
beginning,
the
sequence
“SeizeMachine,
ProduceHalfProduct, ProduceProduct” will repeat until
almost all the raw material is transformed to products.
The aggregation of a prefix of the simulation history
generates a continuous process:
CP1
Pre: RawMaterial exists,
productOrder>0
The machine is idle
Ch: convert RawMaterial to Product (Assuming one unit of
product is produced by one unit of Raw Material)

CP1 runs when production machine is idle and there
exists raw materials. It converts all the raw material to
products.

The following working example illustrates the use of the
aggregator described in the previous section to find such
“natural” abstractions of the lowest level work processes.
The higher level process descriptions output by the
aggregator can be seen as a suggestion about how a
hierarchy of tasks might be constructed in an
organization with these low-level processes. Example 2:
Consider a production company, whose lowest-level
processes are defined as shown in Figure 1. The model is
simulated with a scenario in which a customer is found
and a production order of a certain amount is received
from that customer. Having obtained the simulation
history, the aggregator gave the replacements in the
model shown in Figure 2.

The process replacing the cycle must be a continuous
process. If a discrete process is used to replace the cycle
in an unsophisticated manner, the new process will just
make a greater, but fixed amount of change every time it
is activated. The duration and the total effect of a
continuous process, on the other hand, are not
determined before it runs. The effects it creates are
defined in terms of change rates per unit time and the
total effects of each different instance of the aggregated
continuous process are different from each other in
general, since they depend on the model environment.
The processes that can be abstracted by aggregation need
not all be discrete. Continuous processes can also be
replaced. This allows the aggregator to find nested
cycles, and make multiple replacements over the same
set of processes.

An examination of the processes resulting after the
second-level aggregation leads one to say that this
organization can have five departments; CP1 =
Purchasing, CP6 = Marketing, CP7 = Production, CP4 =
Accounting, CP5 = Research and Development. Note
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PurchaseRawMaterial
Pre: RawMaterialAlternatives exists
Ch:
add RawMaterial,
decrease rawMaterialorder,
increase accounts_payable,
remove RawMaterialAlternatives
FindRawMaterials
Pre: rawMaterialorder>0
Ch:
add RawMaterialAlternatives
SearchForCustomer
Pre: marketingBudget>0
Ch:
add RequestingCustomers
NegotiateWithCustomer
Pre: RequestingCustomers exists
Ch:
remove RequestingCustomers,
add CommittedRequests,
decrease marketingBudget
AcceptBestOrder
Pre: CommittedRequests exists
Ch:
increase productionOrder,
increase rawMaterialOrder,
remove CommittedRequests

SeizeMachine
CollectMoney
Pre: machine is idle,
Pre: accounts_receivable>0
productionOrder>0,
Ch: decrease accounts_receivable,
RawMaterial exists
increase money
PayMoney:
Ch: machine is reserved
ProduceHalfProducts
Pre: accounts_payable>0,
Pre: machine is reserved,
money>0
RawMaterial exists,
Ch: decrease accounts_payable,
HalfProduct doesn’t exist
decrease money
Ch: add HalfProductStock,
Research
remove RawMaterial
Pre: money>0,
researchBudget>0
ProduceProducts
Pre: HalfProduct exists,
Ch: increase researchDone
machine is reserved
ProposeNewProduct
Ch: remove HalfProduct,
Pre: researchDone > X
add Product,
Ch: add ProductProposed
idle the machine
Deliver
Pre: at least N Product exists,
productionOrder >= N
Ch: remove N Products,
decrease productionOrder by N,
increase accounts_receivable
N = delivery amount, assumed constant.
X = research necessary for a new product, assumed constant.
Y = research necessary for finding a new technology to use, assumed constant.
Variable names start with lower case (i.e. money), object names start with upper case (i.e. RawMaterial)

Figure 1 : The Processes in the Organization Model

measures of the company, rather than how they are
achieved. There must be a highest level process which
defines the entire organization in terms of the changes it
caused, and maybe more levels above the output of
Example 2 under this top level. We therefore need
further methods of aggregation to complete the
construction of the managerial hierarchy of the
organization. One such method that we examined is
explained in Section 5.2, including a working example.
Other, as yet unimplemented, ideas that we plan to look
at, are explained in Section 6.

that the aggregator output is not just a suggestion of a
possible organizational structure. The descriptions of the
high-level processes also indicate which ontologies,
i.e.subsets of the set of objects and variables used in the
lowest level model, are used by the respective
“managers” of the departments when they talk to their
own superiors. For instance, the object type “HalfProduct” is not mentioned when the Production
Department’s manager communicates with top
management.

5.1. Improvements in the algorithm

5. NEED FOR FURTHER AGGREGATION
METHODS

In many cases, Weld’s algorithm may detect multiple
alternative cycles as aggregation candidates in the
simulation history. To be able to prefer better
alternatives, the aggregator can be improved to choose
the cycle according to certain principles. A company has
several departments. Usually, mutually irrelevant tasks
take place in different departments. Descriptions of such
mutually irrelevant process instances which run in the
same time will be printed out close to each other in the
output of a sequential simulation (like the ones carried
out by our process simulator) of the entire company,
such that they may appear as candidates for being
aggregated together to a naïve algorithm.

We took Weld’s algorithm (Weld 1986) as a starting
point in constructing the aggregator whose runs were
exemplified in Sections 3 and 4. Even in the simple case
of Example 2, Weld’s algorithm has problems in
identifying cycles, since multiple “departments” are
supposed to run in parallel. The improvements we
incorporated to the algorithm to handle such cases are
explained in Section 5.1.
The full realization of the goal of automatic
identification of work processes in the managerial
hierarchy requires more than even the improved version
of the cycle aggregation method we considered until
now. Consider Example 2. The highest aggregated level,
which is the furthest one can go and obtain sensible
results using this method, includes five continuous
processes. This is not the most abstract level one would
hope to obtain. Imagine the owner of the company, who
is not concerned with the internal operational details of
the company, but is only interested in the performance

Consider the sequence CollectMoney, PayMoney,
CollectMoney, PayMoney, … and a separate sequence
FindRawMaterials,
PurchaseRawMaterial,
FindRawMaterials, PurchaseRawMaterial, … Although
the two departments perform mutually irrelevant tasks,
they operate simultaneously. When the aggregator
analyses the history, it may find several repetitions of the
sequence “CollectMoney, FindRawMaterials,
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PurchaseRawMaterial
Pre: RawMaterialAlternatives exists
Ch:
add RawMaterial,
decrease rawMaterialorder,
increase accounts_payable,
remove RawMaterialAlternatives
FindRawMaterials
Pre: rawMaterialorder>0
Ch:
add RawMaterialAlternatives
SearchForCustomer
Pre: marketingBudget>0
Ch:
add RequestingCustomers
NegotiateWithCustomer
Pre: RequestingCustomers exists
Ch:
remove RequestingCustomers,
add CommittedRequests,
decrease marketingBudget
AcceptBestOrder
Pre: CommittedRequests exists
Ch:
increase productionOrder,
increase rawMaterialOrder,
remove CommittedRequests

SeizeMachine
CollectMoney
Pre: machine is idle,
Pre: accounts_receivable>0
productionOrder>0,
Ch: decrease accounts_receivable,
RawMaterial exists
increase money
PayMoney:
Ch: machine is reserved
ProduceHalfProducts
Pre: accounts_payable>0,
Pre: machine is reserved,
money>0
RawMaterial exists,
Ch: decrease accounts_payable,
HalfProduct doesn’t exist
decrease money
Ch: add HalfProductStock,
Research
remove RawMaterial
Pre: money>0,
researchBudget>0
ProduceProducts
Pre: HalfProduct exists,
Ch: increase researchDone
machine is reserved
ProposeNewProduct
Ch: remove HalfProduct,
Pre: researchDone > X
add Product,
Ch: add ProductProposed
idle the machine
Deliver
Pre: at least N Product exists,
productionOrder >= N
Ch: remove N Products,
decrease productionOrder by N,
increase accounts_receivable
N = delivery amount, assumed constant.
X = research necessary for a new product, assumed constant.
Y = research necessary for finding a new technology to use, assumed constant.
Variable names start with lower case (i.e. money), object names start with upper case (i.e. RawMaterial)

Figure 1 : The Processes in the Organization Model

measures of the company, rather than how they are
achieved. There must be a highest level process which
defines the entire organization in terms of the changes it
caused, and maybe more levels above the output of
Example 2 under this top level. We therefore need
further methods of aggregation to complete the
construction of the managerial hierarchy of the
organization. One such method that we examined is
explained in Section 5.2, including a working example.
Other, as yet unimplemented, ideas that we plan to look
at, are explained in Section 6.

that the aggregator output is not just a suggestion of a
possible organizational structure. The descriptions of the
high-level processes also indicate which ontologies,
i.e.subsets of the set of objects and variables used in the
lowest level model, are used by the respective
“managers” of the departments when they talk to their
own superiors. For instance, the object type “HalfProduct” is not mentioned when the Production
Department’s manager communicates with top
management.

5.1. Improvements in the algorithm

5. NEED FOR FURTHER AGGREGATION
METHODS

In many cases, Weld’s algorithm may detect multiple
alternative cycles as aggregation candidates in the
simulation history. To be able to prefer better
alternatives, the aggregator can be improved to choose
the cycle according to certain principles. A company has
several departments. Usually, mutually irrelevant tasks
take place in different departments. Descriptions of such
mutually irrelevant process instances which run in the
same time will be printed out close to each other in the
output of a sequential simulation (like the ones carried
out by our process simulator) of the entire company,
such that they may appear as candidates for being
aggregated together to a naïve algorithm.

We took Weld’s algorithm (Weld 1986) as a starting
point in constructing the aggregator whose runs were
exemplified in Sections 3 and 4. Even in the simple case
of Example 2, Weld’s algorithm has problems in
identifying cycles, since multiple “departments” are
supposed to run in parallel. The improvements we
incorporated to the algorithm to handle such cases are
explained in Section 5.1.
The full realization of the goal of automatic
identification of work processes in the managerial
hierarchy requires more than even the improved version
of the cycle aggregation method we considered until
now. Consider Example 2. The highest aggregated level,
which is the furthest one can go and obtain sensible
results using this method, includes five continuous
processes. This is not the most abstract level one would
hope to obtain. Imagine the owner of the company, who
is not concerned with the internal operational details of
the company, but is only interested in the performance

Consider the sequence CollectMoney, PayMoney,
CollectMoney, PayMoney, … and a separate sequence
FindRawMaterials,
PurchaseRawMaterial,
FindRawMaterials, PurchaseRawMaterial, … Although
the two departments perform mutually irrelevant tasks,
they operate simultaneously. When the aggregator
analyses the history, it may find several repetitions of the
sequence “CollectMoney, FindRawMaterials,
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First-level Agg.
PurchaseRawMaterial
CP1
FindRawMaterials
SearchForCustomer
CP2
NegotiateWithCustomer
AcceptBestOrder………………
SeizeMachine
CP3
ProduceHalfProducts
ProduceProducts
Deliver………………………………
CollectMoney
CP4
PayMoney
ProposeNewProduct
CP5
Research

Second-level Agg.

CP1 Pre: rawMaterialOrder>0
Ch: add RawMaterial,
decrease rawMaterialOrder
CP6 Pre: marketingBudget>0
Ch: add CommittedRequests
CP7 Pre: machine is idle,
RawMaterial exists,
productionOrder>0
Ch: remove RawMaterialStock,
decrease productionOrder,
increase accounts_receivable
CP4 Pre: accounts_receivable>0 ,
accounts_payable >0
Ch: decrease accounts_receivable,
decrease accounts_payable
CP5 Pre: money>0,
researchBudget>0
Ch: add ProductProposed

CP6
CP7

Figure 2 : First and Second Level Aggregation of the processes in the organization model

discrete process lasts one tick). Thus, if a process
triggers another process, the triggered process must start
just at the tick at which it is triggered.

PayMoney, PurchaseRawMaterial”, and try to replace
this “cycle” of four with a single continuous process, and
this is clearly not what we want it to do. (This
predicament of distinguishing irrelevant processes is
referred to as the local evolution problem (Forbus
1993)). How can the aggregator distinguish these
mutually irrelevant processes? Let us define what we
mean by “mutually irrelevant” in terms of the
aggregator’s input.

Definition : An instance of a process A is a time
predecessor of an instance of another process B, if the
instance of B starts just when the instance of A
terminates.
If the aggregator only accepts the instances of processes
which trigger each other, it will avoid including
irrelevant processes appearing in one cycle and will form
meaningful cycles.

Definition : A process A is a change predecessor of a
process B if at least one of the changes of A affects a
variable referenced in the preconditions of B.

Definition : An instance Ai of a process A triggers an
instance Bi of another process B, if A is a change
predecessor of B and Ai is a time predecessor of Bi.

Definition : Two processes are mutually irrelevant if
neither of them is a change predecessor of the other one.

Must the last process of a cycle trigger the first process
of the cycle? Considering the meaning of the word
“cycle,” one is tempted to say “yes”. But consider the
case where we produce products from raw materials. The
process will continue as long as we have raw materials
and a nonzero production order, despite the fact that the
act of finishing a product does not trigger the start of
another production. Thus, we have decided to accept
sequences in which every process except the first is
triggered by the previous one as valid cycle iterations,
even when the last process of such a sequence does not
trigger the first process. Example 2 was run on our
implementation of an improved aggregator in which
these augmented criteria for cycle detection enabled the
identification of the sensible hierarchy seen in Figure 2.

The main idea is that the processes in a cycle must
trigger each other so that they form a meaningful cycle.
Irrelevant processes may occur successively in time by
chance, in which case they do not form a meaningful
cycle.
What if a nonzero duration of time passes before the start
of B after its change predecessor A terminates? Can we
still say that A triggers B, and that they are good
candidates for a cycle? If A triggers B, changing a
variable which is referenced in the preconditions of B, B
must be activated just when A changes that variable. If
there is a gap between these two events, there must be
another event occurring in this gap which triggers B.
Thus, if this event had not occurred, B would not be
active. A does not trigger B, and they are not good
candidates for a cycle.

5.2. Superclass Aggregation
The aggregator described above recognizes a cycle only
if multiple instances of the same process are seen to be
repeating. In some cases, abstraction of two nonidentical but sufficiently similar process descriptions to a
“superclass” process may help. Consider the sequence
given below for a cleaner who is working in a building:

In our simulator, time proceeds in ticks, and the amount
of time between two successive time ticks is the unit
time (smallest amount of time that must be considered)
for the simulation. The starting and ending times of
processes correspond to starting and ending of time units
since there can be no smaller time in the simulation (A
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First-level Agg.
PurchaseRawMaterial
CP1
FindRawMaterials
SearchForCustomer
CP2
NegotiateWithCustomer
AcceptBestOrder………………
SeizeMachine
CP3
ProduceHalfProducts
ProduceProducts
Deliver………………………………
CollectMoney
CP4
PayMoney
ProposeNewProduct
CP5
Research

Second-level Agg.

CP1 Pre: rawMaterialOrder>0
Ch: add RawMaterial,
decrease rawMaterialOrder
CP6 Pre: marketingBudget>0
Ch: add CommittedRequests
CP7 Pre: machine is idle,
RawMaterial exists,
productionOrder>0
Ch: remove RawMaterialStock,
decrease productionOrder,
increase accounts_receivable
CP4 Pre: accounts_receivable>0 ,
accounts_payable >0
Ch: decrease accounts_receivable,
decrease accounts_payable
CP5 Pre: money>0,
researchBudget>0
Ch: add ProductProposed

CP6
CP7

Figure 2 : First and Second Level Aggregation of the processes in the organization model

discrete process lasts one tick). Thus, if a process
triggers another process, the triggered process must start
just at the tick at which it is triggered.

PayMoney, PurchaseRawMaterial”, and try to replace
this “cycle” of four with a single continuous process, and
this is clearly not what we want it to do. (This
predicament of distinguishing irrelevant processes is
referred to as the local evolution problem (Forbus
1993)). How can the aggregator distinguish these
mutually irrelevant processes? Let us define what we
mean by “mutually irrelevant” in terms of the
aggregator’s input.

Definition : An instance of a process A is a time
predecessor of an instance of another process B, if the
instance of B starts just when the instance of A
terminates.
If the aggregator only accepts the instances of processes
which trigger each other, it will avoid including
irrelevant processes appearing in one cycle and will form
meaningful cycles.

Definition : A process A is a change predecessor of a
process B if at least one of the changes of A affects a
variable referenced in the preconditions of B.

Definition : An instance Ai of a process A triggers an
instance Bi of another process B, if A is a change
predecessor of B and Ai is a time predecessor of Bi.

Definition : Two processes are mutually irrelevant if
neither of them is a change predecessor of the other one.

Must the last process of a cycle trigger the first process
of the cycle? Considering the meaning of the word
“cycle,” one is tempted to say “yes”. But consider the
case where we produce products from raw materials. The
process will continue as long as we have raw materials
and a nonzero production order, despite the fact that the
act of finishing a product does not trigger the start of
another production. Thus, we have decided to accept
sequences in which every process except the first is
triggered by the previous one as valid cycle iterations,
even when the last process of such a sequence does not
trigger the first process. Example 2 was run on our
implementation of an improved aggregator in which
these augmented criteria for cycle detection enabled the
identification of the sensible hierarchy seen in Figure 2.

The main idea is that the processes in a cycle must
trigger each other so that they form a meaningful cycle.
Irrelevant processes may occur successively in time by
chance, in which case they do not form a meaningful
cycle.
What if a nonzero duration of time passes before the start
of B after its change predecessor A terminates? Can we
still say that A triggers B, and that they are good
candidates for a cycle? If A triggers B, changing a
variable which is referenced in the preconditions of B, B
must be activated just when A changes that variable. If
there is a gap between these two events, there must be
another event occurring in this gap which triggers B.
Thus, if this event had not occurred, B would not be
active. A does not trigger B, and they are not good
candidates for a cycle.

5.2. Superclass Aggregation
The aggregator described above recognizes a cycle only
if multiple instances of the same process are seen to be
repeating. In some cases, abstraction of two nonidentical but sufficiently similar process descriptions to a
“superclass” process may help. Consider the sequence
given below for a cleaner who is working in a building:

In our simulator, time proceeds in ticks, and the amount
of time between two successive time ticks is the unit
time (smallest amount of time that must be considered)
for the simulation. The starting and ending times of
processes correspond to starting and ending of time units
since there can be no smaller time in the simulation (A
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aggregations, the aggregator runs this similarity
detection procedure again whenever new process
descriptions are added to the list.

ProduceNewProduct
Pre: RawMaterial exists,
newProductOrder > 0
Ch: convert RawMaterial to NewProduct
DeliverNewProduct
Pre: at least N NewProduct exists,
newProductOrder >= N
Ch: remove N NewProducts,
decrease newProductionOrder by N,
increase accounts_receivable
N = delivery amount

Example 3: Consider adding two new processes which
are similar to some already present processes to the
model of Example 2: The company has obtained a new
machine of type “NewMachine”, which uses the same
type and amount of raw materials, but produces a
different product of type “NewProduct” directly, without
going through the half-product stage. The new processes
are shown in Figure 3.

Figure 3 : The processes added in Example 3

Cleaning the floor,
Walking down the stairs one floor,
Cleaning the floor,
Going down one floor by elevator,
Cleaning the floor, …

We submitted this model to the aggregator with a
scenario of receiving orders for Product and NewProduct
randomly with the same probability. Two different runs,
with required similarity degrees of 0.9 and 0.6,
respectively, were performed.

No proper repetition can be found. But if we abstract
“Walking down the stairs one floor” and “Going down
one floor by elevator”, to the new process “Going down
one floor”, we can obtain the new sequence

In the first run with a required similarity degree of 0.9,
shown in Figure 4, the cycles the aggregator replaced in
the first-level aggregation were the same as in Example
2, and ProduceNewProduct and DeliverNewProduct
were also aggregated to a new process. The second-level
aggregation had the same results as in Example 2, and
the new production process was not aggregated any
further.

Cleaning the floor,
Going down one floor,
Cleaning the floor,
Going down one floor,
Cleaning the floor, …
in which a repetition can be detected easily.

In the second run, with a required similarity degree of
0.6, the aggregator first found out that Deliver and
DeliverNewProduct are similar processes. Similarly,
after
generating
CP3
from
“SeizeMachine,
ProduceHalfProduct,
ProduceProduct”,
it
also
recognized CP3 and ProduceNewProduct as similar
processes. Consequently, the program made the
aggregation shown in Figure 5, with the process
definitions given in Figure 1 and the production
“department” process of the organization came out to be
isomorphic to the one in the Example 2, (Figure 2)

Forbus and Falkenhainer give a good example of how to
compare processes to find out their similarity in their
work on analogical processing with the StructureMapping Engine (Falkenhainer et al. 1990). The idea is
to accept two processes as subclasses of a superclass if a
significant proportion, rather than all, of their properties
are identical. This operation can of course create
problems if the non-identical features of the low-level
processes, which are abstracted away, play important and
different roles in the actual system. This method of
abstraction can therefore sometimes produce incorrect
higher-level models. The allowed error can in fact be
tuned by the user, since the aggregation algorithm
decides whether to create a superclass process for two
given low-level processes according to a similarity
function which measures the match between two
processes. Processes whose similarity degree exceeds a
user-defined constant are aggregated. Keeping the
required similarity degree high will avoid the kind of
error explained above, with the cost of a narrow scope
for aggregation. Keeping it low will allow more
processes to be aggregated together, and the divergence
of the higher-level model predictions from the lowest
level ones will increase. Upon receiving the input set of
process definitions before beginning the simulation, the
aggregator first tries to identify superclass processes
among these. Simulation with the aim of cycle detection
is then performed with the updated process list. Since
common superclasses can be detected even among the
newly abstracted processes during the higher-level

As seen in Figure 5, the Deliver and DeliverNewProduct
processes were replaced by the more general process
CP10 and ProduceNewProduct and the new process
CP3, which was produced by the aggregation of
SeizeMachine, ProduceHalfProduct and ProduceProduct
were replaced by the more general process CP11.
The aggregator found the similarity of Deliver and
DeliverNewProduct to be 0.67, and the similarity of CP3
and ProduceNewProduct to be 0.72, causing both pairs
not to be abstracted together in the first run, and to be
abstracted together in the second run. Both results may
be preferable depending on the requirements of the
context. When analysis considering the sales of the
products individually is required, seeing the products as
separate units and getting the results accordingly will
help. In another case, for example, when the total sales
of the company, or only the total amount of money made
by the company is required, seeing the products as
equivalent and looking only at the totals will help.
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aggregations, the aggregator runs this similarity
detection procedure again whenever new process
descriptions are added to the list.

ProduceNewProduct
Pre: RawMaterial exists,
newProductOrder > 0
Ch: convert RawMaterial to NewProduct
DeliverNewProduct
Pre: at least N NewProduct exists,
newProductOrder >= N
Ch: remove N NewProducts,
decrease newProductionOrder by N,
increase accounts_receivable
N = delivery amount

Example 3: Consider adding two new processes which
are similar to some already present processes to the
model of Example 2: The company has obtained a new
machine of type “NewMachine”, which uses the same
type and amount of raw materials, but produces a
different product of type “NewProduct” directly, without
going through the half-product stage. The new processes
are shown in Figure 3.

Figure 3 : The processes added in Example 3
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respectively, were performed.

No proper repetition can be found. But if we abstract
“Walking down the stairs one floor” and “Going down
one floor by elevator”, to the new process “Going down
one floor”, we can obtain the new sequence
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further.
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Going down one floor,
Cleaning the floor,
Going down one floor,
Cleaning the floor, …
in which a repetition can be detected easily.
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DeliverNewProduct to be 0.67, and the similarity of CP3
and ProduceNewProduct to be 0.72, causing both pairs
not to be abstracted together in the first run, and to be
abstracted together in the second run. Both results may
be preferable depending on the requirements of the
context. When analysis considering the sales of the
products individually is required, seeing the products as
separate units and getting the results accordingly will
help. In another case, for example, when the total sales
of the company, or only the total amount of money made
by the company is required, seeing the products as
equivalent and looking only at the totals will help.
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First Aggregation
PurchaseRawMaterial
CP1
FindRawMaterials
SearchForCustomer
CP2
NegotiateWithCustomer
AcceptBestOrder……………………………
SeizeMachine
CP6
ProduceHalfProducts
ProduceProducts
Deliver………………………………………
CP9
ProduceNewProduct
DeliverNewProduct
CollectMoney
CP4
PayMoney
ProposeNewProduct
CP5
Research

Second Aggr.

………
ProduceNewProduct ………………
SeizeMachine
ProduceHalfProduct
CP3
ProduceProduct

CP6

Deliver
S
DeliverNewProduct
………

CP7

First Aggregation
S

CP11
CP12

CP10

S denotes superclass aggregation.
CP10
Pre: at least N Products exists,
productionOrder >= N
Ch: remove N Product,
decrease productionOrder by N,
increase accounts_receivable
CP11
Pre: machine is idle,
RawMaterial exists,
productionOrder>0
Ch: remove RawMaterialStock,
decrease productionOrder,
increase accounts_receivable

Figure 4 : Aggregation in Example 3 when the required
similarity degree is 0.9

6. FUTURE WORK
More tools are necessary for a complete and sensible
identification of and reasoning about the managerial
hierarchy of an organization. In this ongoing study, we
plan to implement the following additional methods.

Figure 5 : Aggregation in Example 3 when the required
similarity degree is 0.6

6.1. Parallel Aggregation

the organization, and we attempt to obtain the
descriptions of the lower level processes. For instance,
we may try to guess the invisible structure of a rival
company from the partial information that is available
about that company. What we need to do is to “reverse
aggregate” the high-level models.

Weld (Weld 1986) defines parallel aggregation as “the
replacement of multiple instances of the same process
occurring simultaneously”, without including the
working principles or any example. This idea promises
to serve as wide a range of possibilities as serial
aggregation does, so we plan to realize it. While serial
aggregation makes a vertical replacement in the history
of the simulation since it replaces instances spread over
time, parallel aggregation makes a horizontal
replacement, since it replaces process instances
occurring in the same time, but spreading over the actors
of the simulation.

At first sight, reverse aggregation seems to be a hopeless
task, since it involves creating a more detailed
description than its input. But if we also have a library of
common lowest-level process descriptions, we might at
least guess a candidate input process list which would,
when aggregated, result in the higher-level models that
have been given to us.

In parallel aggregation, as well as the starting time, we
know the ending time since only one iteration occurs.
But we do not know the total effects, since we do not
know how many parallel processes will participate in
this parallel processing in different moments of the
simulation. The definition of parallel aggregation
requires defining a new type of process, since neither the
discrete nor the continuous process definition formats we
use meet the requirements of the process generated as a
result of a parallel aggregation. This new type of process
occurs atomically, and its termination time is determined
when it starts. But unlike discrete processes, its total
effects can not be known before simulation, since it
depends on the number of parallel process instances
participating which can be different in different moments
of the simulation. As a result of this, the total effects of
the process change in different instances.

6.3. Mixed Levels of Abstraction
Abstraction is meaningful if we do not need the detailed
information we lost, or we have the ability to reconstruct
it in case we need it later. Consider a manager who
manages several working teams including several
workers. The manager would not care about the workers
individually, and would not want to know the details of
each worker. In his daily operation, he would rather
know the output of the teams, leaving the details of what
happens within the teams to team leaders. The point of
view of this manager is an aggregated level, which hides
the first level employees inside teams. But one day, in
case a problem about an individual first level employee
occurs and affects the operation of the team, or even the
whole organization, the manager would want to
understand the case and need the details about the
operation of the first level employee. This would require
the manager to adopt, for the purposes of this case, a
“mixed-level” model, which does not necessarily include
all the complexity of the lower level processes which are

6.2. Reverse Aggregation
Consider the case where we are given the abstract
description of an organization, or some components of
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know the ending time since only one iteration occurs.
But we do not know the total effects, since we do not
know how many parallel processes will participate in
this parallel processing in different moments of the
simulation. The definition of parallel aggregation
requires defining a new type of process, since neither the
discrete nor the continuous process definition formats we
use meet the requirements of the process generated as a
result of a parallel aggregation. This new type of process
occurs atomically, and its termination time is determined
when it starts. But unlike discrete processes, its total
effects can not be known before simulation, since it
depends on the number of parallel process instances
participating which can be different in different moments
of the simulation. As a result of this, the total effects of
the process change in different instances.
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information we lost, or we have the ability to reconstruct
it in case we need it later. Consider a manager who
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individually, and would not want to know the details of
each worker. In his daily operation, he would rather
know the output of the teams, leaving the details of what
happens within the teams to team leaders. The point of
view of this manager is an aggregated level, which hides
the first level employees inside teams. But one day, in
case a problem about an individual first level employee
occurs and affects the operation of the team, or even the
whole organization, the manager would want to
understand the case and need the details about the
operation of the first level employee. This would require
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irrelevant in this case, but which contains the details
necessary for the present reasoning task. We believe that
the infrastructure we are preparing for the application of
the methods described above can easily be adapted for
examining such mixed-level modeling tasks.
6.4 Aggregation of Probabilistic Models

6.4 Aggregation of Probabilistic Models

One of the simplistic aspects of Example 2 is that all
processes are deterministic; e.g. once its preconditions
are satisfied, ProduceProducts does its job, assuming that
the machine will never fail. This, of course, is
unrealistic. We plan to consider an alternative process
format which supports probabilistic models like one
where the machine in example 3 can be stipulated to
have a specific fault probability, and the results of such
eventualities can be described separately in the process
descriptions. An aggregation algorithm for such
probabilistic models may produce higher-level models
which are themselves probabilistic.
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eventualities can be described separately in the process
descriptions. An aggregation algorithm for such
probabilistic models may produce higher-level models
which are themselves probabilistic.

7. CONCLUSION

7. CONCLUSION

The hierarchical structure of an organization such as a
large company provides a suitable domain for
investigating aggregation, since the hierarchical levels
composed of various positions (first level employee,
middle management, CEO, etc.) in the organization
correspond to different aggregation levels. Our
experiments so far with our improved version of Weld’s
aggregator have helped us identify some other tools that
are necessary for reasoning about these issues in this
domain. We are actively working on the design and
development of these tools.
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are necessary for reasoning about these issues in this
domain. We are actively working on the design and
development of these tools.
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Welcome to the Czech Republic, welcome to Prague, and welcome to HPCS 2007.
This is the 5th year the conference takes place. As it has matured into an esteemed
venue for publication and discussion of knowledge in the corresponding areas, we
are very happy to serve as this conference’s General Co-Chairs. The conference will
address several issues in modelling and simulation of high performance and large
scale computing systems that today play a key role in science and industry.
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Very hearty thanks go to the Program Chair, Prof. Waleed W. Smari, and his
colleagues for putting together such a broad, well designed and interesting program.
A big thanks also goes to those who have set up all the related tutorials, special
sessions, workshops and panels. We will also use the opportunity to thank the
conference’s local organizers from the Thomas Bata University in Zlín as well as
ECMS.
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Hence, enjoy the presentations and discussions; use the opportunity to meet
interesting researchers, and enjoy the wonderful setting that the city of Prague gives
this conference. Last but not least, welcome back also next year to HPCS 2008.
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Wireless networks (WNs) have become constitutional in businesses today. A large
number of financial institutions, defence agencies, companies, and home users are
using wireless technologies in their environments. However, with this unhindered
mobility and flexibility lurks opportunities for violators to infringe the privacy of
wireless network users. This is because the air interface is a shared medium over
which data is transmitted. As companies rely on these networks for business
communication and occupational activities, security threats become a major concern.
There is a necessity to employ safe protocols to protect WNs from intrusion and leak
of potentially sensitive information. Such protocols need to be intelligent enough to
detect threats and in the advent of a breach, be robust enough to continually work
against them. Thus, users should be aware of the security risks associated with the
wireless networks so that they can apply appropriate measures safeguard their
data/information.
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In this talk, we present existing IEEE wireless standards and the efforts taken by the
industry to realize these standards. IEEE 802.16 (also known as WiMAX), provides
Wireless Metropolitan Area Network (WMAN) users with high-speed broadband
access to the Internet, whereas, IEEE 802.11 (also known as WiFi), allows users to
establish wireless connections Wireless Local Area Network (WLAN). In addition,
IEEE 802.15 (also known as Bluetooth) provides short-range connectivity for portable
devices.
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As mentioned above, in order to capitalize the benefits of WNs, a security policy
needs to be put in place to mitigate security risks. The security policy of a WN must
define what is to be protected and what are the expectations of WN users. The
definition of the objectives of this policy serves as a basis for security planning when
new applications are designed or current networks are expanded. We consider the
most common security objectives of a WN to be authentication and access control,
confidentiality, integrity, and availability. The interpretation of these objectives varies
as do the contexts in which they arise. These objectives aim to keep the intruders (or
adversaries) at bay and allow only legitimate users to access authorized systems and
services.
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The standard IEEE 802.11 provided a mechanism called Wired Equivalent Privacy
(WEP) to protect wireless links. WEP was a subject of criticism for many years which
led to the development of IEEE 802.11i. IEEE 802.11i enhances WEP by introducing
a Temporal Key Integrity Protocol (TKIP) and Counter-Mode/CBC-MAC Protocol
(CCMP) with a 128-bit key to improve security.
Also, it uses (Extensible
Authentication Protocol (EAP) for authentication and EAP encapsulation over LANs
(EAPOL) for key exchange.
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Bluetooth devices establish a secure connection by using a PIN code during the
initial pairing process. This PIN serves to generate a key which is used for
authentication. IEEE 802.16 standard implements security in the form of a privacy
sublayer, present in MAC’s internal layering. Functions of the privacy sub-layer
include access control and privacy of the data link.
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Nonlinear global numerical optimization, wherein the best possible solution to a multidimensional, nonlinear model, or objective function, is sought, is an active field of
study. Most useful objective functions encountered in the physical, biological,
economic, and social sciences are non-smooth, non-convex, noisy, and are
characterized by many local minima. For problems of very high dimensionality, the
computational cost of global optimization has precluded its widespread use.
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In 1995, in a seminal paper (R. B. Schnabel, “A View of the Limitations,
Opportunities, and Challenges in Parallel Nonlinear Optimization”, Parallel
Computing, 21(6), 1995, pp. 875-905), three main aspects of high-performance and
parallel global optimization were described: (1) Parallelizing the objective function
calculation; (2) Parallelizing the underlying numerical libraries and kernels; and (3)
Re-designing the algorithm for increased parallelism. The primary focus of the
proposed tutorial is the third aspect, as well as completely new paradigms specifically
designed for high-performance computation.
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New applications of global optimization abound. For example, complex phenomena
are often modelled as large systems of equations, and model parameters must be
determined to correspond with experimental data. Global optimization is used to
determine these parameters. Furthermore, many important engineering problems
rely on simulation-based optimization, wherein the cost function itself is formed from
the results of large simulation experiments. In these cases, closed-form derivatives
of the objective function are generally not available, and are not easily computed.
Therefore, new optimization paradigms must be considered to solve these problems.
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The proposed tutorial would include the following topics:
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Introduction to the optimization problem and a brief overview of its classical, serial
solutions.
Parallel techniques in local and global optimization.
o Fine-grained approaches: Parallelization of derivative computation and cost
function computation.
o Coarse-grained approaches: Searching different parts of the search space
simultaneously.
The intrinsic parallelism of deterministic global methods, including DIRECT,
branch and bound, and interval analysis.
Stochastic and computational intelligence methods, including simulated
annealing, genetic algorithms, evolutionary computation, and a special emphasis
on particle swarm optimization.
Emerging computer architectures for, and applications in, high-performance
global optimization.
o Simulation-based optimization, where derivative information is not available,
and the cost of computing each objective function value is very high. Important
applications include safety engineering and the design of materials. Highperformance derivative-free optimization methods will be discussed.
o High-performance computing approaches to determine the optimal parameters
of mathematical models that provide the best fit between observed and
estimated data. Calibrating a model to observed data generally improves the
model’s predictive capabilities, and also provides a means for model
verification and improvement.
o Biomedical applications, particularly in imaging, computer-guided surgery and
therapy, bioinformatics, and proteomics.

TARGET AUDIENCE
The target audience includes
optimization for solving large,
simulation and modelling
implementation, and potential
will also be discussed.
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constitute as much as 50% of total energy by the 70nm
technology. To save the energy of I-Cache at most, the
leakage energy and dynamic energy in I-Cache should
be reduced at the same time.
To reduce the leakage energy of I-Cache, the cache
lines that are not been used recently will be put into a
low-energy mode (called “drowsy” mode) and are rewoken up when accessed again. Data is not lost when
the cache line is in drowsy mode. This technique is
called drowsy cache (Powell et al., 2000; Kaxiras et al.
2001; Flautner et al. 2002; Chengyi Zhang et al. 2006;
Kim et al. 2004a; Kim et al. 2004b; Li et al. 2004). In the
drowsy mode, the supply voltage is lower than that in
normal mode (called “active” mode) and data can be
retained. When the drowsy cache line is accessed, the
supply voltage must be recovered first. There is a
wakeup penalty to restore the voltage level from the
drowsy mode into the active mode. A simple policy for
drowsy cache is noaccess policy in which the per-line
access history is used and all the unused lines are put
into drowsy mode periodically (Flautner et al. 2002).
The energy saved depends on the ratio of the number of
the cache lines in drowsy mode to the number of all
cache lines (called “turn-off ratio”). The higher turn-off
ratio is, the more leakage energy is saved.
To reduce the performance overhead caused by extra
wakeup latency, the next cache line should be woken up
before it is accessed. The performance overhead
depends on how accurately the next cache line can be
predicted and woken up. Zhang Chengyi etc. proposed a
PDSR (periodically Drowsy Speculatively Recover)
policy based on noaccess policy (Chengyi Zhang et al.
2006). In PDSR, a pre-wakeup mechanism is used for
pre-waking up all cache lines in next sequential set
when current set is being accessed. Nam Sung Kim
proposed a noaccess-JITA policy in which the way
predictor is also used for predicting which way may be
hit in next sequential set (Kim et al. 2004a). Only the
predicted cache line needs to be pre-woken up to
increase turn-off ratio. The accuracy of wakeup
prediction in these two policies is restricted by taken
branch instruction because branch information is not
used for wakeup prediction in these policies.
Sung Woo Chung etc. proposed a non-phased drowsy ICache with on-demand wakeup prediction policy
(called “non-phased on-demand policy”) in which an

KEYWORDS
Drowsy cache, Phased cache, Low energy, Instruction
cache, On demand, Wakeup prediction.
ABSTRACT
In this paper, we propose a phased drowsy instruction
cache with on-demand wakeup prediction policy (called
“phased on-demand policy”) to reduce the leakage and
dynamic energy with less performance overhead. As in
prior non-phased on-demand policy, an extra stage for
wakeup is inserted before the fetch stage in pipeline.
The drowsy cache lines are woken up in wakeup stage
and the wakeup latency is overlapped with the fetch
latency. Unlike in non-phased on-demand policy, The
tag and data array are accessed in two phases. The tag
blocks are in active mode all the time and are accessed
in wakeup stage. The data blocks are in drowsy mode
except when they are accessed in fetch stage. The
optimum trade-off point is tried to be reached between
the increment of energy caused by always active tag
array in wakeup stage and reduction of energy profitted
from perfect way prediction. Experiments on 9
SPCE2000 benchmarks show that, compared with prior
non-phased on-demand policy, our proposed policy can
save 75.4% of energy for I-Cache and improve the EDP
of whole processor by 6.9%. The performance overhead
is only 0.42% on average.
INTRODUCTION
Energy consumption has become the main restriction on
microprocessor design because of the higher density
and higher frequency. For modern microprocessors, the
large capability caches are integrated in chip to improve
the processors’ performance. For instance, 60% of the
StrongARM and 30% of Alpha 21264 are devoted to
cache and memory structures (Gowan et al. 1998; Manne
et al. 1998). They comprise a large portion of chip area
and produce large energy. Instruction cache (I-Cache)
affects total energy consumption particularly due to
their high access frequency. For example, ARM920T
microprocessor dissipates 25% of its total power in the
I-Cache (Segars S. 2001). The energy in I-Cache consists
of leakage energy and dynamic energy. According the
prediction from the International Technology Roadmap
for Semiconductor (SIA, 2004), the leakage energy may
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extra wakeup stage is inserted between the branch
prediction and the fetch stage in pipeline (Sung Woo
Chung and Kevin Skadron. 2006). The branch predictor is
also used as a wakeup predictor for more accurate
wakeup prediction. Extra stage hides the wakeup
penalty, not affecting branch prediction accuracy. Way
predictor is used for reducing the lines being woken up.
All cache lines except the next expected cache line are
in drowsy mode. The tag array and data array are
accessed in fetch stage. The non-phased on-demand
policy is near optimal policy for I-Cache leakage
reduction, but it has some disadvantages yet.
In this paper, a phased drowsy instruction cache with
on-demand wakeup prediction policy (called “phased
on-demand policy”) is proposed. In our proposed policy,
the tag array is in active mode all the time and the
access to tag array is moved from fetch stage to wakeup
stage and the access to data array is in fetch stage as
before. The cache line is accessed in two phases. The
result of tag comparison is acquired one cycle earlier
than non-phased on-demand policy and only the data
block in matching way is necessary to be accessed. Way
predictor is unnecessary. No latency caused by incorrect
way prediction is incurred.
The rest of this paper is organized as follows. We first
analyze the disadvantages in prior non-phased ondemand policy. Then we propose an improved phased
on-demand policy. Subsequently, we introduce the
performance and energy evaluation model, simulation
environment and analyze the simulation results. At last,
we make the conclusion and give the future work.

The non-phased on-demand policy is near optimal
policy for reducing leakage energy of I-Cache, but two
disadvantages exist and should be improved. One
disadvantage is that a two-stage penalty is incurred by
incorrect way prediction. This is the main reason for
loss of performance.
As shown in Figure 2a, if way prediction hits, the
wakeup penalty is overlapped with fetch penalty. No
bubble is generated in pipeline. As shown in Figure 2b,
if way prediction misses, two bubbles are generated in
pipeline. One extra cycle is needed first to wake up all
other cache lines in current set being accessed. Another
extra cycle is necessary to access these cache lines to
acquire the desired data in matching way. The
performance is degraded by incorrect way prediction
and additional energy for increased execution time may
discount the energy saved.
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extra wakeup stage is inserted between the branch
prediction and the fetch stage in pipeline (Sung Woo
Chung and Kevin Skadron. 2006). The branch predictor is
also used as a wakeup predictor for more accurate
wakeup prediction. Extra stage hides the wakeup
penalty, not affecting branch prediction accuracy. Way
predictor is used for reducing the lines being woken up.
All cache lines except the next expected cache line are
in drowsy mode. The tag array and data array are
accessed in fetch stage. The non-phased on-demand
policy is near optimal policy for I-Cache leakage
reduction, but it has some disadvantages yet.
In this paper, a phased drowsy instruction cache with
on-demand wakeup prediction policy (called “phased
on-demand policy”) is proposed. In our proposed policy,
the tag array is in active mode all the time and the
access to tag array is moved from fetch stage to wakeup
stage and the access to data array is in fetch stage as
before. The cache line is accessed in two phases. The
result of tag comparison is acquired one cycle earlier
than non-phased on-demand policy and only the data
block in matching way is necessary to be accessed. Way
predictor is unnecessary. No latency caused by incorrect
way prediction is incurred.
The rest of this paper is organized as follows. We first
analyze the disadvantages in prior non-phased ondemand policy. Then we propose an improved phased
on-demand policy. Subsequently, we introduce the
performance and energy evaluation model, simulation
environment and analyze the simulation results. At last,
we make the conclusion and give the future work.

The non-phased on-demand policy is near optimal
policy for reducing leakage energy of I-Cache, but two
disadvantages exist and should be improved. One
disadvantage is that a two-stage penalty is incurred by
incorrect way prediction. This is the main reason for
loss of performance.
As shown in Figure 2a, if way prediction hits, the
wakeup penalty is overlapped with fetch penalty. No
bubble is generated in pipeline. As shown in Figure 2b,
if way prediction misses, two bubbles are generated in
pipeline. One extra cycle is needed first to wake up all
other cache lines in current set being accessed. Another
extra cycle is necessary to access these cache lines to
acquire the desired data in matching way. The
performance is degraded by incorrect way prediction
and additional energy for increased execution time may
discount the energy saved.
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Figures 2: Pipeline comparison when Way Predictor
hits and misses
The other disadvantage is that the prior non-phased ondemand policy is ideal for recovery of branch misprediction. Assuming the penalty of branch misprediction is two cycles in conventional drowsy I-Cache.
As shown in Figure 3a, in ideal non-phased on-demand
policy, the address generation, branch prediction and
wakeup are assumed to operate at the same time after
execute/branch-resolution stage of the instruction n. So
no extra wakeup penalty is incurred. The branch
recovery instruction is fetched at t+4. In this ideal case,
more careful adjustments are needed in pipeline design.
In fact, one extra wakeup penalty will be incurred in
normal non-phased on-demand policy when branch is
mis-predicted, as shown in Figure 3b. The wakeup is
operated after address generation. The branch recovery
instruction is fetched at t+5. In this case, extra wakeup
latency is incurred when branch is mis-predicted.
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As shown in Figure 1, in non-phased on-demand policy,
an extra wakeup stage for wakeup is inserted between
the branch prediction and the fetch stage. Branch
prediction information is also used for wakeup
prediction. All cache lines are in the drowsy mode
except the cache line being accessed. After the fetchaddress is generated, the cache line indexed by fetchaddress is woken up in wakeup stage. In fetch stage, the
tag and data array of this woken cache line are both
active and can be accessed within one cycle if wakeup
prediction is correct.
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an extra wakeup stage for wakeup is inserted between
the branch prediction and the fetch stage. Branch
prediction information is also used for wakeup
prediction. All cache lines are in the drowsy mode
except the cache line being accessed. After the fetchaddress is generated, the cache line indexed by fetchaddress is woken up in wakeup stage. In fetch stage, the
tag and data array of this woken cache line are both
active and can be accessed within one cycle if wakeup
prediction is correct.
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The other disadvantage is that the prior non-phased ondemand policy is ideal for recovery of branch misprediction. Assuming the penalty of branch misprediction is two cycles in conventional drowsy I-Cache.
As shown in Figure 3a, in ideal non-phased on-demand
policy, the address generation, branch prediction and
wakeup are assumed to operate at the same time after
execute/branch-resolution stage of the instruction n. So
no extra wakeup penalty is incurred. The branch
recovery instruction is fetched at t+4. In this ideal case,
more careful adjustments are needed in pipeline design.
In fact, one extra wakeup penalty will be incurred in
normal non-phased on-demand policy when branch is
mis-predicted, as shown in Figure 3b. The wakeup is
operated after address generation. The branch recovery
instruction is fetched at t+5. In this case, extra wakeup
latency is incurred when branch is mis-predicted.
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is necessary to be pre-woken up if way prediction hits.
So, a little more leakage energy would be consumed in
data array because of high way prediction hit ratio. In
addition, all the tag blocks are active at any time in our
improved policy. Though the leakage energy in tag
array is not saved in our proposed policy, in modern
high-performance microprocessor, the number of bits in
a data block is far larger than that in a tag block, so the
leakage energy of tag array has less influence on the
total energy of I-Cache. For example: if the data block
size is 16byte and the tag address bits are 20, then the
energy consumed by tag array is about 0.16 times of
the energy consumed by data array.
In I-Cache with our improved policy, four tag blocks
and one data block are accessed in each cache access if
cache hits. No data block is accessed if cache misses.
In I-Cache with prior policy, the number of tag and data
blocks accessed in each cache access is determined by
result of way prediction. If way prediction hits, only one
tag and one data block are accessed. If way prediction
misses, additional three tag and three blocks are
accessed, too. Since the way prediction hit ratio is higer
in prior on-demand policy, so more dynamic energy is
consumed in I-Cache with our improved policy.
Comparing the prior policy, our proposed policy has
less performance overhead because no extra wakeup
latency is incurred by way mis-prediction. Perfect way
prediction can reduce the performance overhead and
save the extra energy caused by increasing execution
time. That is, we use the reduction of energy profitted
from perfect way prediction to balance the increment
energy caused by always active tag array in wakeup
stage and try to find the optimum trade-off point
between them.
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Figures 3: Pipeline comparison when Branch Misprediction
IMPROVED PHASED ON-DEMAND POLICY
As shown in Figure 4, we propose a phased drowsy
instruction cache with on-demand wakeup prediction
policy. The access to tag array of I-Cache is moved
from fetch stage to wakeup stage. The tag and data
array of I-Cache are accessed in two phases. The tag
array is in the active mode all the time and only the data
array can be put into drowsy mode. In each cache
access, all tag blocks in current set being accessed are
accessed at the same time in wakeup stage to ascertain
the matching way. Then only one data block in
matching way is accessed according to the result of tag
comparison in fetch stage. It is the real result of tag
comparison not the result of way prediction that is used
to tell which way would be accessed in data array, so
we can consider that the way prediction is perfect in our
policy. In fact the way predictor is not used any more.
Since no way prediction information can be used, so all
data blocks in the set which will be accessed in fetch
stage should be pre-woken up in wakeup stage with the
tag comparison at the same time.
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branch
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Branch
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For optimum architecture design in high-performance
low-energy I-Cache, not only the leakage energy but
also the dynamic energy should be considered at the
same time. The additional energy in whole processor
caused by increased execution time should be
considered, too. This section describes the energy and
performance evaluation model to evaluate our proposed
policy and other policies. The simulation environment is
also introduced.
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Figures 4: Phased Drowsy Instruction Cache with ondemand wakeup prediction policy
For instance, in a 4-way set-associative I-Cache with
our improved policy, all four data blocks in current set
being accessed are pre-woken up in advance. But in ICache with prior on-demand policy, only one data block

s = T′/T=IPC/IPC′
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is necessary to be pre-woken up if way prediction hits.
So, a little more leakage energy would be consumed in
data array because of high way prediction hit ratio. In
addition, all the tag blocks are active at any time in our
improved policy. Though the leakage energy in tag
array is not saved in our proposed policy, in modern
high-performance microprocessor, the number of bits in
a data block is far larger than that in a tag block, so the
leakage energy of tag array has less influence on the
total energy of I-Cache. For example: if the data block
size is 16byte and the tag address bits are 20, then the
energy consumed by tag array is about 0.16 times of
the energy consumed by data array.
In I-Cache with our improved policy, four tag blocks
and one data block are accessed in each cache access if
cache hits. No data block is accessed if cache misses.
In I-Cache with prior policy, the number of tag and data
blocks accessed in each cache access is determined by
result of way prediction. If way prediction hits, only one
tag and one data block are accessed. If way prediction
misses, additional three tag and three blocks are
accessed, too. Since the way prediction hit ratio is higer
in prior on-demand policy, so more dynamic energy is
consumed in I-Cache with our improved policy.
Comparing the prior policy, our proposed policy has
less performance overhead because no extra wakeup
latency is incurred by way mis-prediction. Perfect way
prediction can reduce the performance overhead and
save the extra energy caused by increasing execution
time. That is, we use the reduction of energy profitted
from perfect way prediction to balance the increment
energy caused by always active tag array in wakeup
stage and try to find the optimum trade-off point
between them.
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IMPROVED PHASED ON-DEMAND POLICY
As shown in Figure 4, we propose a phased drowsy
instruction cache with on-demand wakeup prediction
policy. The access to tag array of I-Cache is moved
from fetch stage to wakeup stage. The tag and data
array of I-Cache are accessed in two phases. The tag
array is in the active mode all the time and only the data
array can be put into drowsy mode. In each cache
access, all tag blocks in current set being accessed are
accessed at the same time in wakeup stage to ascertain
the matching way. Then only one data block in
matching way is accessed according to the result of tag
comparison in fetch stage. It is the real result of tag
comparison not the result of way prediction that is used
to tell which way would be accessed in data array, so
we can consider that the way prediction is perfect in our
policy. In fact the way predictor is not used any more.
Since no way prediction information can be used, so all
data blocks in the set which will be accessed in fetch
stage should be pre-woken up in wakeup stage with the
tag comparison at the same time.
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The base model is a conventional I-Cache without any
energy controlling policy. IPC' and IPC are the number
of instructions committed per-cycle with and without
energy controlling policy. The program execution time
is T′ or T when energy controlling policy is used or not.
The normalized execution time to base model is s and
can be calculated as equation (1).
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For optimum architecture design in high-performance
low-energy I-Cache, not only the leakage energy but
also the dynamic energy should be considered at the
same time. The additional energy in whole processor
caused by increased execution time should be
considered, too. This section describes the energy and
performance evaluation model to evaluate our proposed
policy and other policies. The simulation environment is
also introduced.
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The normalized execution time to base model is s and
can be calculated as equation (1).
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For instance, in a 4-way set-associative I-Cache with
our improved policy, all four data blocks in current set
being accessed are pre-woken up in advance. But in ICache with prior on-demand policy, only one data block
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Normalized energy of else compenents in processor.
The energy of else compenernts in processor is not
optimized by the energy controlling policy. In contrast,
it will be increased for longer execution time. We
assume that it increases in direct proportion to the
execution time approximately. that is E′else=sEelse.

Assuming the average proportion between energy of ICache (Eicache) and energy of whole processor (E) is α.
The energy of processor except I-Cache is Eelse. The
ratio of energy in tag array (Eicache_tag) to data array
(Eicache_data) is m and it can be represents proximately as
the ratio of the bit width in tag array to data array. So,
Eicache/E=α and Eicache_tag/Eicache_data=m.
Ed and Es are the baseline dynamic energy and leakage
energy respectively, and E′d and E′s are the
corresponding dynamic and leakage energy with energy
controlling policy.

Normalized energy of whole processor.
Not only the leakage energy but also the dynamic
energy in I-Cache is considered at the same time.
Assuming the ratio of leakage energy in I-Cache to
leakage energy in whole processor is α1, the ratio of
dynamic energy in I-Cache to dynamic energy in whole
processor is α2 and the ratio of dynamic energy of
processor to total energy in processor is β. The ratio of
dynamic energy to leakage energy in I-Cache is n and
can be calculated as equation (5).

Normalized leakage energy of I-Cache.
The eactive and estandy represent the leakage energy of one
bit memory unit during one cycle in active mode and in
drowsy mode respectively. Assuming estandy is q times of
eactive, so estandy=qeactive. The proportion between the
number of drowsy cache lines and the number of all
cache lines is Rturnoff. Ndata and Ntag are the number of
bits in all tag array and data array in I-Cache. In data
array of I-Cache without energy controlling policy, the
leakage energy is eactive NdataT. In our proposed policy,
the leakage energy of drowsy data blocks is
edrowsyRturnoffNdataT′ and the leakage energy of active data
blocks is eactive(1-Rturnoff)NdataT′. Equation (2) shows the
normalized leakage energy to base model in data array
of I-Cache.

n =Ed_icache/Es_icache =(α2β)/[α1(1-β)]

So, the normalized energy of I-Cache (γ) can be
calculated as equation (6) shows. The normalized
energy of whole processor is calculated as equation (7)
shows and it is represented as η. Equation (8) shows the
normalized of EDP to base model in whole processor.
γ = (E′d_icache+E′s_icache)/(Ed_icache +Es_icache)
= (νn+μ)/ (n+1)
(6)

E′s_icache_data/ Es_icache_data= [ eactive (1-Rturnoff)
Ndata+edrowsyRturnoffNdata]T′/ (eactive NdataT)
(2)
=[(1-Rturnoff)+ Rturnoffq]s
Tag array of I-Cache is active at all the time in our
proposed policy. The leakage energy of active tag
blocks is increased due to longer execution time, thus,
E′s_icache_tag=sEs_icache_tag. The energy caused by mode
switching between the drowsy and active mode is
negligible. The normalized leakage energy to base
model in I-Cache is μ and calculated as shown in
equation (3).
μ= E′s_icache / Es_icache =(E′s_icache_tag
+E′s_icache_data )/(Es_icache_tag +Es_icache_data)
= [m+(1-Rturnoff)+ Rturnoffq]s/(m+1)

η = (E′icache/Eicache) α+(E′else/Eelse)(1-α)
=γα+s(1-α)

(7)

EDP′/ EDP = (E′/E)(IPC/IPC′) =ηs

(8)

Simulation Environment
We use Hotleakage simulator (Zhang et al. 2003) to get
the value of the basic parameters (IPC, IPC′, Rturnoff, and
CHR) required by our evaluation modle for evaluating
energy and performance. The processor parameters
model a high-performance microprocessor similar to
Alpha 21264 (Gowan et al. 1998) as shown in Table 1.
The energy parameters are based on the 70nm/0.9V
technology. Benchmarks are chosen from SPEC
CPU2000. Each benchmark is first fast-forwarded a
billion instructions and then simulated the 300 millions
instructions. We compare our phased on-demand policy
with three policies: noaccess-JITA policy, normal nonphased on-demand policy and ideal non-phased ondemand policy. These policies are described in Table2.
Because the average proportion between energy of ICache and energy of whole processor is different
among different processors, we assume it is a moderate
value (α=10%) first. We will also research other cases
with different α. The parameter m and q can be
calculated according to the processor parameters and
energy parameters: m=0.14, q=0.04. According to the
prediction from ITRS (SIA. 2004), the leakage energy
will be equal to dynamic energy in microprocessors
when the process technology is 70nm, so we assumes
the β=0.5. According to the estimation from Hotleakage

(3)

Normalized dynamic energy of I-Cache.
Nassoc represents the cache associativity, WPHR
represents the way prediction hit ratio and CHR
represents the cache hit ratio. In our proposed policy, all
tag blocks in current accessed set are accessed at the
same time. Only the data block in matching way is
accessed when cache hits, no data block is necessary to
be accessed when cache misses. The normalized
dynamic energy to base model in I-Cache is v and can
be calculated as equation (4) shows.
ν = E′d_icache / Ed_icache =(E′d_icache_tag
+E′d_icache_data )/(Ed_icache_tag +Ed_icache_data)
= (Nassoc m+CHR)/ [Nassoc (m+1)]

(5)

(4)
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Normalized energy of else compenents in processor.
The energy of else compenernts in processor is not
optimized by the energy controlling policy. In contrast,
it will be increased for longer execution time. We
assume that it increases in direct proportion to the
execution time approximately. that is E′else=sEelse.

Assuming the average proportion between energy of ICache (Eicache) and energy of whole processor (E) is α.
The energy of processor except I-Cache is Eelse. The
ratio of energy in tag array (Eicache_tag) to data array
(Eicache_data) is m and it can be represents proximately as
the ratio of the bit width in tag array to data array. So,
Eicache/E=α and Eicache_tag/Eicache_data=m.
Ed and Es are the baseline dynamic energy and leakage
energy respectively, and E′d and E′s are the
corresponding dynamic and leakage energy with energy
controlling policy.

Normalized energy of whole processor.
Not only the leakage energy but also the dynamic
energy in I-Cache is considered at the same time.
Assuming the ratio of leakage energy in I-Cache to
leakage energy in whole processor is α1, the ratio of
dynamic energy in I-Cache to dynamic energy in whole
processor is α2 and the ratio of dynamic energy of
processor to total energy in processor is β. The ratio of
dynamic energy to leakage energy in I-Cache is n and
can be calculated as equation (5).

Normalized leakage energy of I-Cache.
The eactive and estandy represent the leakage energy of one
bit memory unit during one cycle in active mode and in
drowsy mode respectively. Assuming estandy is q times of
eactive, so estandy=qeactive. The proportion between the
number of drowsy cache lines and the number of all
cache lines is Rturnoff. Ndata and Ntag are the number of
bits in all tag array and data array in I-Cache. In data
array of I-Cache without energy controlling policy, the
leakage energy is eactive NdataT. In our proposed policy,
the leakage energy of drowsy data blocks is
edrowsyRturnoffNdataT′ and the leakage energy of active data
blocks is eactive(1-Rturnoff)NdataT′. Equation (2) shows the
normalized leakage energy to base model in data array
of I-Cache.

n =Ed_icache/Es_icache =(α2β)/[α1(1-β)]

So, the normalized energy of I-Cache (γ) can be
calculated as equation (6) shows. The normalized
energy of whole processor is calculated as equation (7)
shows and it is represented as η. Equation (8) shows the
normalized of EDP to base model in whole processor.
γ = (E′d_icache+E′s_icache)/(Ed_icache +Es_icache)
= (νn+μ)/ (n+1)
(6)

E′s_icache_data/ Es_icache_data= [ eactive (1-Rturnoff)
Ndata+edrowsyRturnoffNdata]T′/ (eactive NdataT)
(2)
=[(1-Rturnoff)+ Rturnoffq]s
Tag array of I-Cache is active at all the time in our
proposed policy. The leakage energy of active tag
blocks is increased due to longer execution time, thus,
E′s_icache_tag=sEs_icache_tag. The energy caused by mode
switching between the drowsy and active mode is
negligible. The normalized leakage energy to base
model in I-Cache is μ and calculated as shown in
equation (3).
μ= E′s_icache / Es_icache =(E′s_icache_tag
+E′s_icache_data )/(Es_icache_tag +Es_icache_data)
= [m+(1-Rturnoff)+ Rturnoffq]s/(m+1)

η = (E′icache/Eicache) α+(E′else/Eelse)(1-α)
=γα+s(1-α)

(7)

EDP′/ EDP = (E′/E)(IPC/IPC′) =ηs

(8)

Simulation Environment
We use Hotleakage simulator (Zhang et al. 2003) to get
the value of the basic parameters (IPC, IPC′, Rturnoff, and
CHR) required by our evaluation modle for evaluating
energy and performance. The processor parameters
model a high-performance microprocessor similar to
Alpha 21264 (Gowan et al. 1998) as shown in Table 1.
The energy parameters are based on the 70nm/0.9V
technology. Benchmarks are chosen from SPEC
CPU2000. Each benchmark is first fast-forwarded a
billion instructions and then simulated the 300 millions
instructions. We compare our phased on-demand policy
with three policies: noaccess-JITA policy, normal nonphased on-demand policy and ideal non-phased ondemand policy. These policies are described in Table2.
Because the average proportion between energy of ICache and energy of whole processor is different
among different processors, we assume it is a moderate
value (α=10%) first. We will also research other cases
with different α. The parameter m and q can be
calculated according to the processor parameters and
energy parameters: m=0.14, q=0.04. According to the
prediction from ITRS (SIA. 2004), the leakage energy
will be equal to dynamic energy in microprocessors
when the process technology is 70nm, so we assumes
the β=0.5. According to the estimation from Hotleakage

(3)

Normalized dynamic energy of I-Cache.
Nassoc represents the cache associativity, WPHR
represents the way prediction hit ratio and CHR
represents the cache hit ratio. In our proposed policy, all
tag blocks in current accessed set are accessed at the
same time. Only the data block in matching way is
accessed when cache hits, no data block is necessary to
be accessed when cache misses. The normalized
dynamic energy to base model in I-Cache is v and can
be calculated as equation (4) shows.
ν = E′d_icache / Ed_icache =(E′d_icache_tag
+E′d_icache_data )/(Ed_icache_tag +Ed_icache_data)
= (Nassoc m+CHR)/ [Nassoc (m+1)]

(5)

(4)
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Simulation Results
As shown in Figure 5, our proposed phased on-demand
policy has less performance overhead than other ondemand policies and the performance overhead is only
0.42% on average. The normalized execution time in
normal non-phased on-demand policy is increased by
3.2% to base model on average. The main reason is that
extra two-cycle latency is incurred by incorrect way
prediction and extra one-cycle wakeup latency is
incurred by incorrect branch prediction. When prefect
way predictor is used and extra one-cycle wakeup
latency caused by incorrect branch prediction is avoided,
the performance overhead can be reduced to 0.79% as
in ideal non-phased on-demand policy. The
performance overhead in noaccess-JITA policy is
0.33% and it is smallest in all policies. The performance
overhead in phased on-demand policy is only a little
smaller than ideal non-phased on-demand policy.
The way prediction hit ratio is shown in Figure 6. Since
no way predictor is used in our proposed policy, the
WPHR is considered as 100% just like in ideal nonphased on-demand policy. The WPHR is 93.1% and
93.3% on average in normal non-phased on-demand
policy and in noaccess-JITA policy respectively. The
execution time is influenced by WPHR more obviously
in normal non-phased on-demand policy. For instance,
the WPHR in gcc, gzip, twolf and mesa is far lower
than that in other programs, so the normalized execution
time in these programs is larger than that in others. The
execution time is almost not influenced by WPHR in
noaccess-JITA policy.

Processor parameters
Instruction Window
Fetch/Decode/Issue/Commit
width
L1 I-Cache
Branch Predictor type
Branch
mis-prediction
latency
Way prediction policy
The switch latency between
different mode
Energy parameters
Process Technology
Temperature
Supply Voltage
Threshold Voltage
Leakage energy of I-Cache
in drowsy mode
Leakage energy of I-Cache
in active mode

8 IFQ, 80 RUU,
40 LSQ
4 instructions/cycle
64KB, 4-way, 32B
block, 1 cycle latency
comb
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As shown in Figure 5, our proposed phased on-demand
policy has less performance overhead than other ondemand policies and the performance overhead is only
0.42% on average. The normalized execution time in
normal non-phased on-demand policy is increased by
3.2% to base model on average. The main reason is that
extra two-cycle latency is incurred by incorrect way
prediction and extra one-cycle wakeup latency is
incurred by incorrect branch prediction. When prefect
way predictor is used and extra one-cycle wakeup
latency caused by incorrect branch prediction is avoided,
the performance overhead can be reduced to 0.79% as
in ideal non-phased on-demand policy. The
performance overhead in noaccess-JITA policy is
0.33% and it is smallest in all policies. The performance
overhead in phased on-demand policy is only a little
smaller than ideal non-phased on-demand policy.
The way prediction hit ratio is shown in Figure 6. Since
no way predictor is used in our proposed policy, the
WPHR is considered as 100% just like in ideal nonphased on-demand policy. The WPHR is 93.1% and
93.3% on average in normal non-phased on-demand
policy and in noaccess-JITA policy respectively. The
execution time is influenced by WPHR more obviously
in normal non-phased on-demand policy. For instance,
the WPHR in gcc, gzip, twolf and mesa is far lower
than that in other programs, so the normalized execution
time in these programs is larger than that in others. The
execution time is almost not influenced by WPHR in
noaccess-JITA policy.
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simulator, the α1 is 3% and α2 is 4.3% approximately in
our processor parameters model. So, n is 1.43 by
equation (5). Because the increased execution time may
incur extra energy, so we assume that the decay interval
is 32K cycles in noaccess-JITA policy for less
performance overhead.
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JITA policy, the EDP can be improved by 3.1% on
average. So, except the ideal non-phased on-demand
policy, the phased on-demand policy is the best policy
for improving the EDP of whole processor.
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As shown in Figure 7, the turn-off ratios in all ondemand policies except noaccess-JITA policy are
almost the same. In normal non-phased on-demand
policy and ideal non-phased on-demand policy, the
turn-off ratio is 99.95% on average and near the
optimum turn-off ratio in drowsy cache. In our
proposed policy, the turn-off ratio is 99.8% on average
and it is only a little smaller than optimum value. In
noaccess-JITA policy, the cache lines are turned off
only if they are not accessed within a decay interval, so
the turn-off ratio in this policy is far smaller than in
other policies. It is only 67.35% on average.
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As shown in Figure 11 and Figure 12, if we change the
proportion of I-Cache’s energy to whole processor’s
energy from 5% to 25% (α is increased from 5% to
25%), the energy saving and the EDP in whole
processor are both improved in all policies with the
increasing α. As shown in Figure 11, except the ideal
non-phased on-demand policy, our proposed policy is
the best policy for reducing the energy of whole
processor when α is smaller than 15%. The normal nonphased on-demand policy is the best policy when α is
larger than 15%. That is beause the energy saved in I-
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Figures 9: Normalized energy of whole processor
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We estimate the normalized total energy of I-Cache
according to our proposed energy evaluation model. As
shown in Figure 8, in normal non-phased on-demand
policy, the normalized total energy of I-Cache is 15.4%
on average. It is very near the lowest value 14.6% in
ideal non-phased on-demand policy. In our proposed
policy, the normalized total energy of I-Cache is 24.6%
on average. Compared with other on-demand policies,
phased on-demand policy is not very good for reducing
the total energy of I-Cache. However, it is better than
noaccess-JITA policy. The normalized total energy of ICache in noaccess-JITA is 64.3% on average.
The normalized energy of whole processor is also
calculated according to our proposed policy and shown
in Figure 9. In our proposed policy, the normalized
energy of whole processor is 92.7% on average. In ideal
non-phased on-demand policy, the normalized energy
of whole processor is 91.8% on average. Our proposed
policy is very near the ideal non-phased on-demand
policy for reducing the energy of whole processor. In
normal non-phased on-demand policy, the energy saved
in whole processor is less than that in our proposed
policy and the normalized energy of whole processor is
93% on average. The normalized energy of whole
processor in noaceess-JITA policy is 96.6% on average.
It is the worst policy for reducing energy of whole
processor.
Figure 10 shows the normalized EDP of whole
processor. In our proposed policy, the EDP is improved
by 6.9% on average and only a little smaller than 7.4%
in ideal non-phased on-demand policy. In normal nonphased on-demand policy, the EDP is only improved by
4% due to obvious performance overhead. In noaccess-
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in whole processor is less than that in our proposed
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It is the worst policy for reducing energy of whole
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average. So, except the ideal non-phased on-demand
policy, the phased on-demand policy is the best policy
for improving the EDP of whole processor.
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As shown in Figure 7, the turn-off ratios in all ondemand policies except noaccess-JITA policy are
almost the same. In normal non-phased on-demand
policy and ideal non-phased on-demand policy, the
turn-off ratio is 99.95% on average and near the
optimum turn-off ratio in drowsy cache. In our
proposed policy, the turn-off ratio is 99.8% on average
and it is only a little smaller than optimum value. In
noaccess-JITA policy, the cache lines are turned off
only if they are not accessed within a decay interval, so
the turn-off ratio in this policy is far smaller than in
other policies. It is only 67.35% on average.
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As shown in Figure 11 and Figure 12, if we change the
proportion of I-Cache’s energy to whole processor’s
energy from 5% to 25% (α is increased from 5% to
25%), the energy saving and the EDP in whole
processor are both improved in all policies with the
increasing α. As shown in Figure 11, except the ideal
non-phased on-demand policy, our proposed policy is
the best policy for reducing the energy of whole
processor when α is smaller than 15%. The normal nonphased on-demand policy is the best policy when α is
larger than 15%. That is beause the energy saved in I-
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CONCLUSIONS
This work presents a phased drowsy I-Cache with ondemand wakeup prediction policy. The access to tag
array is moved from the fetch stage to the wakeup stage.
Way predictor is not used any more. Though energy of
I-Cache reduced in our proposed policy is less than that
in normal non-phased on-demand policy, the
performance overhead in our proposed policy is smaller
and it is near the lowest performance overhead in ideal
non-phased on-demand policy. In our proposed policy,
the optimum trade-off point between the reduction of
leakage energy in the tag array and perfect way
prediction is reached. When the proportion of I-Cache’s
energy to whole processor’s energy is 10%, with only
0.42% performance overhead, our proposed policy can
reduce the energy of whole processor by 7.3% and
improves the EDP by 6.9% on average. When the
proportion of I-Cache’s energy to whole processor’s
energy is increased from 5% to 25%, our proposed
policy is the near-optimum policy in any cases for
improving the EDP of whole processor.
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Cache is more pivotal than the energy increased by
increased execution time when the proportion of ICache’s energy to whole processor’s energy is larger.
Since the performance overhead is not very obvious in
I-Cache with on-demand policies, so the EDP is
improved in all on-demand policies with different α. As
shown in Figure 12, in all cases, the phased on-demand
policy is near-ideal policy for improving the EDP in
whole processor.
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Cache is more pivotal than the energy increased by
increased execution time when the proportion of ICache’s energy to whole processor’s energy is larger.
Since the performance overhead is not very obvious in
I-Cache with on-demand policies, so the EDP is
improved in all on-demand policies with different α. As
shown in Figure 12, in all cases, the phased on-demand
policy is near-ideal policy for improving the EDP in
whole processor.
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I-Cache reduced in our proposed policy is less than that
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performance overhead in our proposed policy is smaller
and it is near the lowest performance overhead in ideal
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the optimum trade-off point between the reduction of
leakage energy in the tag array and perfect way
prediction is reached. When the proportion of I-Cache’s
energy to whole processor’s energy is 10%, with only
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reduce the energy of whole processor by 7.3% and
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in ordinary situations and optimal solution
particulars. Since the scheduling problem has
Ant

in

Colony,
Known to be NP-complete, using heuristic Techniques
can solve this problem more efficiently. Three most
well-known heuristics are the iterative improvement
algorithms (Lin and Yang 1999), the probabilistic
optimization algorithms, and the constructive heuristics.
In the probabilistic optimization group, GA-based
methods (Lin and Yang 1999), (Martino 2002),
(Martino and Mililotti 2003), (Moor 2003), (Oh and Wu
2004), (Wang and Korfhage 1995), (Zomaya et al.
1999) and simulated annealing (Salleh and Zomaya
1999) are considerable which extensively have been
proposed in the literature.
One of the crucial aspects of the scheduling problem is
load balancing. While recently created processes
randomly arrive into the system, some processors may
be overloaded heavily while the others are under loaded
or idle. The main objectives of load balancing are to
spread load on processors equally, maximizing
processors utilization and minimizing total execution
time (Salleh and Zomaya 1999). In dynamic load
balancing, processes must be dynamically allocated to
processors in arrival time and obtain a near optimal
schedule, therefore the execution of the dynamic load
balancing algorithm should not take long to arrive at a
decision to make rapid process assignments. (Lan and
Yu 1995) have proposed scheduling algorithms
considering load balancing.
The ACO meta-heuristic was first described by Dorigo
and was inspired by the ability of real ant colonies to
efficiently organize the foraging behavior of the colony
using external chemical pheromone trails acting as a
means of communication. The ants deposit on the
ground pheromone while traveling. Upon arrival at an
intersection, ants make their choice of the path to follow
according to a probability that is biased by the quantity
of pheromones on each trail (Stutzle and Hoos 2000).
Ant-based algorithms have emerged as powerful tools to
solve NP-complete constrained optimization problems.
In this paper we have applied the relatively new metaheuristic ant colony optimization (ACO) to efficiently
solve this problem considering dynamic load balancing.
In The proposed algorithm each ant starts with the set of

ABSTRACT
This paper presents and evaluates a new method for
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Scheduling in distributed operating systems is a critical
factor in overall system efficiency. A Distributed
computing system (DCS) comprising a set of
Computers (Processors) connected to each other by
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maximized, and load balancing will be maximized.
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matrix, where the element ci 1 ≤ i ≤ n

unscheduled processes and iteratively builds a complete
solution (schedule) that shows the execution order of all
existing unscheduled processes on processors. The
fittest solutions are solutions which their corresponding
schedules have less total execution time and
communication cost, better load-balance and processor
utilization. When a new solution is generated, before
pheromone trails are updated a local search is applied
on it to improve the quality of solution, if it is possible.
We assume that the distributed system is not uniform
and not preemptive, that is, the processors may be
different, and a processor completes current process
before executing a new one. The load-balancing
mechanism used in this paper only schedule processes
without process migration and is centralized.

of C, is the

processor that the process ti is presented on just now.
The problem of process scheduling is to assign for each
process ti ∈T a processor f i ∈ P so that total
execution time will be minimized, utilization of
processors will be maximized, and load balancing will
be maximized. In such systems there are finite numbers
of processes, each having a process number and a
execution time and placed in a process pool from which
processes are assigned to processors. The main
objective is to find a schedule with minimum cost. The
following definitions are also needed:
Definition 1

PROBLEM DESCRIPTION AND FORMULATION

The processor load for each processor is the sum of
processes execution times allocated to that processor.
However, as the processors may not always be idle
when a schedule is evaluated, the current existing load
on individual processors must also be taken into
account, therefore (1):

In order to schedule the processes in a distributed
system, we should know the information about the input
processes and distributed system itself such as: Network
topology, processors speed, communication channels
speed and so on. Since we study a deterministic model,
a distributed system with m processors, m > 1 should be
modeled as follows:
• P = {p1 , p 2 , p 3 ,...., p m } is the set of processors

Load ( pi ) =

in the distributed system. Each processor can only
execute one process at each moment, a processor
completes current process before executing a new one,
and a process can not be moved to another processor
during execution. R is an m × m matrix, where the
element
ruv 1 ≤ u , v ≤ m of R, is the

No. of allocated
processes on
processor i

∑ a j ,i

+

No. of New Assigned
processes to
processor . i

∑ ak , i

j =1

(1)

k =1

Definition 2
The length or make span of a schedule T is the maximal
finishing time of all processes or maximum load. Also
communication cost (CC) to spread recently created
processes on processors and the Completion Time (ct)
of a process ti on processor p j must be computed

communication delay rate between p u and p v . H is an

m × m matrix,
where
the
element
huv 1 ≤ u , v ≤ m of H, is the time required to
transmit a unit of data from p u to p v . It is obvious
that huu = 0 and ruu = 0 .
• T = {t1 , t 2 , t3 ,...., t n } is the set of processes to
execute. A is an n × m matrix, where the element
aij 1 ≤ i ≤ n , 1 ≤ j ≤ m of A, is the execution

(2,3,4):

max span(T ) = max(Load ( pi ) )
(2)

∀ 1 ≤ i ≤ Number of Pr ocessors

CC (T ) =

time of process ti on processor p j .In homogeneous
distributed systems the execution time of an individual
process ti on all processors is equal, that means :

ctij = aij +

ai1 = ai 2 = ... = aim . D is a linear
matrix, where the element d i 1 ≤ i ≤ n of D, is the
data volume for process ti to be transmitted, when
process ti is to be executed on a remote processor.

∑ (rc f

number of new processes
i =1

i i

+ hci fi × d i

)

(3)

number of processes
in processor j 's queue

∑ akj

k =1

(4)

1≤ i ≤ n

Definition 3

• F

The Processor utilization for each processor is obtained
by dividing sum of processing times by maxspan, and
the Average of processors utilization is obtained by
dividing sum of all utilization by number of processors
(5, 6):

fi

is

a

linear matrix, where the element
1 ≤ i ≤ n of F, is the target processor that is

U ( pi ) =

selected for process ti to be executed on. C is a linear
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Load ( p i )

max span

(5)

AveU = (

No of processors
(6)
U ( pi )) Number Of Pr ocessors

process ti on processor p j divided by the average

∑

execution time of process ti on all processors, as shown

i =1

in (8), and is fixed for the entire run. The DRC is recalculated after each process is scheduled, and is the
completion time, ct, of each process ti on processor p j ,

Definition 4
Number of Acceptable Processor Queues (NoAPQ): We
must define thresholds for light and heavy load on
processors. If the processes completion time of a
processor (by adding the current system load and those
contributed by the new processes) is within the light and
heavy thresholds, this processor queue will be
acceptable. If it is above the heavy threshold or below
the light-threshold, then it is unacceptable, but what is
important is average of number of acceptable processors
queues, which is achievable by (7):

divided by the average ct of ti on all processors, shown
in (9).

SRC (ti , p j ) =

aij
m

(8)

( ∑ aik ) / m
k =1

AveNoAPQ = NoAPQ Number Of Pr ocessors (7)

DRC (ti , p j ) =

Definition 5
A Queue associated with every processor, shows the
processes that processor has to execute.

ctij
m

(9)

( ∑ ctik ) / m

The DRC and SRC and The best suitable processor are
calculated for each unscheduled process each iteration.
The best suitable processor for a process ti is the

Pheromone Trail Defining
As discussed before, the process scheduling problem
can be stated as allocating processes on processors in a
way that satisfies the mentioned objectives. Therefore
the pheromone value τ k (ti , p j ) was selected to

processor p j that maximizes SRC and DRC … and
obtained as follows:

represent the desirability of allocating process ti on

(10)
The heuristic use by the ants for each ti is obtained as

pbest (ti ) = max ((α × SRC (ti , p j )) × ( β × DRC (ti , p j )))
∀p j

processor p j in k’ th iteration. We define a processprocessor pheromone trail matrix which each processprocessor pair has a single entry in the matrix. In
MMAS we initialize the pheromone trails in such a way
that after the first iteration all pheromone trails
correspond to τ max (1) . This can easily be achieved by

follows:

η (ti ) = (α × SRC (ti , pbest (ti ))) × ( β × DRC (ti , pbest (ti )))
(11)
Where these equations α and β are parameters used to
control the effect of each value.

initially setting τ 0 to some arbitrarily high value. After
the first iteration of MMAS, the trails will be forced to
take values within the imposed bounds; in particular,
they will be set to τ max (1) . This type of trail
initialization is chosen to increase the exploration of
solutions during the first iterations of the algorithm.

Fitness Function
As discussed before, the main objective of scheduling is
to find a schedule with optimal cost while load
balancing, processors utilization and cost of
communication are considered. We take into account all
objectives in following equation. The fitness of a
Schedule T (12):
(γ × AveU ) × (θ × AveNoAPQ )
(12)
fitness (T ) =
(α × max span (T ) )× (β × CC (T ) )

The Heuristic
The heuristic used here to select the next process to be
scheduled is a modification to what is presented in (Sarje
and Sagar 1991); this heuristic is called ‘Relative Cost’
(RC). According to our objectives in scheduling, it is
better to consider two factors, when a process is
allocated to a processor. First, matching, that means a
process should be allocated to a processor that will
completes it fastest possible. Second, load-balancing
that means load should be balanced over all processors.
In order to take into account both these factors … RC
method defines to measures, static relative cost (SRC)
and dynamic relative cost (DRC). The SRC of a job
processor pair (ti , p j ) is simply the execution time of

Which
0 < α , β , γ , θ ≤ 1 are control parameters to
control effect of each part according to special cases and
their default value is one. This equation shows that a
fitter solution (Schedule) has less make span, less
communication cost, higher processor utilization and
higher Average number of acceptable processor queues.
Updating The Pheromone Trail
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As discussed before In MMAS only one single ant is
used to update the pheromone trails in each iteration.
Therefore, pheromone trails are updated as follows:

When a complete solution is made by an ant before
updating pheromone trails, a local search is applied on
the solution to improve its quality, if it is possible. The
local search is performed on every ant, every iteration,
so it needs to be fairly fast. A simple approach is to
check if any jobs could be swapped between processors
which would result in a lower make span.

⎧ ρ × τ k (ti , p j ) + ∆ if ti is allocated on
⎪⎪
τ k +1 (ti , p j ) = ⎨
processor p j in s ib
⎪
otherwise
⎪⎩ ρ × τ k (ti , p j )

Mutation

f ( s ib )
and f ( s ) is the cost of solution S.
Where ∆ =
f ( s gb )

In dynamic load balancing, processes must be
dynamically allocated to processors in arrival time and
obtain a near optimal schedule, therefore the execution
of the dynamic load balancing algorithm should not take
long to arrive at a decision to make rapid processes
assignments. As ACO algorithms are population-based,
each time that the algorithm has to schedule a new set of
processes, a large amount of time may be consumed to
construct ant colony and then ants’ sequentially
construct their solutions. Therefore a parallel version of
this algorithm is more efficient. To run the ACO
algorithm in parallel, we propose two models.

( s ib ) Is the iteration-best solution and ( s gb ) is the
global-best solution. It is to be noted that when a better
solution than the global-best solution is found, the
global-best solution is set to this solution. In MMAS
search stagnation may occur. This can happen if at each
choice point, the pheromone trail is significantly higher
for one choice than for all the others. In such a situation
the ants construct the same solution over and over again
and the exploration of the search space stops.
Obviously, such a stagnation situation should be
avoided. By limiting the influence of the pheromone
trails one can easily avoid the relative differences
between the pheromone trails from becoming too
extreme during the run of the algorithm. To achieve this
goal, MMAS imposes explicit limits τ min and τ max on

Message Passing Model
In this model we have one Master ant, and a number of
subordinate ants. The master works as a coordinator. It
sets the parameters and initializes the pheromone trails.
Each subordinate ant is placed on an individual
processor and is run on it. In start of each iteration the
master sends the pheromone trail matrix to all
subordinates, then building solutions by subordinate
ants is done in parallel, finally solutions are returned to
master. Master updates pheromone trails using
solutions; this cycle is repeated until termination
condition is met

the minimum and maximum pheromone trails such that
for
all
pheromone
trails τ k (ti , p j ) ,

τ min ≤ τ k (ti , p j ) ≤ τ max . So after each pheromone
updating if τ k (ti , p j ) < τ min
then we set
τ k (ti , p j ) = τ min , and if τ k (ti , p j ) > τ max then we
set τ k (ti , p j ) = τ max . It is to be noted that
always τ min > 0 .

Island Model
The island model is inspired from GA theory. In the
island model, the whole colony is divided to a number
of sub colonies. Each sub colony is placed on an
individual processor. All colonies work in parallel after
a defined number of iterations the colonies interchange
the best local solutions they found. When a colony
receives a solution that is better than its best solution, its
best solution is set to the solution which received, and
pheromone trails are updated according to new solution.

Building a Solution
Each ant starts with an empty solution, and iteratively
adds components to the solution until the solution is
completed (all processes are scheduled).each iteration
the next process to be scheduled is probabilistically
selected according to heuristic value and pheromone
trial information, and then the selected process is
allocated to its best processor. The probability of
process ti to be selected is obtained as follows (13):

probability (ti ) =

Termination Condition
We can apply multiple choices for termination
condition. Max number of generation, algorithm
convergence, equal fitness for fittest selected in
respective iterations.

[τ (ti , pbest (ti ))]α .[η (ti )]β

∑ [τ (t k , pbest (tk ))]α .[η (t k )]β

∀ unscheduled
task tk

As discussed before In MMAS only one single ant is
used to update the pheromone trails in each iteration.
Therefore, pheromone trails are updated as follows:

⎧ ρ × τ k (ti , p j ) + ∆ if ti is allocated on
⎪⎪
τ k +1 (ti , p j ) = ⎨
processor p j in s ib
⎪
otherwise
⎪⎩ ρ × τ k (ti , p j )

Our proposed Ant Colony-Based algorithm starts with a
fixed number of ants. An individual ant constructs
candidate solutions by starting with an empty solution
and then iteratively adding solution components until a
complete candidate solution is generated. A certain

Local Search
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Mutation
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and f ( s ) is the cost of solution S.
Where ∆ =
f ( s gb )
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Island Model
The island model is inspired from GA theory. In the
island model, the whole colony is divided to a number
of sub colonies. Each sub colony is placed on an
individual processor. All colonies work in parallel after
a defined number of iterations the colonies interchange
the best local solutions they found. When a colony
receives a solution that is better than its best solution, its
best solution is set to the solution which received, and
pheromone trails are updated according to new solution.

Building a Solution
Each ant starts with an empty solution, and iteratively
adds components to the solution until the solution is
completed (all processes are scheduled).each iteration
the next process to be scheduled is probabilistically
selected according to heuristic value and pheromone
trial information, and then the selected process is
allocated to its best processor. The probability of
process ti to be selected is obtained as follows (13):

probability (ti ) =

Termination Condition
We can apply multiple choices for termination
condition. Max number of generation, algorithm
convergence, equal fitness for fittest selected in
respective iterations.

[τ (ti , pbest (ti ))]α .[η (ti )]β

∑ [τ (t k , pbest (tk ))]α .[η (t k )]β

∀ unscheduled
task tk

The Structure of Proposed GA-Based Algorithm

(13)
Where these equations α and β are parameters used to
control the effect of each value.

When a complete solution is made by an ant before
updating pheromone trails, a local search is applied on
the solution to improve its quality, if it is possible. The
local search is performed on every ant, every iteration,
so it needs to be fairly fast. A simple approach is to
check if any jobs could be swapped between processors
which would result in a lower make span.

The Structure of Proposed GA-Based Algorithm
Our proposed Ant Colony-Based algorithm starts with a
fixed number of ants. An individual ant constructs
candidate solutions by starting with an empty solution
and then iteratively adding solution components until a
complete candidate solution is generated. A certain

(13)
Where these equations α and β are parameters used to
control the effect of each value.
Local Search
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fitness function is used to evaluate the fitness of each
solution. After the solution construction is completed,
the ants give feedback on the solutions they have
constructed by depositing pheromone on solution
components which they have used in their solution.
Typically, solution components which are part of better
solutions or are used by many ants will receive a higher
amount of pheromone, and hence, will more likely be
used by the ants in future iterations of the algorithm.
This process iterates until termination condition is
satisfied, Figure 1.

Changing The Number of Processes
We have studied the effect of increasing number of
processes on total completion time and average
processor utilization. The Obtained results are shown in
Figure 2.and, Figure 3. A considerable point in Figure 3 is
that when number of processes is increased, higher
utilization is obtained.

Procedure ANT Scheduler
Begin
Set parameters and initial pheromone trails;
While (termination condition not met) do
For i=1 to NOANTS do

Figure 2: Total Completion Time
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Cons. a Schedule si and Local Search to

Figure 2: Total Completion Time

End For;

⎧
⎫
s ib = ⎨s j : f ( s j ) = max ( f ( si ))⎬ ;
i
=
1
⎩
⎭
gb
ib
Update Trails Using s and s ;

NOANTS
⎧
⎫
s ib = ⎨s j : f ( s j ) = max ( f ( si ))⎬ ;
i
=
1
⎩
⎭
gb
ib
Update Trails Using s and s ;

NOANTS

) > f ( s gb )

We have studied the effect of increasing number of
processes on total completion time and average
processor utilization. The Obtained results are shown in
Figure 2.and, Figure 3. A considerable point in Figure 3 is
that when number of processes is increased, higher
utilization is obtained.

improve si ;

End For;

ib

Changing The Number of Processes

Procedure ANT Scheduler
Begin
Set parameters and initial pheromone trails;
While (termination condition not met) do
For i=1 to NOANTS do

Cons. a Schedule si and Local Search to

if f ( s
End While;

fitness function is used to evaluate the fitness of each
solution. After the solution construction is completed,
the ants give feedback on the solutions they have
constructed by depositing pheromone on solution
components which they have used in their solution.
Typically, solution components which are part of better
solutions or are used by many ants will receive a higher
amount of pheromone, and hence, will more likely be
used by the ants in future iterations of the algorithm.
This process iterates until termination condition is
satisfied, Figure 1.

then

Return The best solution found s
End

f ( s gb ) = f ( s ib );
gb

ib

if f ( s
End While;

;

Figure 3: Average Processor Utilization

) > f ( s gb )

then

Return The best solution found s
End

f ( s gb ) = f ( s ib );
gb

;

Figure 3: Average Processor Utilization

Changing The Number of Generations
Figure 1: The Structure Of Proposed Algorithm

When the number of generations was increased our
proposed algorithm had a better function. The Obtained
results are shown in Figure 4 and, Figure 5. While the
number of generations was increased the total
completion time was reduced, it is because that the
components of fitter solutions are selected by more ants,
so the amount of deposited pheromone on these
components reinforced and, therefore they more likely
will be selected in next generations. The result is that
the quality of the generated process assignment
improves after each generation. A considerable point in
these figures is that when the number of generations
was increased, due to its high convergence, higher
utilization is obtained.

EXPERIMENTAL RESULTS
In this section, we have used the simulation results to
show the performance of the proposed ACO based
algorithm. Current solution techniques are concentrated
on scheduling tasks with precedence constraints so our
approach is not completely comparable with them. The
parameter values used in ACO algorithms are often very
important in getting good results, however the exact
values are very often entirely problem dependent , and
cannot always be derived from features of the problem
itself. We have tried different values of the population
size (POPSIZE), the extent to which pheromone
information is used ( α ), the extent to which heuristic
information is used ( β ), to find which values would
steer the search towards the best solution. The best
result achieved is as follows: α = 2 , β = 20 ,
NOANTS=10,NOGEN =50, m=10 (number of
processors), n=100...900 (number of processes).
Measurement of performance of these algorithms was
based on three metrics: total completion time and
average processor utilization. The default parameters
were varied and the results collected from test runs were
used to study the effects of changing these parameters.

Figure 4: Total Completion Time
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Figure 5: Average Processor Utilization
Changing The Size of Population
Changing the size of population is also considerable in
terms of total completion time, processor utilization.
The Obtained results are shown in Figure 6 and, Figure 7.
While the size of population was increased the total
completion time was decreased and, average processor
utilization was increased. This is because that while the
number of ants increased the search space of solutions
exploited better, and it leads to better schedules.
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Figure 7: Average Processor Utilization
CONCLUTIONS
Scheduling in distributed operating systems has a
significant role in overall system performance and
throughput. We have presented and evaluated a
relatively new meta-heuristic ant colony optimization
method to solve this problem. This algorithm considers
multi objectives in its solution evaluation and solves the
scheduling problem in a way that simultaneously
minimizes, makes span, and maximizes average
processor utilization and load-balance.
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efficiently. Three most well-known heuristics are the
iterative improvement algorithms [13],the probabilistic
optimization algorithms, and the constructive heuristics.
In the probabilistic optimization group, GA-based
methods [1,4,5,11,13,14,17] and simulated annealing
[12,20] are considerable which extensively have been
proposed in the literature.
One of the crucial aspects of the scheduling problem is
load balancing. While recently created processes
randomly arrive into the system, some processors may
be overloaded heavily while the others are under-loaded
or idle. The main objectives of load balancing are to
spread load on processors equally, maximizing
processors utilization and minimizing total execution
time [12]. In dynamic load balancing, processes must be
dynamically allocated to processors in arrival time and
obtain a near optimal schedule, therefore the execution
of the dynamic load balancing algorithm should not take
long to arrive at a decision to make rapid task
assignments. [9,15,16,19,22] have proposed scheduling
algorithms considering load balancing .
A GA starts with a generation of individuals, which are
encoded as strings known as chromosomes. A
chromosome corresponds to a solution to the problem.
A certain fitness function is used to evaluate the fitness
of each individual. Good individuals survive after
selection according to the fitness of individuals. Then
the survived individuals reproduce offspring through
crossover and mutation operators. This process iterates
until termination condition is satisfied [10]. GA-based
algorithms have emerged as powerful tools to solve NPcomplete constrained optimization problems, such as
traveling salesman problem, job-shop scheduling and
flow-shop scheduling, machine learning, VLSI
technology, genetic synthesis and etc [3, 7].
In this paper using the power of genetic algorithms we
solve this problem considering load balancing
efficiently. The proposed algorithm maps each schedule
with a chromosome that shows the execution order of
all existing processes on processors. The fittest
chromosomes are selected to reproduce offspring;
chromosomes which their corresponding schedules have
less total execution time, better load-balance and
processor utilization. We assume that the distributed
system is non-uniform and non-preemptive, that is, the
processors may be different, and a processor completes
current process before executing a new one. The load-

KEY WORDS
Distributed systems, scheduling, genetic algorithm,
simulated annealing , load balancing.
ABSTRACT
This paper presents and evaluates a new method for
process scheduling in distributed systems. Scheduling in
distributed operating systems has a significant role in
overall system performance and throughput. An
efficient scheduling is vital for system performance. The
scheduling in distributed systems is known as an NPcomplete problem even in the best conditions, and
methods based on heuristic search have been proposed
to obtain optimal and suboptimal solutions. In this
paper, using the power of genetic algorithms we solve
this problem considering load balancing efficiently. We
evaluate the performance and efficiency of the proposed
algorithm using simulation results.
INTRODUCTION
Scheduling in distributed operating systems is a critical
factor in overall system efficiency. A Distributed
Computing system (DCS) is comprised of a set of
Computers (Processors) connected to each other by
communication networks. Process scheduling in a
distributed operating system can be stated as allocating
processes to processors so that total execution time will
be minimized, utilization of processors will be
maximized, and load balancing will be maximized.
Process scheduling in a distributed system is done in
two phases: in the first phase processes are distributed
on computers, and in the second processes execution
order on each processor must be determined .Process
scheduling in distributed systems has been known to be
NP-complete.
Several methods have been proposed to solve
scheduling problem in DCS. The proposed methods can
be generally classified into three categories: Graphtheory-based approaches [23], mathematical modelsbased methods [24], and heuristic Techniques [2, 6, 18,
21].
Heuristics can obtain suboptimal solution in ordinary
situations and optimal solution in particulars. Since the
scheduling problem has been known to be NP-complete,
using heuristic Techniques can solve this problem more
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balancing mechanism used in this paper only schedule
processes without process migration and is centralized.
The remainder of this paper is organized as follows: The
problem description and formulation is given in Section
2, In Section 3, we describe the proposed algorithm.
Section 4, gives the performance evaluation of the
proposed algorithm in comparison with other similar
algorithms. Section 5 concludes this research.

be maximized. In such systems there are finite numbers
of processes, each having a process number and a
execution time and placed in a process pool from which
processes are assigned to processors. The main
objective is to find a schedule with minimum cost. The
following definitions are also needed:
Definition 1
The processor load for each processor is the sum of
processes execution times allocated to that processor.
However, as the processors may not always be idle
when a chromosome (schedule) is evaluated, the current
existing load on individual processors must also be
taken into account, therefore (1):

PROBLEM DESCRIPTION AND FORMULATION
In order to schedule the processes in a distributed
system, we should know the information about the input
processes and distributed system itself such as :
Network topology, processors speed, communication
channels speed and so on. Since we study a
deterministic model, a distributed system with m
processors, m > 1 should be modeled as follows:
• P = {p1 , p 2 , p 3 ,...., p m } is the set of processors

Load ( pi ) =

ruv 1 ≤ u , v ≤ m

of

R,

is

huv 1 ≤ u , v ≤ m
that

huu = 0 and

the

k ,i

(1)

k =1

CC (T ) =

T = {t1 , t 2 , t3 ,...., t n } is the set of processes to
matrix, where the element
execute. A is an n × m
•

i =1

ai1 = ai 2 = ... = aim . D is a linear
matrix, where the element d i 1 ≤ i ≤ n of D, is the
data volume for process ti to be transmitted, when
process ti is to be executed on a remote processor.

AveU = (

(3)

Load ( pi )

max span

(4)

No of processors
U ( pi )) Number Of Pr ocessors

∑

(5)
Definition 4
Number of Acceptable Processor Queues (NoAPQ): We
must define thresholds for light and heavy load on
processors. If the processes completion time of a
processor (by adding the current system load and those
contributed by the new processes) is within the light and
heavy thresholds, this processor queue will be
acceptable. If it is above the heavy threshold or below
the light-threshold, then it is unacceptable, but what is
important is average of number of acceptable processors
queues, which is achievable by (6):

selected for process ti to be executed on. C is a linear
of C, is

the processor that the process ti is presented on just
now.
The problem of process scheduling is to assign for each
process ti ∈T a processor f i ∈ P so that total
execution time will be minimized, utilization of
processors will be maximized, and load balancing will

AveNoAPQ = NoAPQ Number Of Pr ocessors (6)
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of

R,

is

huu = 0 and

the

+

∑a

k ,i

(1)

k =1

max span(T ) = max(Load ( pi ) )
∀ 1 ≤ i ≤ Number of Pr ocessors

CC (T ) =

p v . It is obvious

T = {t1 , t 2 , t3 ,...., t n } is the set of processes to
matrix, where the element
execute. A is an n × m

(2)
number of new processes

∑ (rci fi + hci fi × d i )

i =1

(3)

Definition 3
The Processor utilization for each processor is obtained
by dividing the sum of processing times by maxspan,
and the average of processors utilization is obtained by
dividing the sum of all utilizations by number of
processors (4, 5):

aij 1 ≤ i ≤ n , 1 ≤ j ≤ m of A, is the execution

time of process ti on processor p j .In homogeneous
distributed systems the execution time of an individual
process ti on all processors is equal, that means :

U ( pi ) =

1≤ i ≤ n

ai1 = ai 2 = ... = aim . D is a linear
matrix, where the element d i 1 ≤ i ≤ n of D, is the
data volume for process ti to be transmitted, when
process ti is to be executed on a remote processor.

AveU = (

Load ( pi )

max span

(4)

No of processors
U ( pi )) Number Of Pr ocessors

∑
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(5)
Definition 4

• F is a linear
matrix, where the element
fi 1 ≤ i ≤ n of F, is the target processor that is

Number of Acceptable Processor Queues (NoAPQ): We
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contributed by the new processes) is within the light and
heavy thresholds, this processor queue will be
acceptable. If it is above the heavy threshold or below
the light-threshold, then it is unacceptable, but what is
important is average of number of acceptable processors
queues, which is achievable by (6):

selected for process ti to be executed on. C is a linear

ci 1 ≤ i ≤ n

j ,i

The length or maxspan of a schedule T is the maximal
finishing time of all processes or maximum load. Also
communication cost (CC) to spread recently created
processes on processors must be computed (2,3) :

ruu = 0 .

matrix, where the element
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No . of New Assigned
processes to
processor . i

Definition 2
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of H, is the time required to
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fi 1 ≤ i ≤ n of F, is the target processor that is
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U ( pi ) =

1≤ i ≤ n

Load ( pi ) =

in the distributed system. Each processor can only
execute one process at each moment, a processor
completes current process before executing a new one,
and a process can not be moved to another processor
m× m matrix, where the
during execution. R is an
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The Processor utilization for each processor is obtained
by dividing the sum of processing times by maxspan,
and the average of processors utilization is obtained by
dividing the sum of all utilizations by number of
processors (4, 5):

time of process ti on processor p j .In homogeneous
distributed systems the execution time of an individual
process ti on all processors is equal, that means :

The processor load for each processor is the sum of
processes execution times allocated to that processor.
However, as the processors may not always be idle
when a chromosome (schedule) is evaluated, the current
existing load on individual processors must also be
taken into account, therefore (1):

In order to schedule the processes in a distributed
system, we should know the information about the input
processes and distributed system itself such as :
Network topology, processors speed, communication
channels speed and so on. Since we study a
deterministic model, a distributed system with m
processors, m > 1 should be modeled as follows:
• P = {p1 , p 2 , p 3 ,...., p m } is the set of processors

m× m matrix,

Definition 3

aij 1 ≤ i ≤ n , 1 ≤ j ≤ m of A, is the execution

Definition 1

communication delay rate between p u and p v . H is an

(2)
number of new processes

∑ (rci fi + hci fi × d i )

be maximized. In such systems there are finite numbers
of processes, each having a process number and a
execution time and placed in a process pool from which
processes are assigned to processors. The main
objective is to find a schedule with minimum cost. The
following definitions are also needed:

PROBLEM DESCRIPTION AND FORMULATION
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p v . It is obvious
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The length or maxspan of a schedule T is the maximal
finishing time of all processes or maximum load. Also
communication cost (CC) to spread recently created
processes on processors must be computed (2,3) :
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Definition 2

communication delay rate between p u and p v . H is an

m× m matrix,
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No . of New Assigned
processes to
processor . i

j =1

in the distributed system. Each processor can only
execute one process at each moment, a processor
completes current process before executing a new one,
and a process can not be moved to another processor
m× m matrix, where the
during execution. R is an
element

No . of allocated
processes on
processor i

balancing mechanism used in this paper only schedule
processes without process migration and is centralized.
The remainder of this paper is organized as follows: The
problem description and formulation is given in Section
2, In Section 3, we describe the proposed algorithm.
Section 4, gives the performance evaluation of the
proposed algorithm in comparison with other similar
algorithms. Section 5 concludes this research.

of C, is

the processor that the process ti is presented on just
now.
The problem of process scheduling is to assign for each
process ti ∈T a processor f i ∈ P so that total
execution time will be minimized, utilization of
processors will be maximized, and load balancing will

AveNoAPQ = NoAPQ Number Of Pr ocessors (6)
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Definition 5

fitness (T ) =

A Queue associated with every processor, shows the
processes that processor has to execute. The execution
order of processes on each processor is based on queues.

(γ × AveU ) × (θ × AveNoAPQ )
(α × max span (T ) )× (β × CC (T ) )

(7)
Which
0 < α , β , γ , θ ≤ 1 are control parameters to
control effect of each part according to special cases and
their default value is one. This equation shows that a
fitter solution (Schedule) has less maxspan, less
communication cost, higher processor utilization and
higher Average number of acceptable processor queues.

THE PROPOSED GA-BASED ALGORITHM
Genetic algorithms, as powerful and broadly applicable
stochastic search and optimization techniques, are the
most widely known types of evolutionary computation
methods today. In general, a genetic algorithm has five
basic components as follows [3]:
1. An encoding method, that is a genetic representation
(genotype) of solutions to the program.
2. A way to create an initial population of individuals
(chromosomes).
3. An evaluation function, rating solutions in terms of
their fitness, and a selection mechanism.
4. The genetic operators (crossover and mutation) that
alter the genetic composition of offspring during
reproduction.
5. Values for the parameters of genetic algorithm.

Selection
The selection process used here is based on spinning the
roulette wheel, which each chromosome in the
population has a slot sized in proportion to its fitness.
Each time we require an offspring, a simple spin of the
weighted roulette wheel gives a parent chromosome.
The probability pi that a parent Ti is selected is given
by (8):

Pi =

Genotype

F (Ti )
POPSIZE

∑ F (T )

(8)

j

j =1

In the GA-Based algorithms each chromosome
corresponds to a solution to the problem. The genetic
representation of individuals is called Genotype. Many
Genotypes have been proposed in [3] .In this paper a
chromosome consists of an array of n digits, where n is
the number of processes. Indexes show process numbers
and a digit can take any one of the 1..m values, which
shows the processor that the process is assigned to. If
more than one process is assigned to the same
processor, the left to-right order determines their
execution order on that processor.

where F (Ti ) is the fitness of chromosome Ti .
Crossover
Crossover is generally used to exchange portions
between strings. Several crossover operators are
described in the literature [10]. Crossover is not always
affected, the invocation of the crossover depends on the
probability of the crossover Pc. We have implemented
two crossover operators. The GA uses one of them,
which is decided randomly.

Initial Population
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the number of processes. Indexes show process numbers
and a digit can take any one of the 1..m values, which
shows the processor that the process is assigned to. If
more than one process is assigned to the same
processor, the left to-right order determines their
execution order on that processor.

where F (Ti ) is the fitness of chromosome Ti .
Crossover
Crossover is generally used to exchange portions
between strings. Several crossover operators are
described in the literature [10]. Crossover is not always
affected, the invocation of the crossover depends on the
probability of the crossover Pc. We have implemented
two crossover operators. The GA uses one of them,
which is decided randomly.

Initial Population
Single-Point Crossover
This operator randomly selects a point, called Crossover
point, on the selected chromosomes, then swaps the
bottom halves after crossover point, including the gene
at the crossover point and generate two new
chromosomes called children.

A genetic algorithm starts with a set of individuals
called initial population. Most GA-Based algorithms
generate initial population randomly. Here, each
solution i is generated as follows: one of the
unscheduled processes is randomly selected, and then
assigned to one of the processors. The important point is
the processors are selected circularly, it means that they
are selected respectively form first to last and then come
back to first. This operation is repeated until all of
processes have been assigned. An initial population with
size of
POPSIZE is generated by repeating this
method.

Proposed Crossover
This operator randomly selects points on the selected
chromosomes, then for each child non-selected genes
are taken from one parent and selected genes from the
other.
Mutation

Fitness Function

Mutation is used to change the genes in a chromosome.
Mutation replaces the value of a gene with a new value
from defined domain for that gene. Mutation is not
always affected, the invocation of the Mutation depend
on the probability of the Mutation Pm. We have
implemented two mutation operators. The GA uses one
of them, which is decided randomly.

As discussed before, the main objective of GA is to find
a schedule with optimal cost while load-balancing,
processors utilization and cost of communication are
considered. We take into account all objectives in
following equation. The fitness function of a Schedule T
(7):
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First Mutation Operator
This operator randomly selects two points on the
selected chromosome, then generates a chromosome by
swapping the genes at the selected points.

parameters such as Pc , Pm , POPSIZE , NOGEN , α , β , γ ,θ
must be determined before GA is started. Figure 1
shows this operation.

First Mutation Operator
This operator randomly selects two points on the
selected chromosome, then generates a chromosome by
swapping the genes at the selected points.

parameters such as Pc , Pm , POPSIZE , NOGEN , α , β , γ ,θ
must be determined before GA is started. Figure 1
shows this operation.

Second Mutation Operator
The other approach is to check if any jobs could be
swapped between processors which would result in a
lower make span. If we want to test every possible
swap, it would be computationally very intensive, and in
larger problems would take an unfeasible amount of
time. It also seems unreasonable to consider swapping
processes on processors which their load is significantly
below the make span, therefore we try to swap
processes between overloaded and under loaded
processors. This concept can be implemented as
follows:

Procedure GA-Based algorithm;
Begin
initialize P(k); {create an initial population}
evaluate P(k); {evaluates all individuals in the
population}
Repeat
For i=1 to 2*POPSIZE do
Select two chromosomes as parent 1
and parent 2 from population;
Child 1 and Child 2Å Crossover( parent1,
parent2);
Child 1 Å Mutation ( Child 1 );
Child 2 Å Mutation ( Child 2 );
Add (new temporary population, Child 1, Child 2
);
End For;
Make (new population, new temporary population,
population );
Population = new population;
While (not termination condition);
Select Best chromosome in population as solution and
return it;
End
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1. First, select a processor, say p v , which has the
latest finish time.
2. Second, select a processor, say pu , which has
least finish time.
3. Third, try to transfer a process form p v to pu or
swap a single pair of processes between p v and

pu that improves the make span of both processors

1. First, select a processor, say p v , which has the
latest finish time.
2. Second, select a processor, say pu , which has
least finish time.
3. Third, try to transfer a process form p v to pu or
swap a single pair of processes between p v and

pu that improves the make span of both processors

the most.
4. This procedure is repeated until no further
improvement is possible.

Figure 1: The Structure Of Proposed Algorithm
EXPERIMENTAL RESULTS
In this section, we have used the simulation results to
show the performance of the proposed GA-based
algorithm. Current solution techniques are concentrated
on scheduling tasks with precedence constraints so our
approach is not completely comparable with them. We
have implemented more than 3000 lines of C++
program to simulate all of the proposed algorithms. All
simulation experiments are run on a Pentium III 800,
256 MB RAM, IBM PC. We have tried different values
of the population size ( POPSIZE), mutation Probability
(Pm ),and crossover probability ( Pc ),to find which
values would steer the search towards the best solution.
The measurement of performance of these algorithms
was based on three metrics: total completion time,
average processor utilization
and, cost of
communication. The default parameters were varied and
the results collected from test runs were used to study
the effects of changing these parameters.

Replacement Strategy
When genetic operators (crossover, mutation) are
applied on selected parents T1, T2 two new
chromosomes T' and T'' are generated. These
chromosomes are added to new temporary population.
By repeating this operation a new temporary population
with size of 2*POPSIZE is generated. After that fitter
chromosomes are selected from current population and
new temporary population, at last selected
chromosomes made new population and algorithm
restarts.
Termination Condition
We can apply multiple choices for termination
condition: Max number of generation, algorithm
convergence, equal fitness for fittest selected
chromosomes in respective iterations.

Changing The Number of Processes

The Structure of Proposed GA-Based Algorithm

We have studied the effect of increasing number of
processes on total completion time and average
processor utilization. The Obtained results are shown in
Figure 2 and, Figure 3. A considerable point in Figure 3
is that when number of processes is increased, higher
utilization is obtained. Brief justifications for the values
used are given below. When the values discussed were
tested ‘base values’ for each of the parameters where
used to help isolate the performance of the parameter in

Our proposed GA-Based algorithm starts with a
generation of individuals. A certain fitness function is
used to evaluate the fitness of each individual. Good
individuals survive after selection according to the
fitness of individuals. Then the survived individuals
reproduce offspring through crossover and mutation
operators. This process iterates until termination
condition is satisfied. It is Considerable to say that
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the most.
4. This procedure is repeated until no further
improvement is possible.
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hand. These values were: Pc=0.9, Pm=0.1,
POPSIZE=50,
NOGEN=50,
m=10
(number
of
processors),
n=100...1000.
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Changing The Size of Population
Changing the size of population is also considerable in
terms of total completion time, processor utilization
and, cost of communication. The Obtained results are
shown in Figure 7, Figure 8 and, Figure 9. While the
size of population was increased the total completion
time was decreased and, average processor utilization
was increased. it is because that the number of the fitter
chromosomes which are able to survive was increased,
therefore fitter offspring may be generated and it leads
to better schedules. According to above results while the
size of population was increased higher processor
utilization obtained and the cost of communication was
decreased. Brief justifications for the values used are
given below. Pc=0.9, Pm=0.1, POPSIZE=50…150,
NOGEN=50, m=10 (number of processors), n=300
(number of processes).

Figure 3: Average Processor Utilization
Changing The Number of Generations
When the number of generations was increased our
proposed algorithm had a better function. The Obtained
results are shown in Figure 4, Figure 5 and, Figure 6.
While the number of generations was increased the total
completion time was reduced, it is because the quality
of the generated process assignment improves after each
generation. A considerable point in these figures is that
when the number of generations was increased higher
utilization is obtained and, the cost of communication
was decreased. Brief justifications for the values used
are given below. These values were: Pc=0.9, Pm=0.1,
POPSIZE=100, NOGEN=50…245, m=10 (number of
processors), n=300 (number of processes).

Figure 7: Total Completion Time

Figure 4: Total Completion Time
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CONCLUTIONS
Scheduling in distributed operating systems has a
significant role in overall system performance and
throughput. The scheduling in distributed systems is
known as an NP-complete problem even in the best
conditions. We have presented and evaluated new GABased method to solve this problem. This algorithm
considers multi objectives in its solution evaluation and
solves the scheduling problem in a way that
simultaneously minimizes maxspan and communication
cost, and maximizes average processor utilization and
load-balance. Most existing approaches tend to focus on
one of the objectives. Experimental results prove that
our proposed algorithm tend to focus on all of the
objectives simultaneously and optimize them.
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CONCLUTIONS
Scheduling in distributed operating systems has a
significant role in overall system performance and
throughput. The scheduling in distributed systems is
known as an NP-complete problem even in the best
conditions. We have presented and evaluated new GABased method to solve this problem. This algorithm
considers multi objectives in its solution evaluation and
solves the scheduling problem in a way that
simultaneously minimizes maxspan and communication
cost, and maximizes average processor utilization and
load-balance. Most existing approaches tend to focus on
one of the objectives. Experimental results prove that
our proposed algorithm tend to focus on all of the
objectives simultaneously and optimize them.
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architecture, because there are much difficulties in its
implementation. For example, the uncertainty of asynchronous communication brings significant challenges
for data dependence and instruction completion in order
in EPIC.
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ABSTRACT
With the development of very large scale integration
(VLSI), the clock frequency of microprocessors rapidly
increases, which brings the significant challenge for the
microprocessors’ power. The multiple clock domain
(MCD) technique is a new technique to compromising
between synchronous systems and asynchronous
systems to reduce the power. Most present studies of
MCD are only based on superscalar architectures. In
this paper, a MCD technique based on explicitly parallel
instruction computing (EPIC) is designed and
implemented. Furthermore, a series of experiments on
our design have been done to evaluate it. The result of
the experiments show that, an EPIC microarchitecture
based on MCD technique with a fine-grained adaptive
dynamic adjustment algorithm, can effectively decrease
the microprocessor power by 40%, compared with the
conventional EPIC processor with only one clock
domain.

This paper describes the research on MCD based on
EPIC is done with GALS style, which includes the
implementation of it, and experimental simulation to
evaluate it. Section 2 presents the conventional EPIC
architecture, and analyzes what limits power
optimization of microprocessor. Section 3 describes the
design and implementation of the MCD based on EPIC.
Section 4 details the simulation framework and
experimental setup. The results of all the tests are given
and analyzed in Section 5. Conclusions and future work
are in Section 6.
2 THE CONVENTIONAL EPIC ARCHITECTURE
2.1 The Conventional EPIC with One Clock Domain
An EPIC architecture emphasizes co-operating compiler
with hardware to exploit instruction-level parallelism
(ILP). It combines the advantages of superscalar
architectures and the advantages of very long
instruction word (VLIW) architectures [9]. Itanium 2
[10] is a classical processor based on EPIC architecture.
Thus the EPIC architecture of Itanium 2 processor is a
comparable architecture to our design.

1 INTRODUCTION
With the development of VLSI, the clock frequency of
microprocessors rapidly increases, which brings
significant challenge for the microprocessors’ power.
The clock network can dissipate 20–50% of the total
power on a chip [1].Thus the optimization of the clock
network becomes one of the important issues of highperformance microprocessor design.

Figures 1 shows a conventional EPIC architecture with
single clock domain. The front-end of the
microprocessor obtains the addresses of fetching
instructions, by means of Bpred predicting branch
objects. The instructions are fetched from instruction
Cache (I-Cache), and reserved into instruction buffers
(I-Buffer). They are decoded by the dispatch logic
(Dispatch), and sent to corresponding execution units.
ALUs and FPUs can execute multiply independent
integer instructions and floating-point instructions per
cycle, respectively. The operands are respectively given
by integer registers (I-Reg) and floating registers (FReg). The results are reserved in corresponding
registers. Load/store operations will access Level 1 data
Cache (D-Cache) and level 2 Cache (L2 Cache). There
are abundance of functional units and Cache levels to
provide adequate hardware supports for exploiting ILP.

At present, most microprocessors are implemented by
using fully synchronous mode. The clock distribution
network is designed very carefully to meet the
constraints of clock skew. It contributes to the
complexity of clock interconnection and the significant
increase of microprocessor power. So the designers
present asynchronous system which need not clock. But
there are so many difficulties in design of the complete
asynchronous signals. Globally Asynchronous Locally
Synchronous (GALS) [2], which is a compromise
between asynchronous systems and synchronous
systems, has been focused on.
Almost current researches on GALS are based on
superscalars [3,4,5,6,7,8], and not been applied to EPIC
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Figures 1: A Conventional EPIC Architecture
2.2 The Analysis What Limits Power Optimization
of the Conventional EPIC Microprocessors
Currently the microprocessors based on the
conventional EPIC architecture often use the globally
synchronous clock strategy, such as the clock
distribution network of the Itanium 2 processor
described as Figures 2. The clock signal is generated by
a clock generator, and is sent to each unit within the
microprocessor by the long wires and a lot of buffers.
All units synchronously operate under control of this
global clock signal. The clock distribution network is
usually designed carefully to meet the constraints of
clock skew. It contributes to the complexity of clock
interconnection and the significant increase of
microprocessor power. Thus, it is necessary for EPIC
architecture to implement MCD with GALS style, in
order to decrease the microprocessor power.

organization structure of the microprocessor pipelines
too much; 2) the domain boundaries are set between the
components having a loose coupling with each other to
the best of our abilities. The components having a close
coupling with each other are placed in the same domain
to reduce communication operations among different
domains
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The EPIC microprocessor is partitioned to six clock
domains according to the rules described above: a
fetching instruction domain (Domain1), a dispatch
domain (Domain2), a L2 Cache domain (Domain 3), a
load/store domain (Domain4), an integer domain
(Domain5), and a floating-point domain (Domain6).
Figures 3 shows the partition detail. The function of
Domain1 contains branch prediction, instruction
address generation, and I-Cache read. Domain2
accomplishes dispatch of instructions. Domain3
includes L2 Cache read/write operation. L1D-Cache
read/write is completed in Domain4. Domain5
completes the load/store operation of integer operands,
and execution of arithmetic logic. Domain6 consists of
the load/store operation of floating-point operands, and
execution of floating-point computing. In our design,
Domain1 and Domain2 are called front-end. Domain3,
Domain4, Domain5, and Domain6 are called back-end.
Each domain has its own local clock. The units within
same domain operate in synchronous mode. The
asynchronous communication is used among different
domains.
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3 THE DESIGN AND IMPLEMENTATION OF
MCD BASED ON EPIC

3.2 Communication Mechanisms among Domains

A MCD architecture based on EPIC, which need no
global clock, is called MCDE (multiple clock domain
based on EPIC). The MCDE microprocessor can be
divided into several clock domains. Each domain uses
an independent clock. Among different domains, there
is asynchronous communication which can effectively
save the power of microprocessors.

Within the microprocessor, the queue structures are
synchronous points of the different domains. In this
case, when the queues are not full and not empty, the
latencies of synchronous overhead can be hidden. The
design of the queue structures is based on the hybrid
clock FIFO, which is shown as Figures 4. The FIFO
queue has two ports: input and output. The function of
input is to write data to the FIFO, which is controlled by
CLK_w. Req_w is the control signal of write
requirement. Data_w is the input data bus. When the
FIFO is full, the signal full is set one. The function of
the output of the FIFO is to read data from the FIFO,
which is controlled by CLK_r. Req_r is the control

3.1 The Partition of Clock Domains
In MCDE, the entire chip can be divided into several
domains according to the EPIC architecture
characteristic of the microprocessor. There are two rules
in the partition: 1) this partition can’t change the
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signal of read requirement. Data_r is the output data
bus. Valid_r is the valid bit of output data.

4 THE SIMULATION FRAMEWORK AND
EXPERIMENTAL SETUP

Figures 4: The Hybrid Clock FIFO
The process of data stored at input is done as follows:
When the rising edge of CLK_w arrives, Req_w that is
the requirement signal and the data in Data_w are
sampled. The data items will be written into the queue
at the next clock period. If the FIFO is full, the signal
Full is set before the next clock period arrives, and
receiving the data at the input is prohibited.

4.1 The Power Consumption Evaluation Model

To evaluate our MCDE architecture, we use basic
technology parameter of CACTI 0.8μm, and scaling
down method to implement power consumption evaluation model [11].The delay components that make up a
general system are composed of the following three
individual subsystems:
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Memory Storage Elements: Those elements
include the Cache, the registers, all kinds of queue,
and buffers in the processor. It is divided into five
parts: the address decoders (dec), the bit lines (bl),
the word lines (wl), the sense amplifiers (amp),
and the route components (rt) of address and data

The process of reading data from the output is described
as follows: When the rising edge of CLK_r arrives,
Req_r that is the requirement signal is sampled. The
data items will be put on Data_r bus, and the valid bit
Valid_r is set. If the FIFO is empty at this clock period,
the signal Empty is set, and reading operation at the
output is prohibited until the FIFO is not empty.

bus. Thus, PMem , the peak power of memory is

3.3 A Dynamic, Adaptive Control Algorithm of
Clock Domain’s Frequency

voltage supply; the maximum toggle rate of the
decoder signal is 0.3, that of other parts is 1.

the sum of the maximum power of these five parts:

PMem = Pdec + Pbl + Pwl + Pamp + Prt
Assume that, C represents the capacitance of each
kinds of memory; V and f denote the working
voltage and frequency, respectively; Vdd is the

By analyzing processor resource utilization, a
correlation is revealed, over an interval of instructions,
between the valid entries in the input queue and the
desired frequency for the domain. Queue utilization is
thus an appropriate metric for dynamically determining
the desired domain frequency. The dynamic, adaptive
control algorithm of clock domain’s frequency is based
on this idea to reduce the power consumption of the
clock network.

The power of the address decoder Pdec is given by

Pdec = 0.3C decV f
2

The power of the word line Pwl is given by

Pwl = C wlV f
2

The power of the bit line Pbl is given by

Pbl = CblV 2 f
The power of the sense amplifier

Pamp is

computed by the empirical formula.

Pamp

V
= 0.5C dd × 10 −3
8

The power of the route component Prt is given by

Prt = CrtV 2 f
z

But when the instructions per cycle (IPC) changes by
more than a certain threshold that is 2.3 percent, the
frequency remains unchanged for that interval. This rule
is used to identify natural decreases in performance that
are unrelated to the domain frequency, and to prohibit
the algorithm from reacting to them.

Logic elements: Those elements include such
units as ALU and floating-point unit. For the
power evaluation of the logic elements, we first
use the Wattch power model [12], and the
capacitance value of the basic device and wire
under technology parameter of CACTI 0.8μm [13]
to compute the reference power PP , on condition
that reference voltage is VP and reference
frequency is f P . Assume that, the characteristic
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EXPERIMENTAL SETUP

4.1 The Power Consumption Evaluation Model

z

The dynamic, adaptive control algorithm of clock
domain’s frequency is described as follows: The MCDE
architecture uses the attack/decay algorithm independently in each back-end domain. When the entries in the
domain issue queue is in excess of 10,000-instruction
interval, the hardware counts. Using the number and the
corresponding number from the previous interval, the
algorithm determines whether there is a significant
change that threshold is 1.7 percent, in which case the
algorithm uses the attack mode: The frequency changes
by 7 percent. If no significant change occurs, the
algorithm uses the decay mode: It reduces the domain
frequency slightly by 0.17 percent.
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size of the actual technology of the microprocessor
is f s . According to the scaling down theory of
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CMOS [14], for the given voltage and frequency,
the power of the logic element is computed by

CMOS [14], for the given voltage and frequency,
the power of the logic element is computed by

Plog ic ( f s ,V , f ) =

z
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VP f P
fs
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z

Clock network: Assume that, the microprocessor
is divided into M domains; For the ith domain, the
capacitance of the local clock wire is C w (CLi ) ,
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is divided into M domains; For the ith domain, the
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frequency is Vi and f i , respectively. The peak
power of the clock network is given by

To evaluate objectively the MCDE proposed, we design
three groups of experiments:
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If M = 1, it represents the peak power of the clock
network with single clock domain.
After the peak power of each part is evaluated, the
performance simulator is run to obtain dynamically the
statistic of the access counts of each component per
cycle. The dynamic power is computed according to the
statistic and the peak power of each part.

z

4.2 The Simulation and Experimental Setup
Since IMPACT provides a comprehensive infrastructure
for modeling and simulation of EPIC microarchitecture
feature, the Lsim simulator [15] of the IMPACT
compile framework is adopted as the simulation engine.
Furthermore, to simulate the MCDE processor, the
event-driven algorithm based on multi-clock domains is
designed, described as Algorithm 1.

SVF Strategy: Each of clock domains works on
condition that the voltage is same, and frequency is
also same, called SVF for simple,which represents
same voltage and frequency. That is to verify the
performance and power consumption characteristic
of MCDE relative to the EPIC.
DVF Strategy: Each of clock domains works on
condition that the voltage may be different, and
frequency may be different, too. The frequency
and voltage are not adjusted during the system
running. This strategy is called DVF for simple,
which denotes different voltage and frequency. It
can verify advantages of fine-grained setting of
voltage and frequency in MCDE. In this group of
experiment, the voltage and the frequency of each
of domains are set as Table 1, according to the
architecture characteristic of Itanium 2.
Table 1: Different Voltage and Frequency Setting
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DVF+DAA Strategy: Each clock domains works
on condition that voltage and frequency maybe
different with each other. In this group of
experiment, the voltage and the frequency of each
domain is also set as Table 1. Furthermore, during
the system running, the frequency of each back-
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When designing architecture oriented towards power
consumption, it is improper that only performance or
only power consumption is considered. We should
comprehensively consider the performance and the
power consumption, and compromise between them.
Energy delay product (EDP) is a popular metric to
evaluate comprehensively the performance and the
power consumption. Figures 7 shows the EDP of
MCDE relative to EPIC, corresponding to three MCDE
strategies. The results of the experiment indicate that,
for DVF+DAA, although the performance degradation
is slightly significant, a significant overall EDP
improvement is achieved, about 17 percent, owing to
immensely exploit the potential for MCDE reducing the
power consumption of the microprocessor. In addition,
for DVF, the average EDP improvement is approximately 14 percent. Finally, for SVF, although the
performance degradation is very slight, comparing with
DVF and DVF+DAA, the power consumption
optimization brought by SVF is not significant, only 7
percent, as a consequence of the conservative strategy.
But comparing with EPIC, all three MCDE strategies
are obvious to improve the EDP. Thus, there is a
significant advantage of decreasing the power
consumption by using MCDE, comparing with EPIC.
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Figures 6 shows that using the different MCDE strategy
has an impact on the performance of the microprocessor. The results of the experiment reveal that all
these three MCDE strategies can lead to performance
degradation relative to EPIC, since they use the
asynchronous communication mechanism. The SVF
strategy results in a slight degradation, within 1 percent.
Comparing with SVF, DVF and DVF+DAA result in
more performance degradation owing to clock
frequency being decreased. For DVF, the average
performance degradation is approximately 6.5 percent.
For DVF+DAA, the average performance degradation
is about 7.3 percent.
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Figures 7: The EDP of MCDE Relative to EPIC
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Figures 6 shows that using the different MCDE strategy
has an impact on the performance of the microprocessor. The results of the experiment reveal that all
these three MCDE strategies can lead to performance
degradation relative to EPIC, since they use the
asynchronous communication mechanism. The SVF
strategy results in a slight degradation, within 1 percent.
Comparing with SVF, DVF and DVF+DAA result in
more performance degradation owing to clock
frequency being decreased. For DVF, the average
performance degradation is approximately 6.5 percent.
For DVF+DAA, the average performance degradation
is about 7.3 percent.

SVF

Figures 5 shows the power consumption of MCDE
processors relative to the basic EPIC processor under
the three groups of experiment described above. The
results of the experiments reveal that all three MCDE
strategies can decrease the microprocessor’s power
consumption. But the power decrease of SVF is small,
which is only 6 percent. After DVF used, the
processor’s power is decreased by 32 percent owing to
further exploiting the advantage of MCDE. Comparing
with SVF and DVF, Using DVF+DAA strategy can
more effectively decrease the power consumption of the
microprocessor, which decreases the power by 40
percent, as a result of using the fine-grained dynamic
adaptive frequency adjustment.
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When designing architecture oriented towards power
consumption, it is improper that only performance or
only power consumption is considered. We should
comprehensively consider the performance and the
power consumption, and compromise between them.
Energy delay product (EDP) is a popular metric to
evaluate comprehensively the performance and the
power consumption. Figures 7 shows the EDP of
MCDE relative to EPIC, corresponding to three MCDE
strategies. The results of the experiment indicate that,
for DVF+DAA, although the performance degradation
is slightly significant, a significant overall EDP
improvement is achieved, about 17 percent, owing to
immensely exploit the potential for MCDE reducing the
power consumption of the microprocessor. In addition,
for DVF, the average EDP improvement is approximately 14 percent. Finally, for SVF, although the
performance degradation is very slight, comparing with
DVF and DVF+DAA, the power consumption
optimization brought by SVF is not significant, only 7
percent, as a consequence of the conservative strategy.
But comparing with EPIC, all three MCDE strategies
are obvious to improve the EDP. Thus, there is a
significant advantage of decreasing the power
consumption by using MCDE, comparing with EPIC.
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end domains is adjusted dynamically and
adaptively as the control algorithm described
above. This strategy is called DVF+DAA, which is
an abbreviation for Different Voltage and
Frequency + Dynamic Adaptive Adjustment
Strategy. This group of experiment is used to
verify the potentiality for fine-grained dynamic
adaptive frequency adjustment decreasing the
power of the microprocessor in MCDE.
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Figures 5 shows the power consumption of MCDE
processors relative to the basic EPIC processor under
the three groups of experiment described above. The
results of the experiments reveal that all three MCDE
strategies can decrease the microprocessor’s power
consumption. But the power decrease of SVF is small,
which is only 6 percent. After DVF used, the
processor’s power is decreased by 32 percent owing to
further exploiting the advantage of MCDE. Comparing
with SVF and DVF, Using DVF+DAA strategy can
more effectively decrease the power consumption of the
microprocessor, which decreases the power by 40
percent, as a result of using the fine-grained dynamic
adaptive frequency adjustment.
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6 CONCLUSIONS AND FUTURE WORK
The MCD is a novel technique that combines the
advantages of synchronous systems and the advantages
of asynchronous systems to resolve the problems of
high-performance microprocessors, such as the
significant power, and the complex clock distribution
network. At present, the studies of MCD are almost
based on superscalar. In this paper, MCDE, a MCD
technique based on EPIC, is implemented, and
evaluated comprehensively. The experimental results
show that, the MCDE has a significant potential for
reducing the power consumption of the highperformance EPIC microprocessor. For example, using
the DVF+DAA strategy, the power consumption of the
EPIC microprocessor can be reduced by 40%, and about
a 17 percent EDP improvement is achieved.
In future work, we will continue to develop more
effective fine-grained dynamic, adaptive voltage and
frequency adjustment mechanisms to attain more
significant power consumption decrease at the cost of
slight performance degradation.
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quickly. Linear programming and other iterative methods
have been used to tackle the extrusion process problems.
However, due to the inherent time consuming nature of
such methods, quick and rapid problem solving as desired
by industries has not been achievable. Additionally,
today, the process development in industrial extrusion is
to a great extent based on trial and error and often
involves full-size experiments, which are both expensive
and time-consuming. In contrast, simulation of the
extrusion process prior to plant execution and as and
when required, proves to solve the extrusion operation
problems quickly and more efficiently and at a lower cost.
In this paper, model of a real extrusion plant is built in
IGRIP, a Delmia group software from Dassault Systems
[12]. The model of the plant is simulated in IGRIP using
the Graphical Simulation Language (GSL) whereby the
virtual operation of the plant may be viewed.
Additionally, the dynamics module offered by Delmia is
used to model and simulate the extrusion plant dynamics.
Simulation is performed to obtain the optimized values of
the principal variables that affect the extrusion process.

ABSTRACT
The objective of this paper is to optimize the principal
extrusion variables by means of manufacturing simulation
of the extrusion model. The finite element analysis of the
extrusion model does not consider the manufacturing
process in its modeling. Therefore, the process parameters
obtained through such an analysis remains highly
theoretical in that these parameters differ from the actual
extrusion process parameters. Additionally, due to the
nature of the extrusion process, it is often quite difficult to
determine the cause of an extrusion problem and find its
proper solution, particularly if it must be done quickly.
The manufacturing simulation of the extrusion process
prior to plant execution helps to make the actual extrusion
operation more efficient because more realistic parameters
may be obtained through the simulation. Additionally,
troubleshooting the process becomes simpler. In this
paper, we have developed the simulation model of a real
extrusion plant using IGRIP. The model of the plant is
simulated in IGRIP using the Graphical Simulation
Language (GSL). The dynamics of the plant is also
incorporated in the simulation model. Through
simulation, optimized values of variables that affect the
extrusion process are obtained.

BACKGROUND
Sivaprasad, Venugopal, Davies and Prasad [7] have
identified the optimum process parameters using finite
element simulation. They discuss the use of processing
map with the output of the finite element analysis to
design the process. Tibbetts and Ting-Yung [8] have used
optimization technique for a direct extrusion machine.
Their work is related to product optimization with focus
on surface quality and micro-structural uniformity of
product. They have presented a model which is derived
directly from the mathematical description of the physical
phenomena present. Hansson, in her Ph.D. thesis [9], has
used finite elements method for the simulation of stainless
steel tube extrusion.

INTRODUCTION
One of the greatest challenges in an actual extrusion
operation is efficient and rapid problem solving.
However, the conventional finite element analysis does
not consider the manufacturing process constraints in its
modeling and hence, the process parameters obtained
through such an analysis is more theoretical and not
realistic enough. Therefore, a new approach to obtain
more realistic and optimized process parameters
following the finite element analysis is the need of
manufacturing industries.

Most other extrusion process simulations have been done
for food industries like by Lertsiriyothin and Kumtib [10],
and plastic or polymer manufacturing units such as by
Salazar [11].

Extrusion problems often result in downtime and/or outof-specification products, and this can be very costly. The
nature of the extrusion process is often complex.
Therefore, the determination of an appropriate solution to
the cause(s) of any problem in the extrusion process is
difficult, particularly if the solution must be found

Plenty of studies related to finite element-based models
and mathematical descriptions as mentioned above have
already been carried out. The finite element models
provide the needed information but cannot be applied for
direct and fast decision making. The finite element
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quickly. Linear programming and other iterative methods
have been used to tackle the extrusion process problems.
However, due to the inherent time consuming nature of
such methods, quick and rapid problem solving as desired
by industries has not been achievable. Additionally,
today, the process development in industrial extrusion is
to a great extent based on trial and error and often
involves full-size experiments, which are both expensive
and time-consuming. In contrast, simulation of the
extrusion process prior to plant execution and as and
when required, proves to solve the extrusion operation
problems quickly and more efficiently and at a lower cost.
In this paper, model of a real extrusion plant is built in
IGRIP, a Delmia group software from Dassault Systems
[12]. The model of the plant is simulated in IGRIP using
the Graphical Simulation Language (GSL) whereby the
virtual operation of the plant may be viewed.
Additionally, the dynamics module offered by Delmia is
used to model and simulate the extrusion plant dynamics.
Simulation is performed to obtain the optimized values of
the principal variables that affect the extrusion process.

ABSTRACT
The objective of this paper is to optimize the principal
extrusion variables by means of manufacturing simulation
of the extrusion model. The finite element analysis of the
extrusion model does not consider the manufacturing
process in its modeling. Therefore, the process parameters
obtained through such an analysis remains highly
theoretical in that these parameters differ from the actual
extrusion process parameters. Additionally, due to the
nature of the extrusion process, it is often quite difficult to
determine the cause of an extrusion problem and find its
proper solution, particularly if it must be done quickly.
The manufacturing simulation of the extrusion process
prior to plant execution helps to make the actual extrusion
operation more efficient because more realistic parameters
may be obtained through the simulation. Additionally,
troubleshooting the process becomes simpler. In this
paper, we have developed the simulation model of a real
extrusion plant using IGRIP. The model of the plant is
simulated in IGRIP using the Graphical Simulation
Language (GSL). The dynamics of the plant is also
incorporated in the simulation model. Through
simulation, optimized values of variables that affect the
extrusion process are obtained.

BACKGROUND
Sivaprasad, Venugopal, Davies and Prasad [7] have
identified the optimum process parameters using finite
element simulation. They discuss the use of processing
map with the output of the finite element analysis to
design the process. Tibbetts and Ting-Yung [8] have used
optimization technique for a direct extrusion machine.
Their work is related to product optimization with focus
on surface quality and micro-structural uniformity of
product. They have presented a model which is derived
directly from the mathematical description of the physical
phenomena present. Hansson, in her Ph.D. thesis [9], has
used finite elements method for the simulation of stainless
steel tube extrusion.

INTRODUCTION
One of the greatest challenges in an actual extrusion
operation is efficient and rapid problem solving.
However, the conventional finite element analysis does
not consider the manufacturing process constraints in its
modeling and hence, the process parameters obtained
through such an analysis is more theoretical and not
realistic enough. Therefore, a new approach to obtain
more realistic and optimized process parameters
following the finite element analysis is the need of
manufacturing industries.

Most other extrusion process simulations have been done
for food industries like by Lertsiriyothin and Kumtib [10],
and plastic or polymer manufacturing units such as by
Salazar [11].

Extrusion problems often result in downtime and/or outof-specification products, and this can be very costly. The
nature of the extrusion process is often complex.
Therefore, the determination of an appropriate solution to
the cause(s) of any problem in the extrusion process is
difficult, particularly if the solution must be found

Plenty of studies related to finite element-based models
and mathematical descriptions as mentioned above have
already been carried out. The finite element models
provide the needed information but cannot be applied for
direct and fast decision making. The finite element
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analysis, in particular, does not consider the
manufacturing process in its modeling and so, the process
parameters obtained through such an analysis differs form
the actual manufacturing process parameters. In such a
scenario, following the finite element analysis,
optimization of process parameters based on the
manufacturing simulation of the process yields a direct
solution for the real process in that the appropriate process
parameters can be recognized directly. The indirect
extrusion simulation for the optimization of process
parameters dealt with in this paper is thus found to be new
and the simulation-based approach is found to be novel in
the area. Such an approach is found to provide quick and
efficient solution to extrusion problems.

the extrusion ratio, ER
speed of extrusion, Vextrusion
the extrusion pressure, PT(ER)

Interdependence between extrusion variables
During the operation of an extrusion plant, while
extrusion is taking place, billets will be waiting for their
turn to get loaded to the container for extrusion. In hot
extrusion, the billets are preheated. It should be assured
that the next billet in queue is heated to the required
preheat temperature (θpreheat) during the time (τwait) it waits
in the queue. For efficient heat usage, τwait would be
approximately equal to the sum of the time taken by the
current billet to be extruded (τextrusion) and the time taken
for the change of die (τdieChange). Therefore, considering
the time taken to preheat to be τpreheat,
τpreheat = τwait = τextrusion + τdieChange

INDIRECT EXTRUSION
The extrusion process

Temperature is one of the most important parameters in
extrusion. The flow stress (σ) is reduced if the
temperature is increased and deformation is therefore,
easier, but at the same time, the maximum extrusion speed
is reduced because localized temperature can lead to
incipient melting temperature.

Extrusion is a plastic deformation process in which a
block of metal, called the billet, is forced to flow by
compression through the die opening of a smaller crosssectional area than that of the original billet [4] as shown
in Fig. 1. In indirect extrusion process, the die at the front
end of the hollow stem moves relative to the container,
but there is no relative displacement between the billet
and the container as depicted in Fig. 1. Therefore, this
process is characterized by the absence of friction
between the billet surface and the container, and there is
no displacement of the billet center relative to the
peripheral regions.

The response of a metal to extrusion processes can be
influenced by the speed of deformation. Increasing the
ram speed produces an increase in the extrusion pressure.
The temperature developed in extrusion increases with
increasing ram speed.
Thus, it is important to determine the optimal values of
the principal extrusion variables for a specified extrusion
ratio (ER) such that, while on the one hand, the aluminum
billet does not reach its solidus point ie, it’s melting
temperature, and on the other hand, efficient extrusion is
assured. Extrusion ratio (ER) is the ratio of container bore
area to the total cross-sectional area of extrusion. For an
extrusion process, ER is fixed.

Extrusion can be cold or hot. In this paper, we consider
the hot extrusion process. In hot extrusion, the billet is
preheated to a certain temperature to facilitate plastic
deformation.

The response of a metal to extrusion processes can be
influenced by the speed of deformation. Increasing the
ram speed produces an increase in the extrusion pressure.
The temperature developed in extrusion increases with
increasing ram speed.
Thus, it is important to determine the optimal values of
the principal extrusion variables for a specified extrusion
ratio (ER) such that, while on the one hand, the aluminum
billet does not reach its solidus point ie, it’s melting
temperature, and on the other hand, efficient extrusion is
assured. Extrusion ratio (ER) is the ratio of container bore
area to the total cross-sectional area of extrusion. For an
extrusion process, ER is fixed.

Extrusion can be cold or hot. In this paper, we consider
the hot extrusion process. In hot extrusion, the billet is
preheated to a certain temperature to facilitate plastic
deformation.

The properties of the extruded aluminium shapes are
affected greatly by the way in which the metal flows
during extrusion. The metal flow is influenced by several
factors of which the following are considered in this
paper:
1.
the size of billet (length and diameter)
2.
the temperature of billet, θpreheat
3.
the temperature of container
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solution for the real process in that the appropriate process
parameters can be recognized directly. The indirect
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Figure 2: Interdependence between extrusion variables
Determination of ram speed (Vextrusion) is the most
important for a particular extrusion ratio. The ram speed
affects the extrusion time (τextrusion). The preheat time
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(τpreheat), in turn, is related to the extrusion time.
Therefore, simulation is performed for a specific
extrusion ratio and speed of ram to obtain the extrusion
time. The extrusion time is used to decide the amount of
heat (QT) that a waiting aluminum billet should be given
to reach the preheat temperature (θpreheat) during the period
of its waiting time (τwait).

(τpreheat), in turn, is related to the extrusion time.
Therefore, simulation is performed for a specific
extrusion ratio and speed of ram to obtain the extrusion
time. The extrusion time is used to decide the amount of
heat (QT) that a waiting aluminum billet should be given
to reach the preheat temperature (θpreheat) during the period
of its waiting time (τwait).

The actual pressure exerted on the ram is the total
pressure. The total extrusion pressure required for a
particular extrusion ratio (ER) is given by:
PT(ER) = PD + PF + PR
where, PD is the pressure required for the plastic
deformation of the material. PF is the pressure required to
overcome the surface friction at the container wall
friction, dead metal zone friction, and die bearing friction.
PR is the pressure required to overcome redundant or
internal deformation work.
Each of the above may be represented in functional
form as:

The actual pressure exerted on the ram is the total
pressure. The total extrusion pressure required for a
particular extrusion ratio (ER) is given by:
PT(ER) = PD + PF + PR
where, PD is the pressure required for the plastic
deformation of the material. PF is the pressure required to
overcome the surface friction at the container wall
friction, dead metal zone friction, and die bearing friction.
PR is the pressure required to overcome redundant or
internal deformation work.
Each of the above may be represented in functional
form as:

Figure 3: Extrusion rate versus flow stress

PD = f (flow stress σ, strain ε)
where, the flow stress σ = f (strain ε, strain rate,
temperature of material T).

The values of the principal variables so obtained may be
valid only for theoretical use. In reality, the values of
these variables may differ for a practical extrusion
process. Also, these values may not be within the
permissible values of a particular extrusion machine. So, a
simulation is performed, considering the dynamics of the
process – stress and strain factors, changes in temperature
and pressure, the friction and speed of extrusion – and the
permissible value of process parameters to validate the
process with the values so obtained.

Here, strain ε = ln(AC/AE) where, AC = area of container
and AE = area of extrusion
PF = f (billet diameter D, length of billet L)
PR = f (flow stress σ)
The extrusion pressure, PT(ER), is thus dependent upon the
size of the billet, the extrusion ratio, the temperatures of
billet and container, flow stress and the strain rate of
aluminum. The pressure, PT(ER), so obtained is used to find
the extrusion speed (Vextrusion). Generally, a chart is
provided by the extrusion machine manufacturer that
gives the extrusion speed required to produce a particular
extrusion pressure PT at a specified temperature and
extrusion ratio (Fig. 3, 4 and 5). The extrusion speed may
be utilized to find the extrusion time (τextrusion). The
extrusion time, in turn, may be used to find the time
required by an aluminum billet to wait (τwait) before it gets
loaded to the container for extrusion. This amount of time
is used to find the amount of heat (QT) that should be
supplied to the aluminum billet during this time (τwait) to
reach its preheat temperature (θpreheat). The values of
θpreheat and Vextrusion should be such that the aluminum billet
does not reach its solidus temperature, which is
approximately 660ºC [3], during the actual extrusion
process; which is to say, after the Vextrusion is known, θpreheat
should be so selected as to ensure that the aluminum billet
does not reach its solidus temperature during extrusion.

Figure 4: Surface temperature of extruded
product versus ram displacement
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Figure 6: The IGRIP model of the extrusion plant used for
simulation
and writings to a database that contains the permissible
values of extrusion variables and tables containing the
values of extrusion speeds required to produce
corresponding extrusion pressures. The database also
contains further vendor-specific data regarding extrusion.

Figure 5: Increase in emergent temperature
versus ram speed
IGRIP offers a dynamics module that facilitates the
incorporation of the dynamics of a process. Any
necessary changes may then be made and simulation may
be performed several times until the values of the
variables satisfy usage in a real extrusion process. For
example, if after calculations, the billet temperature
obtained will lead to the aluminum billet reaching its
solidus temperature, then the extrusion speed, Vextrusion,
may be reduced. The reduced extrusion speed may be
used to find a different extrusion pressure, PT(ER) and also
to calculate the extrusion time, τextrusion. This extrusion
time, in turn, may be used to find the time for the billet to
wait, τwait before it gets loaded to the container for
extrusion. Also, the amount of heat, QT that has to be
supplied to the aluminum billet during τwait may be
calculated.
THE EXTRUSION SIMULATION FRAMEWORK
AND IMPLEMENTATION

Figure 7: The implementation architecture
The use of the optimized values of the principal extrusion
variables in several simulations of the plant resulted in a
reduced cycle time of the plant. The minimum decrease in
cycle time was 2 minutes which makes a decrease of 8.33
percent whereas the maximum decrease was of 12
minutes that accounts for a 37.5 percent decrease. The
average decrease was approximately 5 minutes which is
about 20.8 percent (Fig. 8). The power consumed by the
complete extrusion operation was also decreased
considerably in the simulations of extrusions at varying
extrusion ratios (ER). The percentage decrease ranged
between a minimum of 4 percent to a maximum of 17
percent with an average of 12.7 percent considering
simulations at all extrusion ratios (Fig. 9). The simulation
results are highly encouraging to be subsequently applied
to a real world extrusion process in the future after
considering the product optimization.

A graphical model of the extrusion plant is built using
IGRIP (Fig. 6). The model is validated against the
working of a real machine. The validated model is then
simulated using the Graphical Simulation Language
(GSL) in IGRIP. The dynamic properties of the extrusion
process are taken into account in the extrusion model by
making use of the dynamics module in IGRIP.
A client software was built using Visual C++. Values of
the principal variables for extrusion are sent as inputs
from this client (Fig. 7). The server makes use of these
principal variables for the simulation of the extrusion
model. Additionally, we developed an interface program
between the client and the server so that message sent
from the VC++ client is read into the GSL program in the
server. The GSL program makes necessary readings from
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DISCUSSIONS AND CONCLUSION
In this paper, the use of simulation for the optimization of
principal extrusion variables was discussed. IGRIP and
the dynamics module in IGRIP were used to model an
actual extrusion machine. The model was then simulated
using Graphical Simulation Language. The optimization
obtained is positive and better optimization may be
attained by considering wider factors that affect the
dynamics of the extrusion process. Additionally,
corresponding product optimization study will only better
the actual optimization process and near the use of
simulated data for real extrusion processes.
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For a given M-Task program many different schedules
may be possible. Which schedule achieves the best results, i.e. leads to a minimum parallel runtime of the
application, depends on the application itself and on
the target platform. Therefore for target platforms with
different computation and communication behavior different schedules may lead to a minimum runtime. Determining the optimal schedule is an NP-hard problem,
but many scheduling heuristics and approximation algorithms have been proposed to get a near optimal solution to this problem.
Developing an M-Task application is more complex
and error-prone compared to the development of pure
SPMD applications. This mainly results from two different types of communication (between M-Tasks vs. within an M-Task) and from the additional code required
to manage the partitioning of the set of processors into
subsets, on which the M-Tasks are executed. Furthermore, changes in the schedule of an M-Task application usually require a complex restructuring of the whole
program resulting from a different processor group layout and a different communication pattern. A variety
of languages, tools, libraries and frameworks to assist
in the development of M-Task applications has been
proposed. An overview is given in [1]. Most of these
approaches still require the developer to manually specify the schedule for an application. As different target
platforms may require different schedules this leads to
a poor portability.
Many of the proposed scheduling algorithms for MTask applications with precedence constraints have similarities on how to approach the scheduling problem. We distinguish three main categories, which we
call Allocation-and-Scheduling-based algorithms, Layerbased algorithms, and Configuration-based algorithms.
Allocation-and-Scheduling-based algorithms consist of
an allocation step, which fixes the number of executing processors for each M-Task, and a scheduling
step, which determines the execution order of the tasks
and the exact processor groups. Layer-based algorithms
shrink and decompose the directed acyclic graph representing an M-Task application into a set of layers of
independent M-Tasks. The scheduling is performed for
each layer in isolation and the resulting layer schedules
are joined into a global schedule for the whole application. Configuration-based algorithms are single step
methods that construct schedules based on a predefi-
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Abstract— Many parallel applications from scientic
computing show a modular structure and are therefore
suitable for the multiprocessortask programming model
with precedence constraints. This programming model
has been shown to yield better results than a pure dataparallel or a pure taskparallel execution on distributed
memory platforms in many cases. The efficient execution of multiprocessortask programs requires an appropriate schedule, which takes the structure of the application and the performance characteristics of the target
platform into account. Many heuristics and approximation algorithms have been proposed to fulfil this scheduling task. In this paper we consider popular scheduling algorithms that have been implemented in a scheduling toolkit. Specifically, we introduce Allocation-andScheduling-based algorithms and compare their runtime
for large task graphs consisting of up to 1000 nodes and
target systems with up to 256 processors. Furthermore
we consider the quality of the produced schedules and
derive a guideline describing which scheduling algorithm
is most suitable in which situation.

I. Introduction
A current challenge in the development of parallel
applications for distributed memory platforms is the
achievement of a good scalability even for a high number of processors. Often the scalability is impacted
by the use of collective communication operations like broadcast operations, whose runtime exhibits a logarithmic or even linear dependence on the number of
participating processors. Especially the advent of large
homogeneous cluster systems and hierarchical clusterof-clusters, which consist of multiple homogeneous clusters, necessitates a programming model that can help
to reduce the communication overhead.
A possible approach is the model of multiprocessortask (short M-Task) programming with dependencies
[7]. In this programming model a parallel application
consists of a set of M-Tasks, which can be executed on
an arbitrary subset of the available processors. Additionally there may be dependencies between M-Tasks
meaning that these M-Tasks have to be executed one
after another. These dependencies usually arise from
communication phases that are necessary between the
execution of M-Tasks to exchange data. For independent M-Tasks a consecutive or a concurrent execution
on disjoint subsets of the available processors is possible. A schedule assigns each M-Task at least one processor and fixes the execution order of the M-Tasks.
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and error-prone compared to the development of pure
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to manage the partitioning of the set of processors into
subsets, on which the M-Tasks are executed. Furthermore, changes in the schedule of an M-Task application usually require a complex restructuring of the whole
program resulting from a different processor group layout and a different communication pattern. A variety
of languages, tools, libraries and frameworks to assist
in the development of M-Task applications has been
proposed. An overview is given in [1]. Most of these
approaches still require the developer to manually specify the schedule for an application. As different target
platforms may require different schedules this leads to
a poor portability.
Many of the proposed scheduling algorithms for MTask applications with precedence constraints have similarities on how to approach the scheduling problem. We distinguish three main categories, which we
call Allocation-and-Scheduling-based algorithms, Layerbased algorithms, and Configuration-based algorithms.
Allocation-and-Scheduling-based algorithms consist of
an allocation step, which fixes the number of executing processors for each M-Task, and a scheduling
step, which determines the execution order of the tasks
and the exact processor groups. Layer-based algorithms
shrink and decompose the directed acyclic graph representing an M-Task application into a set of layers of
independent M-Tasks. The scheduling is performed for
each layer in isolation and the resulting layer schedules
are joined into a global schedule for the whole application. Configuration-based algorithms are single step
methods that construct schedules based on a predefi-
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ned set of possible configurations for each M-Task.
In this paper we examine Allocation-and-Schedulingbased algorithms. We present a detailed comparison of
the runtime and the quality of the produced schedules
for scheduling algorithms from this class. Finally, we
derive a guideline, which M-Task scheduling algorithm
is most suitable in which situation. The performance of
M-Task scheduling algorithms was compared in [4], [5],
however only small applications were considered and a
different set of algorithms was used. To enable an automatic scheduling of M-Task applications based on cost
expressions for the M-Tasks and for the communication between the tasks we develop a scheduling toolkit[2].
This toolkit includes scheduling algorithms from different categories including the presented Allocation-andScheduling-based algorithms. The use of a toolkit permits the examination of different scheduling algorithms
using an identical environment by utilising similar data structures for representing M-Task applications and
schedules.
This paper is structured as follows. Section II explains the multiprocessortask programming model with
dependencies. Section III gives an overview of the considered scheduling algorithms. The obtained benchmark
results are discussed in Section IV and Section V concludes the paper.

The costs for a path in the M-Task dag under a given allocation are defined as the sum of the computing
costs of all nodes and the data redistribution costs of
all edges belonging to the path. The longest path in
the M-Task dag is called the critical path and has a
length of TCP (A). The set CP (A) contains all nodes
on the critical path. The top level T Lv (A) of an MTask v ∈ V is the length of the longest path from any
task without predecessors to task v excluding v. The
length of the longest path from a node v ∈ V to any
node without successors including v is called the bottom level BLv (A). The work Wv of an M-Task v ∈ V
is the product of the computing time and the allocation, i.e. Wv (av ) = Tv (av ) ∗ av . The average computing
area TA is the arithmetical
P mean of the works of all
M-Tasks, i.e. TA (A) = P1 v∈V Wv (av ).
An M-Task may either be a basic M-Task that is
implemented using an SPMD programming style or a
complex M-Task that is built up from other M-Tasks
and can be represented by an M-Task dag. Hence a hierarchical structure as it is described in the TwoL(Two
Level)-approach[8] arises.
The execution of an M-Task application is based
on a schedule S, which assigns each M-Task v ∈ V
a processor group gv and a starting time TSv , i.e.
S(v) = (gv , TSv ). A feasible schedule has to assure that
all required input data are available before starting an
M-Task, meaning that all predecessor tasks have finished their execution and all necessary data redistributions have been carried out, i.e.

II. Programming Model
Many programming models are based on M-Tasks.
In the M-Task programming model with precedence
constraints a parallel application can be represented
by an annotated direct acyclic graph (M-Task dag)
G = (V, E). Figure 1 shows an example of an M-Task
dag.
A node v ∈ V corresponds
to the execution of an MTask, which is a parallel program part that can be executed on any nonempty subset
gv ⊆ {1, . . . , P } of the available processors of a P processor target platform. The size
of a processor group |gv | is also denoted as the allocation
av of a task v. The allocation
Fig. 1. Example of a
A : V → [1, . . . , P ]|V | of the
small M-Task dag.
M-Task dag unites the single
allocations av ∀v ∈ V .
A directed edge e = (v1 , v2 ) ∈ E represents precedence constraints between the M-Tasks v1 and v2 , i.e.
v1 produces output data required for v2 and therefore v1 and v2 have to be executed one after another.
Edges may lead to a data redistribution if the processor group changes, i.e. gv1 6= gv2 or if v1 and v2 require different data distributions. M-Tasks that are not
connected by a path in the M-Task dag can be executed
concurrently on disjoint subsets of the available processors. Each node v ∈ V is assigned a computation cost
Tv : [1, . . . , P ] → R+ and each edge e = (v1 , v2 ) ∈ E is
assigned a communication cost Tcomm (v1 , v2 ).

TSn + Tn (|gn |) + Tcomm (n, m) ≤ TSm
∀n, m ∈ V and (n, m) ∈ E.
Furthermore M-Tasks whose execution time interval
overlaps have to run on disjoint processor groups, i.e. if
[TSn , TSn + Tn (|gn |)] ∩ [TSm , TSm + Tm (|gm |)] 6= ∅
then gn ∩ gm = ∅ ∀ n, m ∈ V.
The makespan Cmax (S) of a schedule S is defined as the
point in time at which all M-Tasks of the application
have finished their execution, i.e.
Cmax (S) = max(TSv + Tv (|gv |).
v∈V

In this paper we only consider non-hierarchical M-Task
applications, i.e. only basic M-Tasks are available, and
we do not take data redistribution costs into account.
This is feasible as these costs are usually a magnitude lower compared to the computational costs of the
M-Tasks and it is often possible to hide at least parts
of these costs by overlapping of computation and communication. We only consider M-Tasks graphs that belong to the class of series parallel graphs (sp-graphs),
because these graphs reflect the regular structure of
most scientific applications. Series-parallel-graphs are
a subset of directed acyclic graphs that are built by the
following recursive definition [9]. A single node is an spgraph. Two sp-graphs SP1 = (V1 , E1 ), SP2 = (V2 , E2 ),
can be combined to a new sp-graph by a series composition or a parallel composition. A sink node of a
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sp-graph is a node without successors and a source node is a node without predecessors. A series composition
connects every node from the set of sinks T1 ⊆ V1 of
SP1 with nodes from the set of sources S2 ⊆ V2 of SP2
by a new edge: SPnew = (V1 ∪ V2 , E1 ∪ E2 ∪ T1 × S1 ).
A parallel composition merges the set of nodes and the
set of edges of SP1 and SP2 to a new series-parallel
graph: SPnew = (V1 ∪ V2 , E1 ∪ E2 ).

scheduling. The allocation phase assigns each M-Task a
single processor and a List-Scheduling algorithm with
the bottom levels as a priority function is used for the
scheduling phase. The worst case time complexity of
O(E + V logV + V P ) for the Taskparallel scheduler is
equal to the List-Scheduling algorithm.
c) TSAS:
The Two Step Allocation and Scheduling(TSAS)[6] scheduler transfers the problem to find a
discrete allocation for each M-Task to an optimization
problem in the continuous space. The objective of the
optimization is to find an allocation Ac : V → R|V| that
minimizes max{TCP (Ac ), TA (Ac )}. The intention is to
find an allocation that is a good trade-off between critical path length and average area, which are both lower
bounds on the makespan of any feasible schedule. If the
cost functions are posynomials a convex optimization
problem results, which has a unique global minimum
that can be determined by an iterative algorithm in
polynomial time. A posynomial function f of a positive
vector variable x ∈ Rm has the form

III. Scheduling Algorithms
A popular approach to the M-Task scheduling problem with precedence constraints is a two-step approach introduced in [6] consisting of an allocation
step and a scheduling step, which we therefore call
Allocation-and-Scheduling-based algorithms. The allocation step determines the allocation av for each node
v ∈ V of the M-Task dag. The exact layout of the processor group gv and the starting time index TSv is determined in the scheduling step. Most of these algorithms
only differ in the allocation step and use a modified
List-Scheduling algorithm in the scheduling step.
The modified List-Scheduling algorithm is based on
a priority queue with different priority functions (earliest start time, bottom level, top level, smallest task
or largest task). The List-Scheduling algorithm works
as follows. Initialize the priority queue q by adding the
source nodes of the M-Task dag. While q is not empty
remove and schedule the head node v of the queue. The
scheduling of v with an actual start time of TSv is done
by finding a suitable set gv of processors for av with
the earliest processor ready time Tgv . Afterwards the
schedule time index TSv is re-evaluated by the following equation:

f (x) =

N
X
i=1

ci

m
Y

a

xj ij

j=1

with positive coefficients ci ∈ R+ and exponents aij ∈
R. For our tests we use cost expressions based on Amdahl’s law, which are posynomial functions. The result
of the allocation phase is obtained by mapping the continuous solution of the optimization problem to discrete
space. The scheduling phase uses a List-Scheduling algorithm with the earliest possible start time of a task
as a priority function.
d) CPA:
The Critical Path and Area-based scheduling (CPA)[5] scheduler was designed as a low-cost
scheduler and a computationally cheap heuristic is employed for the allocation phase. The idea of the allocation phase is to find an allocation A that minimizes max{TCP (A), TA (A)} and is therefore similar to
TSAS. The starting point is an allocation of one processor per task, i.e. av = 1 ∀v ∈ V . Each iteration
of the main iteration loop chooses a critical path task
v ∈ CP (A) and increases its allocation, i.e. av = av +1.
As a consequence, the critical path may change and
other nodes are considered in subsequent iterations.
The main loop terminates when the average area exceeds the length of the critical path for the current allocation, i.e. TA (A) ≥ TCP (A). The scheduling phase
uses a List-Scheduling heuristic with the bottom levels
of the tasks as a priority function. The worst case complexity of CPA is O(V (V + E)P ), which arises from
O(V P ) iterations of the main iteration loop each requiring O(V + E) time to compute the critical path and a
single execution of the List-Scheduling algorithm.
e) CPR:
The Critical Path Reduction (CPR)[4]
scheduler follows a similar approach as the CPAscheduler but uses a more complex heuristic in the
allocation phase to reduce the length of the critical
path in the M-Task dag. CPR starts with an allocation of one processor per task, i.e. av = 1 ∀v ∈ V . The
main iteration loop first computes a priority prio for

TSv = max(Tgv , TSv )
The finish time TFv = TSv + Tv (av ) of v is computed
and the earliest start time of the successors of v and the
processor ready times of the processors in gv are set to
this time. If the scheduling of v leads to the fulfilment of
all precedence constraints of a successors of v this successor is added to the priority queue q. The worst case
complexity of the modified List-Scheduling algorithm
is O(E + V log(V ) + V P ) resulting from O(V + E) for
the computation of the task priorities, O(V logV ) for
removing V tasks from the queue and maintaining the
queue ordering and O(V P ) to schedule V tasks on P
processors.
In the following we present the main ideas of scheduling algorithms belonging to the class of Allocationand-Scheduling-based algorithms.
a) Dataparallel:
The Dataparallel scheduler allocates all available processors to each M-Task in the
allocation phase resulting in an SPMD processing style. A topological sort of the task graph can be used to
obtain an order of execution of the tasks in the scheduling step. As the nodes of the input task graphs in
our scheduling toolkit are already stored in topological
order, the Dataparallel scheduler runs in O(V ).
b) Taskparallel: The Taskparallel scheduler produces a schedule as it is known from uniprocessortask
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path in the M-Task dag. CPR starts with an allocation of one processor per task, i.e. av = 1 ∀v ∈ V . The
main iteration loop first computes a priority prio for

TSv = max(Tgv , TSv )
The finish time TFv = TSv + Tv (av ) of v is computed
and the earliest start time of the successors of v and the
processor ready times of the processors in gv are set to
this time. If the scheduling of v leads to the fulfilment of
all precedence constraints of a successors of v this successor is added to the priority queue q. The worst case
complexity of the modified List-Scheduling algorithm
is O(E + V log(V ) + V P ) resulting from O(V + E) for
the computation of the task priorities, O(V logV ) for
removing V tasks from the queue and maintaining the
queue ordering and O(V P ) to schedule V tasks on P
processors.
In the following we present the main ideas of scheduling algorithms belonging to the class of Allocationand-Scheduling-based algorithms.
a) Dataparallel:
The Dataparallel scheduler allocates all available processors to each M-Task in the
allocation phase resulting in an SPMD processing style. A topological sort of the task graph can be used to
obtain an order of execution of the tasks in the scheduling step. As the nodes of the input task graphs in
our scheduling toolkit are already stored in topological
order, the Dataparallel scheduler runs in O(V ).
b) Taskparallel: The Taskparallel scheduler produces a schedule as it is known from uniprocessortask
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is O(|VD |∗P ∗X 2 ). X 2 is the main factor in the complexity. We try to decrease the runtime of the algorithm by
mapping the runtimes of the nodes to integers getting
an X that is small but produces relative good schedules. The mapping has to be performed, because the
algorithm needs integers to process the dynamic programming approach. We use the following formula to
map the runtimes: X = (1+|V |/adapt)∗4, adapt = 250.
This mapping depends on the number of nodes |V | in
the sp-graph. It tries to find a good solution for getting
different integer values for different original execution
times of the tasks by keeping X small. The value for
adapt is based on runtime tests on our target machine
and it is possible to find a good solution for adapt by
running some tests on other target machines.

all tasks based on the sum of the top and bottom level, i.e. priov = T Lv + BLv ∀v ∈ V and inserts all
tasks in a priority queue. Afterwards the head task v
of the priority queue is removed from the queue, the
allocation is increased by 1, i.e. av = av + 1, and
a List-Scheduler with a bottom level priority function is run with the current allocation. If the constructed schedule has a lower makespan than any previously obtained schedule, the current allocation is commited and the main loop is started over. Otherwise the
changes are rejected, i.e. av = av − 1, and the next
task in the priority queue is considered. The main loop
terminates, when the priority queue runs empty, i.e.
there is no task for which increasing its allocation results in a better schedule. The time complexity of CPR
is O(EV 2 P + V 3 P log(V ) + V 3 P 2 ) and results from
O(V P ) executions of the main iteration loop in the
worst case, which occurs when P processors are allocated to each of the V tasks. Each loop iteration may have
to call the List-Scheduling algorithm for all V tasks in
the worst case.
f ) MSAA:
The Modified sp-graph approximation algorithm (MSAA)[3] scheduler uses an approximation algorithm based on integer values for the execution time of the tasks in the allocation phase and
an earliest start time List-Scheduler in the scheduling
phase. The approximation algorithm tries to decide
within pseudo-polynomial time whether an allocation
with costs c(A) ≤ X exists for a given positive integer
bound X. X represents the critical path length in the
M-Task dag for a pure taskparallel allocation

IV. Results
A. Testing Environment
The benchmark tests presented in this Section are
obtained by running the scheduling toolkit on an Intel
Xeon 5140 (“Woodcrest“) system clocked at 2.33 GHz.
The available main memory was 8 GB cached by an
L2 cache with a size of 4 MB. To run the scheduling
toolkit the 64 bit version of the Java 2 SE Runtime
Environment (JRE) Version 5.0 Update 9 was used.
For the benchmarks, we use test sets consisting of
100 different M-Task dags, which belong to the class
of series-parallel-graphs (sp-graphs). The generation algorithm used to construct these graphs starts with a
number of sp-graphs consisting of a single node and
randomly combines these graphs by a serial or a parallel composition. Afterwards all nodes of the graph are
annotated by a runtime estimation formula according
to Amdahl’s law (Tpar = (f + (1 − f )/p) ∗ Tseq ), which
describes the parallel runtime Tpar on p processors for a
problem with an inherent sequential fraction of computation f (0 ≤ f ≤ 1) and a runtime on a single processor
Tseq (Tseq > 0).

c(A) = max{TCP (A), TA (A)} ≤ Cmax (S).
This algorithm operates not at the sp-graph itself but
on the decomposition tree of the sp-graph. The spgraph decomposition tree GD = (VD , ED ) corresponds
to a rooted, ordered, binary tree [9]. The internal nodes correspond to the composition of the sp-graph and
are labeled s (series composition) or p (parallel composition). The leafs are the nodes in the sp-graph. After the decomposition of the sp-graph a matrix F of
dimension |VD | × X is built that contains the values
F [vD , l], 1 ≤ vD ≤ |VD |, 0 ≤ l ≤ X. Each F [vD , l]
represents the smallest possible value for the work
WvD (AvD ) of a node vd in the decomposition tree that
holds the following property: An allocation A for the
tasks in the sub decomposition tree under vd exists with

B. Runtime Results
In this Subsection we consider the runtime of the implemented scheduling algorithms. All presented measurements are the arithmetical mean of the runtimes for
each M-Task dag within a test set. The same test set
was used when varying the number of processors, but
changing the number of nodes requires a different set.
The Dataparallel and Taskparallel schedulers achieve the lowest runtimes of all scheduling algorithms as
the execution does not involve a sophisticated scheduling process. The runtimes of the Dataparallel scheduler range from 0.5 ms for 50 nodes to 10.4 ms for 1000
nodes and are independent from the number of processors. These execution times can be considered as a general overhead factor for the management of the internal structures of the scheduling toolkit. Figure 2 shows
the average runtimes of the Taskparallel scheduler. The
measurements for the Taskparallel scheduler show an
almost linear dependence on the number of nodes and
a slow increase of the runtime with the number of processors. The runtime for 256 processors is about 20%

TCP (A) ≤ l, TA (A) ≤ WvD (AvD ).
A dynamic programming approach is used to compute all F [vD , l] values starting in the leafs of the decomposition tree and moving upwards to the root. The
last step of the algorithm is to find a value for l with
F [rootD , l]/P ≤ X. Because more than a single l can
be found, we use all possible candidates of l in the list
scheduling step to determine the best solution. The allocations for the l-values can be found by storing additional information in the computing step of all values in F . The complexity of the allocation algorithm
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higher compared to the execution time for 16 processors. These runtimes are also a measure for the ListScheduling part in CPA, CPR, TSAS and MSAA, as
the same heuristic is employed in these algorithms.
The average runtimes of TSAS are shown in Figure 3. Because of the high runtime requirements for 100
test runs we only show results for up to 200 nodes for
this scheduling algorithm. The main part of the work
of TSAS is done in the allocation step, when solving
the convex optimization problem. The runtime of this
step is directly influenced by the number of required
iterations. For all tested numbers of nodes the average
runtime of TSAS decreased when increasing the number of processors. This is an interesting behavior that
is unique within the tested scheduling algorithms and
can be explained by a faster convergence of the convex
programming approach. In our tests we experienced a
medium deviation between the minimum and the maximum runtimes of TSAS for a given test set.
As the average execution times of CPA that are presented in Figure 4 show, CPA achieves a good performance even for a high number of nodes for target platforms with a low number of processors. The runtime
increases linearly with the number of processors agreeing with the worst case complexity of CPA. Although
the results show a constant increase of the runtime with

the number of nodes and the number of processors, the
runtimes within a given test set exhibit a large deviation. This mainly results from a different number of
iterations in the main allocation loop, which is responsible for the biggest part of the runtime. The number
of iterations can be between 1 (if the termination criterion is met with the initial allocation) and O(V P ) in
the worst case (when the resulting allocation assigns all
processors to each node).
The average runtime results for CPR are shown in
Figure 5. CPR exhibits the slowest average runtimes
of all implemented scheduling algorithms and was therefore only tested for M-Task dags with up to 200 nodes. Compared to CPA the much higher runtime results
from the execution of the List-Scheduling heuristic in
each iteration, whereas CPA only requires a single ListScheduling step. For target platforms with a low number of nodes CPR still achieves reasonably low runtimes. The runtime of CPR strongly depends on the
input scheduling problem. The deviation between the
minimum and maximum runtimes for a given test set
is the highest of all scheduling algorithms. The reason
for this behavior is similar to CPA a varying number
of iterations in the main allocation loop, which can be
between 1 and O(V P ). This can also explain, why the
test set with 190 nodes requires a higher average run-
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Comparison of the Makespan for 256 Processors
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time compared to the test set with 200 nodes.
Figure 6 shows the runtime results for MSAA with
critical path adaption. The results show that this algorithm achieves a good performance for small and high
numbers of processors and nodes in comparison to CPR
and TSAS. The dependency on the X-value can be seen
in the jumps at 250, 500, 750 and 1000 nodes. The runtime is linear in the number of nodes and linear in the
number of processors if X is fixed. This linear runtime
results from the structure of the |VD | × X matrix used
for computing the F -values that is linear in |VD | and P
and the main factor is X 2 in the allocation step. The
runtimes within a given test set exhibit only small deviations. This results from the dependency of the runtime on X 2 which is much larger than |V | and P .
Table I gives an overview of the relative runtimes of
all tested scheduling algorithms compared to the Dataparallel scheduler averaged over 100 test runs. It comes
to no surprise that the Taskparallel and Dataparallel
Schedulers have a much lower runtime compared to the
other algorithms as no sophisticated scheduling logic
is involved. From the specialized scheduling algorithms
CPA achieves the highest performance and especially
for a low number of processors clearly outperforms all
other algorithms. For a high number of processors the
gap between CPA and MSAA becomes smaller and it
can be assumed that MSAA beats CPA for processor
numbers somewhat higher than 256. TSAS and CPR
(for a high number of nodes) exhibit a considerably
higher runtime than all other algorithms. CPR is faster
than TSAS for a low number of processors, whereas
TSAS beats CPR for larger target platforms.
If the runtime of the scheduling algorithm is an issue,
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Fig. 8. Comparison of the average makespan of different scheduling algorithms for task graphs with 10 to 200 nodes and 256
available processors.

CPA is a good choice, because it achieves the lowest
runtimes of all specialized scheduling algorithms. For
target systems with many processors MSAA might be a
good choice since its runtime is also almost independent
from the structure of the input problem.
C. Quality of the Schedules
In this Section we consider the quality of the produced schedules, i.e. the makespan based on the runtime
estimation formulas. First we consider the average makespan for the test sets with up to 200 nodes. The results for all tested scheduling algorithms are shown in
Figure 7 for 16 available processors and in Figure 8 for
256 processors respectively. Especially Figure 8 shows
no crossing point between the curves of the scheduling
algorithms, i.e. a scheduling algorithm that achieves a
TABLE II: Speedups of the produced schedules relative to the
Dataparallel Scheduler.
Scheduler
Data
Task
TSAS
CPA
CPR
MSAA
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Figure 6 shows the runtime results for MSAA with
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CPA is a good choice, because it achieves the lowest
runtimes of all specialized scheduling algorithms. For
target systems with many processors MSAA might be a
good choice since its runtime is also almost independent
from the structure of the input problem.
C. Quality of the Schedules
In this Section we consider the quality of the produced schedules, i.e. the makespan based on the runtime
estimation formulas. First we consider the average makespan for the test sets with up to 200 nodes. The results for all tested scheduling algorithms are shown in
Figure 7 for 16 available processors and in Figure 8 for
256 processors respectively. Especially Figure 8 shows
no crossing point between the curves of the scheduling
algorithms, i.e. a scheduling algorithm that achieves a
TABLE II: Speedups of the produced schedules relative to the
Dataparallel Scheduler.
Scheduler
Data
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16 procs.
1
1.89
2.25
2.33
2.75
2.51
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1
1.81
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2.78
2.68

128 procs.
1
1.79
2.98
1.72
2.79
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1
1.79
3.14
1.60
2.80
2.62

TABLE III: Number of constructed schedules with the lowest
makespan for 16 (left value) and 256 processors (right value).
Scheduler
Data
Task
TSAS
CPA
CPR
MSAA

50 nodes
0/0
0/0
1/68
9/0
67/18
23/14

100 nodes
0/0
0/0
0/87
11/0
77/8
12/5

150 nodes
0/0
0/0
0/93
12/0
80/7
8/0

scheduling algorithms. We have shown that for a high
number of processors the quality of CPA gets worse and
CPR is mostly outperformed by TSAS. Especially the
experiments in this paper show that the M-Task programming approach clearly outperforms a pure dataparallel execution and is therefore a suitable model for
parallel computation. Table IV gives an overview of the
suggested scheduling algorithm depending on the size
of the input problem (number of nodes), the number of
processors and the runtime of the scheduling algorithm.

200 nodes
0/0
0/0
0/92
18/0
80/8
2/0

TABLE IV: Recommended scheduling algorithms for different
situations.

∗

low number
of processors

high number
of processors

low number
of nodes

CPR∗
CPA∗∗

TSAS∗
MSAA∗∗

high number
of nodes

CPR∗
CPA∗∗

TSAS∗
MSAA∗∗

best quality

∗∗

TABLE III: Number of constructed schedules with the lowest
makespan for 16 (left value) and 256 processors (right value).
Scheduler
Data
Task
TSAS
CPA
CPR
MSAA

50 nodes
0/0
0/0
1/68
9/0
67/18
23/14

good quality, reasonable runtime

better quality for a low number of nodes is also better
for a higher number of nodes. The Dataparallel scheduler delivers the schedules with the highest makespans
for all tested problem instances. The gap to the other
scheduling algorithms increases with the number of nodes as more options for a mixed task and data parallel
execution are available. Table II lists the speedup of all
scheduling algorithms averaged over all task graph sizes
relative to the Dataparallel scheduler. The results of all
other scheduling algorithms lie closer together for 16
available processors and range from a speedup of 1.89
(Taskparallel) to a speedup of 2.75 (CPR). As Figure 7
shows, CPR constantly achieves the best average quality for 16 available processors. On the other hand CPR
gets outperformed by MSAA in 18%, by CPA in 12%
and by TSAS in 4% of the test cases.
For 256 available processors the schedules with the
lowest average makespan are delivered by TSAS with a
speedup of 3.14 compared to a dataparallel execution,
followed by CPR with a speedup of 2.8. The average results obtained by MSAA are located in the mid range
and CPA exhibits an unusual behavior. The makespan
of the schedules delivered by CPA increases if more
processors are available for most scheduling problems.
For 16 processors CPA could achieve competitive makespans but is worse than the Taskparallel scheduler for
256 processors.
Table III shows for each scheduling algorithm the
number of times it could generate the schedule with
the lowest makespan for different number of nodes. The
left number corresponds to 16 available processors and
the right number belongs to 256 available processors.
The Dataparallel and Taskparallel schedulers never construct a minimal schedule. As the average results already showed, CPR obtains the best results for 16 processors and TSAS has the lead for 256 processors.
In summary the results state that there is no scheduling algorithm that clearly dominates the test field.
Our results for low numbers of processors agree with
the findings from [5], [4], where CPR achieves the best
quality and CPA was shown to be competitive to other
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V. Conclusion and Future Work
In this paper we have evaluated a variety of scheduling algorithms for M-Tasks with dependencies belonging to the class of Allocation-and-Scheduling-based algorithms. We compared the runtime of the scheduling
algorithms and the makespans of the generated schedules. If the makespan of the resulting schedule should
be minimized, CPR is a good choice for a low number of processors and the runtime is reasonably low in
this case. For a high number of processors TSAS is faster and constructs better schedules compared to CPR.
As a schedule for an application usually depends on
the input data size and has therefore to be recomputed
multiple times, the running time of the applied scheduling algorithm becomes an important issue. In this case
CPA is a good choice for a low number of processors,
but the resulting schedules are not competitive for a
high number of processors. MSAA offers a good scalability for high numbers of nodes and processors and
produces schedules with a middle-ranked makespan.
Future work includes the examination of additional
categories of scheduling algorithms. It is planned to make the algorithms that are implemented in the toolkit
available to other applications in form of a library.
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ABSTRACT

runtime system are employed for gaining high efficiency
with minimal effort.
In order to support analyzing code sections optimized by
hand and runtime optimizations of applications without
having their source code, a trace based acquisition of data
for analyzing the application’s memory access pattern is
suitable. We present such an approach in this paper. The
advantage of the approach is (1) that it can be applied
also for programs for which the source code is unknown
and (2) that the programmer does not have to apply lowlevel code optimizations to obtain a good overall performance. The approach is based on histograms which are
data structures having the potential to hold the necessary
information like access patterns acquired during a first
phase tracing program run. Based on the histograms of
an application, a second phase computes a memory aligning pad set of all or at least the major cache impacting
references which leads to a better overall performance.
The generated optimal offsets can then be applied by a
compiler to create an optimized binary code. In the case
of only having a binary executable, an enhanced runtime
system can intercept memory allocation operations and
patch them to provide the optimized padding for the following program runs.
The paper’s objective is the presentation of a postcompilation, performance optimizing and visualizing
toolset, which is suitable for general use, even in the absence of the source code of the application to be optimized. In section II, we introduce the notation used in the
rest of the paper. In section III we describe the optimization method. It is subdivided into three parts concerning
the trace driven data acquisition (III-A), the histogram
types describing conflicts (III-B) and the automated optimization algorithm (III-C). In section IV we present
measured results for different example applications before we discuss related work and conclude our paper.

We present a toolset to automatically optimize the cache
efficiency of an arbitrary application by dynamically
padding memory allocations. The toolset is also suitable
to guide manual optimizations. Histograms are used to
evaluate cache simulations of memory traces of the applications considered. A general algorithm is presented
that calculates optimized pad sets based on the information contained in the histograms. These pad sets can then
be used to optimize further runs of the applications examined. Experiments show that the cache hit rates of the
modified applications are considerably increased.
Keywords: cache optimization, dynamic padding, memory tra ces, performance visualization

I. INTRODUCTION
For most programs, the execution time should be as short
as possible. Especially for computation intensive applications a good runtime efficiency minimizes the throughput time, thereby preserving computation resources for
other pending or scheduled applications. Scientific problem solvers, for example, are mostly time and data intensive in nature. Many mathematical computations like
vector-matrix or matrix-matrix multiplications and additions in multiphase, iterative or cyclic algorithms refer to
user data in problem specific access patterns. For regular applications, it can be expected that repeated program executions exhibit a similar memory access pattern. Many data intensive applications therefore benefit
from a high memory bandwidth which in modern architectures is supported by supplying a multi-level cache hierarchy. The efficiency of caching depends strongly on
temporal or spatial reuse, so potential conflicts should
be avoided. Different techniques are applied in order to
ensure that the fastest cache level in the memory hierarchy is addressed first. Padding is one such approach
and has been successfully applied for many high performance applications. Unfortunately, most of these optimization techniques are problem specific and difficult to
adapt for general use. Additionally to a high experience
of the programmer, a deep analysis of the program and its
access pattern is required to become aware of the relevant
effects and to finally optimize cache usage. Due to the
immense effort associated with this approach, often only
post-programming optimizations by the compiler or the

II. TERMINOLOGY
The memory interface of the execution platform is modeled as follows: The cache [Handy, 1998] is subdivided
into cache lines, which represent the minimal amount
of data transferable between cache and main memory.
The main memory is subdivided into memory lines of the
same size SCL , which are mapped round-robin onto the
cache lines. An access which can be satisfied directly
from the cache is called a (cache) hit and takes a latency
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of tLH CPU cycles. If the cache does not contain a copy
of the memory line to be accessed, the access is called
a (cache) miss and results in a maximal stalling time of
tLM cycles for validating by accessing the main memory. An access to a memory line that has been accessed
before is called a reuse. The last access to the reused
memory line before the reuse is called the source access
of the reuse. The time between source access and reuse is
called the reuse distance of the reuse. The set of accesses
occurring within the reuse distance of a reuse, thus, potentially replacing the memory line to be reused, is called
interference of the reuse.
Many cache hardware platforms do not only validate the
cache line just accessed, but also preload the next k ones
in order to prevent latency cycles by adopting an anticipating early validation strategy [Oren, 2000]. A simple
k-line prefetching strategy with k = 1 tries to also load
the line in sequence of the last two accesses into the cache
A reference is a contiguous chunk of memory containing elements accessed by the application. From the address bus’ point of view, each reference R is classified
by its base address base addrR (the first address of the
chunk) and the size of its elements sizeR . For analyzing,
we collect all addresses of the accesses of an array reference and store an extra attribute that counts the number
lengthR of array elements contained. The program/data
trace T is the set of all accessed data- and instruction-bus
addresses. It contains all collected accesses in the form
of tuples ma = (time, addr, acctype) ∈ T specifying
time ∈ [0, runtime in cycles] in absolute system cycles,
the accessed address addr ∈ [0, virtual memory size) of
the reference and the access type acctype, denoted by either r (data read), w (data write), d (data read or write) or
i (instruction read).
Furthermore, a discriminator Ref acctype
ref name can be applied
to T to extract the specific accesses of type acctype of the
reference ref name:

information caught. They will be realized by manipulating the original binary to use dedicated dynamic memory
allocations.
SPD: Given the source code of the application to be
optimized, there is another method for acquiring trace
data that supports a deeper analysis. It is based on self
protocoled datatypes (SPD) that we developed and that
can be used instead of the original data types. Tracing
with these is helpful for examining and refining parts of
the whole program by focusing on only the basic conflicting scenarios within the source code. Additional access attributes like the name of the triggering reference
(refname) and its data type (field-type) can be extracted
without changing the binary used to produce the trace.
These attributes may be taken into account by future optimization strategies like, for example, a symbolic reference analysis.
Other: Due to the availability of the GNU tool gdb on
many architectures, it is interesting to use it for data acquisition by simulated program runs. Binaries (with symbol table) include valuable symbolic information helpful
for generating more transparent analyses.
Another pure simulation tool Simics [Magnusson et al.,
2002], [Magnusson et al., 1998] is useful for address
trace generation with the ability to focus on special application bounded addresses only.
For these and other tools it is mandatory that the trace
generation is not corrupting inter-reference correlations.
Apart from analyzing given applications, the tracing tools
are also useful to verify the benefits of optimizations.
B. Histograms
During the trace run of the program to be analyzed,
the generated access pattern has to be stored in a way
that conserves information on which the later optimization phase depends. Our simulation based histogram illustrations expose patterns in an intuitively understandable manner. A directed extraction of the data stored
in the first phase supports the final automatic optimization step. Furthermore, the intuitive understandability of
graphically visualized histograms inspires the invention
of new types of histograms capturing additional information suitable to support a more target oriented or better
performing analysis.
For simplicity, we consider in the following only data
accesses T∗d (both, reading and writing) and no instruction reading accesses. Our histograms count accesses to
address offsets or address differences of accesses. They
hold counts for up to Hsize consecutive such address values. Hsize will match the size SC of the cache of the
target platform. Different types of histograms are employed:

RefRt :={ma = (time, adr, type) :
adr ≥ baseadrR , ma ∈ T, type = t
adr < baseadrR + sizeR · lengthR } ⊂ T
For simplicity, RefR∗ includes all traced tuples of reference R. If, for example, only the data bus is used, it is
RefR∗ = RefRd .

III. METHOD
A. Data acquisition
In a first phase, a trace of a fixed problem size is generated by capturing the addresses and properties of all
memory accesses. Different tools can be used to generate such traces:
QPT: On SPARC [Mauro and McDougall, 2001],
[SPARC, 2000] architectures, for example, there exists
the QPT [Larus, 1993] toolset. It distinguishes between
data read, data write and instruction read accesses. These
traces are useful for binary level post-compilation optimizations. Such optimizations will rely on all the runtime

SRH – single reference histogram: The stored data of
the first histogram type S HR is concerned with a single reference R only. For an address baseadrR + i
the value S HR (i) counts the number of memory ac-
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cesses
the address offset i of reference R, such that
PHsizeto
−1
d
S HR (i) = |RefR |. The latter represents the
i=0
significance of the reference R in comparison to the other
references in the program trace. The generated pattern
stored in the histogram is evaluated by accumulating the
offsets from the base address baseadrR . The histogram
S HR is then defined as the set of all pairs of offsets i and
their corresponding access count S HR (i):

sList =sort( S H∗d by | S H d |)
d
g H = Hstack
FOR H ∈ sList DO
offsets[H] = fmin (g H, H, offsets)
g H = g H ⊕ (H ≫ offsets[H])
DONE

cesses
the address offset i of reference R, such that
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−1
d
S HR (i) = |RefR |. The latter represents the
i=0
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references in the program trace. The generated pattern
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d
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Figure 1: Optimization Algorithm
S HR (i)

S HR

:= |{ma = (time, adr, type) :
ma ∈ RefRd ,
i = (adr − baseadrR )%Hsize }|
:=

Histograms support a number of basic operations useful
during the optimization. Two histograms H1 and H2 can
be merged to a new histogram H = H1 ⊕ H2 which is
defined a follows:

{(i,S HR (i)) :
i ∈ [0, Hsize )}

size −1
∀H
H(i) = H1 (i) + H2 (i)
i=0

For scalar 0-dimensional types of references, the histograms degenerate to simple counters.

A histogram H can be rolled by an offset o to yield a new
histogram H ′ = H ≫ o which is defined as follows:

SDH – self distance histogram: A self distance histogram
D HR refers to a single reference R, too, but accumulates
the distances of consecutive accesses to R. We first introduce the predecessor predR2 (ma) ∈ RefRd 2 of an access ma = (ta , aa , t) ∈ RefRt 1 in order to then define
D HR (i) for an address distance i:
predR2 (ma)
tb

D HR (i)

size −1
∀H
H ′ ((i + o)%Hsize ) = H(i)
i=0

The significance |H| of a histogram H is defined as the
number of the accesses contained:
PHsize −1
H(i)
|H| := i=0

:=
(tb , ab , t) ∈ RefRt 2 with
= max{time :
∃ (time, a, t) ∈ RefRt 2 ,
time < ta }

In the following, these operations and constructs are used
to formulate the optimization algorithm.
C. Optimization

:= |{ma = (ta , aa , d) ∈ RefRd :
∃ (tb , ab , d) = predR (ma),
(aa − ab )%Hsize = i}|

The third and final phase is the optimization. It uses the
different types of histogram data generated to determine
a pad set for a later cache optimized program execution.
The algorithm is based on a greedy strategy recognizing
the patterns the histograms describe. Appropriate heuristics consider the conflict potential and find a padding with
minimal miss potential.
The algorithm we propose, as outlined in Figure 1, is
straightforward and tries to simplify the complex problem of finding the best fitting overall solution by using
reference and inter-reference specific histogram overlaying. To do so, (1) it applies the greedy paradigm to a
sorted list of histograms which are padded with a ”highest significance first” strategy. Then, the reference chosen
to be padded is shifted by an offset that offers the best
overlay with a global histogram g H. This offset is the
current reference’s relative pad. It is determined (2) by a
minimization function fmin (g H, H, offsets). The global
histogram g H represents the conflict potential of the references padded so far. It is initialized with the histogram
pertaining to special references like the stack area that
cannot be padded easily. Each time a new offset has been
determined, the global histogram is updated by merging
it with the current histogram rolled by the amount of its
offset. Frequently, there exists a set Omin of multiple
offsets with a minimal or near minimal conflict potential according to fmin . These alternatives offer flexibility
when optimizing simultaneously for further targets like,

The information extracted by this kind of histogram describes the step increment of sequential memory accesses. Other references with similar step increment patterns can be padded in order to avoid thrashing constellations. Furthermore, given a sequential access pattern, which can be observed for many references, the histogram allows us to detect the prefetch distance and to
estimate the resulting usage efficiency for each cache line
fetched. Larger distances imply a sparser usage. This information can be used to resolve padding conflicts with
other references by favoring references with more efficient cache line usage.
PDH – pairwise distance histogram: This type of histogram calculates distances like SDH, but this time, the
accesses refer to the consecutive accesses between two
distinguished references R1 and R2 :
P HR1 ,R2 (i)

Figure 1: Optimization Algorithm
S HR (i)

:= |{ma = (ta , aa , d) ∈ RefRd 1 :
∃ (tb , ab , d) = predR2 (ma),
((aa − baseadrR1 )−
(ab − baseadrR2 ))%Hsize = i}|

The histogram P HR1 ,R2 highlights distances conflicting
spatially. To avoid the problem of mutual thrashing, all
significant distances in P HR1 ,R2 should be excluded in
the later pad set.
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Equipartition: A simple, intuitive approach is trying to
make use of the whole cache. The function fmin in
charge tries to achieve a uniform distribution of cache
accesses by padding all references according to their accesses described in the SRH histograms. In each step of
the algorithm, the current histogram H of a single reference and the current global histogram g H are merged
with an offset found by a normal deviation guided function fmin . We first define the histogram j H as the global
histogram after merging it with the current histogram H
at offset j. Then, we define sj as a measure for the deviation to be expected for offset j. The set S is defined
as the set of values sj for all available offsets j. The set
Omin contains the offsets corresponding to a minimal or
near minimal deviation. The parameter ǫ ≥ 0 controls
the accepted range of results from which fmin chooses
its result.
jH

:=

gH

sj

:=

1
Hsize

S

:=

{sj : j ∈ [0, Hsize )}

Omin

:=

{i : si ≤ ǫ + min S}
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Figure 2: Cache Hit Rate for LU Decomposition on a 4k Direct Mapped
Cache with Line Size 32

D. Optimized Execution
The final target of the considerations above is the optimized cache aware execution of the traced program. We
achieve it with one of two options:

⊕ (H ≫ j)
PHsize −1

for example, for efficient use of more than one level of a
cache hierarchy.

1
0.9

1
2
Hsize |j H|)

ld preload: In order to intercept the original memory allocation operations associated to individual references,
we have to catch and to patch all malloc, free and
realloc system calls during the runtime of the program to be optimized with the help of the pre-determined
pad set. A simple but effective way of doing this, is to
manipulate the internal hooks of the memory management system. Therefore, a preloaded code overriding the
original allocations was written, which sets up the pad
offset of each dynamically allocated reference. The original program code does not need to be aware of these
circumstances, in fact, the base address is shifted to the
optimized offset but from the application’s perspective it
appears as a normal memory allocation.

This strategy is especially useful for applications whose
memory footprint is smaller or not much larger than the
cache size.
Inter-reference distance: Each non zero value in a PDH
difference histogram points out a potential conflict for the
pair of references concerned. The histogram bars weight
the conflict distances between the two references. A single bar’s height indicates the conflict potential for the
bar’s offset. Thus, in order to avoid mutual cache thrashing the difference in the padding offsets for the two references concerned, is chosen to correspond to a bar as low
as possible considering that this optimization has to be
done simultaneously for all PDH-histograms of the current reference with the references already padded in the
global scope.

Compiler, Datatypes: Having the source of the application to be optimized, the compiler itself is capable to
shift the references to the pre-determined offsets, as well.
In this case, all pads are already set and fixed up in the
compilation. Besides, this source level patching offers
zero runtime overhead for accessing the pre-determined
padded structures by simple base address shifts which
have to be done in the unoptimized case, too.

Self distance restrictions: In the cases of multiple similarly optimal offsets determined by other strategies, the
histogram type SDH can additionally optimize for k-line
prefetching. Prefetching is very susceptible to memory
bandwidth, which can be lowered by padding references
with similar self distances, as described by the SDHs, to
cache regions avoiding continued thrashing.

In our testing environment we actually do the padding by
applying the pad set to the self protocoling data types.

IV. EXPERIMENTAL RESULTS
To show the usability of the concept of automated simulation driven padding, we chose the often used matrix data
structure and, as a typically applied operation, the matrix multiplication. The multidimensional structures are
made up of separate arrays in order to keep the opportunity for reordering and to maximize the number of references that could be padded. This assumption reflects the
reality of often used row or column major data types in
high level programming languages. C-programs should

After determining the offsets forming the runtime pad
set, the memory allocation can be further optimized without influencing the padding offsets to minimize the total
memory usage. This optimization is not in the scope of
this paper. It resembles the enlarged backpack problem
for a multiple count of packs.
Finally the optimization results are stored in a single file
associated with the executables name.
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as possible considering that this optimization has to be
done simultaneously for all PDH-histograms of the current reference with the references already padded in the
global scope.

Compiler, Datatypes: Having the source of the application to be optimized, the compiler itself is capable to
shift the references to the pre-determined offsets, as well.
In this case, all pads are already set and fixed up in the
compilation. Besides, this source level patching offers
zero runtime overhead for accessing the pre-determined
padded structures by simple base address shifts which
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histogram type SDH can additionally optimize for k-line
prefetching. Prefetching is very susceptible to memory
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cache regions avoiding continued thrashing.

In our testing environment we actually do the padding by
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made up of separate arrays in order to keep the opportunity for reordering and to maximize the number of references that could be padded. This assumption reflects the
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Figure 3: (a) Histogram for LU Decomposition with n=10 (b) SRH, SDH of the Row Reference A[15]

for 100 different vectors b(i) . The pattern for S HA15 is as
expected and mixes phases one and two by counting all
accesses. The overlayed (right axis) histogram D HA15 ,
depicts the difference patterns split according to the two
sequential phases of decomposition and solution. The
pattern D H of a matrix row generates, in addition to the
linear inner loop sequential accesses, spikes for reverse
directed accesses for every line rewind enforced by the
outer loop of the decomposition. The 100 forward and
backward substitutions are computed in place by altering
the elements of vector b. In the difference pattern histogram, they show a behavior similar to that of the LU
decomposition.
Figure 2 compares the performances before and after optimization for different system sizes n. One measurement
comprises one LU decomposition and 100 repeated solutions. The performance of the optimized versions is consistently higher and the results behave much more stable
than with the original, straightforward padding provided
by the memory allocation system.

use row-major memory alignment for efficient memory
access, but not all programs are optimized in this way.
For this reason, non language conform data to memory
mappings are interesting, too, for showing that padding
can support a better cache performance for such programs, as well.
In the following, we present the results of examining and
optimizing a few different applications.
A. LU decomposition to solve linear equation systems
We examine data intensive solvers as the Gauß-algorithm
in order to design target oriented optimization heuristics.
In Figure 3(a) the first histogram type SRH shows the access patterns of each reference with their original pads.
There are graphs for the rows Ai of matrix A, its row
pointers A[], the vectors x, b and the stack segment including the local variables as well as loop iterators, accumulating variables and the pointer to the matrix A. The
chosen problem size of n = 10 allows to conveniently
display at once all the access patterns resulting from solving a linear system of equations.
In order to solve the problem Ax(i) = b(i) several times
with a modified vector b(i) and a static coefficient matrix
A ∈ Rn,n we can decompose A into a lower triangular
matrix L and an upper triangular matrix U with LU = A.
Both of the triangular matrices are stored in the original
places of the former quadratic coefficient matrix A. U
is formed by applying the Gauß elimination algorithm to
A while L holds the corresponding elimination factors.
The computation of L and U takes place only once and
has an asymptotic complexity of O(n3 ). The forward
substitution Ly = b(i) derives y from the current vector b(i) and the backward substitution U x(i) = y solves
the proper problem. Both operations are of complexity
O(n2 ) and address the same references the LU decomposition already accessed.
Figure 3(b) on the right side shows the histograms SRH
and SDH of the single row A15 ’s accesses in one diagram
for solving the problem Ax(i) = b(i) of the size n = 50

B. Matrix-Matrix Multiplication
The results for another typical problem of an optimized
single matrix-matrix multiplication C = A · B for different system sizes n shown in Figure 4 are padded into a 4k
direct mapped cache with line size 32 and hit / miss latencies of tLH = 1 and tLM = 7, respectively. The matrices
A, B, C ∈ Rn×n can be stored in row- or column-major
order. For the experiment’s results presented in Figure
4(a) a unique row-major ordering for all three matrices
was chosen (row-row-row ordering). For small n, compulsory misses are dominant and memory bandwidth is
poorly used with only partially accessed cache lines. For
n < 14 the whole problem can be cache contained although the unoptimized allocation scheme arranges references’ footprints usually cyclically within the cache issuing larger chunks of memory aligned to memory paragraphs, compare Figure 3(a). Our current padding heuristic compacts all references for minimal, but effective
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decomposition.
Figure 2 compares the performances before and after optimization for different system sizes n. One measurement
comprises one LU decomposition and 100 repeated solutions. The performance of the optimized versions is consistently higher and the results behave much more stable
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cache usage. With increasing problem size, the original
program runs suffer early of slight but continuous degeneration of cache performance because the probability of
thrashing grows with n. Badly chosen memory alignments drastically impact the over-all hit rate quite often.
The weighted plots in the figures discussed give an impression of the runtime effect based on the efficiency of
the program’s data cache usage. Given the numbers h of
hits, m of misses and the latencies tLM and tLH , we estimate the total sum of cycles used to access memory as
h · tLH + m · tLM . The weighted hit rate hrw is then
defined as follows:

and tiling can evaluate cache performance using CMEs
(Cache Miss Equations) [Ghosh et al., 1997], [Vera et al.,
2004] for special and zoned loop constructs. Another approach [Scholtes, 2003], based on conflict classes, does
so for the Cholesky factorization. For applications with
seemingly irregular or complex access patterns, an alternative memory mapping can be applied by evaluating indices with the help of an easy to compute map function.
The memory access patterns generated by these functions are designed to have a better cache performance but
they are strictly problem specific [Coleman and McKinley, 1995]. The Morton-Ordering is such a more general
approach optimizing the memory layout for matrix operations as proposed in [Thiyagalingam and Kelly, 2006].
Many scientific libraries like LAPACK [Anderson et al.,
1999] are based on the BLAS (Basic Linear Algebra
Subprograms) that can be considered as a de facto standard for linear vector matrix based numerical algorithms.
ATLAS (Automatically Tuned Linear Algebra Software)
[Whaley et al., 2001] provides an efficient implementation of BLAS routines, as well as a genetic [Vera et al.,
2003] CME guided algorithm for detecting well performing tile sizes [Jin et al., 2001], [Rivera and Tseng, 1999]
and pad offsets [Vera et al., 2002].

h · tLH
h · tLH + m · tLM

Figure 4(b) depicts the results measured for a more efficient implementation with row-column-row major memory alignment of the three matrices A, B and C, respectively. Due to the smaller number of potentially conflicting cache lines, the over-all performance is further increased compared to the row-row-row major memory ordering in Figure 3(a).
C. Runge-Kutta solver for ODEs
As an example dealing with different data structures and
access patterns, we examined an application to solve ordinary differential equations (ODEs) with a Runge-Kutta
algorithm. For certain problem sizes this application displayed unexpectedly long run times. Using our toolset
we were able to identify a thrashing constellation in these
configurations. An analysis of the access patterns enabled us to devise a new solver with a consistently improved memory behavior [Korch and Rauber, 2006].

VI. CONCLUSION
To our knowledge we present a new approach to design
a post compilation performance optimization tool set for
general use without necessarily having the source code
of the application to be optimized available. Additional
tools are provided for analyzing graphically the data acquired in the first phase trace run and the results of the
optimizations. One of these is an extensible cache simulation engine with a graphical front end supporting the
issues of our optimization strategies. It is also suited for
guiding a manual program optimization.
The proposed automated optimization algorithm uses
the data previously acquired and stored into histograms
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h · tLH
h · tLH + m · tLM

Figure 4(b) depicts the results measured for a more efficient implementation with row-column-row major memory alignment of the three matrices A, B and C, respectively. Due to the smaller number of potentially conflicting cache lines, the over-all performance is further increased compared to the row-row-row major memory ordering in Figure 3(a).
C. Runge-Kutta solver for ODEs
As an example dealing with different data structures and
access patterns, we examined an application to solve ordinary differential equations (ODEs) with a Runge-Kutta
algorithm. For certain problem sizes this application displayed unexpectedly long run times. Using our toolset
we were able to identify a thrashing constellation in these
configurations. An analysis of the access patterns enabled us to devise a new solver with a consistently improved memory behavior [Korch and Rauber, 2006].

VI. CONCLUSION
To our knowledge we present a new approach to design
a post compilation performance optimization tool set for
general use without necessarily having the source code
of the application to be optimized available. Additional
tools are provided for analyzing graphically the data acquired in the first phase trace run and the results of the
optimizations. One of these is an extensible cache simulation engine with a graphical front end supporting the
issues of our optimization strategies. It is also suited for
guiding a manual program optimization.
The proposed automated optimization algorithm uses
the data previously acquired and stored into histograms
describing access patterns. It balances the potential

V. RELATED WORK
Techniques for increasing the locality of memory references have been studied extensively. An important,
purely analytical model for effects of loop transformations [Abella et al., 2002] partly combined with padding

675

of single references to cause cache conflicts. Measured results show a significantly improved cache performance. Unfortunate memory allocations producing excessive thrashing are avoided altogether.
For future, more sophisticated optimization heuristics accounting for multi-level caches, the different memory hierarchy latencies will be used to refine the prediction of
miss penalties and, along with this, the automatic optimization. Furthermore we expect it to be possible to
extrapolate the memory behavior of an application from
a few small problem sizes to larger problem sizes by
spreading the measured histograms accordingly. Our distance histograms currently disregard the time passed between two accesses whose distance is recorded. We plan
to introduce a temporal component reflecting this time in
order to provide a better base for optimizations.
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In general, Hypercube architecture can be expanded
by increasing its dimensionality (h). Expanding a Hypercube causes an increase in dimensionality which requires more ports per processor. In general, the maximum number of nodes is limited by the ﬁxed number of processor ports. If each node (N) in a Hypercube architectures is a traditional processor, then it
can only communicate with one processor at a time
(e.g. over a common bus) [2], [3]. Consequently performance is reduced due to lack of simultaneous communication capability with other nodes. One solution
to overcome this issue is to implement the SGI Altix
NUMA ﬂex architecture. This product uses an SGI
NUMA (cache coherent non-uniform memory access)
protocol implemented directly in hardware for performance and a modular packaging scheme. The key to
the NUMA ﬂex design of Altix is to use a controller
ASIC, referred to as the super Hub (SHub) that interfaces to the Titanium 2 front side bus, together with
the memory as well as the I/O subsystem, which further interfaces with other NUMAﬂex components in
the system [4]. This provides simultaneous communication between processors in a true message passing environment. We can implement the proposed architecture by using CR brick which houses 4 NUMA
ﬂex nodes totalling 8 Intel Itanium 2 processors. Each
NUMA ﬂex node has 12 slots and currently supports
2 GB memory [4]. The CR-brick architecture satisﬁes our satellite node (slave processor) conﬁguration
requirements, which simply means it has eight processors including crossbar switches as routers, so that we
can consider each slave component to be equivalent to
one CR-brick module.

Abstract— The need for high computation power, as
well as advances in the communications technology have
resulted in the rapid development of high-performance
message passing architectures. Scalability and cost issues which are part of the performance evaluation in
parallel processing systems are recognized to be challenging tasks and are considered as the main measures
to identify the suitability of the topology for a given
application.
In this paper the most common message passing architectures together with the Augmented Hypercube
Torus (AHT) are described and compared with a newly
developed architecture called Master-Slave Star-Ring
Augmented Hypercube. Its expandability, hardware
cost and Mean Inter-node Message Distance (MIMD)
are evaluated for various network sizes and their merits
and demerits are highlighted.
Keywords— Expandability, Routing, Reliable Parallel
and Distributed Systems, Performance, Message Passing.

I. Introduction
Although tightly-coupled systems can provide cost
eﬀective improvement on the computing power of a single processor, due to their nature, they may suﬀer from
serious bus contention when global shared memory is
used. In an attempt to overcome the limitations of
memory contention and rather poor performance associated with shared memory architectures, messagepassing systems were introduced. These architectures
include Torus, Hypercube and Tree systems.
These message passing systems are mainly used in
multi-dimensional conﬁgurations. In these topologies,
processors instead of having access to a common memory, have their own local memory and communication
links to other processors to share information, thereby
greatly reducing contention [1].
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II. A Torus of Augmented Hypercube
Compared to the Hypercube, Torus and Tree networks are inﬁnitely expandable by increasing w (width)
or n (levels) and keeping t (dimension) or b (branches)
constant. No network re-wiring is needed for the tree
when nodes are added to the last level, because nodes
are appended onto the unconnected branches of the
Tree. For a Torus, only minor network re-wiring is required when nodes are added, because nodes need to
be inserted into the network [5].
By connecting Augmented Hypercubes (AHs) in a
Torus through Routers, an inﬁnitely expandable network is possible by increasing the torus width. It is
also possible to have a Tree of AHs, or to replace the
AH with any other ”augmented” structure, and substituting these with the nodes in some other structure [6].
For the purposes of comparison in this paper, we will
limit our discussion to the AHT, Hypercube, Torus and
Tree architectures together with a newly proposed architecture called MSSRAH. Figure 1 illustrates a typical AHT architecture.

Fig. 1: Augmented Hypercube Torus (AHT) Architecture.

and the master processor is basically the same although
the master processor is faster and has more memory capability plus other supporting hardware and software
tools that normally is the requirement for such high
speed architecture. This conﬁguration is depicted in
Figure 2.
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IV. Network Modeling
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For a meaningful comparison among popular existing parallel processing architectures with the new
ones proposed here, Table 1 summarises parameters of
Torus, Hypercube, Tree, AHT and MSSRAH network
topologies.
It is straightforward to derive equations for these
parameters in the case of the Torus, Hypercube and
Tree and AHT networks [7].
The MSSRAH is a star of AHs so that the total number of processing nodes (NN ) is given as the product
of the number of Hypercube nodes and the number of
Star nodes. This results in:
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III. Newly Proposed Architecture MSSRAH

NN = 2 h × n

We propose a newly developed architecture called
Master Slave Star Ring Augmented Hypercube (MSSRAH) conﬁguration. The master processor in this conﬁguration is at the center of the ring and can provide
access to each satellite node through fast and reliable
communication links. The structure of satellite nodes

where n is the number of Star nodes and 2h is the
number of Hypercube nodes.
The number of communication links (NL ) for the
MSSRAH is complicated by the presence of the Router.
We will partition the MSSRAH into a Star, Ring and
AHs.
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TABLE I: Parameters of Torus, Hypercube, Tree, AHT and MSSRAH network topologies.

Architecture
Torus,t=dim,w=width
Hypercube, h=dim.
Tree,b=branches,n=levels
AHT, t=Torus, w=Torus width, h= Hypercube dim.
MSSSRAH, n= Number of Star nodes, h= Hypercube dim.
In the MSSRAH there are n AHs, and the number of
links in the Star conﬁguration is n − 1. Since we have
a Star topology with n nodes, therefore, the number of
links in the Ring conﬁguration is also (n − 1). If each
AH has NLAH links, then the total number of links is:
NL = 2 × (n − 1) + n × NLAH

(2)

Within an AH section there are links directly connected to the processing nodes (in a Hypercube topology), and from each AH node runs a link to the Router.
Thus the number of links for a AH segment is:
NLAH = h × 2h−1 + 2h

(3)

This gives an expression for the number of links for the
entire MSSRAH topology, which is dependent on the
number of star nodes, and AH dimensionality. This
results in:
NL = (h2h−1 + 2h ) × n + 2(n − 1)

(4)

Once the number of processing nodes and the number
of links are deﬁned, then the hardware cost analysis
can be made as follows.

Number of Nodes(NN )
wt
2h

Number of Links(NL )
twt
h2h−1

bn −1
b−1
h t

bn −b
b−1
h−1

(h2
+ 2h )wt + twt
(h2h−1 + 2h )n + 2(n − 1)

2 w
2h n

one can examine the total system cost when it is compared to the total processing node cost. This can be
done since such a ﬁgure describes how close a particular network is to the ideal lowest cost network where
there are no Router or communication link overhead
costs (i.e. CR = 0 and CL = 0, giving CST = CN NN
) [3]. Thus one can normalise the total system cost
function CST , by CN NN giving
KST =

CST = CN (NN + KR NR ) + CL × NL

CST
K R NR + K L NL
=
CN NN
NN

KST = 1 +

(5)

CR
, and
where, KR = C
N
• CN = Cost of node
• CL = Cost of link
• NR = Number of Routers
• CR = Cost of Router
However, a far more diﬃcult question for the multiprocessor system designer is ”How well suited is a network over a range of component costs?.” In particular

(6)

CL
. The normalised total system cost,
where, KL = C
N
KST , then gives us the total system cost relative to the
lowest theoretical system cost. The results are summarised in Table 2. It should be noted that only the
AHT has a KR parameter, as it is the only system
utilising Routers. For other systems we set NR = 0 as
they do not use Routers.
In practice KL will vary from near zero for a tightly
coupled multi-processor system to less than one for a
distributed computer network. For tightly and closely
coupled multi-processor systems, it has been suggested
that KL = 0.1 is a reasonable value [4]. Based on the
result of NL for MSSRAH shown in (4), the KST can
be formulated as follows:

V. Hardware Cost Analysis
In the context of parallel processing systems, cost
is a diﬃcult parameter to deﬁne, especially given that
component costs are highly dependent on implementation and economic conditions. In general, overall total
system cost estimate (CST ) as reported in [8], can be
shown as:

TABLE I: Parameters of Torus, Hypercube, Tree, AHT and MSSRAH network topologies.

K R NR + K L NL
2h n

(7)

Since the Number of NR = n (number of Star nodes),
then:
KST = 1 +

KR
[(h2h−1 + 2h )n + 2(n − 1)]
(8)
+
K
L
2h
2h n

or,

In the MSSRAH there are n AHs, and the number of
links in the Star conﬁguration is n − 1. Since we have
a Star topology with n nodes, therefore, the number of
links in the Ring conﬁguration is also (n − 1). If each
AH has NLAH links, then the total number of links is:
NL = 2 × (n − 1) + n × NLAH

[(h2

h−1

h

n + 2 n) + 2n − 2)]
2h n
(9)

After further simpliﬁcation and rearrangement, KST
can be expressed as:
KST = 1 + KR 2−h + KL [

n−1
h
+ 1 + h−1 ]
2
2
n

(10)

(2)

Within an AH section there are links directly connected to the processing nodes (in a Hypercube topology), and from each AH node runs a link to the Router.
Thus the number of links for a AH segment is:
NLAH = h × 2h−1 + 2h

(3)

This gives an expression for the number of links for the
entire MSSRAH topology, which is dependent on the
number of star nodes, and AH dimensionality. This
results in:
NL = (h2h−1 + 2h ) × n + 2(n − 1)

(4)

Once the number of processing nodes and the number
of links are deﬁned, then the hardware cost analysis
can be made as follows.

Number of Nodes(NN )
wt
2h

Number of Links(NL )
twt
h2h−1

bn −1
b−1
h t

bn −b
b−1
h−1

(h2
+ 2h )wt + twt
(h2h−1 + 2h )n + 2(n − 1)

2 w
2h n
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TABLE II: Normalised system cost KST for Torus, Hypercube, Tree, AHT and MSSRAH architectures.
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The overall results for KST for the message passing architectures including newly proposed architecture are summarised in Table 2.

The normalised total system cost for the worst case
occurs where links are very cheap (KL = 0). Even
with a very pessimistic estimate namely KR = 1 which
means the Router’s cost is the same as the processing node cost (a realistic system would have a much
smaller value, given that processing nodes are far more
complex and involve more sub-systems) for a three dimensional AH (h = 3), the Routers contribute only
%12 to the total system cost. Clearly, from the above
formula, the Routers contribute exponentially less as
the AH dimensionality increases. Thus, one can ignore
the Router’s cost contribution and assume KR = 0,
whereas the KST limit for inﬁnite size of MSSRAH
would be:
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Due to the structure of the AHT, the number of
Routers is small compared to the number of processing
nodes. This may not be true of other structures. It will
be demonstrated that for AHT structures of interest in
this paper (h ≥ 3 ) the cost of Routers is insigniﬁcant
in comparison to the total system cost [9].
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VII. Mean Inter-node Message Distance
(MIMD) Analysis of AHT and MSSRAH
Architectures
A. MIMD Analysis of AHT topology
As it is reported in [7], the Mean Inter-node Message
Distance (MIMD) under uniformly distributed mes-
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The graphical presentations of The Normalised System Cost versus the Number of Processing Elements
are shown in Figures 3, 4 and 5.
The normalized cost KST gives us the ratio of the
actual total cost to the ideal minimum system cost. In
general, communication cost and consequently the system cost increase with increasing KL . As can be seen
in Figures 3, 4 and 5, Torus, AHT and MSSRAH have
a constant KST for diﬀerent values of h for (h = 3, 4
and 6) with KL = 0.1. This implies that communication link costs are always a fraction of the processor
costs. Hypercubes diﬀer in this respect because KST
increases as the number of processor nodes increases.
This is undesirable since an increasing proportion of
the system cost is devoted to communication network
overheads and not processors.
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sages for AHT can be summerised as:
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Table 3 provides a summary of diﬀerent network metrics and Figure 6 illustrates the Mean Inter-node Message Distance for Torus, Tree, Hypercube, AHT and
MSSRAH networks.
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To ﬁnd out the average routing distance of MSSRAH, a probabilistic view is taken to identify what
fraction of the messages will route within a single AH
node, and what fraction of messages will route to different AH nodes.
In this way, the sperate MIMD of AH and the 2-Level
Tree can be combined to yield the MIMD of the MSSRAH.
To ﬁnd the probability that the source (s) and destination (d) nodes are in the same AH (satellite slave)
in MSSRAH, we consider the probability of event d, a
destination AH node, given that event s, a source AH
node has been chosen. The probability that any one
particular node is chosen out of n nodes is:
p(s)=p(d)= n1
Based on this assumption, it can be shown as:
p(d)p(s)
psameAH = p(d | s) = p(d∩s)
p(s) =
p(s) .
However, since source and destination nodes are independent, therefore:
pSameAH = p(d) = n1
According to [10],
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VIII. Visit Ratio
To calculate the Visit Ratio, we need to know the
number of communication links in the network. As
reported in [11], the Visit Ratio can be expressed as:
VR=

M IM D
NL

(15)

A. Visit Ratio of AHT topology
As reported in [11],the Visit Ratio of AHT can be
shown as:

V RAHT =

M IM DAH = 2 − ( (2hh−1) )
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Table 3 provides a summary of diﬀerent network metrics and Figure 6 illustrates the Mean Inter-node Message Distance for Torus, Tree, Hypercube, AHT and
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For calculation of Mean Inter-node Message Distance
of MSSRAH topology, we consider MSSRAH as a 2level Tree which its nodes in level 2 have been connected together as a ring. Since all slave Routers have
been connected together in pairs, therefore, MIMD for
MSSRAH can be shown as:

1.4

tw−tw −1 +8
− wt (2hh −1)
4
(h2h−1 + 2h )wt + twt

, (w − odd)

(16)

MIMD

1.4

1.45

Total Normalised System Cost

For calculation of Mean Inter-node Message Distance
of MSSRAH topology, we consider MSSRAH as a 2level Tree which its nodes in level 2 have been connected together as a ring. Since all slave Routers have
been connected together in pairs, therefore, MIMD for
MSSRAH can be shown as:

1.45

1

1

10

100

1000

10000

Nodes

Fig. 6: MIMD for Torus, Tree, Hypercube, AHT and MSSRAH
networks.

VIII. Visit Ratio
To calculate the Visit Ratio, we need to know the
number of communication links in the network. As
reported in [11], the Visit Ratio can be expressed as:
VR=

M IM D
NL

(15)

A. Visit Ratio of AHT topology
As reported in [11],the Visit Ratio of AHT can be
shown as:

V RAHT =

M IM DAH = 2 − ( (2hh−1) )

681

tw−tw −1 +8
− wt (2hh −1)
4
(h2h−1 + 2h )wt + twt

, (w − odd)

(16)

TABLE III: Summary of network metrics

Architecture
NN
diameter

Torus
wt

MIMD

tw
2
tw t−1 (w 2 −1)
4(w t −1)

NL

(w-odd)
tw t+1
4(w t −1) ,
(w-even)
twt
w 2 −1
4w(w t −1) ,

VR

Hypercube
2h
h

Tree
bn −1
b−1

2(n − 1)
2nbn−1 (bn +1)
(bn −1)(bn−1 −1)
2bn−1 (b+1)
(bn−1 −1)(b−1)

h−1

h2
2h −1

MIMD

NL

(w-odd)
tw t+1
4(w t −1) ,
(w-even)
twt

−
(w-odd)
h
,
w t (2h −1)

4

−

h
wt (2h −1)

,
odd)

(h2h−1 + 2h )n + 2(n − 1)
6
[ n22 − n
+4]+[2−

h
1
]( n
)
2h −1

[(h2h−1 +2h )n+2(n−1)]n

− even)

(17)

6
h
1
n + 4] + [2 − 2h −1 ]( n )
[(h2h−1 + 2h )n + 2(n − 1)]n

(18)

IX. Conclusion
This paper examines and compares through mathematical modeling and simulations, the expandability,
hardware cost and MIMD analysis of a newly proposed architecture (MSSRAH) with the existing message passing architectures including the AHT, Hypercube, Tree and Torus architectures.
The MSSRAH architecture has a better scalability than the remaining message passing architectures.
This simply indicate that it grows with consistency
without loss of relative performance. This is evident
by having the lower graph for MSSRAH architecture
in Figure 6. The MSSRAH architecture not only performs better in terms of the relative cost of other message passing architectures mentioned above, but it also
signiﬁcantly improves the communication performance
due to the existence of the Routers and provision of
spare Ring link that ensures the system is rarely subject to catastrophic failure.
The distance between the markers on each curve in
Figure 6 gives a good indication of the network granularity. Ideally we want the smallest granularity so that
the network can be expanded at conveniently small increments.
Careful examination of this feature reveals that the
Hypercube has evenly spaced markers which are far
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supported by SGI technology which would oﬀer performance enhancement.
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apart. This indicates a particular weakness of Hypercube. On the other hand Torus has a desired network
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Abstract— A distributed parallel and soft real-time simulation
architecture is presented. It employs a publish-subscribe communication framework layered on a peer-to-peer Transport Control Protocol-based message passing architecture. Mechanisms
for efficient implementation and control of information flow
between simulated entities form part of the architecture. A lightweight base simulation object model is also employed to provide
maximum modularity and extensibility while keeping complexity
manageable. The simulation architecture evolved over time to
allow for the efficient implementation of a system of systems,
virtual simulation. It has been successfully applied in an air
defence simulation as a decision support tool and for standard
operating procedure concept evaluation.
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I. I NTRODUCTION
In a decision support environment, system of systems level
simulations are applied to provide end-users with the capabilities to identify, define, implement (virtual) and evaluate
concepts that would otherwise be costly, time-consuming or
impractical. Systems of systems level simulators typically
involve multiple modelled entities with complex interactions
and are executed in virtual or constructive simulation modes
[1].
This paper presents a simulation architecture that evolved
over time during decision support to an air defence procurement programme [2, 3]. Although there was no need for a
generic, re-usable architecture – It was to be only used for a
single simulation environment – it still had to provide standardised interfaces for efficient integration of models, services
and other simulation-logistical functions. It should also support
both constructive and virtual simulations, hence it should at
least be soft real-time compatible when performing operatorin-the-loop simulations. Operators will mainly interact with
the simulation via integrated mock-up consoles and not full
immersive synthetic environments, which may be supported
by integrated, external systems. Furthermore, it must allow
both distributed and non-distributed simulation execution. The
first is required to maintain soft real-time compliance when
employing the virtual simulation mode if model processing
loads are high. The latter is required for easier test and
debugging as well as batch executions for statistical analyses.
A conservative, discrete stepped time management mode forms
an inherent part of the simulation architecture, as almost all
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of the models used in the air defence simulation environment
are discrete time-stepped. To provide an efficient and effective
decision support capability, specifically during system conceptualisation and field exercises, the architecture should allow
for quick implementation and integration of new models. The
same holds for the integration of external systems. Interoperability with other simulations is not an absolute requirement,
but should not be excluded by design.
Several peer-to-peer architectures are reported in the literature, of which some are aimed at internet-based information
sharing, discrete event simulations [4]–[7] or cooperative computing, such as solving processing intensive problems with
ad hoc peer-to-peer networks [8]. Some architectures are also
aimed at massively multi-player online role playing and other
games [9, 10]. Giesecke [11] quantitatively investigated availability in peer-to-peer systems for prediction and identified
basic characteristics to derive a formal model for describing
architectures. Kotilainen [12] reports on an efficient peer-topeer network simulator used to study artificial neural network
algorithms.
Other simulation architectures or frameworks include the
Aggregate Level Simulation Protocol (ALSP) [13], Distributed
Interactive Systems (DIS) [14] and the High Level Architecture (HLA) [15]. The first two are seen as precursors to HLA.
Although all three were developed for the defence community
of the United State of America, HLA was intended to be
adopted by the wider simulation community. The Standard
Simulation Architecture [16] provides an additional framework
to HLA to allow more flexibility, but be more cost-effective
without paying performance penalties. The Open Simulation
Architecture (OSA) [17] is a discrete event simulation architecture that promises integration of new and existing contributions at all levels. Hawley [18] proposes an object-oriented
simulation architecture that separates the implementation of
the dynamic system being modelled (application layer) from
the simulation management functions (executive layer). The
Extensible Modelling and Simulation Framework (XMSF)
[19] aims to harness web-based technologies to promote interoperable simulations and provides mechanisms for systems
to discover and use web services.
Of these architectures only HLA was evaluated since it is a
fully fledged approach that covers all aspects of the simulation
life cycle. However, in the South African defence environment
it was not the optimal choice at the time. Although HLA promotes interoperability, the federation object model should still

Abstract— A distributed parallel and soft real-time simulation
architecture is presented. It employs a publish-subscribe communication framework layered on a peer-to-peer Transport Control Protocol-based message passing architecture. Mechanisms
for efficient implementation and control of information flow
between simulated entities form part of the architecture. A lightweight base simulation object model is also employed to provide
maximum modularity and extensibility while keeping complexity
manageable. The simulation architecture evolved over time to
allow for the efficient implementation of a system of systems,
virtual simulation. It has been successfully applied in an air
defence simulation as a decision support tool and for standard
operating procedure concept evaluation.

K EYWORDS
Distributed, Parallel, Soft Real-Time, Simulation, Architectures, Peer-to-peer, Publish-Subscribe.
I. I NTRODUCTION
In a decision support environment, system of systems level
simulations are applied to provide end-users with the capabilities to identify, define, implement (virtual) and evaluate
concepts that would otherwise be costly, time-consuming or
impractical. Systems of systems level simulators typically
involve multiple modelled entities with complex interactions
and are executed in virtual or constructive simulation modes
[1].
This paper presents a simulation architecture that evolved
over time during decision support to an air defence procurement programme [2, 3]. Although there was no need for a
generic, re-usable architecture – It was to be only used for a
single simulation environment – it still had to provide standardised interfaces for efficient integration of models, services
and other simulation-logistical functions. It should also support
both constructive and virtual simulations, hence it should at
least be soft real-time compatible when performing operatorin-the-loop simulations. Operators will mainly interact with
the simulation via integrated mock-up consoles and not full
immersive synthetic environments, which may be supported
by integrated, external systems. Furthermore, it must allow
both distributed and non-distributed simulation execution. The
first is required to maintain soft real-time compliance when
employing the virtual simulation mode if model processing
loads are high. The latter is required for easier test and
debugging as well as batch executions for statistical analyses.
A conservative, discrete stepped time management mode forms
an inherent part of the simulation architecture, as almost all

Proceedings 21st European Conference on Modelling and Simulation
Ivan Zelinka, Zuzana Oplatková, Alessandra Orsoni ©ECMS 2007
ISBN 978-0-9553018-2-7 / ISBN 978-0-9553018-3-4 (CD)
684

of the models used in the air defence simulation environment
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for quick implementation and integration of new models. The
same holds for the integration of external systems. Interoperability with other simulations is not an absolute requirement,
but should not be excluded by design.
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games [9, 10]. Giesecke [11] quantitatively investigated availability in peer-to-peer systems for prediction and identified
basic characteristics to derive a formal model for describing
architectures. Kotilainen [12] reports on an efficient peer-topeer network simulator used to study artificial neural network
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Other simulation architectures or frameworks include the
Aggregate Level Simulation Protocol (ALSP) [13], Distributed
Interactive Systems (DIS) [14] and the High Level Architecture (HLA) [15]. The first two are seen as precursors to HLA.
Although all three were developed for the defence community
of the United State of America, HLA was intended to be
adopted by the wider simulation community. The Standard
Simulation Architecture [16] provides an additional framework
to HLA to allow more flexibility, but be more cost-effective
without paying performance penalties. The Open Simulation
Architecture (OSA) [17] is a discrete event simulation architecture that promises integration of new and existing contributions at all levels. Hawley [18] proposes an object-oriented
simulation architecture that separates the implementation of
the dynamic system being modelled (application layer) from
the simulation management functions (executive layer). The
Extensible Modelling and Simulation Framework (XMSF)
[19] aims to harness web-based technologies to promote interoperable simulations and provides mechanisms for systems
to discover and use web services.
Of these architectures only HLA was evaluated since it is a
fully fledged approach that covers all aspects of the simulation
life cycle. However, in the South African defence environment
it was not the optimal choice at the time. Although HLA promotes interoperability, the federation object model should still

be agreed or translated when two simulations are integrated.
This was not always the case, therefore interoperability was
not easily achievable [3].
The simulation architecture presented is not offered as an alternative for the above-mentioned architectures or frameworks,
but rather to highlight the mechanisms used to implement an
efficient architecture against the backdrop of system of systems
simulation criteria. Efficiency in terms of implementation is
required since a very small development team was used. In
terms of simulation execution, soft real-time execution for
multiple entities with update rates of 100Hz are used, requiring
an architecture with low overheads.
II. S YSTEM OF S YSTEMS - LEVEL S IMULATION
A RCHITECTURE N EEDS
This section addresses the specific needs for a simulation
architecture to meet the criteria as outlined in Section I and is
discussed in the following subsections.
A. System of Systems Simulation

Fig. 1: The Systems Hierarchy applied to Modelling and
Simulation (Adapted from [1, 20])
An adapted version of the systems hierarchy is shown in
Figure 1 as applied to modelling and simulation [1, 20].
Systems of systems simulations are typically applicable at the
engagement and tactical levels where entities are modelled at
equipment and individual operator level. Individual entities are
modelled, but forms “systems” when grouped organisationally.
Tactical simulations also require one-on-one engagements,
whereas higher order simulations require strategic actions of
aggregated entities. For mission and theatre simulations entities are aggregated into units and generally referred to as wargaming simulations [1]. Lower system hierarchy simulations
tend to focus more on the function of entities, whereas the
higher levels on the behaviour of entities.
B. Constructive and Virtual Simulation Mode Support
Tactical level simulations (Figure 1) imply that not only
equipment is simulated, but also the use of equipment, including standard operating procedures. This again implies that
the human operators, human-equipment and human-human
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interactions be modelled, so that it becomes a constructive
simulation. Simulation execution requirements for constructive
simulations tend to be less stringent, but the faster a simulation
executes, the more applicable it becomes as a what-if type
analyses tool, as it allows a simulation user to test and evaluate
scenarios quickly. Virtual simulations need to be at least soft
real-time compliant to maintain realism [21].
C. Distributed and Non-Distributed Simulation
Non-distributed simulations are generally less complex to
test and debug than distributed simulations, as simulation
execution does not have to be traced across multiple processing
nodes. However, non-distributed simulations may be soft realtime incompatible when model processing loads become too
high for a single processing node.
Distributed simulations on the other hand require efficient
inter-process communication frameworks, such that the interprocessing node communication overheads do not counter
the advantage of extra processing nodes. Virtual simulations
with multiple entities that are modelled at system of systems
level, typically require distributed simulation to either provide
faster than or real-time compatibility. The ideal simulation
architecture would support both distributed and non-distributed
simulation execution without having to alter the implementation, but only its configuration.
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D. Modularity and Extensibility

D. Modularity and Extensibility

Since the simulation architecture is used in a decision support environment, including the evaluation of system concepts,
it should be efficient to add, maintain and upgrade models
of equipment, operator terminals, external system interfaces
and operators. In addition to the entities that participate in a
synthetic environment, it should also be efficient to extend,
maintain and upgrade the synthetic environment itself. Services such as inter-entity line of sight calculations should be
inherently part of the synthetic environment. External system
interfacing should be supported, but note that external systems
may have requirements that cannot be met by the simulation
architecture, such as hard real-time compatibility.
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E. Time-stepped Simulation
Conservative time management is an integral part of the
simulation architecture and is enforced by using a discrete
time-stepped mechanism. Spatio-temporal properties play a
pivotal role in any air defence system, therefore time-line
accuracy is of importance in a simulation environment, and
hence architecture.
Although models may internally use predictive event-based
time management, their external interfaces should support
conservative time management. This is necessary as both
predictable and non-predictable events occur in an air defence
simulation environment, of which the non-predictable events
may violate causality, if non-conservative time management is
used.
Most of the external systems that will be integrated, produce
spatio-temporal data, be it in the form of positions of an
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E. Time-stepped Simulation
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Although models may internally use predictive event-based
time management, their external interfaces should support
conservative time management. This is necessary as both
predictable and non-predictable events occur in an air defence
simulation environment, of which the non-predictable events
may violate causality, if non-conservative time management is
used.
Most of the external systems that will be integrated, produce
spatio-temporal data, be it in the form of positions of an

aircraft from a flight simulator, or time-stamped detections
from a sensor such as a radar. External systems that may be
integrated includes equipment, data sources and simulators.
III. H IGH -L EVEL S IMULATION A RCHITECTURE D ESIGN
In order to meet the needs as identified in Section II, a
simulation architecture evolved from a single application to
a fully distributed simulation architecture. After providing
a short overview of the present architecture, each part is
carefully explained in subsequent subsections.
The simulation architecture is based on an inter-process
communication (IPC) framework using the Transfer Control
Protocol (TCP). Processing nodes are fully connected in a
peer-to-peer fashion and message-passing is managed via a
publish-subscribe mechanism. Processes that need to communicate within the simulation architecture are:
• Models - Models of equipment, humans and operator
consoles (interfaces).
• Services - Includes line-of-sight, terrain elevation and
peripheral services such as data loggers.
• Consoles or Gateways - All external systems that need
to be integrated with the simulation architecture is implemented via a gateway which in effect translates the
protocol of the external system into the simulation object
and spatial reference models of the simulation architecture. Mock-up operator consoles are also integrated via
this mechanism.

Fig. 2: Base Simulation Object Model
The above list of items is grouped under a base object
to form the simulation object model of the architecture as
indicated in Figure 2. An economical simulation object model
(SOM) has been designed to curb implementation complexity.
A. Publish-Subscribe Object Communication Framework
All models, services and consoles (hereafter collectively referred to as objects) should be able to communicate efficiently
in a distributed environment. Furthermore, it should be easy
to establish and manage the communication channels between
objects. A layered approach will reduce future migration effort
to other IPC frameworks: keep the object implementation and
communication logistics of an object separate. The object
communication framework should also hide the underlying
distributed implementation from the user of the framework and
not dictate model fidelity or simulation granularity. The framework should allow distributed and non-distributed execution
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for easier test and debugging without requiring implementation
changes of the framework or client software.
The publish-subscribe mechanism employed in the object
communication framework is analogous to magazine subscriptions and also similar to object management in HLA [22]:
• Different publishers advertise their sets of titles available
for subscription.
• Subscribers may subscribe to titles of their choice when
they would like to.
• Publishers will then publish issues at regular intervals,
which all subscribers will receive.
• All subscribers receive identical copies of an issue of a
title.
• Publishers may also add titles at any given time to their
collections. Cancellation of titles is not supported at
present.
• A subscriber can read a copy of an issue as many times
as they would like until a new one arrives.
• A subscriber may also elect to ignore old issues and only
read the latest. Note that this is one of two supported
modes, the second is an extension to the analogy (See
next list).
• A publisher cannot change the content of an issue once
it has been published and received by its subscribers.
The implementation of the publish-subscribe mechanism is
somewhat extended over the analogy to allow more flexibility:
• Subscribers can select at what interval (rate) they want
to receive issues. The maximum update rate is limited by
the smallest time increment (frame) of the simulation.
• Subscribers can select if they want all issues of a given
publisher, or just selected titles, without subscribing separately to each title.
• The subscriber may select what will happen with copies
of issues that are received but not read. If kept, all copies
from the oldest to the most recent have to be read to get
to the latest issue. If not kept, the most recent copy is
always available to be read. An in between mode is not
supported.
• A specialised extension to support modelled communications between objects (modelled equipment or operators,
not IPC related communications) is provided with additional parameters to support transmission functionality
(status, delays, sender/receiver identification, etc.). Messages destined for transmission are passed immediately
to the receiver where they are delayed in a cache to
model the correct transmission delay, until delivery. The
minimum transmission delay of a message is limited by
the minimum time increment of the simulation. Messages
are also rather delayed at the receiver than the transmitter,
as the receiver knows, implicitly, its own position and,
from the issue meta-data, the sender’s position which are
both required by the communications model.
Functionality as listed in the above two lists, are directly
supported in the simulation architecture as part of the base
object model and the simulation backbone, which is a set of
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classes and functions providing the necessary mechanisms.
B. Peer-to-peer Processing Node Architecture
A peer-to-peer processing node architecture was ultimately
selected above the client-server architecture, as the server may
form a bottleneck due to the double latency and bandwidth
usage for messages transmitted from a client to the server and
then to the receiving client from the server (Figure 3(a)).
To minimise traffic at a server, an intermediate layer of
servers were considered before using the peer-to-peer architecture. The intermediate servers (Figure 3(b)) have less traffic
to route, and will only transmit messages to other intermediate
servers via the top-level server if a receiving client requires
it. The scheme is efficient, but has one major drawback: The
architecture is not domain independent, as the clustering of
clients per intermediate server requires prior knowledge of
clients that can be grouped by type or anticipated traffic.
Note that the peer-to-peer architecture will result in a single
latency for messages passed between nodes (indicated as peers
in Figure 3(c)), but IPC connections have to be brokered
or configured in some way before a simulation execution
starts. In the client-server case, all clients connect to the
same server. The peer-to-peer architecture suffers from the
same domain knowledge challenge as the intermediate server
solution, i.e. which models may be grouped for acceptable
execution performance. The ultimate architecture would allow
for both the automatic distribution of models across processing
nodes, as well as automatically introducing intermediate server
layers for optimal execution performance. Each processing
node executes a subset of all objects (models, consoles and
services). In the case where a single processing node is
used, all objects are executed on it. As conservative time
management is used in a time-stepped fashion, the slowest or
most processing intensive object governs the global execution
performance of the simulation. Load balancing is therefore
necessary and is supported either as a static configuration
or with dynamic load management [23]. The latter requires
passing of objects in-process between processing nodes during
run-time.
The peer-to-peer architecture is fully connected, thus each
node is connected to each other node at start-up using TCP.
This results in n(n−1)
connections, where n is the number of
2
nodes (peers). For the client-server case the number of connections equals the number of clients. Connections between
objects are made using a proprietary, binary-packed protocol,
irrespective if objects are on the same processing node or not,
or if only one processing node is used.
C. TCP Implementation Details
Specific TCP implementation tweaks to ensure lower message latency between nodes are discussed in this subsection.
TCP messages are grouped per destination node and sent off
together instead of sending each message separately. Message
latency still turned out to be a problem due to TCP’s Nagel
algorithm [24]. The Nagel algorithm usually improves bandwidth (saves on message header overhead) by caching short
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messages for a certain time-out or until they are big enough to
fill a complete data packet before sending the data. Typically
message groups were much smaller than the normal packet
size of 1.5 kilobyte. Turning off the Nagel algorithm gave
the simulation architecture complete control over message
sending times which decreased latencies considerably. The
communication model would cause a node to send information
to every other node once every simulation time increment
which means that the shorter the latencies the faster the
simulation can execute.
The TCP sending buffer was also made bigger than the
default to allow the simulation architecture to push messages
into the sending buffer without blocking to allow the simulation to continue processing while the TCP operating system
thread continues sending. This approach saves the overhead of
implementing the simulation’s TCP sending code in a separate
processing thread.
To start a distributed simulation, all the nodes except the
first node may be started up in any order. As soon as the first
node is started it makes connections to all the other nodes,
which in turn make connections to each other and finally start
the simulation.
IV. R ESULTS
Initial experiments with a non-distributed and intermediate
server-client (see Section III) architecture showed that in order
to execute large enough simulations, distributed processing
would be required to maintain soft real-time compatibility
[25]. Approximately 6-8 processing nodes were estimated for
real-time compliance, but less could be used, as the model
loading metrics were very conservative. Between 40 and 100
objects, with varying levels of fidelity were anticipated. With
the actual architecture, a fully populated scenario translates
to 177 entities that require processing. The architecture is still
efficient enough to execute this at approximately soft real-time.
Of the entities, 160 are models, 8 consoles and 9 services.
Soft real-time execution is maintained by synchronising
with the local processing node clock. Processing time is
yielded not to exceed real-time. However, this only works
when the processing nodes are not overloaded, i.e. able to
process all models within a simulation time frame, otherwise
extra processing nodes may be added. If this still does not
help, soft real-time compatibility cannot be maintained.
Distributed performance tests were done with a processing intensive test object that takes exactly 1ms PC time to
increment and publishes a single title which is a text string
of length 512 bytes. Each test object subscribes to the titles
of all the other test objects, including its own title. The
communication setup is thus fully connected over all objects.
A 100Hz closed loop distributed simulation is run over one
to six machines in as fast as possible mode. Simulation
distribution and communication overhead results are presented
in Table I. The simulation frames are 10ms in length, equating
to a 100Hz update rate, giving ten 1ms slots for a maximum
of ten models per node to sustain soft real-time execution. It
can be seen that a single node is very efficient, running at
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99% of real time with 10 models which translates to a 1%
communication overhead. Table I also shows that:
1) to run up to 9 test objects real time at least 1 node is
required;
2) to run up to 18 test objects real time at least 2 nodes
are required;
3) to run up to 24 test objects real time at least 3 nodes
are required;
4) to run up to 32 test objects real time at least 4 nodes
are required;
5) to run up to 35 test objects real time at least 5 nodes
are required;
6) to run up to 42 test objects real time at least 6 nodes
are required.
To run 42 test objects at real time at least 6 nodes are
required running 7 objects each. This translates to an average
communication overhead of just under 30%. Network usage
was measured by using Windows XP’s task manager network
performance window. Note that the tests performed are worst
case scenarios. All objects subscribe to all other objects and
themselves (n2 subscriptions) and the issue size is 512 bytes
which is big enough for 21 double precision 3D coordinate
triplets or a list of approximately 64 English words.
The simulation architecture has been successfully applied
in an air defence simulation as a decision support tool and for
standard operating procedure concept evaluation. It has been
applied in extensions of the air defence simulation that include
satellite-based optical and radar sensors for maritime surveillance concept development. It was also used for integration
with various external systems, including situational air picture
systems, operator console mock-ups, air traffic radars, flight
simulators and similar simulations.
V. F UTURE W ORK
A key challenge with soft real-time simulations is what
should be done if the simulation slips on world-time? This
often occurs, as models tend to have spurious high processing
requirements. What techniques should be used to catch up
again on world-time, specifically when a simulation is connected to external systems, such as a flight simulator or air
picture systems? One solution is to use innovative schemes in
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console implementations to external systems to cater for data
that arrives at the wrong-time, i.e. too late, or to too early. In
the first case, prediction algorithms are necessary and in the
latter buffering schemes.
Future work includes conducting comparative studies between peer-to-peer, intermediate server and client-server architectures. There is also ample opportunity for load balancing
research: How to measure model loading per processing node
efficiently and effectively, and load balancing algorithms.
VI. C ONCLUSION
The ability to execute an entire simulation in an all-in-one
mode on a single processing node (desktop computer) is a
key advantage in how the simulation architecture is used. It
is efficient and quick to configure scenarios for simulation,
and to visually verify them using peripheral two and three
dimensional viewers. Similar techniques are used to verify and
validate newly integrated models, consoles or services. It is
then merely a matter of changing a configuration to execute
the simulation distributed to achieve soft real-time execution.
The simulation architecture is suitable for parallel execution
on a small to medium scale infra-structure.
The publish-subscribe architecture is very flexible in terms
of objects and connection management. However, care should
be taken to adhere to a standard way of implementing objects
and not to abuse the flexibility.
The soft real-time performance figures obtained with worstcase object loadings indicate that the architecture is adequate
for a small number of nodes with less than 10 objects per node.
It is expected that network overheads will limit scalability to
less than 100 objects in total, and therefore, the architecture
is not considered to be scalable for large simulations (100’s
of objects), requiring soft real-time performance.
AUTHOR B IOGRAPHIES
BERNARDT DUVENHAGE has been with the CSIR
within the Mathematical and Computational Modelling Research Group, that’s part of the Defence, Peace, Safety and
Security (DPSS) Research Group, since January 2004. Past
responsibilities have included the development of a distributed
simulation architecture, development of an optimized Line of
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% xgrid -h xgridcontroller -p pass
-job batch bc.plist

Abstract— We present a Ruby-based batch language
for Xgrid and its processor. Xgrid is an environment for distributed and parallel computing on the
Mac OS X operating system, and Ruby is an objectoriented programming language for general purposes.
In the standard Xgrid environment, jobs in batch ﬁles
are statically deﬁned by an XML-based language, and
submitted jobs are managed by their ID numbers. It
is not easy for human to read and write XML-based
batch ﬁles and to manage jobs by ID numbers. In our
approach, jobs in batch ﬁles can be dynamically deﬁned by a Ruby-based language, and submitted jobs
can be managed by their logical names. Semantic
checks and consistency managements are also done at
submission in our approach. Our approach syntactically and semantically makes it easy to use Xgrid.

Fig. 1. Job submission by ’xgrid’

% xgrid -h xgridcontroller -p pass
-job results -id 381
Fig. 2. Retrieval of the results by ’xgrid’

is a program executed in Xgrid. A controller is a
program to receive jobs from clients, split them into
tasks and send them to agents. An agent is a program to execute assigned tasks and return the results
to the controller. The results are sent to clients via
the controller. They can work on diﬀerent computers
connected by local area network.
The standard client program ’xgrid’, which is invoked from command line interface, provides two
methods to submit jobs. In the ﬁrst method we
specify a job, which consists of a program and its
command line arguments, in the command line arguments for ’xgrid’. We can submit a single task job
only at once by the method. In the second method
we specify a batch ﬁle in the command line arguments for ’xgrid’. A batch ﬁle is a ﬁle to specify jobs
and their tasks. In batch ﬁles we can also describe
jobs which must ﬁnish before a job starts, and tasks
which must ﬁnish before a task starts. We call such
relations dependency relationships. We can submit
multi-task jobs at once by the method. The client
program ’xgrid’ also provides methods to manage
jobs and retrieve their results using job ID numbers.
For example, we can stop, delete and restart jobs.
Fig.1 and Fig.2 show how to use the ’xgrid’ command from command line. Fig.1 is an example of job
submission where the argument ’bc.plist’ is a batch
ﬁle name. Fig.2 is an example of retrieval of the results where the argument ’381’ is the job ID whose
results is retrieved. In both cases the ’-h’ and the
’-p’ options specify a controller’s host name and a
password to connect it respectively.

Keywords— Grid and Cluster Computing, Languages

I. Introduction
Xgrid[1] is an environment for distributed and parallel computing on the Mac OS X operating system.
We use Xgrid for Web mining and metadata generation[5], which need much computation. By the
standard method, jobs for Xgrid can be submitted
by an XML-based batch language and are managed
by their job ID numbers.
We have diﬃculties in reading and writing the
XML-based batch ﬁles and managing jobs. XML
tags in batch ﬁles and job management by IDs are
obstacles for them.
To solve the problems, we present a Ruby-based
batch language for Xgrid and its processor. Ruby[2]
is an object-oriented programming language. By our
method, jobs can be submitted by concise batch ﬁles
and be managed by symbolic names.
The organization of this paper is as follows. In
section 2 we explain Xgrid and its batch language.
We present our approach using examples in section
3, and compare it with other approaches in section
4. In section 5 we state our conclusion. We explain
the detail of our batch language in appendix.
II. Xgrid and the batch language
A. Xgrid

B. The standard batch language

Xgrid mainly consists of three kinds of software:
clients, a controller and agents. A client is a program to submit jobs to a controller and receive the
results from it. A job is a set of tasks, and a task

The standard batch language for Xgrid is based
on XML with key/value structure. We explain the
language using Fig.3 in the following.
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1: <?xml version="1.0" encoding="UTF-8"?>
2: <!DOCTYPE plist PUBLIC
"-//Apple Computer//DTD PLIST 1.0//EN"
"http://www.apple.com/DTDs/PropertyList-1.0.dtd">
3: <plist version="1.0">
4: <array>
5:
<dict>
6:
<key>name</key>
7:
<string>job1</string>
8:
<key>inputFiles</key>
9:
<dict>
10:
<key>bc_exp.txt</key>
11:
<dict>
12:
<key>fileData</key>
13:
<data>MSArIDIKcXVpdAo=
14:
</data>
15:
<key>isExecutable</key>
16:
<string>NO</string>
17:
</dict>
18:
</dict>
19:
<key>taskSpecifications</key>
20:
<dict>
21:
<key>bc</key>
22:
<dict>
23:
<key>command</key>
24:
<string>/usr/bin/bc</string>
25:
<key>arguments</key>
26:
<array>
27:
<string>-q</string>
28:
<string>bc_exp.txt</string>
29:
</array>
30:
</dict>
31:
</dict>
32:
</dict>
33: </array>
34: </plist>

Fig.3 shows a batch ﬁle in the batch language. It
deﬁnes a job with a task which executes a command
line ’/usr/bin/bc -q bc exp.txt’ in Xgrid where a calculator program ’/usr/bin/bc’ reads an expression
’1+2’ from the script ﬁle ’bc exp.txt’ of Fig.4 and
outputs the value of the expression to its standard
output. The script ﬁle ’bc exp.txt’ is deﬁned from
the line 8 to the line 18 of Fig.3. The contents of
the script ﬁle is embedded in the line 13 of Fig.3
as a base64-encoded string. Base64[3] is an encoding method which translates a byte stream to a USASCII string. The task is deﬁned from the line 19
to the line 31 of Fig.3. The command path and its
command line arguments are deﬁned there.
As shown in Fig.3, users are responsible for consistency managements such that a job deﬁnition must
include all ﬁle deﬁnitions which tasks in the job will
refer to.
The batch language provides task prototype for
concise task deﬁnitions though it is not used in Fig.3.
C. Problems in use of Xgrid
The followings are problems in use of Xgrid.
1. XML tags are obstacles for human to read and
write batch ﬁles.
2. Files referred by tasks must be embedded as
base64-encoded strings in batch ﬁles.
3. Jobs can not be dynamically determined by
batch ﬁles at submission. In cases such that a
job to execute many of a program with diﬀerent
parameters is described, the batch ﬁle can be
more concise by dynamically determined jobs.
4. Jobs are managed by their ID numbers.
5. Dependency relationships among jobs in a same
batch ﬁle can not be speciﬁed. The relationships
must be speciﬁed by job IDs determined at submission which are never known at describing the
batch ﬁle.
6. Xgrid users are responsible for semantic consistency check of batch ﬁles.

Fig. 3. An XML-based batch ﬁle ’bc.plist’

1 + 2
quit
Fig. 4. A script ﬁle ’bc exp.txt’

6. Semantic checks and consistency management
are automatically done.
We use the Ruby programming language as the basis of our batch language because Ruby can evaluate
a string as its program. Our client program ’rxgrid’
implemented in Ruby evaluates an RuBLX batch ﬁle
as a Ruby program for lexical analysis, syntax analysis and semantic analysis. It then generates XMLbased batch ﬁles where base64 encoding and semantic check are automatically done, and submits them
using ’xgrid’. The client generates an XML-based
batch ﬁle for each job in a same RuBLX batch ﬁle
to enable to specify dependency relationships among
jobs in the RuBLX batch ﬁle. It also generates a
map ﬁle, which records the correspondence between
job IDs and symbolic job names, at submission. The
client provides job management methods by symbolic
job names using map ﬁles.

III. A Ruby-based batch language and its
processor
To solve the problems pointed out in the previous section, we propose a Ruby-based batch language
for Xgrid (RuBLX) and a client program ’rxgrid’ for
RuBLX. In this section, we explain the design principles and examples of batch ﬁles in RuBLX. We explain the detail of our batch language in appendix.
A. Design principles
The followings are design principles for our approach.
1. XML tags are not used in batch ﬁles.
2. Base64 encoding are not needed in batch ﬁles.
3. Jobs can be dynamically determined.
4. Jobs can be managed by symbolic names.
5. Dependency relationships among jobs in a same
batch ﬁle can be speciﬁed.

B. Examples
We explain an overview of our approach and show
that our approach solves the problems pointed out in
the previous section using three examples.
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1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

file "bc_exp.txt" do |t|
t.agentPathName = "bc_exp.txt"
t.localPathName = "bc_exp.txt"
t.isExecutable = false
end

A consistent management is done at submission of
the batch ﬁle. The job deﬁnition in the generated
XML-based batch ﬁle includes a ﬁle deﬁnition which
the task ’bc’ refers to though the ﬁle deﬁnition is not
referred in the job deﬁnition in the RuBLX batch ﬁle.
Fig.6 shows a map ﬁle generated at submission of
the batch ﬁle of Fig.5. The map ﬁle indicates that
the ID number of the job ’job1’ is 381.
Fig.7 and Fig.8, which correspond to Fig.1 and
Fig.2 respectively, show how to use our processor
’rxgrid’. Fig.7 shows an example of job submission
where the command line argument ’bc.rb’ is a batch
ﬁle name. Fig.8 shows an example of retrieval of
the results where the command line arguments ’job1’
and ’bc map.csv’ are the job name whose results is
retrieved and a map ﬁle respectively.
The second example is shown in Fig.9. It is an
example of a batch ﬁle with dependency relationships
among jobs. Three jobs ’job0’, ’job1’ and ’job2’ are
deﬁned there.
• The job ’job0’ is a previously submitted job with
the job ID 333. The job ID can be speciﬁed by
a pair of a logical job name and a map ﬁle as
shown in appendix.
• The job ’job1’ is a job with a task ’echo1’.
• The job ’job2’ is a job with a task ’echo2’
which starts after two jobs ’job0’ and ’job1’
are done.
The dependency is deﬁned by
’t.dependsOnJobs’ in the block.
Our client program takes account of both dependency relationships among jobs and those among
tasks. It does topological sort on jobs for submission.
If it ﬁnds either cyclic dependency relationships for
jobs or those for tasks, it declares errors.
The third example is shown in Fig.10. It is an
example of a batch ﬁle where the number of tasks in
a job are dynamically determined at submission.
In the batch ﬁle, a task is deﬁned for each ﬁle
whose name ends with ’.txt’ in a current directory.
The ﬁles are collected by a standard Ruby library
’Dir’ in the line 1 of Fig.10. Each task calculates the
value of an expression in the ﬁle using ’/usr/bin/bc’.
Variables, arrays, ﬂow controls and a standard Ruby
library are used in the batch ﬁle because it is not
known how many ﬁles will exist in a current directory at submission when the batch ﬁle is written.
Deﬁnitions of ﬁles, tasks and jobs are basically
declarative in RuBLX. The order of deﬁnitions is not
signiﬁcant. Procedural description, however, can be
used as this example.
Templates can be used for deﬁnitions in RuBLX
though some programming skill is needed. For example, a template for a task is used from the line 16
to the line 20 in Fig.10 where ’taskName’ and ’f.to s’
are used as parameters for the template.

task "bc" do |t|
t.command = "/usr/bin/bc"
t.arguments = ["-q", "bc_exp.txt"]
t.refersTo = ["bc_exp.txt"]
end
job "job1" do |t|
t.tasks = ["bc"]
end
Fig. 5. An RuBLX batch ﬁle ’bc.rb’

381,job1
Fig. 6. A map ﬁle ’bc map.csv’

% rxgrid -h xgridcontroller -p pass
-job batch bc.rb
Fig. 7. Job submission

% rxgrid -h xgridcontroller -p pass
-job results -id job1
-map bc_map.csv
Fig. 8. Retrieval of the results

The ﬁrst example is shown in Fig.5. It is an example of a batch ﬁle in RuBLX. The job described there
is the same as the job of Fig.3. Files, tasks and jobs
have logical names as identiﬁers, and are deﬁned as
follows.
• A ﬁle is deﬁned from the line 1 to the line 5. It
starts with a keyword ’ﬁle’ followed by a logical
ﬁle name ’bc exp.txt’ and a do-end block with a
parameter ’t’. The followings are deﬁned in the
block: a path name of the ﬁle on agent machines,
the contents of the ﬁle by a local ﬁle and whether
it is executable or not.
• A task is deﬁned from the line 7 to the line 11.
It starts with a keyword ’task’ followed by a logical task name ’bc’ and a do-end block with a
parameter ’t’. The followings are deﬁned in the
block: a path name of a command, command
line arguments for it and a ﬁle referred by it,
• A job is deﬁned from the line 13 to the line 15.
It starts with a keyword ’job’ followed by a logical job name ’job1’ and a do-end block with a
parameter ’t’. A task in the job is deﬁned in the
block.
The batch ﬁle in Fig.5 is more concise than the
batch ﬁle in Fig.3. There is no XML tag in Fig.5,
and the number of lines in Fig.5 is 15 while that in
Fig.3 is 34.

IV. Comparison
We compare our approach with PyXG[1] because
our approach solves problems of the standard Xgrid
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8:
9:
10:
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14:
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Fig.2 respectively, show how to use our processor
’rxgrid’. Fig.7 shows an example of job submission
where the command line argument ’bc.rb’ is a batch
ﬁle name. Fig.8 shows an example of retrieval of
the results where the command line arguments ’job1’
and ’bc map.csv’ are the job name whose results is
retrieved and a map ﬁle respectively.
The second example is shown in Fig.9. It is an
example of a batch ﬁle with dependency relationships
among jobs. Three jobs ’job0’, ’job1’ and ’job2’ are
deﬁned there.
• The job ’job0’ is a previously submitted job with
the job ID 333. The job ID can be speciﬁed by
a pair of a logical job name and a map ﬁle as
shown in appendix.
• The job ’job1’ is a job with a task ’echo1’.
• The job ’job2’ is a job with a task ’echo2’
which starts after two jobs ’job0’ and ’job1’
are done.
The dependency is deﬁned by
’t.dependsOnJobs’ in the block.
Our client program takes account of both dependency relationships among jobs and those among
tasks. It does topological sort on jobs for submission.
If it ﬁnds either cyclic dependency relationships for
jobs or those for tasks, it declares errors.
The third example is shown in Fig.10. It is an
example of a batch ﬁle where the number of tasks in
a job are dynamically determined at submission.
In the batch ﬁle, a task is deﬁned for each ﬁle
whose name ends with ’.txt’ in a current directory.
The ﬁles are collected by a standard Ruby library
’Dir’ in the line 1 of Fig.10. Each task calculates the
value of an expression in the ﬁle using ’/usr/bin/bc’.
Variables, arrays, ﬂow controls and a standard Ruby
library are used in the batch ﬁle because it is not
known how many ﬁles will exist in a current directory at submission when the batch ﬁle is written.
Deﬁnitions of ﬁles, tasks and jobs are basically
declarative in RuBLX. The order of deﬁnitions is not
signiﬁcant. Procedural description, however, can be
used as this example.
Templates can be used for deﬁnitions in RuBLX
though some programming skill is needed. For example, a template for a task is used from the line 16
to the line 20 in Fig.10 where ’taskName’ and ’f.to s’
are used as parameters for the template.

task "bc" do |t|
t.command = "/usr/bin/bc"
t.arguments = ["-q", "bc_exp.txt"]
t.refersTo = ["bc_exp.txt"]
end
job "job1" do |t|
t.tasks = ["bc"]
end
Fig. 5. An RuBLX batch ﬁle ’bc.rb’

381,job1
Fig. 6. A map ﬁle ’bc map.csv’

% rxgrid -h xgridcontroller -p pass
-job batch bc.rb
Fig. 7. Job submission

% rxgrid -h xgridcontroller -p pass
-job results -id job1
-map bc_map.csv
Fig. 8. Retrieval of the results

The ﬁrst example is shown in Fig.5. It is an example of a batch ﬁle in RuBLX. The job described there
is the same as the job of Fig.3. Files, tasks and jobs
have logical names as identiﬁers, and are deﬁned as
follows.
• A ﬁle is deﬁned from the line 1 to the line 5. It
starts with a keyword ’ﬁle’ followed by a logical
ﬁle name ’bc exp.txt’ and a do-end block with a
parameter ’t’. The followings are deﬁned in the
block: a path name of the ﬁle on agent machines,
the contents of the ﬁle by a local ﬁle and whether
it is executable or not.
• A task is deﬁned from the line 7 to the line 11.
It starts with a keyword ’task’ followed by a logical task name ’bc’ and a do-end block with a
parameter ’t’. The followings are deﬁned in the
block: a path name of a command, command
line arguments for it and a ﬁle referred by it,
• A job is deﬁned from the line 13 to the line 15.
It starts with a keyword ’job’ followed by a logical job name ’job1’ and a do-end block with a
parameter ’t’. A task in the job is deﬁned in the
block.
The batch ﬁle in Fig.5 is more concise than the
batch ﬁle in Fig.3. There is no XML tag in Fig.5,
and the number of lines in Fig.5 is 15 while that in
Fig.3 is 34.

IV. Comparison
We compare our approach with PyXG[1] because
our approach solves problems of the standard Xgrid

693

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

task "echo1" do |t|
t.command = "/bin/echo"
t.arguments = ["1"]
end
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10:
11:
12:
13:
14:
15:
16:
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19:
20:
21:
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23:
24:
25:

task "echo2" do |t|
t.command = "/bin/echo"
t.arguments = ["2"]
end
job "job0" do |t|
t.id = 333
end
job "job1" do |t|
t.tasks = ["echo1"]
end
job "job2" do |t|
t.tasks = ["echo2"]
t.dependsOnJobs = ["job0", "job1"]
end

Fig. 9. An RuBLX batch ﬁle with dependency relationships
among jobs

filelist = Dir.glob("*.txt")
filelist.each do |f|
file f.to_s do |t|
t.agentPathName = f.to_s
t.localPathName = f.to_s
t.isExecutable = false
end
end
taskNames = []
filelist.each do |f|
taskName = "bc" + f.to_s
taskNames = taskNames | [taskName]
task taskName do |t|
t.command = "/usr/bin/bc"
t.arguments = ["-q", f.to_s]
t.refersTo = [f.to_s]
end
end
job "job1" do |t|
t.tasks = taskNames
end

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

task "echo1" do |t|
t.command = "/bin/echo"
t.arguments = ["1"]
end

1:
2:
3:
4:
5:
6:
7:
8:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:

task "echo2" do |t|
t.command = "/bin/echo"
t.arguments = ["2"]
end
job "job0" do |t|
t.id = 333
end
job "job1" do |t|
t.tasks = ["echo1"]
end
job "job2" do |t|
t.tasks = ["echo2"]
t.dependsOnJobs = ["job0", "job1"]
end

Fig. 9. An RuBLX batch ﬁle with dependency relationships
among jobs

Fig. 10. An RuBLX batch ﬁle with dynamically deﬁned tasks

environment which we pointed out as shown in the
previous section, and PyXG also uses a programming
language to specify and submit Xgrid jobs as our
approach.
PyXG is a module for the Python programming
language[4], which enables to submit jobs to Xgrid
controllers and manage them from Python programs.
Python is an object-oriented programming language.
Fig.11 shows a program with PyXG. In the program,
not only job construction steps (the lines 5 and 6) but
also steps for connecting to a controller (the lines 2,
3 and 4) and a step for submission (the line 7) are
described.
The main diﬀerences between PyXG and our approach are as follows.
1. Programs with PyXG are completely procedural while our batch ﬁles are basically declarative.
The order of deﬁnitions is not signiﬁcant in our
approach. Procedural descriptions are used in
our batch ﬁles if needed as shown in Fig.10. In
PyXG, semantic checks and the ordering of job
submission must be procedurally described. In
our approach, they are done automatically.
2. Programs with PyXG includes everything related to Xgrid while our batch ﬁles consist of
job speciﬁcations only.
The interested reader is referred to [1] for other
Xgrid client programs.

1: from xg import *
2: conn = Connection(
hostname=’xgridcontroller’,
password=’pass’)
3: cont = Controller(conn)
4: g = cont.grid(0)
5: js = JobSpecification()
6: js.addTask(’/usr/bin/bc’,
args=’bc_script.txt’)
7: j = g.batch(js)
Fig. 11. A Python program with PyXG

about Xgrid: XML tags as obstacles for human to
read and write batch ﬁles, consistency management
of batch ﬁles by users, job management by job ID
numbers, and so on. Users with some programming
skill can describe batch ﬁles using templates. Our
approach makes it easy to use Xgrid.
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t.agentPathName = f.to_s
t.localPathName = f.to_s
t.isExecutable = false
end
end
taskNames = []
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taskName = "bc" + f.to_s
taskNames = taskNames | [taskName]
task taskName do |t|
t.command = "/usr/bin/bc"
t.arguments = ["-q", f.to_s]
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t.tasks = taskNames
end

Fig. 10. An RuBLX batch ﬁle with dynamically deﬁned tasks

environment which we pointed out as shown in the
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PyXG is a module for the Python programming
language[4], which enables to submit jobs to Xgrid
controllers and manage them from Python programs.
Python is an object-oriented programming language.
Fig.11 shows a program with PyXG. In the program,
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also steps for connecting to a controller (the lines 2,
3 and 4) and a step for submission (the line 7) are
described.
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1. Programs with PyXG are completely procedural while our batch ﬁles are basically declarative.
The order of deﬁnitions is not signiﬁcant in our
approach. Procedural descriptions are used in
our batch ﬁles if needed as shown in Fig.10. In
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our approach, they are done automatically.
2. Programs with PyXG includes everything related to Xgrid while our batch ﬁles consist of
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Xgrid client programs.
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a hash.
The keys of the hash are names
of environment variables, and their values are
values of the environment variables.
The
value of ’t.inputStream’ <LOGICAL FILE NAME>
speciﬁes a logical ﬁle name whose contents
are used as the standard input.
The value
of ’t.dependsOn’ <LOGICAL TASK NAME LIST>
speciﬁes logical task names which the task depends on by an array. The value of ’t.refersTo’
<LOGICAL FILE NAME LIST> speciﬁes logical
ﬁle names by an array, each of which the
task will read.
The value of ’t.inputFileMap’
<INPUT FILE MAP HASH> speciﬁes the correspondence between ﬁle paths on agents and the contents for this task only by a hash. The keys of the
hash are ﬁle paths and their values are logical ﬁle
names.
Fig.14 and Fig.15, which are for previously submitted jobs and jobs to be submitted respectively,
show the syntax of a job deﬁnition.
In both cases, a job deﬁnition starts with a keyword ’job’. It takes two arguments: a string for a
logical job name(<LOGICAL JOB NAME>) and a
block with a parameter. The block speciﬁes the detail of a job. In the following, we use ’t’ as the parameter.
The detail of previously submitted jobs are
deﬁned in the block of Fig.14 as follows. The
value of ’t.id’ speciﬁes a previously submitted job ID. The previously submitted job ID
is given either by an integer or by a pair of a
logical job name and a map ﬁle. The pair is
speciﬁed by ’jobId(<LOGICAL JOB NAME>,
<MAP FILE PATH>)’
where
<LOGICAL JOB NAME> is a logical job name
and <MAP FILE PATH> is the path of a map ﬁle
which includes the logical job name.
The detail of jobs to be submitted are deﬁned in the block of Fig.15 as follows.
The
value of ’t.mail’ <MAIL ADDRESS> speciﬁes an e-mail address to which an e-mail
is sent when the job status is changed.
The value of ’t.taskMustStartSimultaneously’
<TASK MUST START SIMULTANEOUSLY>
speciﬁes whether tasks must start simultaneously
or not by a boolean value: ’true’ is for yes, and
’false’ is for no. The value of ’t.minimumTaskCount’
<MINIMUM TASK COUNT> speciﬁes the minimum number of tasks which are needed to start
at the same time. The value of ’t.dependsOnJobs’
<LOGICAL JOB NAME LIST> speciﬁes logical
job names which the job depends on by an array. The
value of ’t.ﬁles’ <LOGICAL FILE NAME LIST>
speciﬁes logical ﬁle names used in the
job by an array.
The value of ’t.tasks’
<LOGICAL TASK NAME LIST> speciﬁes logical
task names in the job by an array.

[3] David Wood. Programming Internet Email. Oreilly &
Associates Inc, 1999.
[4] Mark Lutz and David Ascher. Learning Python. Oreilly
& Associates Inc, 2003.
[5] Tetsuya Suzuki and Takehiro Tokuda. A system for landscape photograph localization. In ISDA (1), pages 1080–
1085. IEEE Computer Society, 2006.

Appendix
We explain the detail of our batch language. A
batch ﬁle includes one or more job deﬁnitions, one or
more task deﬁnitions and zero or more ﬁle deﬁnitions.
The order of deﬁnitions is not signiﬁcant. It can also
include any Ruby code anywhere.
Fig.12, Fig.13, Fig.14 and Fig.15 show the syntax
of a ﬁle deﬁnition, a task deﬁnition and job deﬁnitions respectively. In the ﬁgures, non terminal symbols are enclosed with ’<’ and ’>’. A pair of parenthesises followed by a question mark ’(X)?’ means
X is optional. A pair of parenthesises with a vertical
bar between them ’(X | Y )’ means X or Y .
Each deﬁnition has a do-end block with a parameter <PARAM>, and the detail of each deﬁnition is
given there. The order of description in such a doend block is not signiﬁcant. A same identiﬁer must
be used for <PARAM> in a same do-end block.
In the following, we explain the syntax of a ﬁle
deﬁnition, a task deﬁnition and a job deﬁnition in
this order.
Fig.12 shows the syntax of a ﬁle deﬁnition. A
ﬁle deﬁnition starts with a keyword ’ﬁle’.
It
takes two arguments: a string for a logical ﬁle
name(<LOGICAL FILE NAME>) and a block with
a parameter. The block speciﬁes the detail of the
ﬁle. In the following, we use ’t’ as the parameter.
In the block, the value of ’t.agentPathName’ speciﬁes a path of the ﬁle on an agent machine. The
content of the ﬁle is speciﬁed by ’t.localPathName’
or ’t.contents’. The value of ’t.localPathName’
<PATH ON LOCAL> speciﬁes the contents by the
path of a local ﬁle.
The value of ’t.contents’
<STRING> speciﬁes the contents by a string.
Both of them can not be speciﬁed at once. The
value of ’t.isExecutable’ <EXECUTABLE> speciﬁes
whether the ﬁle is executable or not: ’true’ for executable, ’false’ for not-executable.
Fig.13 shows the syntax of a task deﬁnition.
A task deﬁnition starts with a keyword ’task’.
It takes two arguments: a string for a logical task name(<LOGICAL TASK NAME>) and a
block with a parameter. The block speciﬁes the
detail of the task.
In the following, we use
’t’ as the parameter. In the block, the value
of ’t.command’ <PATH OF COMMAND> speciﬁes a path of a command which will run on
an agent machine.
The value of ’t.arguments’
<COMMAND ARGUMENT LIST> speciﬁes command line arguments by an array.
The value
of ’t.environment’ <ENVIRONMENT HASH> speciﬁes environment variables and their values by
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a hash.
The keys of the hash are names
of environment variables, and their values are
values of the environment variables.
The
value of ’t.inputStream’ <LOGICAL FILE NAME>
speciﬁes a logical ﬁle name whose contents
are used as the standard input.
The value
of ’t.dependsOn’ <LOGICAL TASK NAME LIST>
speciﬁes logical task names which the task depends on by an array. The value of ’t.refersTo’
<LOGICAL FILE NAME LIST> speciﬁes logical
ﬁle names by an array, each of which the
task will read.
The value of ’t.inputFileMap’
<INPUT FILE MAP HASH> speciﬁes the correspondence between ﬁle paths on agents and the contents for this task only by a hash. The keys of the
hash are ﬁle paths and their values are logical ﬁle
names.
Fig.14 and Fig.15, which are for previously submitted jobs and jobs to be submitted respectively,
show the syntax of a job deﬁnition.
In both cases, a job deﬁnition starts with a keyword ’job’. It takes two arguments: a string for a
logical job name(<LOGICAL JOB NAME>) and a
block with a parameter. The block speciﬁes the detail of a job. In the following, we use ’t’ as the parameter.
The detail of previously submitted jobs are
deﬁned in the block of Fig.14 as follows. The
value of ’t.id’ speciﬁes a previously submitted job ID. The previously submitted job ID
is given either by an integer or by a pair of a
logical job name and a map ﬁle. The pair is
speciﬁed by ’jobId(<LOGICAL JOB NAME>,
<MAP FILE PATH>)’
where
<LOGICAL JOB NAME> is a logical job name
and <MAP FILE PATH> is the path of a map ﬁle
which includes the logical job name.
The detail of jobs to be submitted are deﬁned in the block of Fig.15 as follows.
The
value of ’t.mail’ <MAIL ADDRESS> speciﬁes an e-mail address to which an e-mail
is sent when the job status is changed.
The value of ’t.taskMustStartSimultaneously’
<TASK MUST START SIMULTANEOUSLY>
speciﬁes whether tasks must start simultaneously
or not by a boolean value: ’true’ is for yes, and
’false’ is for no. The value of ’t.minimumTaskCount’
<MINIMUM TASK COUNT> speciﬁes the minimum number of tasks which are needed to start
at the same time. The value of ’t.dependsOnJobs’
<LOGICAL JOB NAME LIST> speciﬁes logical
job names which the job depends on by an array. The
value of ’t.ﬁles’ <LOGICAL FILE NAME LIST>
speciﬁes logical ﬁle names used in the
job by an array.
The value of ’t.tasks’
<LOGICAL TASK NAME LIST> speciﬁes logical
task names in the job by an array.
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Appendix
We explain the detail of our batch language. A
batch ﬁle includes one or more job deﬁnitions, one or
more task deﬁnitions and zero or more ﬁle deﬁnitions.
The order of deﬁnitions is not signiﬁcant. It can also
include any Ruby code anywhere.
Fig.12, Fig.13, Fig.14 and Fig.15 show the syntax
of a ﬁle deﬁnition, a task deﬁnition and job deﬁnitions respectively. In the ﬁgures, non terminal symbols are enclosed with ’<’ and ’>’. A pair of parenthesises followed by a question mark ’(X)?’ means
X is optional. A pair of parenthesises with a vertical
bar between them ’(X | Y )’ means X or Y .
Each deﬁnition has a do-end block with a parameter <PARAM>, and the detail of each deﬁnition is
given there. The order of description in such a doend block is not signiﬁcant. A same identiﬁer must
be used for <PARAM> in a same do-end block.
In the following, we explain the syntax of a ﬁle
deﬁnition, a task deﬁnition and a job deﬁnition in
this order.
Fig.12 shows the syntax of a ﬁle deﬁnition. A
ﬁle deﬁnition starts with a keyword ’ﬁle’.
It
takes two arguments: a string for a logical ﬁle
name(<LOGICAL FILE NAME>) and a block with
a parameter. The block speciﬁes the detail of the
ﬁle. In the following, we use ’t’ as the parameter.
In the block, the value of ’t.agentPathName’ speciﬁes a path of the ﬁle on an agent machine. The
content of the ﬁle is speciﬁed by ’t.localPathName’
or ’t.contents’. The value of ’t.localPathName’
<PATH ON LOCAL> speciﬁes the contents by the
path of a local ﬁle.
The value of ’t.contents’
<STRING> speciﬁes the contents by a string.
Both of them can not be speciﬁed at once. The
value of ’t.isExecutable’ <EXECUTABLE> speciﬁes
whether the ﬁle is executable or not: ’true’ for executable, ’false’ for not-executable.
Fig.13 shows the syntax of a task deﬁnition.
A task deﬁnition starts with a keyword ’task’.
It takes two arguments: a string for a logical task name(<LOGICAL TASK NAME>) and a
block with a parameter. The block speciﬁes the
detail of the task.
In the following, we use
’t’ as the parameter. In the block, the value
of ’t.command’ <PATH OF COMMAND> speciﬁes a path of a command which will run on
an agent machine.
The value of ’t.arguments’
<COMMAND ARGUMENT LIST> speciﬁes command line arguments by an array.
The value
of ’t.environment’ <ENVIRONMENT HASH> speciﬁes environment variables and their values by
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file <LOGICAL FILE NAME> do | <PARAM> |
<PARAM> .agentPathName = <PATH ON AGENT>
( <PARAM> .localPathName = <PATH ON LOCAL> | <PARAM> .contents = <STRING> )
( <PARAM> .isExecutable = <EXECUTABLE> ) ?
end

Fig. 12. The syntax of a ﬁle deﬁnition

task <LOGICAL TASK NAME> do | <PARAM> |
<PARAM> .command = <PATH OF COMMAND>
( <PARAM> .arguments = <COMMAND ARGUMENT LIST> ) ?
( <PARAM> .environment = <ENVIRONMENT HASH> ) ?
( <PARAM> .inputStream = <LOGICAL FILE NAME> ) ?
( <PARAM> .dependsOn = <LOGICAL TASK NAME LIST> ) ?
( <PARAM> .refersTo = <LOGICAL FILE NAME LIST> ) ?
( <PARAM> .inputFileMap = <INPUT FILE MAP HASH> ) ?
end

Fig. 13. The syntax of a task deﬁnition

job <LOGICAL JOB NAME> do | <PARAM> |
<PARAM> .id = ( <PREVIOUSLY SUBMITTED JOB ID> |
jobId( <LOGICAL JOB NAME> , <MAP FILE PATH> ) )
end

Fig. 14. The syntax of a job deﬁnition (case 1)

job <LOGICAL JOB NAME> do | <PARAM> |
( <PARAM> .mail = <MAIL ADDRESS> ) ?
( <PARAM> .taskMustStartSimultaneously = <TASK MUST START SIMULTANEOUSLY> ) ?
( <PARAM> .minimumTaskCount = <MINIMUM TASK COUNT> ) ?
( <PARAM> .dependsOnJobs = <LOGICAL JOB NAME LIST> ) ?
( <PARAM> .files = <LOGICAL FILE NAME LIST> ) ?
<PARAM> .tasks = <LOGICAL TASK NAME LIST>
end

file <LOGICAL FILE NAME> do | <PARAM> |
<PARAM> .agentPathName = <PATH ON AGENT>
( <PARAM> .localPathName = <PATH ON LOCAL> | <PARAM> .contents = <STRING> )
( <PARAM> .isExecutable = <EXECUTABLE> ) ?
end

Fig. 12. The syntax of a ﬁle deﬁnition

task <LOGICAL TASK NAME> do | <PARAM> |
<PARAM> .command = <PATH OF COMMAND>
( <PARAM> .arguments = <COMMAND ARGUMENT LIST> ) ?
( <PARAM> .environment = <ENVIRONMENT HASH> ) ?
( <PARAM> .inputStream = <LOGICAL FILE NAME> ) ?
( <PARAM> .dependsOn = <LOGICAL TASK NAME LIST> ) ?
( <PARAM> .refersTo = <LOGICAL FILE NAME LIST> ) ?
( <PARAM> .inputFileMap = <INPUT FILE MAP HASH> ) ?
end

Fig. 13. The syntax of a task deﬁnition

job <LOGICAL JOB NAME> do | <PARAM> |
<PARAM> .id = ( <PREVIOUSLY SUBMITTED JOB ID> |
jobId( <LOGICAL JOB NAME> , <MAP FILE PATH> ) )
end

Fig. 14. The syntax of a job deﬁnition (case 1)

job <LOGICAL JOB NAME> do | <PARAM> |
( <PARAM> .mail = <MAIL ADDRESS> ) ?
( <PARAM> .taskMustStartSimultaneously = <TASK MUST START SIMULTANEOUSLY> ) ?
( <PARAM> .minimumTaskCount = <MINIMUM TASK COUNT> ) ?
( <PARAM> .dependsOnJobs = <LOGICAL JOB NAME LIST> ) ?
( <PARAM> .files = <LOGICAL FILE NAME LIST> ) ?
<PARAM> .tasks = <LOGICAL TASK NAME LIST>
end

Fig. 15. The syntax of a job deﬁnition (case 2)

Fig. 15. The syntax of a job deﬁnition (case 2)
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The management of high-performance concerns using
AOP is emerging as a promising line of research. In
(Harbulot and Gurd 2004), the separation of the parallel
structure cross-cutting Java scientific applications is
addressed using the general-purpose language AspectJ
(Kiczales et al. 2001). The work in (Harbulot and Gurd
2006) describes an extension of the AspectJ join point
model aimed at allowing loops to be parallelized
without re-factoring the base-code. A methodology for
the modular development of parallel programs which is
based on the composition of multiple fine-grain aspects
such as concurrency, partition, distribution and so on, is
discussed in (Sobral 2006). The proposal in (Díaz et al.
2005) is focused on a component framework for the
efficient development of high-performance applications.
Specific concerns which affect a set of scientific
components, such as the communication scheme
underlying the application, are modeled into a special
type of entities called aspect components.

ABSTRACT
This paper discusses the use of Aspect-Oriented
Programming (AOP) to support the parallelization of
scientific code. The idea is to develop parallelism
concerns in separate aspects so that the weaving process
can inject the code structures which allow the sequential
scientific core to be executed in parallel. A series of
advantages can initially be derived from this aspectbased approach. As parallelism is modularized into
separate units, the code-tangling level is reduced. The
parallel version is developed by reusing the code pieces
which implement the numerical computation
sequentially. Moreover, different aspects can be written
to adapt the application to different high-performance
environments. This paper describes some experiences
with the code parallelization using aspects. Specifically,
the integration of both task and data parallelism in the
context of two parallel scenarios (i.e. multithreading
and message-passing) is addressed in a case study. The
work is an attempt to assess the benefits and limitations
of applying AOP for these purposes.

This paper focuses on the idea that scientific programs
can (possibly) be written sequentially in a way that
enables parallelism to be added later, for instance, once
the code has been tested and debugged. Although the
parallelization of a scientific program may require many
changes of diverse nature in different parts of its code,
we can consider the effects of these changes as the
result of weaving what we have called parallelization
aspects into the sequential scientific core (i.e. the part in
charge of the numerical computation). The bodies of
these aspects will implement additional functionalities
such
as
distribution,
communication
and
synchronization, in order to enable the sequential core
to be executed in parallel.

INTRODUCTION
Scientific software frequently exploits parallelism for
achieving high-performance when tackling large-scale
and realistic engineering problems. Implementations are
typically based on parallel programming libraries (e.g.
PThreads, MPI, PVM) which provide the developer
with a set of primitives to code parallelism concerns.
However, code-tangling problems often arise in these
applications as the statements describing the numerical
computation are mixed with those expressing
parallelism.

We can anticipate a series of advantages derived from
this aspect-based parallelization approach:
• Parallel statements don’t obscure the mathematical
model, as the former are isolated into aspects,
which results in a reduction of code-tangling.
• The parallel application is set-up by weaving
aspects into the sequential core, promoting core
reuse.
• The applied parallelism model can be replaced
simply selecting different aspects to be woven.

Aspect-Oriented Programming (Kiczales et al. 1997)
helps the developer to achieve the separation of
concerns, especially in those situations when such
concerns cut across multiple parts (clases, components,
modules) of a system. The modular management of
cross-cutting concerns leads to a simpler application
code which is easier to develop and maintain and has a
greater potential for reuse. A well-modularized crosscutting concern is called an aspect.
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Despite the potential benefits, this approach may also
lead to some serious shortcomings. The characteristics
of the aspect-oriented language used determine the type
of interaction between aspects and base-code. For
instance, in a general-purpose language such as
AspectJ, the interactions are mainly based on
intercepting method calls (pointcuts plus advice code),
augmenting data structures (introductions), and so on.
However, the parallelization of code following these
mechanisms can be very difficult unless the programs
are written assuming (explicitly) the fact that the code
pieces which will be parallelized must be accessed and
managed through valid join points. This leads us to
consider new sequential designs which include sets of
interfaces and/or classes aimed at allowing aspects to
inject parallelism. In some sense, the parallelization
concern must be somehow considered from the initial
design of the code. Obviously, this represents an extra
effort in the development of the sequential scientific
core.

A pointcut identifies a set of join points. Pointcuts are
described by means of pointcut expressions, which can
refer to combinations of static program entities, such as
classes, functions or namespaces, and other points in the
control flow of the program. For instance, the
expression:
execution(“void Dialog::set%(...)”)

refers to the execution of any method of Dialog having
both a name beginning with set and void as return
type. In the match expression, % is used as a wildcard
symbol and ... represents any sequence of arguments.
A pointcut declaration allows a pointcut to be named so
that it can be reused in different parts of the program.
The advice is the mechanism which defines the way the
aspect affects the base-code. An advice declaration
indicates the block of code to be executed when specific
join points are reached. The advice code can be
executed before, after, or both before and after (i.e.
around) the join point. For instance, the following
advice can be used to trace the execution of “setter”
methods in Dialog:

This work is an attempt to assess the feasibility and
suitability of the approach. The purpose is to describe a
real experience which allows us to determine the overall
advantages and limitations of using aspects for the code
parallelization. At first, we describe a sequential
program which computes the 2D-Fast Fourier
Transform (Briham 1988) of a collection of matrices.
Then, aspect weaving is used to integrate both task and
data parallelism into the scientific code. This is carried
out in the context of two different parallel scenarios:
multithreading with shared memory, and messagepassing based on MPI.

advice execution(“void Dialog::set%(...)”) && that(d)
: before(Dialog &d) {
cout << “Dialog:” << d.name
<< “ will be modified.” << endl;
}

The code in the example above is triggered just before
the method execution. The function that() binds a
variable to the object on which the method is invoked
(i.e. the object referred to by this). Other pointcut
functions can be used to access information such as the
arguments of a function and its return value.
Furthermore, the object tjp (of class JoinPoint) allows
the programmer to retrieve context information from
within the advice code.

The implementation is based on the aspect-oriented
language AspectC++ (Spinczyk et al. 2002). In
AspectC++, almost all the language elements are
efficiently implemented at compile-time, which makes
the tool more suitable for the development of highperformance concerns than other approaches using
Java-based dynamic weaving such as AspectJ.

A different type of advice is that represented by
introductions, which are used to augment data
structures. For instance, the following code uses a slice
element to add data members and methods to the class
Dialog. A method which is defined this way can access
even private data members:

The paper is structured as follows. Section 2 provides
an overview of AspectC++. The case study is presented
in section 3, where the sequential solution is described.
Sections 4 and 5 provide an in-depth description of the
parallelization using multithread programming and
MPI, respectively. The paper finishes with some
conclusions.

advice “Dialog” : slice class {
Time creation;
int isExpired() {
return ((Time::now() - creation) > 3600) ? 1:0;
}
};

The aspect is the language construction in which all
these elements are combined for the implementation of
modularized cross-cutting concerns. In terms of
syntaxis, an aspect is very similar to a C++ class
definition. In this sense, aspects can have data members
and methods, and can inherit from classes and even
other aspects. The code below shows an aspect which
implements an “expiration” concern for the class
Dialog. The functionality consists of preventing the
modification of any dialog window which has already

ASPECTC++ FUNDAMENTALS
AspectC++ is a general purpose language extension to
C++ for the support of Aspect-Oriented Programming.
An aspect can be understood as a modularized unit that
implements a cross-cutting concern. The points at which
an aspect can interfere with the base-code are called
join points.
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expired. In an around advice, the original join point
code can be executed by calling tjp->proceed():

void Pipe::linkStages(Stage *s1,Stage *s2,Rect *r) {
Data *d = new Data(r);
s1->setOutputData(d);
s2->setInputData(d);
...
}

aspect Expiration {
pointcut resetTime() = construction(“Dialog”) ||
execution(“void Dialog::show(...)”);

void Pipe::execute(int iters,vector<Stage *> *stgs) {
...
for (int i=0; i<iters; i++)
for (int s=0; s<stgs->size(); s++) {
stg = (*stgs)[s];
stg->execute(&(stg->rect));
}
}

advice resetTime() && that(d) : after(Dialog &d) {
d.creation = Time::now();
}
advice execution(“void Dialog::set%(...)”)&&that(d)
: around(Dialog &d) {
if ( !d.isExpired() )
tjp->proceed();
}
};

void FFTCols::execute(Rect *r) {
...
if ( iter == 0 )
buffer = new Data(r);

CASE STUDY: THE SEQUENTIAL 2D-FFT
The Fast Fourier Transform (FFT) is used to produce
frequency analysis of discrete signals in a wide range of
application domains: image analysis, signal processing,
speech recognition, astronomy, etc. The processing of a
vector of N elements (i.e. complex numbers) involves
O(N logN) operations. The FFT of a matrix (called 2DFFT) consists of using FFT to transform each column,
and then uses the result to transform each row (again
using FFT).

getInputData()->getBlock(buffer);

}

Stage

Pipe
+create()
+addStage()
+linkStages()
+getStages()
+execute()

FFT2D

Data

1

*

+execute()
+getInputData()
+setInputData()
+getOutputData()
+setOutputData()

* 2

Sensor

+create()
+get()
+set()
+getBlock()
+setBlock()
+getRect()

1
+get()
+set()
+points()
+dimX()
+dimY()

FFTRows
FFTCols

+create()

+execute()

Writer
+execute()

+execute()

//input to buffer

for (int x = r->x0; x<= r->x1; x++) {
... // FFT on column x using buffer
}
getOutputData()->setBlock(buffer); //buffer tooutput

Compared to a classical implementation, the solution
presented here offers some additional elements which
are atypical in sequential scientific programs. They have
been considered specifically with the aim of facilitating
the parallelism integration by means of an AO
language. Let us enumerate some of the elements:
• The degree of decomposition in terms of methods,
interfaces and classes is high, therefore providing a
rich set of join points to be intercepted.
• Activities are represented by different classes in the
system, making the potential use of active elements
easier (threads, distributed objects, etc.).
• Stages have to be linked explicitly and the linkage
is based on sharing an object of class Data. This
can be used as the basis for communicating active
elements.
• Additional arguments in method calls are especially
useful in two cases: for indicating the list of stages
in the computation, and for setting the stage
iteration range through an object of class Rect. The
arguments can be altered by the aspect code.

Rect
1

+execute()

Figure 1: 2D-FFT class diagram
The class FFT2D models the problem as a sequential
pipeline. The activities inherit from Stage. Data and
Rect represent, respectively, complex matrices and
rectangular regions. The implementation of some of the
methods is described below:
int main(int argc, char **argv) {
Pipe *pipe = new FFT2D;
pipe->create();
pipe->execute(NUM_MATS, pipe->getStages());
delete pipe;
}
void FFT2D::create() {
Stage *s1 = new Sensor(1);
Stage *s2 = new FFTCols(2);
...
Rect r(1,DIMX,1,DIMY);
linkStages(s1,s2,&r);
...
addStage(s1);
...
}

Regarding the parallel execution, the solution can
exploit both task and data parallelism. On the one hand,
the pipeline can run its stages concurrently, which
means that up to four matrices can be processed
simultaneously. On the other hand, the stages
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void Pipe::linkStages(Stage *s1,Stage *s2,Rect *r) {
Data *d = new Data(r);
s1->setOutputData(d);
s2->setInputData(d);
...
}

aspect Expiration {
pointcut resetTime() = construction(“Dialog”) ||
execution(“void Dialog::show(...)”);

void Pipe::execute(int iters,vector<Stage *> *stgs) {
...
for (int i=0; i<iters; i++)
for (int s=0; s<stgs->size(); s++) {
stg = (*stgs)[s];
stg->execute(&(stg->rect));
}
}

advice resetTime() && that(d) : after(Dialog &d) {
d.creation = Time::now();
}
advice execution(“void Dialog::set%(...)”)&&that(d)
: around(Dialog &d) {
if ( !d.isExpired() )
tjp->proceed();
}
};

void FFTCols::execute(Rect *r) {
...
if ( iter == 0 )
buffer = new Data(r);

CASE STUDY: THE SEQUENTIAL 2D-FFT

Each stage is associated with two Data objects, one of
them being used as input and the other as output. Each
time the stage is executed, the input is consulted so that
its value can be used in the computation. The
connection between two stages is implemented by
sharing the same Data instance. This way, the ith stage
writes the result in the object which is read by the
(i+1)th stage. In the class FFTCols, the creation of the
intermediate data buffer is carried out only in the first
iteration. The computation of the one-dimensional FFT
entails a series of swapping and floating-point
operations on the elements of the vector.

This section describes a C++ code for the sequential
processing of a stream of complex matrices using the
2D-FFT. The problem has been broken down into four
main activities (sensor, FFT on columns, FFT on rows,
writer) which are coupled following a pipeline scheme,
so that each activity consumes the result of the previous
one. The class diagram is shown in figure 1.

expired. In an around advice, the original join point
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arguments can be altered by the aspect code.
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for (int x = r->x0; x<= r->x1; x++) {
... // FFT on column x using buffer
}
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them being used as input and the other as output. Each
time the stage is executed, the input is consulted so that
its value can be used in the computation. The
connection between two stages is implemented by
sharing the same Data instance. This way, the ith stage
writes the result in the object which is read by the
(i+1)th stage. In the class FFTCols, the creation of the
intermediate data buffer is carried out only in the first
iteration. The computation of the one-dimensional FFT
entails a series of swapping and floating-point
operations on the elements of the vector.

This section describes a C++ code for the sequential
processing of a stream of complex matrices using the
2D-FFT. The problem has been broken down into four
main activities (sensor, FFT on columns, FFT on rows,
writer) which are coupled following a pipeline scheme,
so that each activity consumes the result of the previous
one. The class diagram is shown in figure 1.
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Figure 1: 2D-FFT class diagram
The class FFT2D models the problem as a sequential
pipeline. The activities inherit from Stage. Data and
Rect represent, respectively, complex matrices and
rectangular regions. The implementation of some of the
methods is described below:
int main(int argc, char **argv) {
Pipe *pipe = new FFT2D;
pipe->create();
pipe->execute(NUM_MATS, pipe->getStages());
delete pipe;
}
void FFT2D::create() {
Stage *s1 = new Sensor(1);
Stage *s2 = new FFTCols(2);
...
Rect r(1,DIMX,1,DIMY);
linkStages(s1,s2,&r);
...
addStage(s1);
...
}

Regarding the parallel execution, the solution can
exploit both task and data parallelism. On the one hand,
the pipeline can run its stages concurrently, which
means that up to four matrices can be processed
simultaneously. On the other hand, the stages

699

computing the FFT, which are the ones with higher
computational cost, can divide the matrix into several
blocks for an “embarrassingly” parallel computation.
The following aspect establishes the degree of
parallelism by setting both the type of data distribution
and the number of blocks for every stage. This aspect
declaration can be reused regardless of the parallelism
implementation:

As the Fifo objects will be accessed by different
threads, synchronization mechanisms have to be
considered. In our approach, the synchronization
concern is developed in a separate aspect to be woven
into the class Fifo:
FIFO BUFFER
data
i+2

data
i+1

data
i

aspect Parallelism {
advice “Stage” : slice class {
int blocks;
// Number of blocks
int distribution; // Type of data distribution
};

computing the FFT, which are the ones with higher
computational cost, can divide the matrix into several
blocks for an “embarrassingly” parallel computation.
The following aspect establishes the degree of
parallelism by setting both the type of data distribution
and the number of blocks for every stage. This aspect
declaration can be reused regardless of the parallelism
implementation:

As the Fifo objects will be accessed by different
threads, synchronization mechanisms have to be
considered. In our approach, the synchronization
concern is developed in a separate aspect to be woven
into the class Fifo:
FIFO BUFFER
data
i+2

data
i+1

data
i

aspect Parallelism {
advice “Stage” : slice class {
int blocks;
// Number of blocks
int distribution; // Type of data distribution
};

advice construction(“Stage”) && that(s)
: after(Stage &s){
switch (s.id) {
case 1:s.blocks=1; break;
case 2:s.blocks=4;s.distribution=BY_COLS; break;
case 3:s.blocks=4;s.distribution=BY_ROWS; break;
case 4:s.blocks=1; break;
}
}
};

Output Data object of FFTCols
4 execution threads

Input Data object of FFTRows
4 execution threads

Figure 2: Stage connection scheme
aspect SynchFifo {
advice “Fifo” : slice class {
ACE_Thread_Mutex *mutex;
ACE_Condition<ACE_Thread_Mutex> *notEmpty;
ACE_Condition<ACE_Thread_Mutex> *notFull;
};

MULTITHREAD-BASED DESIGN
The execution of multiple threads is a way to exploit
parallel hardware, as the operating system is able to run
each thread on a different processor. Thread interactions
can be based on variables which are allocated to a
global memory space. Synchronization mechanisms are
required to ensure the consistency of the shared data.

advice execution(“void Fifo::get(...)”) && that(f) :
around(Fifo &f) {
f.mutex->acquire();
// mutex acquired
while (f.size() == 0)
f.notEmpty->wait(); // Blocks if buffer is empty
tjp->proceed();
// Element removal
f.notFull->signal(); // The buffer has free space
f.mutex->release();
// mutex released
}
... // advice on Fifo::put()
};

We have based the multithread implementation on the
Adaptive Communication Environment ACE (Schmidt
2002), an object-oriented framework for the efficient
development of concurrent communication software.
The portability of ACE enables the same multithread
code to be run on top of different interfaces such as
POSIX PThreads, Solaris threads and Win32 threads.

The second advice introduces code before and after the
get() operation in order to control the removal of data.
The body of the advice is accessed in mutual exclusion.
If the Fifo buffer is empty, the thread is blocked in the
notEmpty condition variable, waiting for any other
thread to insert new data. Otherwise, a call to tjp>proceed() executes the code of get(). Then, we are
sure that the buffer is not full, and so the variable
notFull can be signaled, which will possibly wake up
other threads which may be blocked in this variable
because they can not complete a put() operation.

The application described here uses groups of threads to
execute the stages in parallel (one group per stage). The
group size is indicated by the attribute blocks
introduced in Stage by the aspect Parallelism, as
stated at the end of the previous section.

In order to integrate the new connection mechanism, the
following advice is used to intercept the method
linkStages(). Instead of sharing a single Data
instance, adjacent stages will share a synchronized Fifo
object.

Stage Connection
In the sequential version, the stages were connected by
sharing a single instance of Data. This is a shortcoming
in the parallel version since a stage running slower than
the others will block the preceding ones, which will not
be able to write in their output Data objects. A way to
increase the performance is to link the stages using a
buffer which supports the storage of multiple data
elements. Figure 2 illustrates the idea. Four threads are
running the code of FFTCols. Each time a result is
produced, it is placed into a FIFO buffer from which the
next stage (FFTRows, using four threads as well)
retrieves its input data.

advice “Stage” : slice class {
Fifo *inputFifo;
Fifo *outputFifo;
ACE_Barrier *inputBarrier;
ACE_Barrier *outputBarrier;
};
advice execution(“void Pipe::linkStages(...)”) &&
args(s1,s2,r) && that(p)
: after(Stage *s1,Stage *s2,Rect *r,Pipe &p) {
...
Fifo *f = new Fifo(MAX_FIFO_SIZE);
s1->outputFifo = f;
s2->inputFifo = f;
// s1 and s2 share a FIFO
...
}

A Fifo class with the typical get()/put() methods is
used for the implementation of the stage connections.
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advice construction(“Stage”) && that(s)
: after(Stage &s){
switch (s.id) {
case 1:s.blocks=1; break;
case 2:s.blocks=4;s.distribution=BY_COLS; break;
case 3:s.blocks=4;s.distribution=BY_ROWS; break;
case 4:s.blocks=1; break;
}
}
};

Output Data object of FFTCols
4 execution threads

Input Data object of FFTRows
4 execution threads

Figure 2: Stage connection scheme
aspect SynchFifo {
advice “Fifo” : slice class {
ACE_Thread_Mutex *mutex;
ACE_Condition<ACE_Thread_Mutex> *notEmpty;
ACE_Condition<ACE_Thread_Mutex> *notFull;
};

MULTITHREAD-BASED DESIGN
The execution of multiple threads is a way to exploit
parallel hardware, as the operating system is able to run
each thread on a different processor. Thread interactions
can be based on variables which are allocated to a
global memory space. Synchronization mechanisms are
required to ensure the consistency of the shared data.

advice execution(“void Fifo::get(...)”) && that(f) :
around(Fifo &f) {
f.mutex->acquire();
// mutex acquired
while (f.size() == 0)
f.notEmpty->wait(); // Blocks if buffer is empty
tjp->proceed();
// Element removal
f.notFull->signal(); // The buffer has free space
f.mutex->release();
// mutex released
}
... // advice on Fifo::put()
};

We have based the multithread implementation on the
Adaptive Communication Environment ACE (Schmidt
2002), an object-oriented framework for the efficient
development of concurrent communication software.
The portability of ACE enables the same multithread
code to be run on top of different interfaces such as
POSIX PThreads, Solaris threads and Win32 threads.

The second advice introduces code before and after the
get() operation in order to control the removal of data.
The body of the advice is accessed in mutual exclusion.
If the Fifo buffer is empty, the thread is blocked in the
notEmpty condition variable, waiting for any other
thread to insert new data. Otherwise, a call to tjp>proceed() executes the code of get(). Then, we are
sure that the buffer is not full, and so the variable
notFull can be signaled, which will possibly wake up
other threads which may be blocked in this variable
because they can not complete a put() operation.

The application described here uses groups of threads to
execute the stages in parallel (one group per stage). The
group size is indicated by the attribute blocks
introduced in Stage by the aspect Parallelism, as
stated at the end of the previous section.

In order to integrate the new connection mechanism, the
following advice is used to intercept the method
linkStages(). Instead of sharing a single Data
instance, adjacent stages will share a synchronized Fifo
object.

Stage Connection
In the sequential version, the stages were connected by
sharing a single instance of Data. This is a shortcoming
in the parallel version since a stage running slower than
the others will block the preceding ones, which will not
be able to write in their output Data objects. A way to
increase the performance is to link the stages using a
buffer which supports the storage of multiple data
elements. Figure 2 illustrates the idea. Four threads are
running the code of FFTCols. Each time a result is
produced, it is placed into a FIFO buffer from which the
next stage (FFTRows, using four threads as well)
retrieves its input data.

advice “Stage” : slice class {
Fifo *inputFifo;
Fifo *outputFifo;
ACE_Barrier *inputBarrier;
ACE_Barrier *outputBarrier;
};
advice execution(“void Pipe::linkStages(...)”) &&
args(s1,s2,r) && that(p)
: after(Stage *s1,Stage *s2,Rect *r,Pipe &p) {
...
Fifo *f = new Fifo(MAX_FIFO_SIZE);
s1->outputFifo = f;
s2->inputFifo = f;
// s1 and s2 share a FIFO
...
}

A Fifo class with the typical get()/put() methods is
used for the implementation of the stage connections.
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thread with id zero retrieves a new matrix from the
input Fifo buffer and updates the input Data object.
The other threads assigned to the stage are blocked until
this operation is complete. Before the call to tjp>proceed(), the Rect argument, which denotes the
iteration range, is replaced with the value stored in the
variable arg. The threads wait until the code of the
stage is executed. Then all the parts of the output Data
object has been correctly updated with new values. The
thread with id zero is allowed to insert the result into
the output Fifo buffer.

Thread Creation
The creation of threads is considered in the following
advice, which affects the method execute() of Pipe:
advice execution(“void Pipe::execute(...)”) && that(p)
&& !cflow(execution(“void *work(...)”))
: around(Pipe &p) {
...
Vector<Rect> vr;
for (int i=0; i<p.getStages()->size(); i++) {
Stage *s = *(p.getStages())[i]; // For each stage
s->rect.distribute(s->distribution,s->blocks,&vr);
for (int j=0; j<s->blocks; j++) { //For each block
arg = new ThrArg(j,iters,&p,s,&(vr[j]));
ACE_Thread_Manager::instance()->spawn(
(ACE_THR_FUNC)work,arg,
THR_NEW_LWP|THR_JOINABLE); // Thread launched
}

}

}
ACE_Thread_Manager::instance()->wait(); //Wait

There is no call to tjp->proceed(), which means that
the code join point will not be executed in this context.
For each stage, the iteration range represented by the
attribute rect is partitioned. Then, the group of threads
is launched. The number of threads to be started is
indicated in the attribute blocks. Every thread receives
information through an object of type ThrArg, which
includes the block identifier, the number of matrices to
process, and references to the pipeline, the stage and the
new iteration range.

The aspect presented in this section will transform the
sequential program into an SPMD application using
MPI.
Application Set-up
The following advice ensures that the message-passing
environment is initialized and terminated correctly:
advice execution(“int main(...)”) && args(ac,av)
: around(int ac, char **av) {
MPI_Init(&ac,&av);
tjp->proceed();
MPI_Finalize();
}

Parallel Execution
The function work() executed by the threads saves the
ThrArg variable and executes the pipeline using, this
time, a stage list of only one element. The ACE_TSS
template implements thread specific storage, which
allows each thread to manage its own copy of arg:

Unlike the code in section 4, the group of processes of
an MPI application is created in a static way when the
application is started. A specific computation has to be
assigned to each process in the group. So,
correspondence between the process rank and the pair
(stage, iteration range) is required. The association in
the opposite direction is also needed. The aspect defines
the methods mpiToProblem() and problemToMpi() in
order to carry out these mappings. Their codes are quite
simple as they use the information set by the aspect
Parallelism.

ACE_TSS<ThrArg> arg;
static void *work(void *argument) {
arg->set((ThrArg *)argument);
arg->pipeline->execute(arg->iters,&(arg->stages));
}

Finally, data have to be moved from the Fifo buffers to
the input and output Data objects each time a stage is
executed. This involves the synchronization of threads:
pointcut invocations() =
execution(“void Sensor::execute(...)”) ||
execution(“void FFTCols::execute(...)”) ||
execution(“void FFTRows::execute(...)”) ||
execution(“void Writer::execute(...)”);

In the multithread version, the threads accessed data
using shared memory, so the parallelization aspect was
mainly focused on the creation and synchronization of
threads. Owing to the distributed nature of MPI, the
data flow in the pipeline has to be implemented by
means of message-passing. The parallelization aspect in
this section will be mainly focused on communications.

advice invocations() && that(s) : around(Stage &s) {
if ((s.getInputData()!= NULL) && (arg->id == 0))
s.inputFifo->get(s.getInputData());
s.inputBarrier->wait();
// Waits to complete input
Rect **pr = (Rect **)tjp->arg(0);
*pr = &(arg->rect);
// Iteration range changed

Data distribution must be taken into account in order to
implement efficient point-to-point communications on
the stage interactions. Figure 3 depicts this scenario.
The stage on the left uses four processes, each one
computing the FFT (on columns). When the result is
passed to the next stage, data is partitioned to send
remote processes the exact data pieces they require. In

tjp->proceed();
// Stage execution
s.outputBarrier->wait(); // Waits to end computation

}

The creation of threads is considered in the following
advice, which affects the method execute() of Pipe:
advice execution(“void Pipe::execute(...)”) && that(p)
&& !cflow(execution(“void *work(...)”))
: around(Pipe &p) {
...
Vector<Rect> vr;
for (int i=0; i<p.getStages()->size(); i++) {
Stage *s = *(p.getStages())[i]; // For each stage
s->rect.distribute(s->distribution,s->blocks,&vr);
for (int j=0; j<s->blocks; j++) { //For each block
arg = new ThrArg(j,iters,&p,s,&(vr[j]));
ACE_Thread_Manager::instance()->spawn(
(ACE_THR_FUNC)work,arg,
THR_NEW_LWP|THR_JOINABLE); // Thread launched
}

MPI-BASED DESIGN
MPI is a collection of routines widely used in the
development of parallel programs on architectures with
distributed memory including computer networks. The
programming model consists of a set of processes
communicating by means of message-passing.

if ((s.getOutputData()!= NULL) && (arg->id == 0))
s.outputFifo->put(s.getOutputData());

The pointcut invocations() refers to the execution of
any of the stages. When the advice code is triggered, the
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thread with id zero retrieves a new matrix from the
input Fifo buffer and updates the input Data object.
The other threads assigned to the stage are blocked until
this operation is complete. Before the call to tjp>proceed(), the Rect argument, which denotes the
iteration range, is replaced with the value stored in the
variable arg. The threads wait until the code of the
stage is executed. Then all the parts of the output Data
object has been correctly updated with new values. The
thread with id zero is allowed to insert the result into
the output Fifo buffer.

Thread Creation

}

MPI-BASED DESIGN
MPI is a collection of routines widely used in the
development of parallel programs on architectures with
distributed memory including computer networks. The
programming model consists of a set of processes
communicating by means of message-passing.

}
ACE_Thread_Manager::instance()->wait(); //Wait

There is no call to tjp->proceed(), which means that
the code join point will not be executed in this context.
For each stage, the iteration range represented by the
attribute rect is partitioned. Then, the group of threads
is launched. The number of threads to be started is
indicated in the attribute blocks. Every thread receives
information through an object of type ThrArg, which
includes the block identifier, the number of matrices to
process, and references to the pipeline, the stage and the
new iteration range.

The aspect presented in this section will transform the
sequential program into an SPMD application using
MPI.
Application Set-up
The following advice ensures that the message-passing
environment is initialized and terminated correctly:
advice execution(“int main(...)”) && args(ac,av)
: around(int ac, char **av) {
MPI_Init(&ac,&av);
tjp->proceed();
MPI_Finalize();
}

Parallel Execution
The function work() executed by the threads saves the
ThrArg variable and executes the pipeline using, this
time, a stage list of only one element. The ACE_TSS
template implements thread specific storage, which
allows each thread to manage its own copy of arg:

Unlike the code in section 4, the group of processes of
an MPI application is created in a static way when the
application is started. A specific computation has to be
assigned to each process in the group. So,
correspondence between the process rank and the pair
(stage, iteration range) is required. The association in
the opposite direction is also needed. The aspect defines
the methods mpiToProblem() and problemToMpi() in
order to carry out these mappings. Their codes are quite
simple as they use the information set by the aspect
Parallelism.

ACE_TSS<ThrArg> arg;
static void *work(void *argument) {
arg->set((ThrArg *)argument);
arg->pipeline->execute(arg->iters,&(arg->stages));
}

Finally, data have to be moved from the Fifo buffers to
the input and output Data objects each time a stage is
executed. This involves the synchronization of threads:
pointcut invocations() =
execution(“void Sensor::execute(...)”) ||
execution(“void FFTCols::execute(...)”) ||
execution(“void FFTRows::execute(...)”) ||
execution(“void Writer::execute(...)”);

In the multithread version, the threads accessed data
using shared memory, so the parallelization aspect was
mainly focused on the creation and synchronization of
threads. Owing to the distributed nature of MPI, the
data flow in the pipeline has to be implemented by
means of message-passing. The parallelization aspect in
this section will be mainly focused on communications.

advice invocations() && that(s) : around(Stage &s) {
if ((s.getInputData()!= NULL) && (arg->id == 0))
s.inputFifo->get(s.getInputData());
s.inputBarrier->wait();
// Waits to complete input
Rect **pr = (Rect **)tjp->arg(0);
*pr = &(arg->rect);
// Iteration range changed

Data distribution must be taken into account in order to
implement efficient point-to-point communications on
the stage interactions. Figure 3 depicts this scenario.
The stage on the left uses four processes, each one
computing the FFT (on columns). When the result is
passed to the next stage, data is partitioned to send
remote processes the exact data pieces they require. In

tjp->proceed();
// Stage execution
s.outputBarrier->wait(); // Waits to end computation

}

if ((s.getOutputData()!= NULL) && (arg->id == 0))
s.outputFifo->put(s.getOutputData());

The pointcut invocations() refers to the execution of
any of the stages. When the advice code is triggered, the
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proc 5

proc 7
proc 8
4 processes computing
FFT on rows

Figure 3: Communication between stages

Rect **pr = (Rect **)(tjp->arg(0));
*pr = &(myrect); // Iteration range is changed

advice “Stage” : slice class {
vector<Data *> inputPartition;
vector<Data *> outputPartition;
};

tjp->proceed();

advice “Data” : slice class {
int remote;
// Remote process
Stage *preceding; // Preceding stage
Stage *next;
// Next stage
void send(int p) { // Sends data to process p
MPI_Send((void*)ptr,rect.points()*sizeof(complex),
MPI_BYTE,p,MYTAG,MPI_COMM_WORLD);
}
void recv(int p) { // Receives data from process p
MPI_Status status;
MPI_Recv((void*)ptr,rect.points()*sizeof(complex),
MPI_BYTE,p,MYTAG,MPI_COMM_WORLD,&status);
}
};
advice execution(“void Pipe::linkStages(...)”) &&
args(s1,s2,r) : after(Stage *s1,Stage *s2,Rect *r) {
s1->getOutputData()->preceding = s1;
s2->getInputData()->next = s2;
}

}

// Sends the result to other processes
for (i=0; i<stg.outputPartition.size(); i++) {
d = stg.outputPartition[i];
stg.getOutputData()->getBlock(d);
d->send(d->remote);
}

The first advice is needed to replace the original list of
stages, which is the second argument of execute(),
with another list containing one stage only. This way,
the active element (i.e. the process) will address the
execution of a single stage, instead of the complete
pipeline.
The second advice uses the pointcut invocations()
which was described in the previous section. The advice
code is triggered when execute() is called on any of
the subclasses of Stage. First, the process has to receive
new data. More specifically, every object of
inputPartition receives data from the corresponding
remote process. These values are used to update the
input Data object. Before the stage code is executed, the
iteration range is restricted using the variable myrect.
When the result is computed, it is sent to the processes
associated with the next stage. This is done using the
elements of the attribute outputPartition.

The meaning of the code is simple. The class Stage is
augmented with two attributes which represent two data
partitions used to receive (send) data from (to) other
processes. For instance, the list outputPartition of the
process 3 (again in figure 3) will contain four Data
elements, each one being used to send a specific data
piece to other process. The class Data is also augmented
with pointers to the adjacent stages and operations to
carry out the communication using MPI primitives.
The aspect declares some data members useful for the
computation, such as myrank, myid, myblock, mystg,
and mystglist. They are initialized in the following
advice, which also includes the code needed to set-up
the two data partition lists of the stage pointed to by
mystg (this code has been omitted):

CONCLUSIONS
The parallelization of sequential scientific programs
may entail significant changes in the code for tackling
the creation, communication and synchronization of the
computational tasks. In addition, the algorithm itself
may be sufficiently different in the parallel version.
Once these changes are applied, the resulting code
probably suffers from code-tangling problems because
the parallelism concerns obscure the numerical
computation. Therefore, the applications become more
difficult to maintain. This paper discuses the use of
AOP to improve the management of the code
parallelization. The benefits of the approach, as
mentioned in section 1, can be expressed in terms of
code modularization and reuse. It can be very difficult

advice execution(“void FFT2D::create(...)”) && that(p)
: after(Pipe &p) {
...
vector<Rect> vr;
MPI_Comm_rank(MPI_COMM_WORLD,&myrank); // My rank
mpiToProblem(p.getStages(),myrank,&myid,&myblock);
mystg = p.getStageById(myid); // This is my stage
mystglist.push_back(mystg); // List with one stage

}

// Stage code execution

mystg->rect.distribute(mystg->distribution,
mystg->blocks,&vr);
myrect.set(&(vr[myblock])); //My iteration sub-range
...// inputPartition and outputPartition are filled
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Parallel Execution
Finally, the following advices ensure that the parallel
program will be executed correctly:

proc 4

advice execution(“void Pipe::execute(...)”) :before {
vector<Stage *> **stglist =
(vector<Stage *> **)(tjp->arg(1));
*stglist = &mystglist;
// Replaces the stage list
}

proc 5

advice invocations() && that(stg) : around(Stage &stg)
{
Data *d;
// Receives data from other processes
for (i=0; i<stg.inputPartition.size(); i++) {
d = stg.inputPartition[i];
d->recv(d->remote);
stg.getInputData()->setBlock(d);
}

proc 6

4 processes computing
FFT on columns

proc 1

advice execution(“void Pipe::execute(...)”) :before {
vector<Stage *> **stglist =
(vector<Stage *> **)(tjp->arg(1));
*stglist = &mystglist;
// Replaces the stage list
}

proc 3

Finally, the following advices ensure that the parallel
program will be executed correctly:

this figure, process 3 has to send specific data to
processes 5, 6, 7 and 8. As can be noted, the
information about the data distribution and the number
of blocks of the stages is essential. New attributes and
methods are introduced in some classes:
proc 2
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proc 4

proc 3

proc 2

proc 1

this figure, process 3 has to send specific data to
processes 5, 6, 7 and 8. As can be noted, the
information about the data distribution and the number
of blocks of the stages is essential. New attributes and
methods are introduced in some classes:

advice invocations() && that(stg) : around(Stage &stg)
{
Data *d;
// Receives data from other processes
for (i=0; i<stg.inputPartition.size(); i++) {
d = stg.inputPartition[i];
d->recv(d->remote);
stg.getInputData()->setBlock(d);
}

proc 6
proc 7
proc 8
4 processes computing
FFT on columns

4 processes computing
FFT on rows

Figure 3: Communication between stages

Rect **pr = (Rect **)(tjp->arg(0));
*pr = &(myrect); // Iteration range is changed

advice “Stage” : slice class {
vector<Data *> inputPartition;
vector<Data *> outputPartition;
};

tjp->proceed();

advice “Data” : slice class {
int remote;
// Remote process
Stage *preceding; // Preceding stage
Stage *next;
// Next stage
void send(int p) { // Sends data to process p
MPI_Send((void*)ptr,rect.points()*sizeof(complex),
MPI_BYTE,p,MYTAG,MPI_COMM_WORLD);
}
void recv(int p) { // Receives data from process p
MPI_Status status;
MPI_Recv((void*)ptr,rect.points()*sizeof(complex),
MPI_BYTE,p,MYTAG,MPI_COMM_WORLD,&status);
}
};
advice execution(“void Pipe::linkStages(...)”) &&
args(s1,s2,r) : after(Stage *s1,Stage *s2,Rect *r) {
s1->getOutputData()->preceding = s1;
s2->getInputData()->next = s2;
}

}

// Sends the result to other processes
for (i=0; i<stg.outputPartition.size(); i++) {
d = stg.outputPartition[i];
stg.getOutputData()->getBlock(d);
d->send(d->remote);
}

The first advice is needed to replace the original list of
stages, which is the second argument of execute(),
with another list containing one stage only. This way,
the active element (i.e. the process) will address the
execution of a single stage, instead of the complete
pipeline.
The second advice uses the pointcut invocations()
which was described in the previous section. The advice
code is triggered when execute() is called on any of
the subclasses of Stage. First, the process has to receive
new data. More specifically, every object of
inputPartition receives data from the corresponding
remote process. These values are used to update the
input Data object. Before the stage code is executed, the
iteration range is restricted using the variable myrect.
When the result is computed, it is sent to the processes
associated with the next stage. This is done using the
elements of the attribute outputPartition.

The meaning of the code is simple. The class Stage is
augmented with two attributes which represent two data
partitions used to receive (send) data from (to) other
processes. For instance, the list outputPartition of the
process 3 (again in figure 3) will contain four Data
elements, each one being used to send a specific data
piece to other process. The class Data is also augmented
with pointers to the adjacent stages and operations to
carry out the communication using MPI primitives.
The aspect declares some data members useful for the
computation, such as myrank, myid, myblock, mystg,
and mystglist. They are initialized in the following
advice, which also includes the code needed to set-up
the two data partition lists of the stage pointed to by
mystg (this code has been omitted):

CONCLUSIONS
The parallelization of sequential scientific programs
may entail significant changes in the code for tackling
the creation, communication and synchronization of the
computational tasks. In addition, the algorithm itself
may be sufficiently different in the parallel version.
Once these changes are applied, the resulting code
probably suffers from code-tangling problems because
the parallelism concerns obscure the numerical
computation. Therefore, the applications become more
difficult to maintain. This paper discuses the use of
AOP to improve the management of the code
parallelization. The benefits of the approach, as
mentioned in section 1, can be expressed in terms of
code modularization and reuse. It can be very difficult

advice execution(“void FFT2D::create(...)”) && that(p)
: after(Pipe &p) {
...
vector<Rect> vr;
MPI_Comm_rank(MPI_COMM_WORLD,&myrank); // My rank
mpiToProblem(p.getStages(),myrank,&myid,&myblock);
mystg = p.getStageById(myid); // This is my stage
mystglist.push_back(mystg); // List with one stage

}

// Stage code execution

mystg->rect.distribute(mystg->distribution,
mystg->blocks,&vr);
myrect.set(&(vr[myblock])); //My iteration sub-range
...// inputPartition and outputPartition are filled

702

Programming ECOOP01 (Budapest, Hungary). SpringerVerlag. 327-353.
Schmidt, D. and Huston, S.
2002. C++ Network
Programming: Mastering Complexity with ACE and
Patterns. Addison-Wesley.
Sobral, J.L. 2006. “Incrementally Developing Parallel
Applications with AspectJ”. In Procs. of the 20th
International Parallel & Distributed Processing
Symposium IPDPS06 (Rodhes, Greece). IEEE.
Spinczyk, O. et al. 2002. “AspectC++: An Aspect-Oriented
Extension to C++”. In Proc. of the 40th International
Conference on Technology of Object-Oriented Languages
and Systems TOOLS02 (Sydney, Australia). Australian
Computer Society. 53-60.

to determine a theoretical result on the advantages and
disadvantages of this approach. The code parallelization
is traditionally done ad-hoc, so the process may vary
significantly from one application to another. Thus, our
conclusions will be based on the case study presented in
this paper.
We consider the results to be quite promising. The
complexity of the case study is moderated as it deals
with the efficient integration of both task and data
parallelism. The scientific core that calculates the 2DFFT sequentially was successfully adapted to two
distinct parallel scenarios (multithreading and MPI)
which are characterized by quite different programming
models. The only mechanism used in the code
parallelization was aspect weaving (based on
AspectC++, in this case). As a result, the new parallel
applications have the parallelism concerns modularized
into one or several aspects, and thereby code-tangling is
reduced. Moreover, the same scientific core can be
reused in different applications which can exploit very
different parallelism models.
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neous software platform. Other projects [Lu et al., 2006],
[Pinchak et al., 2003], [Anderson, 2004] partly address heterogeneity by exploiting existing software systems that are
already (nearly) universally deployed (e.g., Secure Shell for
security, or basic TCP/IP for client-server interactions) and
minimizing the new software required for HPC workloads.
Among the remaining barriers to the mainstream use
of diverse computational resources is the heterogeneity of
OSes and libraries. It is not an explicit design goal of (most)
grid computing nor metacomputing systems to abstract out
the differences between OSes for the applications. Java,
Javascript, and Flash can be described as homogeneous platforms for the World Wide Web that make it unnecessary (in
theory, impossible) for applications to access the OS, thus
making heterogeneous OSes less of an issue. But, existing
applications have to be re-written for these platforms. And,
for example, the Globus Toolkit deals with the heterogeneity of libraries (and other software or hardware) by providing tools to automate resource discovery (i.e., finding the
platforms that have the right resources and right versions of
those resources). However, resource discovery does not actually increase the number of usable systems; resource discovery locates the subset of resources that can be used.

Abstract— Heterogeneous administrative domains, operating systems (OS), and libraries make it difficult for computational scientists
to fully utilize metacomputers and grids. Dealing with the presence or
absence of features on, say, different clusters, adds complexity. How
can a user or high-performance computing (HPC) application abstract
out the heterogeneity?
One possible solution is to use a virtual machine (VM) environment
that supports guest operating systems and virtual disks. But, over the
decades, VMs have sometimes suffered from performance overheads
and limited platforms on which they can run. Through a simple quantitative study, we show that recent improvements in software and hardware support reduces the overheads for HPC applications (e.g., GROMACS, BLAST, HMMer) to under 6% for compute-intensive jobs, but
9.7% or higher for more I/O-intensive jobs, on our x86-based platform.
We also argue for qualitative and pragmatic benefits of using VMs for
HPC, including ease of deployment, improved functionality, and the
ability to run jobs on more systems than would normally be accessible.
While not perfect, VMs are emerging as a pragmatic tool in HPC.
Keywords—metacomputing, grid computing, virtual machine (VM),
bioinformatics, GROMACS (molecular dynamics simulation), benchmarking, file systems

I. I NTRODUCTION
Heterogeneity, in various forms, is often a pragmatic barrier to users taking advantage of different computer systems
for a high-performance computing (HPC) workload. For example, many scientific computations in HPC consist of a set
of similar jobs (sequential or parallel; we mainly focus on
sequential jobs in this discussion) for a parameter sweep,
such as exploring the forces between two molecules as the
relative position of the molecules change [Su and Xu, 2005].
Ideally, the scientist should be able to aggregate the research
group’s workstations, the department’s cluster, and the university’s HPC consortia to run different, independent jobs
from the workload. But, if the systems have different security infrastructure, run different operating systems (OS), or
have different versions of software libraries, then there is a
(potentially) complex process of porting and re-configuring
the application and jobs for each system.

B. Virtual Machines
How can existing, unmodified applications be supported
across different platforms, regardless of what OS and libraries, or version of libraries, are available on the host
system? One possible answer is through virtual machines
(VM) that virtualize the physical hardware, such as VMware
[Adams and Agesen, 2006] (www.vmware.com), Parallels (www.parallels.com), and, historically, IBM’s
System/360 VM. (Note that Parallels is the name of the
commercial product and is not specifically referring to parallelism in HPC.) Unlike Java VMs, VMware (and similar
systems) virtualize the hardware without changing the instruction set of the processor or the standard ways of interfacing to input/output (I/O) devices. There are a number
of other approaches to virtualization, including Xen’s paravirtualization [Barham et al., 2003], KVM’s Linux kernelbased approach [Qumranet, 2006], and the forthcoming
Windows-based strategy from Microsoft. For this study, we
focus on VMware because of its relative maturity and current wide availability. A comparison between different VMs
and strategies is the subject of future work.

A. Background
Grid computing [Foster et al., 2002] attempts to solve
some of the heterogeneity problems by mandating a class
of software that needs to be installed on all systems. For example, if one installs the Grid Security Infrastructure (GSI)
on all the systems, it becomes possible to support a common security model on the grid, regardless of the existing,
heterogeneous security mechanisms. In essence, grid computing achieves homogeneity by defining a new, homogeProceedings 21st European Conference on Modelling and Simulation
Ivan Zelinka, Zuzana Oplatková, Alessandra Orsoni ©ECMS 2007
ISBN 978-0-9553018-2-7 / ISBN 978-0-9553018-3-4 (CD)
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By virtualizing the hardware, a host server and host OS
can host the VM, which in turn can run a guest OS. On top of
the guest OS, an unmodified version of the application can
execute as if it was running on bare hardware with the appropriate OS. Note that we use the term “bare hardware” (as
opposed to “virtualized hardware”) to refer to the combination of hardware and a (host) OS throughout this discussion.
For example, consider an instance of the GROMACS
application (a molecular dynamics (MD) simulator) [Lindahl et al., 2001] that is normally executed on an x86based server, running a Linux 2.4-based distribution, with
libraries from the year 2005. VMware allows the creation
of a VM (i.e., a set of files containing the contents of virtual disks) that contains Linux 2.4, the necessary libraries,
and GROMACS itself. The resulting VM can run on a host
system that consists of, say, x86-based hardware and running Microsoft Windows XP. Furthermore, VMware can run
the same VM on a variety of guest OSes, including Linux
(whether 2.4-based or 2.6-based), Mac OS X, and other versions of Windows. By packaging a VM with GROMACS,
Linux 2.4, and libraries, it should be possible to run multiple instances of the same VM on heterogeneous host OSes,
with different versions of the same OS, and with different
versions of their required libraries.
However, the VM-based approach does have some disadvantages:
1. It is non-trivial to create a VM for a scientific application.
Packaging the OS, libraries, as well as the application itself
requires more expertise (and effort) than is typical of most
computational scientists.
2. Contemporary VM products, such as VMware, are limited to x86-based hardware platforms.
3. Virtualization has overheads [Adams and Agesen, 2006].
Emulating different I/O devices and dealing with the issues
of privilege (in the traditional sense for OSes) results in a
loss of some performance, compared to running directly on
a host OS and hardware.
The goal of this paper is to evaluate virtualization overheads, in the context of HPC applications, to consider some
of the pragmatic issues related to VMs, and to draw some
appropriate conclusions about the advantages and disadvantages of VMs for HPC. After a set of simple, quantitative
experiments, we conclude that VMs are promising tools for
compute-intensive applications, and are less well-suited for
I/O-intensive applications.

packaged appliances have been created and are available for
download (http://www.vmware.com/vmtn/). Examples of appliances include self-contained mail servers,
network firewalls, and distributed file systems [Closson
and Lu, 2005]. And, the virtual appliances can be used
with VMware’s free-to-use versions of their VM, known
as VMware Player (analogous to the free-to-use version of
Adobe Acrobat, known as Acrobat Reader) and VMware
Server (which is different than the non-free VMware ESX
Server).
Due to the open-source licence of Linux and related software, users can install their applications on the VM, and the
resulting appliance can also be redistributed. One can imagine GROMACS being installed on top of an existing Linuxbased virtual appliance to create, say, a GROMACS appliance. Therefore, most computational scientists do not have
to become experts in installing and configuring Linux; they
install their software on the VM in the same way they install
their applications on their Linux cluster. Or, they download
a pre-made application-specific appliance.
Whether packaging one’s own VM or using a pre-made
appliance, the result is a system that can be used without
changes on a variety of host OSes, regardless of what version of the OS or libraries are on the host. That is a significant reduction in the amount of heterogeneity that the
computational scientist has to be concerned about.
We have built a virtual appliance of our own, the Trellis NAS Bridge Appliance (Trellis NBA or TNBA). It is a
virtual appliance that provides “bridged” file access [Closson and Lu, 2005] across administrative domains using
Secure Shell as the basic security mechanism [Lu et al.,
2006]. In HPC, explicit stage-in/stage-out of data is common, tedious, and error-prone. Using a combination of
Samba (www.samba.org) and technology from the Trellis Project, TNBA allows unmodified binary applications
to access files (using open, read, write, and close, as per
a file system) instead of via copying or file transfer. We
believe that the packaging of virtual appliances with a distributed file system will provide a useful platform for HPC,
especially if the performance overheads are negligible (Section III-E).
Pragmatics 2: x86 Platform: Although VMware and
most contemporary VMs are limited to x86-based hardware
platforms, it is such an ubiquitous platform that it is still
meaningful to consider the VM-based approach. Furthermore, a virtual appliance can be run on (almost) any x86based system running Microsoft Windows, Linux, and Mac
OS X. Therefore, in some situations, the number of actual
servers that are usable with the VM can grow in some ways
(i.e., more OSes) while shrinking in other ways (i.e., nonx86 servers).
Pragmatics 3: Overheads: Perhaps the most worrisome
aspect of VMs is the potential loss of performance. In HPC,
a great deal of money and effort is spent to increase performance by a few percent. How much of an overhead does
the VM incur? Why would anyone be willing to use an approach that had any additional overhead?
This paper attempts to quantify the basic overheads of
the VM approach. Using the GMX benchmarks distributed
with GROMACS, we measure the overhead to be less than

II. T HE P RAGMATICS OF VM S
A number of arguments have been made in favour of
using VMs on grids and similar environments [Figueiredo
et al., 2003]. In this section, we focus on three main pragmatic reasons to consider VMs. In the next section, we consider the performance of full-sized applications.
Pragmatics 1: Virtual Appliances: Although creating a VM from scratch does require expertise, a growing
trend with VMs is to create so-called virtual appliances.
For example, a Linux 2.6-based distribution (be it Gentoo,
Debian, Scientific Linux, or any other) can be packaged
into a VM and distributed as a unit, analogous to shrinkwrapped consumer software. In particular, VMware now
supports an online user community where dozens of pre-
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6% (Section III-C, Figure 3) for the more compute-intensive
workloads. For more I/O-intensive workloads, we measured
overheads as high as 9.7% when comparing the VM against
bare hardware. Therefore, the VM-based approach may not
be ideal for all scientific HPC applications. But, if one’s
application is similar to GROMACS, then for about a 6%
reduction in performance, one can gain the benefits of a
portable virtual appliance (to deal with heterogeneity) that
can potentially run on many different x86-based OSes.

experience is that there are no significant performance differences between the two Linux distributions; we chose both
Scientific Linux and Gentoo to emphasize how VMs allow
for different guest and host OSes. Each virtual machine has
two 16 GB virtual disks. Growable disks are used for all
experiments, but we also report on performance with preallocated disks in selected situations (Section III-D). One disk
is used for system data and the second is used exclusively to
run the experiments.
In the first part of our study, we compare applications running under a virtual machine, VMware Server, versus running on bare hardware. In this experiment, both the host and
guest OSes are 64-bit versions. In the second part of our
study, the GROMACS and BLAST applications run within
a virtual machine. The virtual machine in this experiment
is the current version of our Trellis NAS Bridge Appliance
(TNBA) (with the Trellis File System) (Section II), which is
packaged with a 32-bit version of Gentoo as the guest OS.
The ability to run a 32-bit guest OS on a 64-bit host OS
is another example of how VMs can abstract heterogeneity
(Section III-F). We ran benchmarks with the data located
outside the virtual machine on a different machine on the
local network and brought in “on demand”. The machines
are connected with gigabit Ethernet across a switch. We
compare two techniques for accessing the remote data: the
Trellis File System and stage-in/stage-out.

III. E XPERIMENTS
The goal of the experiments is to answer the question:
Can the current generation of VMs, as represented by
VMware, be competitive enough with bare hardware to warrant consideration for throughput-oriented HPC workloads?
To measure the overheads of running scientific applications, three widely used scientific applications related
to bioinformatics and biological simulation are measured
on hardware and under VMware on the same platform.
The benchmarks are BLAST [Altschul et al., 1990] (sequence matching in bioinformatics), HMMer [Eddy, 1998]
(machine-learned pattern matching), and GROMACS [Lindahl et al., 2001] (molecular dynamics simulation). These
benchmarks are in wide use and often run on clusters with
a batch scheduler. Also, GROMACS and HMMer have
both been included in the recently released SPEC CPU 2006
benchmarks.
All real-time data points are the averages of five runs, as
measured using gettimeofday(), where the observed
standard deviation of times is very low. There is some concern about the use of gettimeofday() inside VMs, so
we also experimented with using the timestamps on network
ping packets to measure real time [VMware, Inc., 2006].
We found differences of less than 1% in the timings between
gettimeofday() and ping for our runs.
Our test machines are dual Opteron (model 248, running
at 2.2 GHz) Linux servers with 4 GB of RAM and a 250
GB disk. The virtual environment is run under VMware
Server version 1.0.1, which is free-to-use after registering.
Note that we did not use the higher-performance VMware
ESX Server, which has an associated licencing fee. Benchmarks using VMware ESX Server would be of interest, but
for practical reasons, those experiments are left for future
work.
Virtual machines were configured with 2 GB of RAM,
which is sufficient for all of the non-I/O-related needs of the
benchmarks. For our experiments, the memory allocated
to a VM is less than the total physical memory of the host
hardware. We used 2 GB of RAM in the VM even though
the server had 4 GB of RAM since our applications did not
require all of the memory, and to eliminate any issues related to overcommitting memory and paging. In general,
the amount of useful memory for the VM will be less than
the total physical memory, which is one of the trade-offs in
the VM-based approach.
Except where it is noted in the results, the virtual machines were configured to use two processors. The operating system on the servers (“host OS”) is Scientific Linux
4.4 (Linux Kernel 2.6). Our “guest OS” inside the virtual
machines is Gentoo Linux 2006.1 (Linux Kernel 2.6). Our

A. BLAST
BLAST (Basic Local Alignment Search Tool) is a widely
used tool for finding similar nucleotide or protein sequences.
A typical input is a single sequence which is compared
against a database of known sequences. The most statistically similar sequences are computed and returned. The
BLAST tests were taken from two sources: (1) the Bioinformatics Benchmark System (BBS) benchmark (version 3)
and (2) the Pathway Analyst project here at the University
of Alberta. For our experiments, we used BLAST version
2.2.15.
The BBS BLAST benchmarks were used in the first
part of our study, along with the FASTA NR and PATNT
databases from NCBI dated December 12, 2006. The BBS
benchmark tests three different programs in the BLAST
suite. Using vmstat, we did a rough characterization of
the I/O intensity of the different programs and found that
they required averages of 8,600 blocks per second (bps),
1,016 bps, and 219 bps (of 4 kilobyte blocks) of I/O for the
single CPU versions of blastn, blastx and tblastx, respectively. The algorithmic differences between these programs
are beyond the scope of this paper, but each varies in its
input, comparison method, and measured I/O intensity.
The Pathway Analyst BLAST test (Table I) was used in
the second part of our study. For the Pathway Analyst test,
the proteome (all proteins) of E. coli was compared against
43 organisms, including itself, from the KEGG dataset
downloaded on September 28, 2006. In total, 18,841 sequences were searched for against 289,770 sequences in the
database. The program blastp is used in the Pathway Analyst benchmark. blastp compares an amino acid query
sequence against a protein sequence dataset.

706

6% (Section III-C, Figure 3) for the more compute-intensive
workloads. For more I/O-intensive workloads, we measured
overheads as high as 9.7% when comparing the VM against
bare hardware. Therefore, the VM-based approach may not
be ideal for all scientific HPC applications. But, if one’s
application is similar to GROMACS, then for about a 6%
reduction in performance, one can gain the benefits of a
portable virtual appliance (to deal with heterogeneity) that
can potentially run on many different x86-based OSes.

experience is that there are no significant performance differences between the two Linux distributions; we chose both
Scientific Linux and Gentoo to emphasize how VMs allow
for different guest and host OSes. Each virtual machine has
two 16 GB virtual disks. Growable disks are used for all
experiments, but we also report on performance with preallocated disks in selected situations (Section III-D). One disk
is used for system data and the second is used exclusively to
run the experiments.
In the first part of our study, we compare applications running under a virtual machine, VMware Server, versus running on bare hardware. In this experiment, both the host and
guest OSes are 64-bit versions. In the second part of our
study, the GROMACS and BLAST applications run within
a virtual machine. The virtual machine in this experiment
is the current version of our Trellis NAS Bridge Appliance
(TNBA) (with the Trellis File System) (Section II), which is
packaged with a 32-bit version of Gentoo as the guest OS.
The ability to run a 32-bit guest OS on a 64-bit host OS
is another example of how VMs can abstract heterogeneity
(Section III-F). We ran benchmarks with the data located
outside the virtual machine on a different machine on the
local network and brought in “on demand”. The machines
are connected with gigabit Ethernet across a switch. We
compare two techniques for accessing the remote data: the
Trellis File System and stage-in/stage-out.

III. E XPERIMENTS
The goal of the experiments is to answer the question:
Can the current generation of VMs, as represented by
VMware, be competitive enough with bare hardware to warrant consideration for throughput-oriented HPC workloads?
To measure the overheads of running scientific applications, three widely used scientific applications related
to bioinformatics and biological simulation are measured
on hardware and under VMware on the same platform.
The benchmarks are BLAST [Altschul et al., 1990] (sequence matching in bioinformatics), HMMer [Eddy, 1998]
(machine-learned pattern matching), and GROMACS [Lindahl et al., 2001] (molecular dynamics simulation). These
benchmarks are in wide use and often run on clusters with
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measured using gettimeofday(), where the observed
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We found differences of less than 1% in the timings between
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which is sufficient for all of the non-I/O-related needs of the
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the VM-based approach.
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HMMer (pronounced “Hammer”) is a profile hidden
Markov model (HMM) implementation that generates statistical descriptions of sequence families and searches
databases for similar sequences. Similar to our BLAST
benchmarks, the inputs for HMMer were taken from the
BBS. Version 2.3.2 of HMMer was used for the tests. The
HMMer benchmark includes HMM training applications
and search applications. HMM training (labeled hmmerno-nr in the graphs) are compute-intensive with little I/O.
The HMM search applications (labeled hmmer-with-nr in
the graph) are a database search and so are I/O-intensive, as
confirmed by vmstat. For the HMM search, the FASTA
NR database mentioned above was used as the database to
search against.

GROMACS is a suite of applications used for molecular
dynamics (MD) simulations. It generates the trajectories of
the atoms in a molecule, in water, over a period of time, typically on the order of picoseconds or nanoseconds. For this
study, we measure the runtime of the computationally intensive mdrun program that actually performs the simulation.
GROMACS v3.2.1 was used with the FFTW v2.2.15 library.
We used GROMACS v3.2.1 as it is the version used by computational biologists that we collaborate with. The newer
GROMACS v3.3.1 has had issues with different versions of
the GNU C compiler (gcc) that has kept our collaborators
from using it. As input, we used the GROMACS benchmarking system gmxbench that consists of four molecules
published by the GROMACS group. The four molecules in
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7.7%, with growable disks. These datapoints have higher
I/O rates (measured via vmstat to be up to 335 bps on average) as they must search the NR database, which is 11 GB
in size. With preallocated disks, the overheads drop to 5.6%
and 2.5% for the single and dual CPU versions, respectively.
The results of the GROMACS gmxbench benchmark are
shown in Figure 3. The overheads for gmxbench are from
minus 0.60% to 5.86%. The mdrun program generates four
output files that describe the simulated molecular dynamics
of the input molecules. These files vary from 200 KB for
d.poly-ch2 to over 2 MB for d.dppc, which are small by current standards. As used in gmxbench, GROMACS is known
to be compute-intensive and is representative of a large class
of simulation-based applications.

D. Results
Figure 1 shows the results for the BBS BLAST benchmark, with one and two processors via shared-memory parallelism. Each set of bars compare the same benchmark run
under VMware versus being run on hardware. Both growable and preallocated disks are evaluated. The percentages
above the bars are the percentage overheads in runtime under virtualization.
For growable disks (i.e., virtual disks that allocate storage
on demand, instead of at time of creation), the overheads
vary from 0.2% to up 9.7% for substantial runs, with a high
of 20.9% overhead for a small dataset run. The standard
deviation on the average of five runs for each data point is
approximately 4%. There are data points (in most of the experiments discussed in this section) in which the VM and
hardware times are almost identical, or where the VM times
are nominally “faster” than on real hardware by a small
amount. However, we focus on the cases where the differences are significant to better understand the worst-case
scenarios. For space reasons, all BBS benchmarks are numbered, with the names given in the legend.
Whereas growable disks use less storage for sparsely populated virtual disks, preallocated disks have lower performance overheads [VMware, Inc., 2006]. Our experiments
support this tuning guideline as the runtime overheads for
BLAST are reduced to between 0% to 5.6% when using
preallocated disks. Therefore, if storage efficiency is key,
then growable disks can be used, but preallocated disks offer higher performance for BLAST.
Figure 2 shows the results of the BBS HMMer benchmarks run in a similar manner to the BLAST benchmarks.
The overheads are shown to be as low as minus 1.2% with
growable disks (which is within the standard deviation of the
data point). The lower overheads are on the HMMer training benchmarks (i.e., without the NR database, datapoints 0
to 5). The two sets of bars to the right of the graph (labeled
6 and 7) are the HMM searches with overheads as high as

E. Using Trellis File System for Remote Data Access
As an example of the pragmatic benefits of packaging
and virtual appliances (Pragmatics 1, Section II), the Trellis File System can be pre-installed and configured in the
VM, along with the application itself. Normally, deploying a distributed file system is either prohibitively complex
for most computational scientists or the file system requires
privileged access to install. With the VM-based approach,
the Trellis File System can be made available as a virtual
appliance. The scientist can then co-install their application
with the appliance and use it. Running the VM-based appliance and application on a compute node requires no special
privilege, since all of the privileged steps are encapsulated
inside the VM.
Efficient remote data access is also important in being
able to leverage virtualization in metacomputers. Two techniques for accessing remote data were measured in this part
of the study. The first is the common practice of using
scripts to stage the data in and out of a compute node (in
our case the VM). The second is using the Trellis File System to access the data. The Trellis File System accesses the
remote nodes and exports a file system interface through a
Samba server running inside the virtual machine. For this
part of our study, we used the gmxbench benchmark and the
BLAST search from the Pathway Analyst project (Table I).
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and 2.5% for the single and dual CPU versions, respectively.
The results of the GROMACS gmxbench benchmark are
shown in Figure 3. The overheads for gmxbench are from
minus 0.60% to 5.86%. The mdrun program generates four
output files that describe the simulated molecular dynamics
of the input molecules. These files vary from 200 KB for
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of simulation-based applications.
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under VMware versus being run on hardware. Both growable and preallocated disks are evaluated. The percentages
above the bars are the percentage overheads in runtime under virtualization.
For growable disks (i.e., virtual disks that allocate storage
on demand, instead of at time of creation), the overheads
vary from 0.2% to up 9.7% for substantial runs, with a high
of 20.9% overhead for a small dataset run. The standard
deviation on the average of five runs for each data point is
approximately 4%. There are data points (in most of the experiments discussed in this section) in which the VM and
hardware times are almost identical, or where the VM times
are nominally “faster” than on real hardware by a small
amount. However, we focus on the cases where the differences are significant to better understand the worst-case
scenarios. For space reasons, all BBS benchmarks are numbered, with the names given in the legend.
Whereas growable disks use less storage for sparsely populated virtual disks, preallocated disks have lower performance overheads [VMware, Inc., 2006]. Our experiments
support this tuning guideline as the runtime overheads for
BLAST are reduced to between 0% to 5.6% when using
preallocated disks. Therefore, if storage efficiency is key,
then growable disks can be used, but preallocated disks offer higher performance for BLAST.
Figure 2 shows the results of the BBS HMMer benchmarks run in a similar manner to the BLAST benchmarks.
The overheads are shown to be as low as minus 1.2% with
growable disks (which is within the standard deviation of the
data point). The lower overheads are on the HMMer training benchmarks (i.e., without the NR database, datapoints 0
to 5). The two sets of bars to the right of the graph (labeled
6 and 7) are the HMM searches with overheads as high as
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As an example of the pragmatic benefits of packaging
and virtual appliances (Pragmatics 1, Section II), the Trellis File System can be pre-installed and configured in the
VM, along with the application itself. Normally, deploying a distributed file system is either prohibitively complex
for most computational scientists or the file system requires
privileged access to install. With the VM-based approach,
the Trellis File System can be made available as a virtual
appliance. The scientist can then co-install their application
with the appliance and use it. Running the VM-based appliance and application on a compute node requires no special
privilege, since all of the privileged steps are encapsulated
inside the VM.
Efficient remote data access is also important in being
able to leverage virtualization in metacomputers. Two techniques for accessing remote data were measured in this part
of the study. The first is the common practice of using
scripts to stage the data in and out of a compute node (in
our case the VM). The second is using the Trellis File System to access the data. The Trellis File System accesses the
remote nodes and exports a file system interface through a
Samba server running inside the virtual machine. For this
part of our study, we used the gmxbench benchmark and the
BLAST search from the Pathway Analyst project (Table I).
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Benchmark
GROMACS d.dppc
d.lzm
d.poly-ch2
d.villin
Pathway Analyst BLAST

Trellis NAS Bridge Appliance
Total (% overhead vs. stage-in/out)
4,412.7 (2.6%)
607.35 (0.6%)
102.7 (1.2%)
89.7 (2.5%)
15,005.5 (5.5%)

Stage-in/Stage-out
Total =
computation +
4,307.1
4,300.8
603.7
601.2
101.4
99.4
87.5
85.9
14,218.5
14,182.0

Benchmark
scp
6.3
2.5
2.0
1.6
36.5

TABLE I: Remote data access from within a virtual machine: Trellis NBA v. Stage-in/Stage-out for GROMACS and BLAST (times are in seconds).

For both remote access methods, the benchmark application
is running within the VM and the data is stored on a different
node in the same cluster.
There is a row for each of the GROMACS gmxbench
molecules and the last row is for the Pathway Analyst
BLAST run (Table I). The second column is real time in
seconds of the benchmark using Trellis NBA to access the
remote data and store the results back to the home node.
The GROMACS and BLAST applications are unmodified
and use the Trellis File System via pre-configured mount
points inside the VM. The percentage overhead of Trellis
NBA versus stage-in/stage-out is in parentheses. For stagein/stage-out, the total times are given as well as a breakdown
of the time between computation (mdrun for GROMACS
and blastp for BLAST) and explicit data movement via
Secure Copy (scp).
The additional overheads of TNBA vary from 0.6% to
2.6% for GROMACS and the overhead is 5.5% for the
BLAST job from Pathway Analyst. The overheads are due
to the use of Samba and Trellis (i.e., extra software layers)
within the virtual appliance. For future work, we plan on
optimizing the software and improving performance. Currently, for a trade-off of less than 6% in additional overhead,
the Trellis NAS Bridge Appliance can provide a distributed
file system that does not require any special privilege to install and use, other than installing VMware Server itself.

A full comparison of 32-bit versus 64-bit issues is beyond
the scope of this paper. And, this anomaly is likely transitory. But, as discussed above, the ability to run a 32-bit guest
OS on a 64-bit host OS is another example of how VMs can
abstract heterogeneity.
IV. R ELATED W ORK AND C OMMENTS
Other researchers have studied the overheads of VMs
[Adams and Agesen, 2006] and the strategy of using VMs to
encapsulate HPC jobs [Figueiredo et al., 2003], [Santhanam
et al., 2005]. Our study extends and updates those studies by
choosing full-sized applications (e.g., GROMACS, BLAST,
HMMer) that are in wide use in our HPC community, and
our research group (e.g., the Proteome and Pathway Analyst projects in our department use BLAST and HMMer),
instead of relying on industry-standard (but generic) benchmarks such as SPEC [Adams and Agesen, 2006].
The use of virtual machines in distributed environments
has been studied before. As part of the In-VIGO system,
Figueiredo et al. [Figueiredo et al., 2003] examine using
virtual machines for distributed computation within a grid
framework. They also use VMware. To measure overheads,
the authors used two compute-intensive SPEC benchmarks.
They report overheads of 1-4% which are lower but consistent with our findings for compute-intensive applications.
Their paper did not analyze I/O-intensive applications, but
they did measure the impact of other factors such as competing processes. Zhao et al. [Zhao et al., 2004], also part
of In-VIGO, designed the grid virtual file system (GVFS),
a distributed file system for efficiently moving virtual machines across the wide-area network and providing data access within VMs. Network latency for VM images and
application data are not separated in their experiments, so
the overheads specifically from virtualization are not clear.
The conclusions in both papers from In-VIGO are similar to
ours: the overheads of virtual machines are acceptable for
the benefit they provide in abstracting heterogeneous environments.
Santhanam et al. [Santhanam et al., 2005] examine running Condor computations within a virtual environment.
The focus is similar to our Pragmatics 1 (Section II) in using VMs as sandboxes for the grid. They focus on running
computations in four different configurations of Xen virtual
machines. The variations involve the location of data and
network connectivity of the VM. Their experiments measure data-intensive microbenchmarks involving thousands
of concurrent reads and network operations. They characterize the impact that different data access methods, such as

F. 32-bit vs. 64-bit Assembler Optimizations
When running the GROMACS application in Section IIIE (Table I), we observed that the runtimes were lower than
both the hardware and VM times from Section III-D (e.g.,
4,412.7 seconds in Table I versus 5,340 seconds, which is
the left-most hardware bar in Figure 3 for d.dppc). After some investigation, we realized that running in the 32bit Trellis NAS Bridge Appliance VM (Table I) was the
cause of the difference. The VM hid the fact that the physical processor was an 64-bit Opteron (x86-64) and so the
guest OS and GROMACS detected a 32-bit i686 processor. The GROMACS configuration then compiled highlyoptimized i686 assembler loops into the GROMACS application. These optimized assembler loops resulted in the
much lower runtime. The version of GROMACS (version
3.2.1) we were running did not support the same optimizations under x86-64, so the GROMACS in Section III-D was
slower. After tracking down the cause, we also found that
the i686 optimizations could not be compiled on the host
64-bit OS. More recent versions of GROMACS (e.g., version 3.3.1) do have the optimized loops for 64-bit OSes.
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GROMACS d.dppc
d.lzm
d.poly-ch2
d.villin
Pathway Analyst BLAST

Trellis NAS Bridge Appliance
Total (% overhead vs. stage-in/out)
4,412.7 (2.6%)
607.35 (0.6%)
102.7 (1.2%)
89.7 (2.5%)
15,005.5 (5.5%)

Stage-in/Stage-out
Total =
computation +
4,307.1
4,300.8
603.7
601.2
101.4
99.4
87.5
85.9
14,218.5
14,182.0

scp
6.3
2.5
2.0
1.6
36.5

TABLE I: Remote data access from within a virtual machine: Trellis NBA v. Stage-in/Stage-out for GROMACS and BLAST (times are in seconds).
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remote I/O and whole-file caching, have on performance.
Their baseline for comparison of the VMs is the Condor
Vanilla and Standard Universes [Litzkow et al., 1988]. Condor runs batch jobs in distributed, heterogeneous environments. The Condor Vanilla Universe is the closest to our
hardware experiments. As expected, their experiments reveal I/0 overheads under virtualization. However, due to
their exclusive use of microbenchmarks, it is not clear what
overheads can be expected for applications.
Our quantitative evaluation uses full-sized HPC applications instead of microbenchmarks. Moreover, our use of the
commercial, widely-available VMware, instead of the more
research-oriented Condor and Xen combination [Santhanam
et al., 2005], is arguably more applicable for our production
environments.
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V. C ONCLUDING R EMARKS
Although virtual machines have been around for decades,
recent developments in VMs for x86-based platforms have
re-opened the VM debate. A variety of VMs are now available commercially (e.g., VMware, Parallels) and as opensource software (with commercial support) (e.g., Linux
KVM, Xen). Pragmatically, VMs are a convenient way to
package and deploy scientific applications across heterogeneous system. For example, applications can be packaged
with their required libraries and support programs, including
(perhaps) a distributed file system (e.g., Trellis NAS Bridge
Appliance) that would otherwise be difficult or impossible
to install without special privilege.
However, an important concern about VMs is whether
or not the associated overheads are too onerous. In our
simple, quantitative study, we show that the overheads for
a compute-intensive application, such as GROMACS, can
be under 6%. For more I/O-intensive applications (e.g.,
BLAST, HMMer with NR database), the overheads can be
as high as 9.7%. The overheads will vary depending on the
application itself, which is why we chose to do a contemporary evaluation of well-known scientific applications (i.e.,
BLAST, GROMACS, HMMer) using a modern VM (i.e.,
VMware). A performance comparison of different VMs and
with a broader range of sequential and parallel applications
is the subject of future work.
There will always be reasons to not give up any performance at all. But, for the convenience and other benefits of VMs, there may be other situations where the costperformance trade-off is worth re-visiting.
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result is an accurate and scalable multi-RAID model.
In the rest of the paper, section 2 summarizes RAID
systems and modelling in this area. Section 3 details the new, analytical model, describing zoned disks
and the aforementioned access time functions, whereas
Section 4 describes the simulation procedures. Section 5 discusses and compares the numerical results
obtained from the analytical model and the simulation. Finally, section 6 concludes the paper and suggests future research directions.

Abstract— A queueing model is developed for a multiRAID storage system implemented on modern zoned
disks, using fine, accurate access time functions. An
extension of a previous analytical model that utilizes
Fork-Join composition of M/G/1 queues, it describes
zoning directly in terms of the probability distributions
or moments of the model’s components, such as seek
time, rotational latency and data transfer time. These
quantities are calculated directly using the principles of
operation of the hardware. This is in contrast to estimating them from simulations and theoretical bounds,
as in previous zoned disk models. The resulting multiRAID model turns out to be accurate, when its performance predictions, characterized here by the mean of
queueing and response times, are compared with simulation, and also scalable; not only for the zoned technology but also for alternate ones.

II. Overview of the RAID system and
related work
A RAID storage system consists of a disk system
manager and a collection (array) of independent disks.
The disk system manager is a software component of
the RAID controller. It receives logical requests from
the multiple system users, at different rates, subdivides the data into blocks and distributes them across
the disks. Consequently, for each logical request, it
generates a number of physical requests and sends
them to the associated disks which receive requests at
different rates. Finally, the disk system manager waits
for responses from each requested disk to construct the
(logical) response to send to the user. The request
subdivision-distribution process is performed according to the data/redundancy pattern over the disks.
When various data placement schemes [2] coexist with
dynamic selection of the current redundancy pattern,
in order to provide storage space and access time optimizations, we obtain a dynamic Multi-RAID [24]. Requests’ independent executions on such asynchronous
disks lead to Fork-Join-type modelling problems, described and analysed in [8].

keywords : Multi-RAID, Zoned disks, Fork-Join,
M/G/1 queues, I/O modelling, Simulation.
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Fig. 1. Requests flow in a RAID storage system

Modelling of RAID systems is the subject of several
studies. For a few examples, we can cite the approximation of access latency [11], queueing models for
RAID3 and RAID5 [1], RAID queueing models in different execution modes – normal, degraded and recovery [13], [14], reconstruction and failure tolerance [5]
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I. Introduction
Computer applications become ever more data intensive. To satisfy their QoS requirements in terms
of capacity, performance and availability, RAID (Redundant Arrays of Independent Disks) are commonly
used. To describe and predict RAID performance,
several analytical and simulation models have appeared in the literature since the introduction of
RAID [2] but their objective is always one and only
one RAID configuration per disk array. However, it
has been shown that with the continous evolution of
data access to disk arrays, it is necessary to provide
different RAID configurations on the same array to
adapt the data storage to user requirements on access time and availability. This leads to better exploitation of the storage system’s space and improved
performance of its usage. With the introduction of
this type of multi-RAID system, none of the available
RAID models is capable of describing and predicting
its performance effectively.
We introduced a new analytical queueing methodology for this purpose in [6], [25] and this is still the
only one addressing such a complex disk array, to our
best knowledge. Any analytical performance modelling of storage systems is concerned with expressing
mathematically the details of its devices’ technology.
This is not yet the case for our multi-RAID model
since, to date, it cannot account for zoned disks. The
aim of this paper is to extend our previous modelling
study [8] by taking into account both the fine details
of modern zoning disk technology and more complex,
but more representative, access time functions. The
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Fig. 1. Requests flow in a RAID storage system

Modelling of RAID systems is the subject of several
studies. For a few examples, we can cite the approximation of access latency [11], queueing models for
RAID3 and RAID5 [1], RAID queueing models in different execution modes – normal, degraded and recovery [13], [14], reconstruction and failure tolerance [5]
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time (S), the rotational latency (R) and the transfer
time, which we separate into two components, t and
T , corresponding to transfer from the disk’s cylinder
to its buffer and from this buffer via the bus, respectively. The model we develop uses the notation shown
in Table I.

and caching and controller optimization [3], [23]. All
of these models are appropriate for different RAID
levels but just one at a time. Thus, none of them is
appropriate for a multi-RAID system. To our knowledge, only the model presented in [8] can handle analytically all the characteristics of a multi-RAID system
and can be used to predict its performance. In fact,
on a multi-RAID, the unbalanced workload leads to a
difference between disks’ waiting times and the use of
asynchronous disks introduces a significant difference
between the seek times. The RAID is then presented
as a collection of M/G/1 queues, one for each disk, interacting so as to account for synchronization between
the disks. This interaction may be approximated by
estimating the mean of the maximum of the response
times among the disks involved in a logical access. In
fact, an exact solution for this type of Fork-Join problem was obtained for Poisson arrivals and exponential service times, together with an approximation for
other distributions in [6], [8]. A detailed evaluation of
such approximations is the subject of [7]. However, in
this multi-RAID model, it was assumed that all disk
cylinders are identical and the seek time is calculated
using a simple function as derived in [18].
Recently, a new disk organisation emerged called
zoned disk technology, in which the number of sectors
per track is variable. Consecutive cylinders are collected into groups, called zones, such that within each
zone, the track capacity (number of sectors) and the
transfer rate are fixed. However, these two parameters decrease from the outer to the inner zones. These
disks have become very popular due to their greater
storage capacitiy and transfer rate. Their average rotational latency is constant but the variable seek and
transfer times necessitate more complex calculations
in terms of the assumed statistical workload and disk
behaviour in a storage model [16], [17].
RAID modelling relies strongly on the analysis of
Fork-Join queueing networks. Until now, research has
mainly been concerned with approximations, performance bounds and calculations based on simulations.
In [21], [20], a performance bound is calculated for
a closed Fork-Join network. In [15], the Fork-Join
response time for homogeneous processes with exponential service time distributions is calculated for two
processes and approximated for more, based on simulations and theoretical bounds. In [22], Fork-Join
queueing systems with general service times are approximated using interpolation and in [19], the approximation of similar systems is based solely on preliminary simulations.

Parameter
N
C
SEC
SECc
spb
B
Qi
Di
Si
Ri
RMAX
t
T
λ
pi
λi
λRj
λiRj
Praidj
Zr (i)
Zw (i)
Zr
Zw
Z
pw
pr
ps

Description
Number of disks in the storage system.
Number of cylinders on a disk.
Number of sectors on the disk.
Number of sectors on cylinder c.
Number of sectors per block.
Logical request size (transfer block).
Queueing time at disk i.
Seek distance on a disk i.
Seek time on a disk i.
Rotational latency on the same cylinder.
Full disk rotation time.
Block transfer time between the disk’s
buffer and its cylinder.
Bus transfer time of one block.
Logical request arrival rate to
the storage system.
Probability that disk i is used.
Physical request arrival rate to disk i.
Physical request arrival rate to
the RAIDj area.
Physical request arrival rate to a
RAIDj area on disk i.
RAIDj area’s proportion in the
whole storage system space.
Read response time on disk i.
Write response time on disk i.
Mean response time for a read.
Mean response time for a write.
Mean response time for any request.
Probability that a request is a write.
Probability that a request is a read.
Probability of a sequential access.

TABLE I: Notation for the RAID model’s parameters

A. Maximum of random variables
Suppose a task forks into a number of subtasks
that are processed in parallel independently. The
task’s completion instant is that of the last subtask
to complete processing, whereupon the subtasks combine (join) to re-form the original task. The Fork-Join
time of the task, i.e. the time elapsed between the fork
instant and the join instant, is therefore the maximum
of the subtasks’ processing times. In [6], the following
result for the moments of Fork-Join times in a Markovian environment was derived:
Proposition 1: The kth moment Mn (α, k) of the
maximum of n ≥ 1 independent, negative exponential
random variables with parameters α = (α1 , . . . , αn )
is defined by the recurrence

III. Analytical model
The entire RAID model that we address is based on
a collection of M/G/1 queues with various extensions
to account for the Fork-Join nature of the parallel disk
accesses corresponding to a logical request. The response time of each physical request, to an individual
disk, is composed of four components: the time spent
waiting to start service in the disk queue (Q), the seek
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B. Mean response Time
Mn (α, k)

=

k

Pn

j=1

αj

Mn (α, k − 1) +

Pn

j=1

αj Mn−1 (α\j , k)

Pn

j=1

αj

for n ≥ 1 and M0 (ǫ, k) = 0, for all k ≥ 1, with
Mn (α, 0) = 1 for all n ≥ 0.
where α\j = (α1 , . . . , αj−1 , αj+1 , . . . , αm )
In the special case that all the parameters of the exponential distributions are equal (∀j, αj = α) :

Each disk is modelled by an M/G/1 queue of physical requests. It serves read/write requests and parity
pre-read/update requests. Each physical request relates to one data block and its response time is composed of four terms, as formulated below. We use n
overbars to indicate an nth moment.
1. Queueing time is calculated using the PollaczekKhinchin formulae[9], extended to handle multiple
classes:

n
n
1 X 1
1 X 1
and Mn (α, 2) = 2
Mn (α, 1) =
α m=1 m
α m=1 m2

E[Qi ] =

For generally distributed random variables, it is
shown in [8] that the expected value of the maximum
of n independent, non-negative random variables with
−1
means m = (m1 , . . . , mn ), α= (m−1
1 , . . . , mn ) and
second moments M = (M1 , . . . , Mn ) is approximated
by the function I(n, α, M) defined by the recurrence,
for k = 2, . . . , n, with I(1, α1 , M1 ) = 1/α1
k
1X
I(k − 1, α\i , M\i )
k i=1

+αi Mi Lk−1 (α\i , αi )/2

j=1,5

a

(1)

This result is exact if all the random variables are
exponential. Notice that, when exact, all the summands give the same result. When approximate, the
result is the average obtained by picking each of the k
random variables in turn as the last in the sequence,
and maximizing this and the maximum of the rest.
In the special case that all the parameters are equal
∀i, αi = α and Mi = M , proposition 1 gives the result

2(1 − ρi )

so that

=

b =

(7 × M inSeek − 15 × AvgSeek
+8 × M axSeek)/(3 × C)

c

M inSeek

=

Mα
2k

(0 ≤ x ≤ C − 1)

where we define the constants:

1/i

i=2

A

For each type of access (read or write), RAID variant and request size, the number of participating disks
k is computed.

G
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V (C − 1)
3γ 2
V + β 2 (C − 1)2
= −
3γ 2
=

Mn (α, k)

=

k

Pn

j=1

αj

Mn (α, k − 1) +

Pn

j=1

αj Mn−1 (α\j , k)

Pn

j=1

αj
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n
n
1 X 1
1 X 1
and Mn (α, 2) = 2
Mn (α, 1) =
α m=1 m
α m=1 m2

E[Qi ] =

For generally distributed random variables, it is
shown in [8] that the expected value of the maximum
of n independent, non-negative random variables with
−1
means m = (m1 , . . . , mn ), α= (m−1
1 , . . . , mn ) and
second moments M = (M1 , . . . , Mn ) is approximated
by the function I(n, α, M) defined by the recurrence,
for k = 2, . . . , n, with I(1, α1 , M1 ) = 1/α1
k
1X
I(k − 1, α\i , M\i )
k i=1

+αi Mi Lk−1 (α\i , αi )/2

j=1,5

a

(1)

This result is exact if all the random variables are
exponential. Notice that, when exact, all the summands give the same result. When approximate, the
result is the average obtained by picking each of the k
random variables in turn as the last in the sequence,
and maximizing this and the maximum of the rest.
In the special case that all the parameters are equal
∀i, αi = α and Mi = M , proposition 1 gives the result

2(1 − ρi )

so that
Mα
2k

=

(−10 × M inSeek + 15 × AvgSeek
p
−5 × M axSeek)/(3 × C)

b =

(7 × M inSeek − 15 × AvgSeek
+8 × M axSeek)/(3 × C)

c

M inSeek

=

fD (x) = A + Gx + Ex3

(4)
I(k, α, M) = 1/α + (M α/2)

(2)

The hardware parameters MinSeek, AvgSeek and
MaxSeek are respectively the seek time from one track
to the adjacent one, the mean seek time and the seek
time from the inner track to the outer. We assume
that the incoming logical requests’ addresses are independent random variables, uniformly distributed over
the disk-address space. Since C is large, the distance
D can be well approximated by a continuous random
variable. Assuming that the number of sectors (and
hence blocks) per track varies linearly with the cylinder number, the density function of D can be shown
to be :

Lk−1 (α, α) = 1/k

k
X

λiRj XiRj

where a, b, c are hardware-related constants :

where Lk−1 (α\i , s) is the Laplace transform of the
probability density function of the maximum of k − 1
exponential random variables.

I(k, α, M) = I(k − 1, α, M) +

P

where, refering to Table I,
• Xi = Si + Ri + ti is the service time on disk i;
• ti is the transfer time for one block from the track
to the buffer of disk i;
• XiRj is the second moment of service time on
RAIDj area on disk i;
• ρi = λi Xi is the traffic intensity on disk i.
2. Seek time, depends on the distance Di between
the current position of the device’s read/write head
and the target position. In this paper, we use a more
complex, but more accurate, formula [12] as follows :

0√
if Di = 0
(3)
Si (D) =
a Di + b(Di − 1) + c otherwise

The logical request access time is defined as the
maximum of all its physical request access times. We
require the value of this quantity, assuming that the
physical request access times are independent.

I(k, α, M) =

(−10 × M inSeek + 15 × AvgSeek
p
−5 × M axSeek)/(3 × C)

fD (x) = A + Gx + Ex3
I(k, α, M) = 1/α + (M α/2)

(2)

The hardware parameters MinSeek, AvgSeek and
MaxSeek are respectively the seek time from one track
to the adjacent one, the mean seek time and the seek
time from the inner track to the outer. We assume
that the incoming logical requests’ addresses are independent random variables, uniformly distributed over
the disk-address space. Since C is large, the distance
D can be well approximated by a continuous random
variable. Assuming that the number of sectors (and
hence blocks) per track varies linearly with the cylinder number, the density function of D can be shown
to be :

Lk−1 (α, α) = 1/k

k
X

λiRj XiRj

where a, b, c are hardware-related constants :

where Lk−1 (α\i , s) is the Laplace transform of the
probability density function of the maximum of k − 1
exponential random variables.

I(k, α, M) = I(k − 1, α, M) +

P

where, refering to Table I,
• Xi = Si + Ri + ti is the service time on disk i;
• ti is the transfer time for one block from the track
to the buffer of disk i;
• XiRj is the second moment of service time on
RAIDj area on disk i;
• ρi = λi Xi is the traffic intensity on disk i.
2. Seek time, depends on the distance Di between
the current position of the device’s read/write head
and the target position. In this paper, we use a more
complex, but more accurate, formula [12] as follows :

0√
if Di = 0
(3)
Si (D) =
a Di + b(Di − 1) + c otherwise

The logical request access time is defined as the
maximum of all its physical request access times. We
require the value of this quantity, assuming that the
physical request access times are independent.

I(k, α, M) =

B. Mean response Time

(0 ≤ x ≤ C − 1)

where we define the constants:

1/i

i=2

A

For each type of access (read or write), RAID variant and request size, the number of participating disks
k is computed.
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V (C − 1)
3γ 2
V + β 2 (C − 1)2
= −
3γ 2
=

(4)

E

=

V =
γ =
α =
β

=

β2
3γ 2
6α2 + 6αβ(C − 1) + 2β 2 (C − 1)2
α(C − 1) + β(C − 1)2 /2
SEC C−1 /spb,
the number of blocks on an innermost track
SEC 0 /spb − SEC C−1 /spb,
the difference between the number of
blocks on outermost and innermost tracks.

3. Rotational latency : Multi zoning has no effect
on the rotational latency; thus the moments’ expressions are unchanged from [8].
4. Cylinder/device buffer transfer time : It is
not constant and its first three moments can be shown
to be :
spb ∗ Rmax ∗ (C − 1)
t=
SEC
2

For simplicity, we have assumed that all disks have the
same hardware parameters, including a, b, c, C. However, it would be easy to extend our model to heterogeneous devices.
3. Rotational latency is a random variable with
uniform distribution on [0, RMAX ], with density function :
1
fR (x) =
0 ≤ x ≤ RMAX
(5)
RMAX

t=

3
spb3 ∗ Rmax
1
× ΣC−1
j=0
SEC
SECj2

× ΣC−1
j=0

X = Y + t + 3Y t + 3Y t
IV. Simulation
To evaluate our multi-RAID model for zoned disks,
we adapted the simulator of [8] to handle the new
disk geometry and access time functions. The simulator is written in C and is composed of three main
parts: a logical request generator, a logical to physical mapping core and a simulation engine. The hardware parameters are obtained from a library, which
is separated from the execution routines for flexibility
and scalability purposes. Two modules were especially
affected by the modification : the address mapping
and the access time calculation modules. Experiments
were carried out using different combinations of both
workload and architecture configuration parameters.
The RAID array modelled is composed of 16 disks
connected to an ultra wide SCSI bus. The characteristics of the zoned disk used in the simulations are
summarized in table II. Additional details on this device can be consulted in [4].

The first three moments of the four parameters
above are needed in the analytical model and calculated as :
1. Queueing time : Multi-zoning has no effect on
the queueing time formula itself – it just affects the
server utilization, service time variance, and hence the
queueing time values given by that formula. Thus the
moments’ expressions are unchanged from [8].
2. Seek time : This is the parameter most affected
by multi-zoning. Its new moments are given by :

Parameter
Formatted capacity
Sectors/device (SEC)
Rotation
Cylinders (Cmax )
Min Seek
Avg Seek
Max Seek
Data Heads
Zones number

= (c − b) + aM1/2 + bM1
2

= (c − b) + 2a(c − b)M1/2
+[a2 + 2b(c − b)]M1 + 2abM3/2 + b2 M2
= (c − b)3 + a(c − b)2 M1/2
+3(c − b)[a2 + b(c − b)]M1
+[a3 + 6ab(c − b)]M3/2
+3[a2 b + b2 (c − b)]M2 + 3ab2 M5/2 + b3 M3

value
36,74 GB
18, 37 × 107
10000 rpm
29950
0,4 - 0,6 ms
4,5 - 5 ms
11 - 12 ms
4
18

TABLE II: Disk Characteristics - Fujitsu-MAN3367

where the nth moment of D is, for n ≥ 0 (not necessarily integer):


G(C − 1) E(C − 1)3
A
n+1
+
+
Mn = (C − 1)
n+1
n+2
n+4

Simulations were run for a warm-up period of 300000
logical request arrivals, then for a further 700000 arrivals, during which the measurements were gathered.
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=

V =
γ =
α =
β

1
SECj

X = Y + t + 2Y t

C. Moments

S

spb ∗
SEC

X =Y +t

spb ∗ Rmax
SECc

S

t=

From the above, we calculate the moments of the
positioning time Y and hence of the service time X:

4. Single block transfer time is composed of a bus
transfer time T and a cylinder/device buffer transfer
time t. Assuming negligible contention, T depends
only on the bus bandwidth. Previously, t was considered fixed, but this assumption is no longer valid
on multi-zoned disks. In fact, t depends on the position of the accessed cylinder on the disk. There are
more sectors on outer zones leading to a reduced block
transfer time. Assuming track-alignment, the transfer
time of a block on a cylinder c is calculated as:

S

2
Rmax

E

=

β2
3γ 2
6α2 + 6αβ(C − 1) + 2β 2 (C − 1)2
α(C − 1) + β(C − 1)2 /2
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SEC

For simplicity, we have assumed that all disks have the
same hardware parameters, including a, b, c, C. However, it would be easy to extend our model to heterogeneous devices.
3. Rotational latency is a random variable with
uniform distribution on [0, RMAX ], with density function :
1
fR (x) =
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(5)
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IV. Simulation
To evaluate our multi-RAID model for zoned disks,
we adapted the simulator of [8] to handle the new
disk geometry and access time functions. The simulator is written in C and is composed of three main
parts: a logical request generator, a logical to physical mapping core and a simulation engine. The hardware parameters are obtained from a library, which
is separated from the execution routines for flexibility
and scalability purposes. Two modules were especially
affected by the modification : the address mapping
and the access time calculation modules. Experiments
were carried out using different combinations of both
workload and architecture configuration parameters.
The RAID array modelled is composed of 16 disks
connected to an ultra wide SCSI bus. The characteristics of the zoned disk used in the simulations are
summarized in table II. Additional details on this device can be consulted in [4].

The first three moments of the four parameters
above are needed in the analytical model and calculated as :
1. Queueing time : Multi-zoning has no effect on
the queueing time formula itself – it just affects the
server utilization, service time variance, and hence the
queueing time values given by that formula. Thus the
moments’ expressions are unchanged from [8].
2. Seek time : This is the parameter most affected
by multi-zoning. Its new moments are given by :
= (c − b)2 + 2a(c − b)M1/2

Parameter
Formatted capacity
Sectors/device (SEC)
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Cylinders (Cmax )
Min Seek
Avg Seek
Max Seek
Data Heads
Zones number

+[a2 + 2b(c − b)]M1 + 2abM3/2 + b2 M2
S

3
spb3 ∗ Rmax
1
× ΣC−1
j=0
SEC
SECj2

X = Y + t + 2Y t

C. Moments

S

t=

X =Y +t

spb ∗ Rmax
SECc

= (c − b) + aM1/2 + bM1

2
spb2 ∗ Rmax
1
× ΣC−1
j=0
SEC
SECj

From the above, we calculate the moments of the
positioning time Y and hence of the service time X:

4. Single block transfer time is composed of a bus
transfer time T and a cylinder/device buffer transfer
time t. Assuming negligible contention, T depends
only on the bus bandwidth. Previously, t was considered fixed, but this assumption is no longer valid
on multi-zoned disks. In fact, t depends on the position of the accessed cylinder on the disk. There are
more sectors on outer zones leading to a reduced block
transfer time. Assuming track-alignment, the transfer
time of a block on a cylinder c is calculated as:

S

t=

= (c − b)3 + a(c − b)2 M1/2
+3(c − b)[a2 + b(c − b)]M1
+[a3 + 6ab(c − b)]M3/2
+3[a2 b + b2 (c − b)]M2 + 3ab2 M5/2 + b3 M3

value
36,74 GB
18, 37 × 107
10000 rpm
29950
0,4 - 0,6 ms
4,5 - 5 ms
11 - 12 ms
4
18

TABLE II: Disk Characteristics - Fujitsu-MAN3367

where the nth moment of D is, for n ≥ 0 (not necessarily integer):


G(C − 1) E(C − 1)3
A
n+1
+
+
Mn = (C − 1)
n+1
n+2
n+4

Simulations were run for a warm-up period of 300000
logical request arrivals, then for a further 700000 arrivals, during which the measurements were gathered.
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respective mean queueing and response times. We validated our model according to four main parameters :
1. Request size : Figures 2 and 3 show the effect
of the request size, in terms of the number of blocks
per logical request (B), on the mean queueing and response times respectively. The RAID01 variant was
chosen for this experiment in view of its popularity
due to a lower cost of disks. The access request environment was exclusive read to isolate the basic disk
access behaviour from any complex write execution
scheme. Good agreement is apparent on both figures.
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of the RAID variant on the queueing and response
times respectively. In fact, these figures show the
RAID5 performance, considering some combinations
of request type, to be superior to (i.e. with lower
queueing and response times than) that of RAID01
on figures 4 and 5. Notice again the good agreement
with simulation.
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The original model [6], [25] was motivated by the
need for an analytical model of a Multi-RAID storage
system1 , when controlling asynchronous disks with
uniformly distributed data. Figures 8 and 9 respectively show the mean queueing and response times
for a mixed workload (75% reads) and a Multi-RAID
(mixed RAID) system with two different mixture ratios : a RAID01 oriented system (75% of RAID01)
and a RAID5 oriented system (75% of RAID5). Also
shown on these figures are the corresponding exclusive RAID01 and exclusive RAID5 results as bounds.
The agreement found confirms that the model remains
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2. Request type : In figures 4 and 5, we see the effect of the request type (read/write) on the queueing
and response times respectively, in a RAID01 environment with small requests (B=1). We focused on the
small request size (4KB blocks) because it is the size
of 96% of requests in an OLTP workload [10], typically
associated with large storage systems. In addition to
the good agreement, we notice the effect of the double
disk access generated by every write request on the
mean response time.

1 Where many RAID schemes coexist on the same storage
space. Our study is limited to the RAID01 and RAID5, the
most commonly used ones.
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access time separately. We can see, in tables III
and IV, the excellent precision of the first two moments of the seek distance (D), the first three moments of the seek time (S) and the rotational latency
(R), respectively.
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We developed an intricate analytical model in [6],
[25] for a multi-RAID storage system, based on queueing theory and taking into account the effect of synchronized Fork-Join operations. In this paper, we took
a step further by adapting that model to modern,
zoned disk technology. This is of great interest because the model is completely free of simulation and
estimation-approximations – although obviously not
of its approximating assumptions, which have been
carefully checked [7]. All the constituent moments
have been calculated directly, giving additional accuracy. We validated our new model against simulation
results, considering different combinations of request
sizes, request types and RAID variants in their mixtures. The excellent agreement we obtained suggests
our model is a suitable tool to evaluate, in a short
time compared to simulation, the performance of any
configuration of a multi-RAID storage system, without requiring any approximated input parameters.
In the near future, we plan to compare our model with
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In general, we see good agreement between the analytical results and the simulation, as well as the decreasing penalizing effect of the small RAID5 writes
on mean response time, as its usage percentage decreases in the mixed RAID system.
4. Quantitative model accuracy: We estimated
how accurate are the various parts of our model for
multi-zoned disks by analysing each component of the
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those developed by [15], [22], to estimate the accuracy
obtained analytically as opposed to using interpolation and other approximations. We intend also to
handle heterogeneous disks in the same storage system to increase the flexibility and scalability of our
model.

[22] S. Varma and A. M. Makowski. Interpolation approximations for symmetric fork/join queues. In Performance
Evaluation Journal, volume 20, 1994.
[23] T.M. Wong and J. Wilkes. My cache or yours? making
storage more exclusive. In USENIX Ann. Technical Conference, 2002.
[24] S. Zertal. Dynamic redundancy mechanisms for storage
customisation on multi disks storage systems. ph.D. thesis,
University of Versailles, France, January 2000.
[25] S. Zertal and P.G. Harrison. Multi-level raid storage
system modelling. In Proceedings of 2003 International
Symposium on Performance Evaluation of Computer and
Telecommunication Systems (Spects), 2003.
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Cristiano Costa Argemom Vieira
Federal University of Mato Grosso do Sul
Dept. de Computação e Estatı́stica
Campo Grande - MS, Brazil
E-mail:{edson,ccav}@dct.ufms.br

Edson Norberto Cáceres
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digraph and relies on the so-called linear extension labeling
of the input digraph vertices.
Using the ideas of this algorithm and the sequential algorithm of Warshall, [Alves et al., 2003] implemented a transitive closure algorithm with the MPI library in a Beowulf
with 64 nodes with good speed-up. This implementation
do not compute the linear extension of the digraph, and it
can spend p communication rounds in the worst case, and
uses O(n3 /p) local computation. They describe the worst
case where p communication rounds are necessary. With
randomly generated digraphs, in their experiments, the algorithm always found the transitive closure with O(log p)
communication rounds. Besides the fact of the good speed
up, in this algorithm, the processors exchange huge amount
of data (O(n2 /p) in the worst case) in each communication
round. Nevertheless, it is very fast and it obtained better
execution times than the previous ones ([Pagourtzis et al.,
2001, 2002]).
Combining the ideas of [Alves et al., 2003] and [Baase,
1978]. [Cáceres and Vieira, 2004] implemented a version of
transitive closure algorithm with αp communication rounds
n3
) local computation, where where α is the size of
and O( αp
bits that can be stored in a primitive data. Since in this implementation, as p grows, the local computation is very fast,
the total time of the algorithm is bounded by the communication time.
In this paper we deal with the main problems of the previous BSP/CGM algorithms for the transitive closure problem: the size of the messages, the local computation time
and the number of communication rounds. We present four
new implementations. The first and second deal with the
size of the messages and using data compression we can
decrease the amount of data exchanged in each communication round to O(n/p). The third uses Bit matrix to improve the local computation time. The fourth increases the
amount of memory used by each processor and can solve
the transitive closure with a constant number of communication rounds. This algorithm uses a graph traversal strategy
to compute the transitive closure of the input digraph.

Abstract— We present new implementations of BSP/CGM algorithms for the Transitive Closure Problem. Our strategies deal with
size of the message and communication rounds, problems that cause
inefficiency in the implementations of the transitive closure algorithms.
The algorithms were implemented using LAM/MPI in two Beowulfs.
The implementation results show the efficiency and scalability of the
presented algorithms, improve the previous results and compare favorably with other parallel implementations. Besides we show that the
presented algorithms can be used to solve real problems.

I. I NTRODUCTION
The search for efficient algorithms to compute the transitive closure of a directed graph (digraph) has been around
for many years. It was first considered in 1959 by in the paper [Roy, 1959]. The best sequential algorithms that solve
this problem have O(mn) time complexity, where m and n
are the number of edges and vertices of the digraph [Habib
and Rampom, 1993] and [Simon, 1988]. There are other algorithms that are based on matrix multiplication that can be
used for dense digraphs.
Using an approach based on the adjacency matrix of the
digraph [Warshall, 1962] presented an O(n3 ) algorithm.
This algorithm can be implemented using an adjacency bit
3
matrix [Baase, 1978] with O( nα ) time complexity, where α
is the size of bits that can be stored in a primitive data.
Another approach to compute the transitive closure is
using digraph traversal. Using breadth first search BFS
(or depth first search DFS) we can find all the vertices
that are reachable from a given vertex v. Applying this
search to each vertex of the digraph we can compute the
transitive closure. A BFS (or DFS) can be computed in
O(n + m)[Cormen et al., 2001] time complexity. Then the
transitive closure can be computed in O(n (n + m)) time
complexity.
Parallel algorithms for this problem have been proposed
to the PRAM model [JáJá, 1992, Karp and Ramachandran,
1990] BSP/GCM model [Tiskin, 2001, Cáceres et al., 2002,
Alves et al., 2003, Cáceres and Vieira, 2004] and other
architectures [Pagourtzis et al., 2001, 2002, Grama et al.,
2003]. Tiskin observes that “is not clear yet whether the
presented algorithm [Tiskin, 2001] is practical”.
Using the BSP/CGM model, [Cáceres et al., 2002] presented an algorithm to compute the transitive closure of
acyclic digraph using log p+1 communication rounds where
p is the number of processors and uses O(mn/p) local computation. This algorithm assumes that the input is an acyclic

II. N OTATION AND C OMPUTATIONAL M ODEL
Let D = (V, E) be an acyclic digraph, n = |V | and m =
|E| the number of vertices and edges of D, respectively.
The vertices vi ∈ V are labeled with 1 ≤ i ≤ n. We use
both digraphs representations: adjacency list and adjacency
matrix.
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O(n2 /p) size. One of the causes is the fact that the “new”
edges are exchanged by the processors during the communication rounds without any further consideration.
We introduce a very simple technique that shrinks expressively the size of the messages that are exchanged by the
processors. We define a super-vertex the set of all reachable
vertices from vi , i.e., Svi = {v : vi → v}. When a vertex
vi does not have any leaving edge, we denote Svi = ∅.
Let V = {vi : 1 ≤ i ≤ n} the set of vertices of D. We
label the X
vertices vi with labels (vi ) = 2i−1 and we define
Nvi =
(v).
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Fig. 1. Transitive Closure D t of digraph D.

We denote a path between vertices vi , vj ∈ V as follows:
(i) vi → vj , a path consisting of only one edge starting at
vertex vi and ending at vertex vj .
k
(ii) vi
vj , a path starting at vertex vi and ending at
vertex vj with k intermediate vertices (k + 1 edges).
(iii) vi ...k vj , a path starting at vertex vi and ending at
vertex vj with v1 , v2 , ..., vk as intermediate vertices.
When necessary, we denote an edge e ∈ E as eij = vi →
vj . The edge eij is a leaving edge with respect to vi and an
incoming edges with respect to vj .
Let Φq = {q np + 1, .t.., (q + 1) np } be the set of the np
consecutive vertices that each processor receives in order to
compute the transitive closure.
The transitive closure Dt of a digraph D = (V, E) is
obtained from D by adding an edge (vi , vj ) if there is a path
vi k vj , 0 < k ≤ n, in D. Figure 1 represents a digraph
and its respective transitive closure.
In this paper, we use the BSP/CGM Model (Bulk Synchronous Parallel/Coarse Grained Multicomputer) [Valiant,
1990, Dehne, 1999]. Let N be the input size of the problem. A BSP/CGM computer consists of a set of p processors
each with local memory and each processor is connected by
a router that can send/receive messages in a point-to-point
fashion. A BSP/CGM algorithm consists of alternating local
computation and global communication rounds separated by
a barrier synchronization.
In a computing round, we usually use the best sequential algorithm in each processor to process its data locally.
We require that all information sent from a given processor to another processor in one communication round be
packed into one long message, thereby minimizing the message overhead. In the BSP/CGM model, the communication
cost is modeled by the number of communication rounds.
Each processor can send/receive at most O(N/p) data in
each communication round.
Finding an efficient algorithm on the BSP/CGM model
is equivalent to minimizing the number of communication
rounds as well as the total local computation time.

{v∈Svi }

The Algorithm 1 shows the Nvi computational steps for
a Svi input and the Algorithm 2 shows the reverse (Nvi to
Svi ).
Algorithm 1 BuildNvi
Input: Svi
P
Output: Nvi = Svi .
1: Nvi ← 0
2: for all vx ∈ Svi do
3:
label(vx ) ← 2x−1
4: end for
5: for all vx ∈ Svi do
6:
Nvi ← Nvi + label(vx )
7: end for
It is easy to see that this labeling technique (Algorithm 1)
guarantees a unique representation for each vertex. For example, if Svi = {1, 3, 4}, then the labels are (v1 ) = 1,
(v3 ) = 4, (v4 ) = 8 and Nvi = 13. There is no other combination of the labels such that the sum is 13.
Algorithm 2 RestoreSvi
Input: Nvi .
Output: Svi .
1: Svi ← O
2: x ← 1
3: while x < Nvi do
4:
x ← 2x
5: end while
6: x ← x
2
7: while Nvi > 0 do
8:
if Nvi − x ≥ 0 then
9:
Nvi ← Nvi − x
10:
Svi ← Svi ∪ {vx }
11:
end if
12:
x ← x2
13: end while

III. T HE PARALLEL A LGORITHMS
Now we present the three new BSP/CGM parallel algorithms for the transitive closure problem. First we deal with
the size of the messages that are exchanged between the processor. Then we decrease the local computation time and
finally we design an algorithm that does not use communication rounds.

The restore procedure (Algorithm 2) computes the original values of the vertices, the set Svi . This is done by repeatedly subtracting (vx ) from Nvi , starting with the greatest value of (vx ) to the smallest. The loop starting at the line
3 computes the greatest label that was stored in Nvi .
In the [Alves et al., 2003] algorithm, each processor pi
receives the sub-matrices D[(j − 1) np + 1..j np ][1..n] and
D[1..n][(j − 1) np + 1..j np ] and compute the local transitive closure. Before each processor pi sends the computed
transitivity edges to processor pj , we apply algorithm 1, to

A. Dealing with Message Size - I
Analyzing the previous transitive closure algorithms we
observed that the implementation presented by [Alves et al.,
2003] and [Cáceres and Vieira, 2004] the communication
cost is very expressive. In most cases, the messages have
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compute the transitive closure.
The transitive closure Dt of a digraph D = (V, E) is
obtained from D by adding an edge (vi , vj ) if there is a path
vi k vj , 0 < k ≤ n, in D. Figure 1 represents a digraph
and its respective transitive closure.
In this paper, we use the BSP/CGM Model (Bulk Synchronous Parallel/Coarse Grained Multicomputer) [Valiant,
1990, Dehne, 1999]. Let N be the input size of the problem. A BSP/CGM computer consists of a set of p processors
each with local memory and each processor is connected by
a router that can send/receive messages in a point-to-point
fashion. A BSP/CGM algorithm consists of alternating local
computation and global communication rounds separated by
a barrier synchronization.
In a computing round, we usually use the best sequential algorithm in each processor to process its data locally.
We require that all information sent from a given processor to another processor in one communication round be
packed into one long message, thereby minimizing the message overhead. In the BSP/CGM model, the communication
cost is modeled by the number of communication rounds.
Each processor can send/receive at most O(N/p) data in
each communication round.
Finding an efficient algorithm on the BSP/CGM model
is equivalent to minimizing the number of communication
rounds as well as the total local computation time.
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The Algorithm 1 shows the Nvi computational steps for
a Svi input and the Algorithm 2 shows the reverse (Nvi to
Svi ).
Algorithm 1 BuildNvi
Input: Svi
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Output: Nvi = Svi .
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2: for all vx ∈ Svi do
3:
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4: end for
5: for all vx ∈ Svi do
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7: end for
It is easy to see that this labeling technique (Algorithm 1)
guarantees a unique representation for each vertex. For example, if Svi = {1, 3, 4}, then the labels are (v1 ) = 1,
(v3 ) = 4, (v4 ) = 8 and Nvi = 13. There is no other combination of the labels such that the sum is 13.
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3: while x < Nvi do
4:
x ← 2x
5: end while
6: x ← x
2
7: while Nvi > 0 do
8:
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11:
end if
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x ← x2
13: end while
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Now we present the three new BSP/CGM parallel algorithms for the transitive closure problem. First we deal with
the size of the messages that are exchanged between the processor. Then we decrease the local computation time and
finally we design an algorithm that does not use communication rounds.

The restore procedure (Algorithm 2) computes the original values of the vertices, the set Svi . This is done by repeatedly subtracting (vx ) from Nvi , starting with the greatest value of (vx ) to the smallest. The loop starting at the line
3 computes the greatest label that was stored in Nvi .
In the [Alves et al., 2003] algorithm, each processor pi
receives the sub-matrices D[(j − 1) np + 1..j np ][1..n] and
D[1..n][(j − 1) np + 1..j np ] and compute the local transitive closure. Before each processor pi sends the computed
transitivity edges to processor pj , we apply algorithm 1, to

A. Dealing with Message Size - I
Analyzing the previous transitive closure algorithms we
observed that the implementation presented by [Alves et al.,
2003] and [Cáceres and Vieira, 2004] the communication
cost is very expressive. In most cases, the messages have
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the message, creating a super-vertex for each line/column
of the sub-matrix, and then send the compressed message
to processor pj . After processor pj receives a message with
super-vertices from processor pi it applies the algorithm 2
restoring the original values of the vertices.
We describe the results of the implementation of this technique in Section IV. The size of the messages shrunk significantly decreasing the time of each communication round.

C. Improving the Local Computation Time by Using the Bit
Matrix
Representing the digraph with a bits adjacency matrix,
[Cáceres and Vieira, 2004] implemented the transitive closure algorithm with expressive results. The implementation decreased significantly the local computation. The only
drawback is that they use O(n2 ) local memory. Using
O(n2 ) local memory we can sequentially compute the linear extension of the digraph in one processor and assure that
with lg p+1 communication rounds the algorithm computes
the transitive closure. Besides the linear extension computation we can aggregate the ideas of Algorithm 3 and implement a new version of the [Cáceres and Vieira, 2004]
algorithm.
The Algorithm 4 describes the above ideas.

B. Dealing with Message Size - II
Now we introduce another simple technique that shrinks
expressively the size of the messages that are exchanged by
the processors.
For each new edge wij , 0 ≤ i, j, < n, the values of i and
j (row and column) must be packed and during the communication rounds processor pk sends the new edges that
are in the l-th vertical strip and l-th horizontal strip to the
processor pl . This can be done in two ways:
i) Each edge can be represented as a value a where a =
i ∗ n + j.
ii) We represent each strip with a bit matrix where each
edge can be stored as a bit.
Let Qk be the number of new edges that will be send by
processor pk . Before each communication round we verify if we will send only the new edges or the whole strips
(vertical and horizontal).
The Algorithm 3 implements the above ideas.

Algorithm 4 PTC-Bit
Input: D given as an n × n bit matrix W ; p the number
of processors; and each processor pz (0 ≤ z ≤ p − 1)
stores a copy of W .
Output: Dt represented as W t distributed by the p processors.
1: if z=0 then
2:
Compute L and Φ0,...,p−1
3: end if
4: repeat
5:
for all k ∈ Φz in order do
6:
for i ← 1 to n do
7:
if wik = 1 then
8:
for j = 1 to αn do
9:
wij ← wij ∨ wkj
10:
end for
11:
end if
12:
end for
13:
end for 2
14:
if Qk > nc then
15:
Send/Receive only the edges belongs another processor
16:
else
17:
Send/Receive the full strips another processor
18:
end if
19: until no new edges are computed
20: return D t

Algorithm 3 Parallel-Warshall-II
Input: D given as an n × n matrix W ; p the number of
processors; and each processor pz (0 ≤ z ≤ p − 1)
stores the submatrix W [(z np + 1..(z + 1) np ][1..n] and
W [1..n][z np + 1..(z + 1) np ]
Output: Dt represented as W t distributed by the p processors.
1: repeat
2:
for k ← l np + 1 to (l + 1) np − 1 do
3:
for i ← 1 to n do
4:
for j ← 1 to n do
5:
if wik = 1 and wkj = 1 then
6:
wij ← 1
7:
end if
8:
end for
9:
end for
10:
end for
2
11:
if Qk > nc then
12:
Send/Receive only the edges belongs another processor
13:
else
14:
Send/Receive the full strips another processor
15:
end if
16: until no new edges are computed
17: return D t
3
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C. Improving the Local Computation Time by Using the Bit
Matrix
Representing the digraph with a bits adjacency matrix,
[Cáceres and Vieira, 2004] implemented the transitive closure algorithm with expressive results. The implementation decreased significantly the local computation. The only
drawback is that they use O(n2 ) local memory. Using
O(n2 ) local memory we can sequentially compute the linear extension of the digraph in one processor and assure that
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the transitive closure. Besides the linear extension computation we can aggregate the ideas of Algorithm 3 and implement a new version of the [Cáceres and Vieira, 2004]
algorithm.
The Algorithm 4 describes the above ideas.

B. Dealing with Message Size - II
Now we introduce another simple technique that shrinks
expressively the size of the messages that are exchanged by
the processors.
For each new edge wij , 0 ≤ i, j, < n, the values of i and
j (row and column) must be packed and during the communication rounds processor pk sends the new edges that
are in the l-th vertical strip and l-th horizontal strip to the
processor pl . This can be done in two ways:
i) Each edge can be represented as a value a where a =
i ∗ n + j.
ii) We represent each strip with a bit matrix where each
edge can be stored as a bit.
Let Qk be the number of new edges that will be send by
processor pk . Before each communication round we verify if we will send only the new edges or the whole strips
(vertical and horizontal).
The Algorithm 3 implements the above ideas.

D. Avoiding Communication Rounds

Algorithm 3 Parallel-Warshall-II
Input: D given as an n × n matrix W ; p the number of
processors; and each processor pz (0 ≤ z ≤ p − 1)
stores the submatrix W [(z np + 1..(z + 1) np ][1..n] and
W [1..n][z np + 1..(z + 1) np ]
Output: Dt represented as W t distributed by the p processors.
1: repeat
2:
for k ← l np + 1 to (l + 1) np − 1 do
3:
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for j ← 1 to n do
5:
if wik = 1 and wkj = 1 then
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wij ← 1
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end if
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10:
end for
2
11:
if Qk > nc then
12:
Send/Receive only the edges belongs another processor
13:
else
14:
Send/Receive the full strips another processor
15:
end if
16: until no new edges are computed
17: return D t

Since the amount of communication spent by the previous algorithms is very large, and limits the performance,
we tried to trade communication with local space. Using
the Warshall approach, seems that no improvement can be
obtained with more local space. Actually, in most cases,
increasing the local space does not guarantee any improvement to the parallel algorithm.

Theorem 1: The Algorithm 3 uses O( np ) local computation time with O(p) communication rounds and needs
2
O( np ) local space.
We describe the results of the implementation of this technique in Section IV. The size of the messages shrunk significantly decreasing the time of each communication round.

Because the vertex distribution to obey a linear extension of the digraph, O(log p) communication rounds are
enough [Cáceres et al., 2002].
n3
Theorem 2: The Algorithm 4 uses O( pα
) local computation time with O(log p) communication rounds and needs
O(n2 ) local space.

Theorem 1: The Algorithm 3 uses O( np ) local computation time with O(p) communication rounds and needs
2
O( np ) local space.
We describe the results of the implementation of this technique in Section IV. The size of the messages shrunk significantly decreasing the time of each communication round.
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to processor pj . After processor pj receives a message with
super-vertices from processor pi it applies the algorithm 2
restoring the original values of the vertices.
We describe the results of the implementation of this technique in Section IV. The size of the messages shrunk significantly decreasing the time of each communication round.
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Input: D given as an n × n bit matrix W ; p the number
of processors; and each processor pz (0 ≤ z ≤ p − 1)
stores a copy of W .
Output: Dt represented as W t distributed by the p processors.
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20: return D t
Because the vertex distribution to obey a linear extension of the digraph, O(log p) communication rounds are
enough [Cáceres et al., 2002].
n3
Theorem 2: The Algorithm 4 uses O( pα
) local computation time with O(log p) communication rounds and needs
O(n2 ) local space.
D. Avoiding Communication Rounds
Since the amount of communication spent by the previous algorithms is very large, and limits the performance,
we tried to trade communication with local space. Using
the Warshall approach, seems that no improvement can be
obtained with more local space. Actually, in most cases,
increasing the local space does not guarantee any improvement to the parallel algorithm.
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Algorithm 5 TCP-BFS
Input: adjacency list Q of D
Output: Dlt
1: for all vi ∈ Φl do
2:
Qti ← N U LL
3:
Compute Γi .
t
4:
Build the edge qi,j
= {(vi , vj ) : j ∈ Γi }
5: end for

1024 x 1024
I
II
143
84.7
123
42.7
84.4
21.7
36.4
11.3
18.0
6.0
15.6
6.5
12.1
7.5

III
30
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7.6
3.8
1.9
0.9
0.4
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40
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30
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2048 x 2048⋆
I
II
III
1614
679
232
603
341
116
257
171
58.2
123
87.7
29.1
69
45.6
14.5
68
24.4
7.2
49
24.4
3.6

We implemented the algorithms on two Beowulfs (clusters).
The first one with 64 nodes consisting of low cost microcomputers with 256MB RAM, 256MB swap memory, CPU
Intel Pentium III 448.956 MHz, 512KB cache, in addition
to two access nodes consisting of two microcomputers each
with 512MB RAM, 512MB swap memory, CPU Pentium
4 2.00 GHz, and 512KB cache. The cluster is divided into
two blocks of 32 nodes each. The nodes of each block are
connected through a 100 Mb fast-Ethernet switch. Each of
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(a)

Algorithm 5 TCP-BFS
Input: adjacency list Q of D
Output: Dlt
1: for all vi ∈ Φl do
2:
Qti ← N U LL
3:
Compute Γi .
t
4:
Build the edge qi,j
= {(vi , vj ) : j ∈ Γi }
5: end for
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the access nodes is connected to the switch that connects
the block of nodes and the two switches are connected. This
cluster is the same used in [Alves et al., 2003].
The second cluster is composed by 12 nodes consisting of
6 CPU Intel Pentium IV of 1.7Ghz and 6 CPU AMD Athlon
de 1.6GHz. The nodes are connected by a 1Gb fast-Ethernet
switch.
Our code is written in standard ANSI C++ using the
LAM-MPI library. The execution times are expressed in
seconds.
The Table IV presents a comparison between the implementation presented by [Alves et al., 2003] and our implementations.
The column II describe the times that uses Algorithm 1 an
Algorithm 2 (super-vertex strategy). Its implementation got
better execution times than the results presented by [Alves
et al., 2003]. With the super-vertex strategy, actually we do
a compression on the messages that are exchanged by the
processors. In our tests we represented Nv with a data type
with α = 32 bits. The column III uses Algorithm 5, the
breadth first search approach. The implementations were
executed in digraphs with 512, 1.024, 2.048 and 4096 vertices and 50.000, 210.000, 800.000 and 3.300.000 edges,
respectively.
The Table IV describes the results of [Alves et al., 2003]
(I), and our implementation of Algorithm 3 (II-III). The Table IV describe the results of [Cáceres and Vieira, 2004] (I)
and our implementation (II-III). Our results are much faster
than the previous implementations.
The implementations were executed in digraphs with
1.024, 2.048 and 4.096 vertices and 210.000, 800.000 and
3.300.000 edges, respectively.
The Figure 3 shows the curves of Table IV.
The Figure 4 shows the curves of Table IV.
The Figure 5 shows the comparison of the communication times with/without using bit arrays sending/receiving
messages in the two clusters.

TABLE I: I-Execution times of [1], II-Execution times of the
Super-Vertex Algorithm and III-Execution times of the BFS Algorithm.
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Fig. 2. Execution times of the BFS Algorithm

The digraphs used in the tests were generated randomly
with probabilities varying from 15% to 20% of existing an
edge between any two graph vertices.
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At the end of the algorithm, the transitive closure will be
distributed by the processors.
Theorem 3: The BSP/CGM Algorithm 5 computes the
transitive closure Dt of the input digraph D with O( np (n +
m)) local computation, O(n/p+m) local space and without
any communication rounds.
Besides the fact that different processors can compute
the same transitivity edge (we do not have communication
rounds), the implementation of the algorithm showed an expressive performance when compared with the algorithms
that use Warshall’s approach.
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Fig. 5. I-FC: Alves et. al. Algorithm on the First Cluster, I-SC: Alves
et. al. Algorithm on the Second Cluster, II-FC: Algorithm 3 on the First
Cluster, II-SC: Algorithm 3 on the Second Cluster.
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EDSON N. CÁCERES is a professor of computer science at the Universidade Federal de Mato Grosso do Sul. His research interests are parallel algorithms, cluster and grid computing, and peer-to-peer computing.
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networks is feasible. In addition, since a given trace is
the result of communication over a specific topology,
such a trace does not permit a simulator to reposition
nodes. Finally, without validated communication
analysis, theoretical analysis is not possible.
In an effort to address this problem, recently there
have been a number of efforts to empirically capture
communication patterns in wireless sensor networks. In
particular, there have been several studies that use
different low power, narrow band radio transceivers
chipsets to deduce properties of communication links in
wireless networks in several environments, such as open
space and laboratories. These hybrid models introduce
empirically observed factors that modify the
communication patterns based on the unit disk
communication model.
While these models are a significant step forward with
respect to the unit disk model, they are only an initial
step in the exploration of the space. These initial models
do not capture many important features of
communication links in empirically observed networks.
For example, they do not address the correlation in
communication reception rates between nodes that
originated at the same transmitter or differences in the
quality of transmitters.
Our goal is to develop accurate simulations of sensor
network communication environments that are
statistically accurate with respect to several features that
impact network protocols and algorithms in real
networks. To generate these simulated environments, we
construct a set of models that map communication
properties such as absolute physical location, relative
physical proximity and radio transmission power into
probability density functions describing packet reception
likelihood. For all of these models, we calculate an
interval of confidence. These models not only serve to
generate simulated environments, they themselves have
lent support to many hypotheses relating to variation in
communication link quality [1], [2]. In our study, we do
not consider packet losses introduced by multi-user
interference (concurrent traffic, contention-based MAC).
Nevertheless, our results are useful for three reasons.
First, the amount of traffic expected in most application
in sensor networks is small, which means either small
contention, or in case of highly synchronized events,
nodes could be programmed to prevent simultaneous
transmissions. Second, they apply directly when using

KEYWORDS
Model, sensors, wireless sensor networks,
communication model.
ABSTRACT
Our first goal is to provide sound foundations for
conclusions drawn by extracting relationships between
location and communication properties using nonparametric statistical techniques. The objective is to
provide a probability density function that completely
characterizes the relationship. Furthermore, we study
individual link properties and their correlation with
respect to common transmitters, receivers and
geometrical location.
The second objective is to develop a series of wireless
network models that produce networks of arbitrary sizes
with realistic properties. We use an iterative
improvement-based optimization procedure to generate
network instances that are statistically similar to
empirically observed networks. We evaluate the
accuracy of our conclusions using our models on a set of
standard communication tasks, like connectivity
maintenance and routing.

INTRODUCTION
The performance of many protocols and localized
algorithms for wireless multi-hop sensor networks
greatly depend on the underlying communication
channel. Hence, to evaluate performance in simulation,
we must have an accurate communication model. Until
recently, only two approaches have been in widespread
use in the sensor network community: unit disk
modelling and empirical data traces.
Both approaches present some drawbacks. For
example, the unit disk model implies complete
correlation between the properties of geometric space
and the topology of the network, a property refuted by
numerous experiments in actual deployments [1], [2],
[3]. When using empirical data traces approach is
difficult and expensive to create a large number of large
networks that are properly characterized. Therefore,
neither probabilistic nor statistical analysis of large
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networks is feasible. In addition, since a given trace is
the result of communication over a specific topology,
such a trace does not permit a simulator to reposition
nodes. Finally, without validated communication
analysis, theoretical analysis is not possible.
In an effort to address this problem, recently there
have been a number of efforts to empirically capture
communication patterns in wireless sensor networks. In
particular, there have been several studies that use
different low power, narrow band radio transceivers
chipsets to deduce properties of communication links in
wireless networks in several environments, such as open
space and laboratories. These hybrid models introduce
empirically observed factors that modify the
communication patterns based on the unit disk
communication model.
While these models are a significant step forward with
respect to the unit disk model, they are only an initial
step in the exploration of the space. These initial models
do not capture many important features of
communication links in empirically observed networks.
For example, they do not address the correlation in
communication reception rates between nodes that
originated at the same transmitter or differences in the
quality of transmitters.
Our goal is to develop accurate simulations of sensor
network communication environments that are
statistically accurate with respect to several features that
impact network protocols and algorithms in real
networks. To generate these simulated environments, we
construct a set of models that map communication
properties such as absolute physical location, relative
physical proximity and radio transmission power into
probability density functions describing packet reception
likelihood. For all of these models, we calculate an
interval of confidence. These models not only serve to
generate simulated environments, they themselves have
lent support to many hypotheses relating to variation in
communication link quality [1], [2]. In our study, we do
not consider packet losses introduced by multi-user
interference (concurrent traffic, contention-based MAC).
Nevertheless, our results are useful for three reasons.
First, the amount of traffic expected in most application
in sensor networks is small, which means either small
contention, or in case of highly synchronized events,
nodes could be programmed to prevent simultaneous
transmissions. Second, they apply directly when using
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contention free MAC protocols, like pure TDMA or
pseudo-TDMA schemes. Finally, they provide a tight
upper bound as to what is achievable when using
contention-based MAC schemes. The analysis of multiuser interference and temporal properties of the links is
part of future work.

distribution is similar. There are two fundamental
justifications for this assumption. The first is that at an
intuitive level one expects that small changes in one
variable (in our case, distance) should have limited
impact on the probability distribution of the other
parameter (reception rate). In addition, it is important to
recognize that both distance and reception rate are
subject to errors in measurement that smooth the
mapping function.
Quality of the statistical model is ensured through
compactness and performance on test cases to measure
the prediction ability. There are two sound criteria for
any sound statistical model. The first is the Occam
principle: the ability to explain a large set of data using a
small number of parameters is usually a strong
indication that the model will predict well. From a
statistical point of view, our goal is to simultaneously
have low bias and low variance and therefore low
prediction error. Low bias is ensured by preferring
models that use fewer parameters. For this task we use
Akaike information criteria (AIC). The second criteria is
its ability to predict. We scan and alter various
parameters in our procedures so long as the adopted
parameter values produce a model that withstands
standard evaluations of accuracy. Specifically, we use
the resubstitution rule, which builds additional models
using a variety of randomly selected subsets of the data
set. If the resulting models from all data subsets are
similar, we conclude that the parameters used were
properly selected.
From a technical point of view, when building a
model of individual links we have two major difficulties:
(i) we do not have enough measurements for each
distance of interest, and (ii) for a given distance and
given reception rate, we do not have enough collected
data samples. We use the kernel smoothing technique to
resolve this, and identified that the best performing
window had ±10% of the size of the central value and
pyramidal shape.

Conduct exploratory data analysis;
While (interval of confidence>criteria){
Collect new data or define new windows;
Sort all points according to distance;
For (from smallest to largest distance){
Define sliding window for distance;
Apply weight function to distances inside of sliding
window;
Sort all points according reception rate;
For(from smallest to largest reception rate){
Define sliding window for reception rate;
Apply weight function to reception rates sliding
window;}}
build mapping function;
build normalized mapping function;
establish intervals of confidence;}
Figure 1: Pseudo-code of the PDF model generation for
two features.
INDIVIDUAL LINK MODELS
In this part we present a statistical approach for
building communication link models in wireless multihop networks. The goal is to find a statistically sound
mapping between two user-specified features that
characterize communication links.

Design Guidelines
Our starting task is to analyze the dependency
between two properties of wireless networks. We note
that exactly the same procedure described below can be
used to find the dependency between any two wireless
communication features, but for the sake of brevity and
clarity, we focus on two specific features: distance and
reception rate. The objective is to find the PDF of
reception rate for any distance and to calculate intervals
of confidence. For example, we could use our model to
find that the probability of the reception rate of the link
to be 95% at a distance of 25 ft is 0.05 ± 0.000012.
We are guided by three principles, smoothness,
compactness, and prediction ability. The validation for
adopting these principles is provided by evaluation
using resubstitution, which indicates that the derived
models have tight interval of confidence and therefore,
the statistical model is accurate and the assumptions are
justified. The smoothness property states that if two
pairs of receivers have very similar distance, their
reception rates also often have rather similar
probabilistic distribution. In other words, instances of
reception rates may be different from one distance to the
other, but the underlying reception rate probabilistic

Methodology
Fig. 2 illustrates a scatter plot of distance versus
reception rate at radio power for the outdoor case.

Figure 2: Scatter plot of distance vs.reception rate.
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part of future work.
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principle, we used quadratic least linear squares fitting
for a particular pair of distance and reception rate.
Once the model is built, the next step is PDF
normalization that ensures that for a given distance the
integral of the function below the PDF mapping function
is equal to one. Fig. 3 illustrates how the normalized
reception rate PDF changes with respect to distance.

principle, we used quadratic least linear squares fitting
for a particular pair of distance and reception rate.
Once the model is built, the next step is PDF
normalization that ensures that for a given distance the
integral of the function below the PDF mapping function
is equal to one. Fig. 3 illustrates how the normalized
reception rate PDF changes with respect to distance.

Table 1: Global evaluation results

Table 1: Global evaluation results

Environment
Indoor
Outdoor
Indoor
Outdoor
Figure 3: PDF for distance versus reception rate

Conf.
Level
90
90
95
95

H.L.PDF
Value
0.997627
1.064365
1.023886
1.022372

Conf.
Intervals
±0.325969
±0.381719
±0.723887
±0.691752

Evaluation.
The final step of our procedure is the evaluation of the
quality of the developed statistical model for the PDF.
The evaluation procedure itself has three components:
Monte Carlo sampling, resubstitution, and establishment
of interval of confidence. Monte Carlo sampling selects
k (in our experimentation we use 200) randomly
selected pairs of distance and reception rate points.
Resubstitution is the process where a statistical model
is built using the exact same procedure (same kernel
window scope and weight function) on randomly
selected subsets of data. Specifically, in our simulations,
we select 70% of the available data to build a model on
each resubstitution run. For each resubstitution run we
record the value of the PDF function at each of the k
selected points. After conducting m resubstitution runs
(in our experimentation m was 100), we are ready to
establish an interval of confidence for our statistical
PDF model. This is performed in two stages. We first
establish an interval of confidence for each point
individually, and then by combining information from
all local interval of confidence we establish a global
interval of confidence. Fig. 4 shows the relationship
between the different confidence intervals for each
random sample tuple (reception rate and distance) and
the highest likelihood PDF value for different
confidence levels. Each point in the graphs show the
highest likelihood PDF value with its confidence
interval. For example, the top left point in the graph of
Fig. 4 corresponds to sample point of distance 52
meters, reception rate 0% with highest likelihood PDF
value of 0.2 ± 0.0001953 with confidence level of 90%.
The final step of resubstitution is to build a global
measure of the model’s accuracy. To build a global
interval of confidence we use the following procedure.
First, for each separate point in k, we use the highest
likelihood PDF value and normalize all other values
against this value. After that, we combine all data from
all sampling points into one set of the size k x m.
Finally, we calculate the confidence intervals of the
normalized global array. Table 1 shows the overall
interval of confidence for indoors and outdoors with
different confidence levels. In general, the global
highest likelihood PDF values are centered around one,

Figure 4: PDF values of the different random points as a
function of the confidence interval/PDF value ratio.
Outdoor Urban, 90%
We did consider automatic clustering, in particular, selforganizing maps, principal components, independent
components and multidimensional scaling, but they did
not show intuitive trends.
Phase two consists of three steps shown in Fig. 1 in
lines 4-8. In the step shown in line 4, we sort all
available data according to distance to identify data
points that are similar with respect to this parameter.
Next, we use a sliding window for all points which are
within a similarity range of a given point (distance).
Each point within this range is weighted according to its
quantified similarity to a given point. For each distance
of interest we also build another system of sliding
windows this time along the y-axis corresponding to the
reception rate. The points within the window are
weighted as the product of the weight factor of both the
distance window and the reception rate window.
Once the first eleven lines of the pseudo-code are
executed we have enough information to build a PDF
that indicates how likely a particular reception rate is for
a given distance. For this task, following compactness
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which is a good sign of the statistical soundness of the
model.

In paragraph Individual link models, Fig. 3 we have
illustrated how the reception rate changes as a function
of distance. Our results confirm the findings of several
studies in the literature that show that there is a
significant percentage of the radio range where links are
highly variable, with similar probabilities of having very
high or low reception rates. Even for very short
distances, the probability of having very low reception
rate links is not zero, and it starts growing fast as
distance increases. More importantly, the average and
standard deviation values of reception rate are
insufficient parameters to model reception rate as a
function of distance. While the average reception rate is
around 50% in this case, most of the links have either
very high or low reception rates.

PROPERTIES OF INDIVIDUAL LINKS
At the highest level of consideration the features can be
classified into two groups: physical properties of the
network, and communication features of the network.
Physical properties include distance, direction as a
function of angle with respect to reference direction, and
areas. Communication properties include reception rate
between receiver A and transmitter B, asymmetry in
communication which refers to the absolute difference
in reception rates between a pair of nodes (transmitter A
→ receiver B and transmitter B → receiver A), and
temporal variation of reception rate between receiver A
and transmitter B.
We have analyzed two types of mapping functions
between properties. The first is the established one-way
mapping relationship between a given structural
property and a targeted communication feature. The
second analyzes the one-way dependency between two
communication features. We once again emphasize that
our goal is to not only establish the most likely value of
one property for a given value of another property, but
also to obtain probability distribution functions for all
expected values of the second property for a given value
of the first feature. We have studied the following pairs
of properties.
Dependency of reception rate as a function of
distance. This property is selected mainly because there
is a wide consensus that distance significantly impacts
reception rate.
Dependency of asymmetric reception rate as a
function of distance. Note that in the previous case we
assumed that reception rate between transmitter A to
receiver B is the same as from transmitter B to receiver
A. Our goal is to quantitatively capture how frequently
there is asymmetry in reception rates as a function of
distance.
Dependency of asymmetric reception rate as a
function of reception rate. This property studies
functional dependencies between two communication
properties. Our goal is to identify if it is more likely that
high asymmetry happens when links have high, low, or
medium reception rates. For example, we are interested
if it is more likely to have a pair of nodes with reception
rates of 95% and 75%, or with 30% and 10% reception
rates.
Dependency of reception rate standard deviation as a
function of the average reception rate. The final property
studies
temporal
dependencies
between
two
communication properties. Our goal is to quantitatively
capture this relationship and provide some initial results
on how this property affects the link estimation
algorithms used for online quality estimation.
In addition to the listed properties, we also studied
link quality dependency on angle, but were not able to
identify any interesting patterns with significantly strong
intervals of confidence.

5(a) Asymmetric links vs distance

5(b) Asymmetric links vs reception rate
Figures 5: PDFs for asymmetric links features
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very low reception rates tend to be highly symmetrical,
as it can be observed by the two peaks in the PDFs.
Links with medium reception rate tend to be much less
symmetrical.
Fig. 6 shows the temporal variability of the links as a
function of the reception rate. We clearly see that links
with very low or very high reception rates tend to be
more stable over time (smaller standard deviation),
while the links with intermediate values of reception rate
tend to be more unstable (higher standard deviation).
From our data, we observe that while the quantitative
values of the PDFs for different conditions were not the
same, the PDFs generated were qualitatively similar in
most cases. For example, the PDF shown in Fig. 3 was
qualitatively similar across all three environments tested.
We have left the statistical analysis of the differences
between the different conditions to get statistical sound
conclusions for future work because it requires
additional experiments.
One interesting question we wanted to answer is how
long a node needs to measure the communication
channel in order to get an accurate estimate of reception
rate with a certain confidence interval. This has a
profound impact in the design of algorithms for
topology control that need to measure the channel as
little as possible in order to save energy by periodically
turning the radio off. To evaluate this, we took long time
series of reception rate data, and picked k window sizes.
For each window size, we took p (set to 100) initial
random points of measurements from the time series,
generating a reception rate estimate for each p using
only a window of size k (ranging from 30 seconds to 64
minutes) of data from the starting point. Then we
compare the absolute difference between each of the p ×
k estimates with the absolute reception rate calculated
using the entire time series of data. Fig. 8 shows the
results of the previous analysis on two qualitatively
different type of links. Fig. 7(a) shows that links with
very high reception rate need very short window sizes to
get an accurate estimate of the reception rate, and they
converge quite fast to an accurate estimate (low
reception rate links show similar behavior). Fig. 7(b)
shows that links with intermediate reception rates take
much larger window sizes to converge to accurate
estimate values. We have left for future work the issue
of optimal on-line link characterization using statistical
methods.
From the spatial, asymmetrical, and temporal properties
presented in Figs. 3, 5(b) and 6 we can see an interesting
pattern that has emerged. For a large range of distances
there is a low but non-zero probability of links with
medium reception rates. These links are also the ones
that present the most highly asymmetrical and temporal
variability properties. We believe these links may
introduce serious stability and convergence problems for
several routing algorithms, and it might be useful to
design mechanisms to detect these types of links and filter

Figure 6: PDF for temporal variation as a function of the
reception rate.

7 (a) High Reception Rate

7(b) Med. Reception Rate
Figures 7:Time series for on-line link quality estimation.
Figs. 5(a) and 5(b) show the PDF of how asymmetric
reception rate depends on distance and average
reception rate. Fig. 5(a) shows that there is no clear
correlation between link asymmetries and distance. Fig.
5(b) shows an interesting pattern; links with very high or

them out.
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patterns. These questions include whether the
performance of a particular node as a transmitter mainly
depends on the quality of its radio or its geometric
position. Another frequently asked question is whether
asymmetry is a consequence of different radio properties
between two nodes or their location. However, with the
exception of the property which examines pairs of links
between two nodes, group link properties have been
rarely studied due to their perceived complexity.
The first question we answer is to what extent the
quality of transmitters and receivers on different nodes
is uniform. We normalized the quality of each link at
each node versus the average link quality at the
corresponding distance in terms of reception rate. After
that, we calculated the geometric mean of all links that
originate or end at a particular node. For the reception
quality, we decided to use the geometric mean instead of
arithmetic in order to avoid too high an impact from a
few exceptionally strong links. For example, if a node has

9(c) Mean of Quality Correlation (per node): Outdoor
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one link that is 5 time better than average and 5 links that are
5 times worse than average, the arithmetic mean would still
indicate that the nodes have links of superior quality, which is
obviously not the case. When there are not outliers, the
arithmetic mean is preferred.
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Another interesting point is that reliable, highly
symmetrical and stable links exist even at long distances
(although with low probability). It is important to detect
and take advantage of those long distance/high quality
links in order to minimize packet transmission in a
multihop setting. Online detection and use of these type
of links could affect algorithm design. (e.g. by
minimizing energy consumption or end-to-end hop
count).

Another interesting point is that reliable, highly
symmetrical and stable links exist even at long distances
(although with low probability). It is important to detect
and take advantage of those long distance/high quality
links in order to minimize packet transmission in a
multihop setting. Online detection and use of these type
of links could affect algorithm design. (e.g. by
minimizing energy consumption or end-to-end hop
count).

Figures 10: Covariance Matrix and Layout for Indoor
Experiments.

Figs.9(c) and 9(d) show a summary of our results. We
analyzed both indoor and outdoor data using arithmetic
mean. We calculated both arithmetic and geometric
mean correlations, but due to the lack of outliers in the
data, we preferred to use the arithmetic mean. All
studies indicate that there is a positive correlation of
transmitting and receiving capability of the nodes, and
the probability of this result being accidental is low
(lower than 0.1% in the indoor case). The linear
correlation factor values are different depending on the
environment, being much higher for the indoor case.

GROUP LINK PROPERTIES
Group link properties are joint properties of related
subsets of links. These links may be links that originate
from the same transmitter or received by the same
receiver, processed by the same radio, or communicated
by nodes that are geometrically close. These properties
are of crucial importance for any analysis and answer
the frequently asked fundamental questions about
reasons for particular behavior of communication
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Once we conclude that some nodes are much better
transmitters or receivers than other nodes, the natural
question is to what extent they are uniformly better
transmitters or receivers with respect to all their links. In
order to answer this question we calculated the
correlation between all transmitting (receiving) links
related to the same node. Table III shows the correlation
value r, the t-test value and the degree of freedom
(DofF). For both indoor and outdoor environments we
see essentially very small or no correlation with very
high probability (the probability of this result being
accidental is lower than 0.1% for the indoor case). This
essentially means that no node has perfectly good links
to all other nodes in some distance range, and even the
best nodes have average or very poor links. In addition,
almost all nodes have good links to some neighbor in the
same distance range.
The last question we would like to answer is whether
there
are subsets of nodes that communicate well with each
other while communicating at significantly lower levels
with other nodes in the network. Fig. 10 shows the
covariance matrix for 9 nodes in the indoor
environment. We clearly see that nodes A, B, C, D and
E form one group, nodes E, G and H another, and F and
G, the third group. All nodes in these groups are highly
correlated in terms of normalized communication with
respect to other nodes. The data was obtained in the
following way. For each node we sorted in decreasing
order the quality of its links to other nodes. After that,
for each pair of nodes, we found a subset of
corresponding receivers that hear both nodes, and
eventually found rank correlation for these two lists. As
part of the table indicates, very often the correlation
between two nodes is rather high, close to positive 1 or
very low close to -1. The Spearman t-test indicates that
all covariance values have probability of accidentally
happen well below 0.1%. In other words, group of nodes
in a particular distance range can communicate to each
other significantly better than other group of nodes in
the same distance range. Identification of these groups
of nodes could be important for tree-based routing
algorithms; it would be convenient that at least one node
in each of these groups join the tree since it could
communicate better to the other nodes in the group than
any other node.

Table 4: Comparison of four statistical models using
Floyd-Warshall all pair shortest path algorithm
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Figures 10: Similarity between path weights in large
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WIRELESS NETWORK GENERATORS

Using the knowledge gained from analysis of single and
multiple link properties, we have built a series of wireless
multi-hop network instance generators to be used in simulation
environments. We analized three models, increasing in
complexity, which create communication links for an arbitrary
network that are statistically similar to observed networks. The
basic model assigns communication links based solely on the
relationship between reception rate and distance. To build the
more complex models, we introduce an iterative improvementbased procedure for creating communication links which
abide by multiple link properties. The starting point for all
models is the generation of a user specified number of nodes in
the given area, with specific locations or a particular
distribution.

We compared using the perturbation-based method
four models: unit disk model, probabilistic disk model,
asymmetric probabilistic disk model, and a nonparametric statistical model. For this purpose we
compare the length of all-pairs shortest paths for an
instance with 400 nodes. Table 4 provides a summary
for the length of the minimal, maximal, and average
path. Note, that all three newly developed models, and
in particular the non-parametric statistical one, are much
more statistically sound.
DESIGN CONSIDERATION AND CONCLUSION
From the conceptual point of view, the first important
observation is that the distribution of lossy links can

730

Using the knowledge gained from analysis of single and
multiple link properties, we have built a series of wireless
multi-hop network instance generators to be used in simulation
environments. We analized three models, increasing in
complexity, which create communication links for an arbitrary
network that are statistically similar to observed networks. The
basic model assigns communication links based solely on the
relationship between reception rate and distance. To build the
more complex models, we introduce an iterative improvementbased procedure for creating communication links which
abide by multiple link properties. The starting point for all
models is the generation of a user specified number of nodes in
the given area, with specific locations or a particular
distribution.

We compared using the perturbation-based method
four models: unit disk model, probabilistic disk model,
asymmetric probabilistic disk model, and a nonparametric statistical model. For this purpose we
compare the length of all-pairs shortest paths for an
instance with 400 nodes. Table 4 provides a summary
for the length of the minimal, maximal, and average
path. Note, that all three newly developed models, and
in particular the non-parametric statistical one, are much
more statistically sound.
DESIGN CONSIDERATION AND CONCLUSION
From the conceptual point of view, the first important
observation is that the distribution of lossy links can

730

D. Ganesan, B. Krishnamachari, A. Woo, D. Culler, D. Estrin,
and S. Wicker, “Complex behavior at scale: An
experimental study of low-power wireless sensor
networks,” CENS, UCLA and IRL, UCB, Tech. Rep. 020013, February 2002.
Y. Zhao and R. Govindan, “Understanding packet delivery
performance in dense wireless sensor networks,” in
Proceedings of ACM Sensys 2003. Los Angeles, CA,
USA: ACM, Nov 5–7 2003, pp. 1–13.
T. S. Rappaport, Wireless Communication: Principles and
Practice. Prentice Hall, 2000.
A. Woo, T. Tong, and D. Culler, “Taming the underlying
challenges of reliable multihop routing in sensor
networks,” in Proceedings of ACM Sensys 2003. Los
Angeles, CA, USA: ACM, Nov 5–7 2003, pp. 14–27.
G. Zhou, T. He, S. Krishnamurthy, and J. A. Stankovic,
“Impact of radio irregularity on wireless sensor networks,”
in International Conference on Mobile Systems,
Applications and Services, 2004, pp. 125–138.
D. Aguayo, J. Bicket, S. Biswas, G. Judd, and R. Morris,
“Link-level measurements from an 802.11b mesh
network,” in Proceedings of ACM SIGCOMM 2004.
Portland, OR, USA: ACM, Aug 30–Sep 3 2004.
J. E. Gentle, W. Hardle, and Y. Mori, Handbook of
Computational Statistics, Concept and Methods.
Springer-Verlag, 2004.

greatly affect routing algorithms based on geometric
concepts. For example, all local avoidance approaches
that reduce the routing problem to traversal on Gabriel
or local neighborhood graphs may no longer be
applicable in practice. Another, possibly more impacting
ramification is that no deterministic method can be used
to guarantee packet delivery in stateless routing
protocols. This is justified by the small but non-zero
probability of having links with very small or close to
zero reception rate even at very small distances (Fig. 2).
The third major conceptual change is that there is a
strong benefit of observing at least some percentage of
links on-line. This is because some of the most effective
links in terms of metrics of travel distance versus
required number of messages are links that have a
reception rate between 40-60%. In addition, we can
observe from Figs. 2, 5(b) and 6 that it is perfectly
possible to find high reception rate links that are stable
and highly symmetrical that cover medium to long
distances.
The complex and correlated nature of links implies that
newly developed routing protocols should be simulated
for much longer periods of time in order to ensure that
overall they perform well. The existence of superior
nodes in terms of both transmitters and receivers
capabilities implies that fairness will become one of the
major issues for any routing, multicast, and broadcasting
approach, because all of these protocols have a tendency
to disproportionately use a subset of nodes. The
statistically demonstrated space correlation will also
greatly impact the development of routing protocols, as
well as power management techniques. For example,
since nodes are naturally clustered in subsets that
efficiently communicate with each other and poorly with
the rest of the network, it will be important that power
management strategies, simultaneously turn down or up
the majority of the nodes in one of such subsets.
Furthermore, clustering techniques might be even more
efficient than in networks modeled with the unit disk
communication model.
In summary, we have developed a set of nonparametric statistical models for characterizing links in
wireless sensor networks. The models are the basis for
new generators of wireless networks to be used in
simulations that are statistically similar to deployed
networks. The insight gained while building these
models has helped identifying future directions for
developers of protocols and localized algorithms for
wireless sensor networks.
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Abstract

tems were proposed in [3] and [9]. Due to the lack of space
we can not present a detailed comparison, but we just mention that our system pays much more attention to reliability
and portability issues than the cited systems. The paper is
organized as follows: Section 2 describes the features of
OpenPGP, the standard to which GnuPG makes reference;
Section 3 describes our approach to the attack of the GnuPG
keyring; Section 4 introduces the architecture we propose
for the distributed attack; Section 5 gives some information
about the current implementation; in Section 6 we present
some preliminary results and, finally, Section 7 concludes
with future perspectives of this activity.

We describe a distributed computing platform to lead
large scale dictionary attacks against cryptosystems compliant to OpenPGP standard. Moreover, we describe a simplified mechanism to quickly test passphrases that might
protect a specified private key. Only passphrases that pass
this test complete the full (much more time consuming) validation procedure. This approach greatly reduces the time
required to test a set of possible passphrases.
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A dictionary attack is a technique for defeating a cryptographic system by searching its decryption key or password/passphrase in a list of words or combinations of these
words. Although it is widely accepted that the main factor for the success of a dictionary attack is the choice of a
suitable list of possible words, the efficiency and reliability of the platform used for the attack may become critical
factors as well. Hereafter, we present a distributed architecture for performing dictionary attacks that can exploit resources available in local/wide area networks (in P2P style)
by hiding all details of communication among participating
nodes. As an example of possible cryptographic challenge
for which the platform can be used, we selected the decryption of the private keyring of the GnuPG software package.
From this viewpoint, the present work can be considered a
replacement and an extension of pgpcrack (that is no longer
available), an utility used for cracking PGP encrypted files.
Note that the structure of the OpenPGP secring is much
more complex with respect to the original PGP. To the best
of our knowledge, no equivalent fast cracking system exists for OpenPGP. Other scalable distributed cracking sys-
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protect a specified private key. Only passphrases that pass
this test complete the full (much more time consuming) validation procedure. This approach greatly reduces the time
required to test a set of possible passphrases.

Introduction

OpenPGP Standard

OpenPGP is a widely used standard for encryption and
authentication of email messages. It is defined by the
OpenPGP Working Group in the Internet Engineering Task
Force (IETF) Proposed Standard RFC 2440 [5]. OpenPGP
derives from PGP (Pretty Good Privacy), a software package created by Phil Zimmermann in the beginning of
nineties. GnuPG [2] is a well-known example of software
package compliant to OpenPGP standard available in the
public domain. New commercial versions of PGP are also
compliant to OpenPGP standard.
The OpenPGP standard adopts a hybrid cryptographic
scheme. For instance, message encryption uses both symmetric and asymmetric key encryption algorithms. The
sender uses the recipient’s public key to encrypt a shared
key (i.e. a secret key) for a symmetric algorithm. That key is
used to encrypt the plaintext of the message. The recipient
of a PGP encrypted message decrypts it using the session
key for a symmetric algorithm. The session key is included
in the message in encrypted form and it is decrypted in turn
by using the recipient’s private key. These keys are stored in
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compliant to OpenPGP standard.
The OpenPGP standard adopts a hybrid cryptographic
scheme. For instance, message encryption uses both symmetric and asymmetric key encryption algorithms. The
sender uses the recipient’s public key to encrypt a shared
key (i.e. a secret key) for a symmetric algorithm. That key is
used to encrypt the plaintext of the message. The recipient
of a PGP encrypted message decrypts it using the session
key for a symmetric algorithm. The session key is included
in the message in encrypted form and it is decrypted in turn
by using the recipient’s private key. These keys are stored in
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nary. In order to increase chances of success, the content of
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process is depicted in Figure 3.
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3.2
two separate data structures, called “keyrings”: private keys
in the private keyring, public keys in the public keyring.
Every keyring is a list of records, each of which associated
to a different key. In order to prevent disclosures, private
keys are encrypted with a symmetric algorithm, by using a
hash of a user-specified passphrase as secret key. For what
concerns GnuPG, as shown in Figure 1, the asymmetric encryption algorithm is El Gamal [7], the hash algorithm is
SHA1 [6] and the symmetric encryption is CAST5 [4], used
in CFB mode [5].

3

This second phase produces a list of passphrases by applying a set of generation rules to all words found in the
dictionary. Every rule involves the current word and a chosen number of subsequent words and allows for the generation of passphrases, by performing permutations of the
order of words and/or substitutions of single characters. In
this way, the obtained passphrases are reasonably compliant
with rules of natural language.
For instance, if we apply rules that involve a word and
four subsequent words to generate passphrases with a length
ranging from one to five words, for each word in the dictionary we obtain 39 possible passphrases:

Attack Strategy

• the current word as in the dictionary, then the same
word with all lower case letters and all upper case letters (3 passphrases).

One of the most critical issues regarding OpenPGP security is the secrecy of passphrases protecting private keys.
The knowledge (by any means achieved) of the passphrase
allows a malicious user to perform critical operations as signature and decryption of messages belonging to the legitimate owner of the passphrase. For this reason, the goal of
the attack is to find the passphrase, starting from a private
keyring in OpenPGP format. The attack is divided in three
phases, each of which receives as input the output of the
preceding step, as shown in Figure 2.
The first phase is devoted to build the dictionary used
for passphrases generation that represents the second phase.
The third phase consists of the test of every generated
passphrase.

3.1

Passphrase Generation Phase

• the current word and the following one, taken in the
original order and in the reverse order, with all lower
case letters, all upper case letters and the unmodified
case (6 passphrases).
• all possible permutations of the current word and the
two subsequent words, with all lower case letters and
all upper case letters (18 passphrases).
• the current word and the three subsequent words, taken
with the order and the case in the dictionary and in
reverse order, with all lower case letters and all upper
case letters (6 passphrases).

Dictionary Compilation Phase

• the current word and the four subsequent, taken with
the order and the case in the dictionary and in reverse
order, with all lower case letters and all upper case letters (6 passphrases).

In this phase, the basic dictionary is created starting from
a set of text files. This a pretty simple procedure: each different word is placed in the list that constitutes the dictio-
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Figure 5. The third phase: verification of the
passphrase.

Note that in the generation of passphrases with four and
five words, some permutations are not considered, since
they yield sequences unlikely for human memorization. The
generation phase is depicted in Figure 4.
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As shown in Figure 6, a private key is represented as a
Multi Precision Integer (MPI), followed by its hash, computed with SHA1. For this reason, in the first step we verify
if the left part of plaintext is a well-formed MPI. In case of
success, we double check whether the result of SHA1 applied to the MPI matches with the hash found in the plaintext. Only for those passphrases that pass this second test,
we control the fulfillment of the algebraic relationship that
should be between the MPI and the corresponding public
key. If this final check is successful, then the passphrase
under test is the correct one. Note that the first two controls
have a low computational cost but they may produce false
positives. The last control is exact but it is very expensive
from the computational viewpoint. GnuPG does not carry
out the first control that is already very selective. By following this multi-step procedure our validation test is much
more effective.
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if the left part of plaintext is a well-formed MPI. In case of
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should be between the MPI and the corresponding public
key. If this final check is successful, then the passphrase
under test is the correct one. Note that the first two controls
have a low computational cost but they may produce false
positives. The last control is exact but it is very expensive
from the computational viewpoint. GnuPG does not carry
out the first control that is already very selective. By following this multi-step procedure our validation test is much
more effective.

4

This phase is the core of the attack and the most expensive from the computational point of view. Each passphrase
generated in the previous phase is checked by following an
incremental approach aimed at minimizing the cost of the
controls required by the OpenPGP standard. For this reason, a symmetric key for CAST5 algorithm is derived from
every passphrase, by applying the SHA1 algorithm in iterated and salted mode. Such a key is used to try a decryption
of encrypted components relating to private key. This process is represented in Figure 5.
In order to check whether the passphrase under test is
the right one, it is necessary to verify the plaintext obtained
from the decryption procedure. This operation is performed
taking into account how the OpenPGP standard represents
components relating to private keys in keyrings.

Distributed Architecture

The attack described in the previous section has been deployed over a loosely coupled distributed architecture. The
three phases of the attack are scattered over the nodes of this
network. There is a main node and two different groups of
peers that share their computational resources.

4.1

General Requirements

Since this network has been conceived to work with heterogeneous systems in a geographic context, the proposed
architecture guarantees the following requirements:
scalability: the number of network nodes can be increased,
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P
System
has a tree-like topology where generator
nodes play the role of children of root node r. Verifier nodes
v are divided in groups, each of which is assigned to a generator node g, as depicted in Figure 7. Each node acts as
client with respect to the father node and as server with respect to the child node.
Every node performs a specific task:

• root node r compiles the dictionary D, divides it in
partitions Pi (D) and assigns the ith partition to the
generator node gi ;

• root node r compiles the dictionary D, divides it in
partitions Pi (D) and assigns the ith partition to the
generator node gi ;

• each generator node gi extracts from Pi (D) a list of
passphrases L and divides it in partitions Pj (L). Every
partition Pj (L) is assigned to a verifier node vji (where
the superscript i indicates that vj is a child of gi );
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• each verifier node vji checks all passphrases in the assigned partition Pj (L) with respect to the private key
provided in input.

augmenting the overall computational power.
load balancing: the computational load must be distributed among nodes in proportion to their capabilities, so that to avoid local starvation.

This model of interaction, represented in Figure 8, makes
easier to achieve a reasonable load-balancing by assigning
more work to groups with more verifier nodes. Every node
of the network needs to know only the identifier of its father
node, of the “root” node and of all its child nodes (if any),
in order to communicate with them. Moreover, for each of
its child nodes, a father node checks the status of available
resources and stores the last messages sent to it. Information stored in a node are maintained until child nodes do
not confirm the completion of operations assigned to them.
Note that child nodes never communicate each other.
Communication occurs by means of message exchanges
that require receiver’s confirmation. A node only accepts
messages coming from the father, its children and, possibly,
the root. Messages can be grouped as follows:

flexibility: since the availability of each node in the network is aleatory, the architecture must be able to adapt
itself to variations of available resources by changing
the distribution of charge.
fault tolerance: possible failures of a node must not subvert the overall computation, thus the system must able
to re-assign the workload and to resume local computation.

4.2

P
System
has a tree-like topology where generator
nodes play the role of children of root node r. Verifier nodes
v are divided in groups, each of which is assigned to a generator node g, as depicted in Figure 7. Each node acts as
client with respect to the father node and as server with respect to the child node.
Every node performs a specific task:

Overall Organization

The proposed architecture consists of three levels, each
of which implements a specific phase of attack, as represented in Figure 7. Each level receives information from
the upper level, elaborates them and then supplies the lower
level.
The first level is constituted by a single “root” node, denoted as r, that is responsible for the compilation of the
dictionary. The second level consists of a variable number
of nodes, named “generators” and denoted as g, that form
the “generation network”, indicated as G. Such a network is
devoted to generation of passphrases starting from the dictionary compiled in the first phase by the “root” node. The
third level consists of a variable number of nodes, named
“verifiers” and denoted as v, that form the “verification network”. Such a network is in charge of verifying whether any
of the generated passphrases decrypt the private key given
in input. Node rPand the sets of nodes G and V form the
network system
=< r, G, V >.

task messages: used to exchange information about the attack.
maintenance messages: used for handling asynchronous
events of the network.
heart-beating messages: aimed at detecting failures and
sending information about available resources.

4.3

System Life-cycle

An instance of the system begins with just the root node.
As new nodes join the network to participate in the attack,
(this is done by sending a message to the root node), generation and verification networks are populated. A new node
is assigned to the generation network if there are no generator nodes (this is the typical situation in the beginning), or
if all existing generator nodes serve the maximum number

738

• each verifier node vji checks all passphrases in the assigned partition Pj (L) with respect to the private key
provided in input.

augmenting the overall computational power.
load balancing: the computational load must be distributed among nodes in proportion to their capabilities, so that to avoid local starvation.

This model of interaction, represented in Figure 8, makes
easier to achieve a reasonable load-balancing by assigning
more work to groups with more verifier nodes. Every node
of the network needs to know only the identifier of its father
node, of the “root” node and of all its child nodes (if any),
in order to communicate with them. Moreover, for each of
its child nodes, a father node checks the status of available
resources and stores the last messages sent to it. Information stored in a node are maintained until child nodes do
not confirm the completion of operations assigned to them.
Note that child nodes never communicate each other.
Communication occurs by means of message exchanges
that require receiver’s confirmation. A node only accepts
messages coming from the father, its children and, possibly,
the root. Messages can be grouped as follows:

flexibility: since the availability of each node in the network is aleatory, the architecture must be able to adapt
itself to variations of available resources by changing
the distribution of charge.
fault tolerance: possible failures of a node must not subvert the overall computation, thus the system must able
to re-assign the workload and to resume local computation.

4.2

Overall Organization

The proposed architecture consists of three levels, each
of which implements a specific phase of attack, as represented in Figure 7. Each level receives information from
the upper level, elaborates them and then supplies the lower
level.
The first level is constituted by a single “root” node, denoted as r, that is responsible for the compilation of the
dictionary. The second level consists of a variable number
of nodes, named “generators” and denoted as g, that form
the “generation network”, indicated as G. Such a network is
devoted to generation of passphrases starting from the dictionary compiled in the first phase by the “root” node. The
third level consists of a variable number of nodes, named
“verifiers” and denoted as v, that form the “verification network”. Such a network is in charge of verifying whether any
of the generated passphrases decrypt the private key given
in input. Node rPand the sets of nodes G and V form the
network system
=< r, G, V >.

task messages: used to exchange information about the attack.
maintenance messages: used for handling asynchronous
events of the network.
heart-beating messages: aimed at detecting failures and
sending information about available resources.

4.3

System Life-cycle

An instance of the system begins with just the root node.
As new nodes join the network to participate in the attack,
(this is done by sending a message to the root node), generation and verification networks are populated. A new node
is assigned to the generation network if there are no generator nodes (this is the typical situation in the beginning), or
if all existing generator nodes serve the maximum number

738

Figure 9. Propagation scheme

Figure 8. Interaction among nodes
of verifier nodes (this maximum number can be tuned at run
time). Otherwise, the new peer becomes a verifier node and
it is assigned as child to the generator node having the lowest number of children. The expansion model of the system
is shown in Figure 9.
An instance of the system ends when the correct
passphrase for the given private key is found. The verifier
node on which a candidate passphrase passes successfully
the first two controls described in section 3.3 sends it to its
father generator node. This node performs further controls
(the final test described in section 3.3) and, on success, then
forwards the passphrase to the root node that, as a consequence, stops the system. This process is depicted in Figure
10. For what concerns the single nodes, every peer can be
in one of the following states:
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10. For what concerns the single nodes, every peer can be
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running: the node is performing its own task;

running: the node is performing its own task;
Figure 10. Shutdown scheme

serving: the node is executing the assigned task and performing a maintenance operation that involves one or
more child nodes;

soft-quitting (SQ): produced when a node explicitly
leaves out the system;

stopped: the node is not executing a task because it is involved in a maintenance operation launched by its father node or by itself;

hard-quitting (HQ): generated when a node detects an
unexpected quitting of a child, for example due to a
child failure.

The root node can be in either running or serving state, a
generator node can be in running, serving or stopped state,
a verifier node can be in either running or stopping state.
State transitions occur when a message is received, or as a
consequence of a local event.
Each node is able to produce local events that are handled by executing maintenance operations. Nodes generate events that are compatible with their current state. An
event triggers a transition in a state where the corresponding maintenance operation must be executed. Three kinds
of events are possible:

swapping (SW): event that occurs when a node exchanges
its role with a child.
Each node manages its soft-quitting related operations
and hard-quitting related operations of its children. Verifier
nodes, since do not have children, do not need to manage
hard-quitting and swapping events. Finally, the root node
can not swap its role with a child.
If the root node quits the network, the entire instance
of the system halts. When a failure (HQ operation) occurs
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in a generator node, the root appoints one of the orphan
verifier nodes as new generator node for the remaining orphans nodes and assigns to it left pending partitions by the
failed generator node. When a generator node wants to quit
the system (SQ operation), it elects a substitute, choosing
it among its child (verifier) nodes, and supplies to it all the
information required to complete the task. Finally, the outgoing node informs the root node and quits.
When a failure occurs in a verifier node (HQ operation),
the father generator node forwards to other child nodes the
pending list of passphrases previously assigned to the broken node and informs the root. When a verifier node wants
to quit the system (SQ operation), it informs its father generator node about the number of checked passphrases in
the pending list. The generator node then supplies residual passphrases to its other child verifier nodes and informs
the root note. Finally, generator nodes, in case of variation of their own resources with respect to those available
to child verifier nodes, may swap their role with one of the
child verifier nodes (SW operation), in order to assign to the
verification network the most performing nodes.

5

Figure 11. Software structure
execution of task: each task is made of components, the
worker that acquires and processes information about
the attack and server that makes available results of
required computations;
maintenance operations: such operations are managed by
a controller component, for what concerns quitting the
system and failures, and by a recruiter component for
the entry of new nodes in the system.
heart-beating activity: this activity is carried out by a
beater component for sending heart-beating messages
to child nodes and by a Heart component for receiving
such messages.

Implementation

The system has been implemented in a single application, named dcrack, that is able to perform all the three
phases of the attack, i.e., dictionary compilation, passphrase
generation and passphrase verification. In such a way, the
same application runs on every node of system. The code
has been implemented in ANSI C taking into account the requirement of being usable in a multi-platform environment.
To this purpose, the application relies only on portable components as shown in Figure 11. In particular, the Apache
Portable Runtime (APR) [1] is a set of APIs that guarantees software portability across heterogeneous platforms,
through a replacement of functions that are not supported in
the underlying operating system. For instance, the use of the
APR environment allows to exploit synchronization mechanisms like the “condition-variables”, unavailable in the native Windows environment. As to the networking issues,
we resorted to the MIDIC middleware, a software layer
that provides advanced communication services. MIDIC,
in turn, relies on the JXTA technology [8] in order to enable
communication between P2P applications, independently of
network complexity. For example, if a node accesses to the
network through a firewall that enables only HTTP traffic,
the middleware automatically establishes a HTTP tunnel in
order to guarantee reachability. Both MIDIC and JXTA exploits the APR environment.
The application is subdivided in components, each of
which implements a specific function in the node where it
runs. The subdivision is made on the basis of a logical classification of activities common to all nodes:

Active components of the application for the three
classes of nodes and communication flows between them
are shown in Figure 12. Task messages are sent from the

Figure 12. Communication scheme
Work component to the Server component of the application running on the father node. Heart-beating messages
are sent from the Beater component of the application running on the father node to the Heart component running on
the child nodes. Maintenance messages are exchanged between the controller component of the application running
on a child node and the corresponding component in the father node.
Each component runs in a thread whose implementation
depends on the platform (but this is transparent to the application since it relies on the APR environment). Cooperation
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between threads follows the work-crew model. Moreover,
threads in charge of components that may require simultaneous communication (i.e., the server, controller and recruiter components) generate a service thread to which the
communication is demanded. Cooperation between component threads and service threads follows the boss-worker
model.

6

time required to test all possible passphrases) increases in a
linear way with respect to the number of verifier nodes. We
compared these results with those produced by a commercial solution for Grid computing (AGA by Avanade) and
found that the throughput of our solution is (about) 20%
higher (obviously with the same number of nodes). Finally,
no appreciable difference has been found with respect to the
operating system of the nodes (PCs we used were dual-boot,
so we could test Linux and Windows on the same hardware). As to the reliability of the platform, we checked it
in a separate set of tests in which we used up to three generator nodes. Failures of both verifier and generator nodes
were successfully managed by the infrastructure by following the procedures described in section 4.3.

Experimental Results

We measured the performances of the proposed architecture in a test-bed constituted by a 100baseT Ethernet LAN
with 20 personal computers, equipped with a 2.8 Ghz Intel Pentium IV processor and 512Mb of RAM running the
Linux operating system. As sample target of the attack, we
selected the GnuPG cryptographic software with an ElGamal key having a length of 768 bits.
To generate the dictionary we started from the text of
“Divina Commedia” (a famous epic poem of Italian literature) and, as a consequence, generated passphrases are in
Italian. In order to evaluate the throughput of the system we
chose a passphrase that could not be found with this dictionary, forcing the system to generate and test all passphrases
that could be derived from the input text and the defined
passphrase generation rules.
Before starting the full experiment, we carried out some
preliminary tests, in order to find out how many verifier
nodes could be fed by a single generator node. Therefore,
the following parameters have been evaluated: k, the number of passphrases that can be checked by a verifier node in
a second; tg , the time required to a generator node to generate k passphrases; ts , the time required to a generator node
to compress and send k passphrases to a verifier node; Our
tests showed that a verifier node is able to check about 1000
passphrases per second. A generator node requires 0.6 ms
to generate 1000 passphrase and about 10ms to compress
and send them. Thus, a generator node needs about 11ms
to set up the workload that a verifier node carries out in one
second. As a consequence, the adequate ratio R between
the number of generator nodes and verifier nodes is given
by:

7

Conclusions

We presented an architecture to perform distributed dictionary attacks. The system has been tested on a private
keyring of the GnuPG cryptosystem after a careful study of
the features of the encryption system. In particular we devised a technique to quickly check candidate passphrases
by limiting the execution of the most expensive control to
a subset of the passphrases selected according to much less
expensive controls. There are a number of possible directions for future activities. For instance taking into account
the results reported in section 6, it is possible to introduce
new generation rules and increase their complexity. Besides
that, since there are many applications with features similar to cryptographic challenges, another interesting possibility could be to employ the distributed architecture for other
computational tasks.
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corresponding model checking verification techniques
are supported by a variety of tools. The model checker
KRONOS [9], developed at VERIMAG, supports model checking of branching time requirements. The
UPPAAL toolkit [17] allows for checking safety and
bounded liveness properties. However, Timed Automata cannot be employed by protocol designer as
a specification formalism in itself, being a rather low
level formalism, lacking the ability of expressing parallelism and synchronization on structured messages
built over cryptographic primitives. In a previous
paper [5] we proposed Timed HLPSL (THLPSL for
short), as temporal extension of the specification language HLPSL. The temporal feature introduced in
THLPSL are: (a) temporal constraints of the control
flow (the usual delays and timeouts associated with
performing a transition) with respect to the occurrence of some event, (b) duration of a transition, (c)
temporal constraints on the availability and usability of messages (message disclosure and expiration
time) with respect to the occurrence of some event,
and (d) delay in channel delivery. The semantics
of THLPSL is formally defined in [5] by a mapping onto eXtended Timed Automata [7] (XT As for
short), the variant of timed automata employed by
UPPAAL which, differently from the basic model of
Timed Automata, allows for an explicit representation of concurrency and communication in the form
of handshaking.
In this paper we describe the TPMC (Timed Protocols Model Checker) tool we developed for the analysis of timed security protocols. TPMC employs
THLPSL as a specification language and UPPAAL
as the model checking engine. The analysis of a
protocol in TPMC consists in a translation of its
THLPSL specification into the input language of UPPAAL according to the semantics presented in [5].
For the sake of ease of definition, such a semantics maps THLPSL specification onto pure XT As,
without exploiting the full expressive power of the
UPPAAL language, which allows for shared integers
variables, and integer and boolean arrays. The use of
this additional features allows for exponentially more
succinct UPPAAL specifications. As a consequence,

Abstract— In this paper we face the problem of verifying security protocols where temporal aspects explicitly appear in the description. In previous work,
we proposed Timed HLPSL, an extension of the specification language HLPSL (originally developed in the
Avispa Project), where quantitative temporal aspects
of security protocols can be specified. In this work
we present a model checking tool for the analysis of
security protocols which employs THLPSL as a specification language and UPPAAL as the model checking engine. To illustrate how our framework applies,
we also provide a specification of the Wide Mouthed
Frog protocol and show some experimental results on
a number of security protocols.

I. Introduction
Much work has been devoted to formal specification and analysis of cryptographic protocols, leading
to a number of different approaches and encouraging
results (e.g. see [18]). Most of the proposed protocol
specification languages and verification techniques
are limited to cryptographic protocols where quantitative temporal information is not crucial (e.g. delay,
timeout, timed disclosure or expiration of information do not affect the correctness of the protocol),
and details about some low level timing aspects of
the protocol are abstracted away (e.g. timestamps,
duration of channel delivery etc). In this context,
the specification language HLPSL has been proposed
within the Avispa Project (see [1]), for the specification of industrial-strength security protocols. HLPSL
allows for modular specifications, specification of control flow patterns, data-structures, and security properties. It is also sufficiently high-level to be used by
protocol engineers.
In this paper we focus on the problem of specifying and verifying security protocols where temporal
aspects directly affect the correctness of the protocol, and, therefore, need to be explicitly considered
both in the specification and the verification. Examples of time sensitive protocols are, for instance,
the non-repudiation Zhou-Gollmann protocol [19],
the TESLA authentication protocol [15] and the well
known Wide Mouthed Frog protocol [4].
The formal framework generally employed to model temporal features, in the context of finite state
machines, is that of Timed Automata [3], and the
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the mapping implemented in TPMC is not the one
described in the formal semantics, but a semantically equivalent one which, taking advantage of the
full expressivity of UPPAAL XT As, can be more efficiently employed for implementation purposes. We
also provide an experimental evaluation of the tool
on a number of security protocols.
The idea of using Timed Automata for specifying
real time systems and proving security properties is
not new (e.g., see [6], [10], [12], [16]). Our approach
differs from [6], [12] in that Timed Automata are not
the specification language itself, but the back-end of
an high level specification language.
The rest of the paper is organized as follows: in
the next section we informally present the specification language THLPSL; in Section III we provide the
specification the Wide-Mouthed protocol in THLPSL.
In Section IV we describe the translation of THLPSL
specifications into UPPAAL XTAs. Finally we conclude giving some experimental evaluation of our tool
in Section V.

ception of the main role) and can exploit local variables defined within a local declaration section. Declared variables can be initialized by means an initialization predicate. Local variables, formal parameters and constants are typed. THLPSL supports various kinds of types. Common built-in types are the
following: agent type (for agent names); channel
type (for communication channel names); public key
and symmetric key type (for public and symmetric
keys used by cryptographic primitives); text type
(for text messages); nat type (for natural numbers);
function type (for hash functions). Type text may
have additional attributes enclosed within brackets.
For instance, the type text(fresh) is the type for
freshly generated nonces.
The type channel may have additional attributes
enclosed within brackets, e.g., C:channel(dy,lb,ub)
specifies a channel controlled by a Dolev-Yao (DY)
intruder [8] with minimum transmission delay lb (a
rational number in Q≥′ ) and maximum transmission
delay up (a rational number in Q≥′ ∪ {∞});
THLSPL provides some form of flexibility in the
specification of the constraints on delay/timeout and
message disclosure/expiration, by allowing to express
these constraints with respect to the occurrence of a
transition executed by a participant in the protocol.
To this purpose, THLPSL is equipped with a variable
type role_instance for role instances, which can
only be used for formal parameters of roles (and not
for the declaration of local variables). Intuitively,
a formal parameter RI of type role_instance will
be instantiated with a number between 1 and n in
the definition of the main composition role, where
exactly n roles are composed in parallel. Therefore,
if RI is instantiated with number i, then it refers
to the i-th role instance in the parallel composition.
This allows for expressing time constraints relative
to occurrences of events (referred to by transition
labels) taking place within specific role instances.
Participants to a protocol session communicate by
sending and receiving structured messages. Structured messages are represented by message terms
which are inductively composed from variables and
constants in the following way:
• Variables and constants are terms;
• X[dt,et,RI,lab] is a term (timed term), where
RI is a formal parameter of type role_instance, X
a variable of type text, text (fresh) or key, dt is a
rational number in Q≥′ and ut a rational number in
Q≥′ ∪ {∞} and lab is a transition label.
• V’ is a term, with V any variable (priming);
• {T}_K is a term, with K variable of type symmetric key public key and T a term (encryption);
• T1.T2 is a term, with T1, T2 terms (pairing);
• H(T) is a term, with T a term and H a variable of
type function (hashing);

II. Timed HLPSL
In this section we informally describe the main features of the specification language THLPSL, a timed
extension of the specification language HLPSL [1]
and give an intuition of its semantics. A formal definition of the THLPSL syntax and the semantics,
which is given in terms of XT As [7], can be found
in [5].
A strong limitation of the original HLPSL is that
it does not allow for explicit specification of temporal
aspects such as delays, timeouts, timing constraints
on the validity of messages, etc., therefore making it
unsuited to specify protocols where temporal aspects
may affect correctness. THLPSL extends HLPSL
by allowing for expressing the following temporal aspects:
a) temporal constraints on the control flow of participants to a protocol session;
b) duration of a transition, expressed as lower and
upper bounds on its duration;
c) temporal constraints on the availability and usability of messages (message disclosure and expiration time);
d) duration of channel delivery, expressed as lower
and upper bounds on the channel delay.
THLPSL allows for structured definitions of protocols. A protocol specification consists in the description of a set of roles. It is possible to distinguish between two kinds of roles: basic roles which describe
the behavior of a participant to a protocol; composition roles that compose in parallel instances of basic
roles (one for each participant to the protocol sessions) instantiating their parameters with constants.
Roles can be parameterized (with the obvious ex-
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stant, and the remaining variables keep their current
value;
• Send_Op is an optional send operation on a channel of the form C(T), where C is a channel variable
and T a term. Possible primed variables in T are
assigned newly generated values (e.g., fresh nonces
generation);
• RI is a formal parameters of the current role of type
role_instance, t1 and lb are rational numbers in
Q≥′ , t2 and ub rational numbers in Q≥′ ∪ {∞}, and
lab1 is a transition label. These parameters specify
a transition that will be enabled between time t1 and
t2 relative to the execution of the transition labeled
lab1 within the role of role instance RI, that will
complete between time lb and ub.
THLPSL also allows for untimed transitions. For instance, a transition without any temporal constraints
(neither delay/time out nor duration constraints) can
be specified by >>(0,∞,0,∞,RI,start).
An urgent transition schema has the form:

inv(K) and {T}_inv(K) are terms, with K a variable of type public key (private key and signature).
Priming of variables is used for variable assignments,
to refer to the values of the variables after the assignment. A term of the form X[dt,et,RI,lab] represents a term X that will be disclosed between time
dt and et relative to the execution of the transition
labeled lab within role instance RI, and it will expire after the temporal bound et. Moreover, we add
a predicate of the form EXP(X), with X a variable
of type text, text (fresh) or key, which intuitively
holds true if X is assigned to a message which has
expired. We also assume an additional label start
which represents a fictitious transition taken at time
0 to initialize the main role.
A protocol run start from a, chosen, composition
role called main role. The behavior of a basic role is
described by means of a state-transition formalism.
Intuitively, a state of the role instance is determined
by the content of its local variables and the value of
its actual parameters. Set of states of the role are
declaratively denoted by standard boolean expressions over the value of variables and primed variables
(e.g. a Boolean expression represents the set of role
states where the Boolean expression holds true). A
transition allows to leave a state of the role receiving
a message (from another participant to the protocol) and to reach another state delivering a message.
Transitions are declared in a role by a sequence of
transition schemas.
A timed transition schema has the form:

•

lab. Pred ->(t1,t2,RI,lab1) Primed_Pred
where all the parameters have the same interpretation as in the previous case. The intuitive semantics
of an urgent transition is a transition which is enabled between time t1 and t2, relative to the execution of the transition labeled lab1 within the role
instance RI, and is forced to trigger as soon as enabled, i.e. without any further delay. Notice that
triggering of an urgent transition does not depend
upon synchronization with other roles, as it cannot
send or receive messages. Urgent transitions are intended to model activities local to a role, which have
no duration and must not affect the overall timing.
The composition section of a composition role is
used to instantiate other basic and composition roles
using the following syntax:

lab. Pred Rec_Op >>(t1,t2,lb,ub,RI,lab1)
Primed_Pred /\ Send_Op
where,
• lab is a label identifying the current transition in
the protocol schema;
• Pred is the triggering predicate defining the set of
states from which the transition take place. It is a
conjunction of a state predicate SPred, and possibly
Vk a message predicate MPred. SPred has the form
i=1 Xi = ci , where Xi is a state variable, namely
a variable not occurring in any message term in the
role, and ci is a constant. MPred is a conjunction
of (negations) of atoms either of the form X = Y
or EXP (X), where X and Y are message variables
occurring in message terms within the role.
• Rec_Op is an optional receive operation on a channel of the form C(T), where C is a channel variable
and T a term;
• Primed_Pred specifies the resulting state of the
Vz
transition and has the form i=1 Xi′ = ci , where Xi′
is a primed variable not occurring in any message
term of the role and ci is a constant. In the resulting state, the variables occurring in Primed_Pred are
assigned the current value of the corresponding con-

R1(actual_parms) /\ R2(actual_parms) /\ ...
The intended meaning is that composed roles ”run”
in parallel with interleaving semantics.
III. Specification of the Wide Mouthed
Frog protocol in THLPSL
In this section we consider the well known Wide
Mouthed Frog authentication protocol [4]. The protocol involves three participants: Alice, Bob and the
Server. Alice sends a message to the Server containing the identity of Bob (the intended receiver),
a fresh session key Kab , and a timestamp TA , encrypted with a symmetric key KAS , shared by Alice
and the Server. The Server then checks if the timestamp is recent and, if this is the case, forwards the
session key and a new timestamp TB to Bob, encrypted with a symmetric key KBS , shared by Bob
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which takes from a state where variable Stat is equal
to 0 to a state where Stat is equal to 1, and all the
remaining variables, except Ta, remain unchanged.
The additional effect of the transition is that the
term A.{Ta’[0,5,AI,a0].B.Kab[0,10,AI,a0]}_Kas
is sent over the channel SND, where Ta’[0,5,AI,a0]
represents a fresh timestamp generated and assigned
to Ta by the transition, with disclosure/expiration
interval between time 0 and 5 relative to the execution of the transition a0 of the current role instance
AI.
The role for agent Bob is specified as follows:

and the Server. Bob can now check if the timestamp
TS is recent and, if this is the case, accepts the session key as valid. Following is a description of the
protocol steps:
1 A → S : A, {B, Kab , TA }KAS
2 S → B : {A, Kab , TS }KBS
The idea is that the participants use the timestamps
to assess validity of the session key. A session key
should be considered valid if the associated timestamp is recent enough. The protocol is known to be
vulnerable to reply attacks, where an intruder simply repeatedly intercepts the message sent by the
Server and, exploiting the structural similarity of
the encrypted components in the two messages, repeatedly replies it back to the Server, who interprets
it as a request to establish a new session key between the participants. If the intruder replies are
fast enough, it can succeed in forcing the Server to
keep the timestamps updated indefinitely, causing a,
possibly compromised, session key to be associated
to a fresh timestamp.
In order to model the validity of timestamps and
session keys in THLPSL, we associate to each of
them an expiration time. In particular, the initiator
assigns an expiration time to the session key, wide
enough to cover the estimated maximum delays of
both the communication channels from Alice to the
Server and from the Server to Bob. Similarly, Alice
(resp., the Server) assigns the expiration time to each
generated timestamp. An attack would be detected
if Bob receives an expired session key associated with
a non expired timestamp.
Below is a possible specification of the protocol,
where we assume a maximum delay 5 to the channels
connecting the participants. The expiration of the
session key is set to the sum of the channels delays.
The role for agent Alice is specified as follows:

role Bob(A,B,S:agent, RCV:channel(dy,0,5),
Kbs:symmetric_key, BI:role_instance)
played_by B def=
local Stat, Valid:nat, Ts:text, Kab:symmetric_key
init Stat=0
transition
b0. Stat=0 /\ RCV({Ts’.A.Kab’}_Kbs)
>>(0,∞,0,0,BI,start) Stat’=1
b1. Stat=1 /\ not EXP(Ts) /\ not EXP(Kab)
->(0,∞,BI,start)
Stat’=2 /\ Valid’=1
b2. Stat=1 /\ not EXP(Ts) /\ EXP(Kab)
->(0,∞,BI,start)
Stat’=2 /\ Valid’=0
end role

As to Bob’s role, the first transition is a receive
transition which requires that another party synchronously sends a message along the channel RVC,
and that the sent message conforms to the structure of the term {Ts’.A.Kab’}_Kbs. The primed
variables Ts’ and Kab’ in the received term are assigned, after the transition is executed, the value of
the corresponding subterm in the unifying received
message. The last two transitions are urgent transitions (always enabled) which test the validity of the
timestamp and of the key and accept (resp., reject)
the key by assigning the value 1 (resp., 0) to the
boolean variable Valid.
The Server role is specified as follows:

role Alice(A,B,S:agent, SND:channel(dy,0,5),
Kas:symmetric_key, AI:role_instance)
played_by A def= :
local Stat:nat, Ta:text(fresh), Kab:symmetric_key
init Stat=0
transition
a0. Stat=0 >>(0,∞,0,0,AI,start) Stat’=1 /\
SND(A.{Ta’[0,5,AI,a0].B.Kab[0,10,AI,a0]}_Kas)
end role

role Server(A,B,S:agent, RCV,SND:channel(dy,0,5),
Kas,Kbs:symmetric_key, SI:role_instance)
played_by S def=
local Stat:nat, Ts:text(fresh),
Ta:text, Kab:symmetric_key
init Stat=0
transition
s00. Stat=0 /\ RCV(A.{Ta’.B.Kab’}_Kas)
>>(0,∞,0,0,SI,start) Stat’=1
s01. Stat=1 /\ not EXP(Ta) >>(0,∞,0,0,SI,start)
Stat’=3 /\ SND({Ts’[0,5,SI,s02].A.Kab}_Kbs)
end role

Notice that the role Alice is parametrized with respect to three agent names (A, B,S), one dy channel
SND, one symmetric key Kas, and one role instance
parameter AI. The played_by keyword states that
the agent playing the role corresponds to the first
agent parameter A. In the local variable declaration
section the variable Stat, of type natural number, a
fresh nonce variable Ta and a symmetric key Kab are
declared. The init clause opens the variable initialization section, while the transition clause opens
the section containing transition schemas. The transition schema, labeled a0, is a send timed transition

Notice that both the Server and Bob check for
non expiration of timestamps (not EXP(Ta) and not
EXP(Ts)) before proceeding (resp., before accepting
the session key). Moreover, the Server sets expiration
of the timestamps it generates relative to the transition generating it. To model possible acceptance
by Bob of an invalid key, we use a variable Valid in
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(resp., the Server) assigns the expiration time to each
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if Bob receives an expired session key associated with
a non expired timestamp.
Below is a possible specification of the protocol,
where we assume a maximum delay 5 to the channels
connecting the participants. The expiration of the
session key is set to the sum of the channels delays.
The role for agent Alice is specified as follows:
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local Stat, Valid:nat, Ts:text, Kab:symmetric_key
init Stat=0
transition
b0. Stat=0 /\ RCV({Ts’.A.Kab’}_Kbs)
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As to Bob’s role, the first transition is a receive
transition which requires that another party synchronously sends a message along the channel RVC,
and that the sent message conforms to the structure of the term {Ts’.A.Kab’}_Kbs. The primed
variables Ts’ and Kab’ in the received term are assigned, after the transition is executed, the value of
the corresponding subterm in the unifying received
message. The last two transitions are urgent transitions (always enabled) which test the validity of the
timestamp and of the key and accept (resp., reject)
the key by assigning the value 1 (resp., 0) to the
boolean variable Valid.
The Server role is specified as follows:

role Alice(A,B,S:agent, SND:channel(dy,0,5),
Kas:symmetric_key, AI:role_instance)
played_by A def= :
local Stat:nat, Ta:text(fresh), Kab:symmetric_key
init Stat=0
transition
a0. Stat=0 >>(0,∞,0,0,AI,start) Stat’=1 /\
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Notice that the role Alice is parametrized with respect to three agent names (A, B,S), one dy channel
SND, one symmetric key Kas, and one role instance
parameter AI. The played_by keyword states that
the agent playing the role corresponds to the first
agent parameter A. In the local variable declaration
section the variable Stat, of type natural number, a
fresh nonce variable Ta and a symmetric key Kab are
declared. The init clause opens the variable initialization section, while the transition clause opens
the section containing transition schemas. The transition schema, labeled a0, is a send timed transition

Notice that both the Server and Bob check for
non expiration of timestamps (not EXP(Ta) and not
EXP(Ts)) before proceeding (resp., before accepting
the session key). Moreover, the Server sets expiration
of the timestamps it generates relative to the transition generating it. To model possible acceptance
by Bob of an invalid key, we use a variable Valid in

745

Bob’s role, which is set to 0 (transition b2) if the accepted key has already expired, and to 1 (transition
b1), otherwise.
The main role Main instantiates one instance of
role Alice, one of the role Bob and three of the role
Server. Roles are instantiated by associating actual
parameters (i.e., constants) to formal ones. The resulting role instances are composed in parallel.
role Main()
def=
composition
Alice(A,B,S,Snda,Kas,0) /\ Bob(A,B,S,Rcvb,Kbs,1)
/\ Server(A,B,S,Snda,,Rcvb,Kas,Kbs,2)
/\ Server(B,A,S,Sndb,Rcva,Kbs,Kas,3)
/\ Server(A,B,S,Snda,Rcvb,Kas,Kbs,4)
end role

A simple property requiring acceptance only for
valid keys is the following CTL formula
AG¬(Alice0.Stat = 1∧Bob1.Stat = 2∧¬Bob1.V alid),
which can be checked by the model checker UPPAAL.
The property is false, as it is possible for role instance
bob to accept as valid a key after it has expired.
IV. From THLPSL specifications to
UPPAAL XTAs
In this section we shall show how to encode a
T HLP SL specification into a XT A suitable for model checking in UPPAAL.
UPPAAL XT A are an extension of Timed Automata. A Timed Automaton T A is a finite state
automaton enriched with a set of real-valued clocks
whose value can constrain the triggering of transition (for a formal definition and a account of the semantics see [3]). Transitions of a T A have the form
hφ,a,λi

hl, φ, a, λ, l′ i ∈ δ, written also l −→ l′ , which represents a transition from the location l to the location
l′ on input symbol a; the guard φ is a constraint
on clocks, and specifies when the transition is enabled; and the update set λ ⊆ CK states the set of
clocks to be reset on executing the transition. An
eXtended Time Automaton[7] is the parallel composition A1 k . . . k An of a collection of Timed Automata A1 , . . . , An , in the style of CCS [14]. Automata communicate by means of channels and the
communication style is handshaking. Input symbols
of T A are replaced by channel names in XT A. If a is
the name of a communication channel, then the symbol a? denotes the receiving action over channel a,
while the symbol a! denotes the sending action over
channel a. In addition, XT A can use (boolean and
integer) variables and arrays. Therefore, the guard
φ of a XT A transition may also constraints values
of variables and array elements besides clocks. The
update λ is generalized allowing also assignments involving variables and arrays.
As previously said, the formal semantics of T HLP SL
has be given in [5] by translation into a network
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of timed automata. In such a translation a timed
automaton is provided for each instance role and a
timed automaton is provided for the intruder. States
of both the participants and the intruder are structured and, in particular, encode besides control information also the knowledge of the playing part at
the represented stage of the interaction. Knowledge
is suitably encoded by sets of ground instances of
message term (ground messages).
The intruder’s knowledge is a monotonically increasing set of structured messages. A DY intruder
can send to role instances any structured message
that it can derive from its knowledge. For every
received message the intruder can extract any possible submessage, compatibly with its knowledge of
the necessary cryptographic keys. Conversely, known
submessages can be recombined freely, using the algebra of message operators. Since structured message provide an unbounded use of pairing cryptographic encoding operators, the number of message
the intruder can possibly build is unbounded. However, the messages composed by the intruder which
are relevant for the protocol are those unifiable with
the message patterns expected by the role instances.
Even considering a bounded set of messages, the fact
that the intruder can compose and/or modify communicated messages results in an explosion in the
number of states (which depend on the subset construction of the set of received messages) and in the
number of transitions. For a succinct encoding, the
translation implemented in TPMC exploits the ability of UPPAL of handling XT A specifications enriched with variables and arrays. Arrays and variables are used both to encode the knowledge of the
role instances and of the intruder, as well as the
intruder’s ability to compose and decompose messages. In particular, the intruder’s knowledge is encoded by a boolean array K, where each location
represents either a structured message sent along a
channel, or a (sub)message obtained by composition/decomposition of known messages. A location
of the array K is set to true when the intruder knows
the corresponding (sub)message. Similarly, each role
instance ri is encoded by an array of integers Nri ,
which contains the current ground instance associated to each variable occurring in a send or receive
operation of the corresponding role.
Communication between role instances is not direct, but implemented by a pair of synchronizations,
one between the sender and the intruder and one between the intruder and the receiver. Since communication in the formalism of XT A takes the form of
pure communication, a different channel is provided
for each conveyed message. Therefore, for each pair
< M, CHN >, with m a structured ground message sent (resp., received) by a role instance and
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CHN a channel name (intuitively, the channel where
the message has been sent), a XT A syncronizzation
channel named C_CHN_s_m (resp., C_CHN_r_m) is created.
Since delay/timeouts of timed transition and disclosure/expiration of timed messages are specified
relative to a transition label, in order to model these
timed feature a clock named CK_lab_ri is associated
to every pair hlab,rii, such that transition label lab
and role instance ri occur among the parameters of
some timed transition or timed message term. Moreover, a boolean array F is used to record, for each
transition label referenced within a timed message
term or timed transition, whether it has been already
executed. An additional clock named CK_start is
used to model timed constraints referencing the special label start, corresponding to the initialization
time of the main role. To model the duration of transitions taken by role instances, a local clock named
dri is associated to role instance ri. To model channels delays, to every channel CHN , for which a delay constraint is specified, a clock CK_CHN is added.
Finally, in order to model disclosure/expiration of
timed messages, two boolean arrays D and E are used,
which record whether a timed message has been disclosed or has expired, respectively.
The translation of a T HLP SL specification generates:
- an automaton for each role instance;
- an automaton for the intruder;
- an automaton (the Time Machine) responsible for
handling disclosure and expiration of timed messages.
As to the generation of the automata for the role instances, the first step consists in collecting, by means
of a fixpoint construction, the set GM of ground messages and the set T M ⊆ GM of timed messages possibly generated by the protocol participants and the
intruder, according to a typed model. This phase
defines, for each role instance ri, the following correspondences, recorded in suitable data structures:
i. a function ρri : M V arri −→ 2GM mapping each
message variable of the role of ri onto a set of possible instances of that variable;
ii. for every message term M occurring in a receive
operation in the role of ri, a function
′
GM
χM
, mapping the primed variri : V arri (M ) −→ 2
′
able occurring in M (V arri
(M )) onto sets of possible
instances of ground messages.
The function ρri encodes a set of possible evaluations for the message variables of the role instance,
in the sense that for a message variable X, ρri (X)
gives the set of possible values of the vector element
Nri [X], up to a suitable encoding of ground messages
into integers. Function χM
ri encodes the result of a
structure preserving unification mechanism between
message terms expected by the receiver and ground
terms sent by a sender (see [5] for a formal account).
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In the following we sketch the construction of the
instance role automaton for ri. For the sake of presentation, some of the technical details are omitted.
Each location of a role instance automaton represents a location in which some state predicate holds.
Let L be the set of atoms of the form X = c, such
that X = c occurs in a transition SPred or of the
form X ′ = c, such that X ′ = c occurs in a transition
Primed_Pred. The set of locations of the role instance automaton for ri are in correspondence with
subsets of L.
The general form of a sending timed transition is:
lab. SPred /\ MPred >>(t1,t2,lb,ub,RI,lab1)
Primed_Pred /\ CHM(M)
Each T HLP SL transition defines a set of pairs of
XT A transitions, a pair for each possible instantiation (given by the functions ρri and χM
ri ) of the
message variables {X1 , ..., Xk } occurring in the transition, as shown in Fig. 1. The first XT A transition
models the effect of the THLPSL transition, while
the second one models its duration. With reference
to Fig. 1, given θ = {m1 , ..., mk } a possible instantiation of the message variable {X1 , ..., Xk } according
to ρri :
• l is a location corresponding to a set of atoms in L
which contains all the atoms in SPred.
′
• l is a location corresponding to a set of atoms in
L which contains all the atoms of the form X = c,
such that X ′ = c occurs in Primed_Pred, and all the
atoms X = c occurring in SPred such that X ′ does
not occurs in Primed_Pred.
′′
′
• l is a distinct copy of l , introduced to model transition duration.
• φ is a conjunction of: (i) atoms of the form Nri [Xi ] =
mi for every message variable Xi occurring unprimed
in the message term M ; (ii) atoms of the form Nri [Xi ] =
Nri [Xj ] (resp., not Nri [Xi ] = Nri [Xj ]), for every
atom of the form Xi = Xj (resp., not Xi = Xj )
occurring in MPred, and atoms of the form E[Xi ] =
1 (resp., E[Xi ] = 0), for every atom of the form
EXP (Xi ) (resp., not EXP (Xi )) occurring in MPred;
and (iii) the clock condition t1 ≤ CK_lab1_ri ≤ t2 .
• a is C_CHM_s_m!, where m is the ground message
obtained by substituting {X1 , ..., Xk } by θ.
• λ is a set of assignments contag F[lab_ri] := 1,
CK_d_ri := 0, CK_lab_ri := 0, Nri [Xi ] := mi for
each Xi occurring primed in M .
Notice that the transition guard φ enables the transition when the current state: (i) assigns to the un-
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primed variables the ground messages assigned by
θ; and (ii) satisfies all the conjuncts in MPred. The
update λ sets the flag F[lab_ri] to record the execution of the transition, resets the clocks associated to
the transition, and assigns fresh values to the primed
variables in the message term sent. The general form
of a receive timed transition is:

where CK_CHN is the clock associated to channel CHN
to model channel delay.
For every a ground message m ∈ GM and channel
CHN , there is a loop transition for a receive action,
whose decoration hφ, a, λi is
h , C CHN s m?, K[m] := 1; CK CHN := 0i
Transitions for composition/decomposition of messages encode the standard rules of a DY intruder.
For instance, if the intruder knows two ground messages m1 and m2 and m1 .m2 ∈ GM , then it also
knows m1 .m2 (and vice versa). Similarly, if it knows
a ground messages {m1 }k and a ground key k, and
m1 ∈ GM , then it also knows m1 (and vice versa).
The loop transitions for the above two composition,
decomposition actions have the following decorations:
the former is hK[m1 ] ∧ K[m2 ], , K[m1 .m2 ] := 1i
(hK[m1 .m2 ], , K[m1 ] := 1; K[m2 ] := 1i), and the
latter is hK[{m1 }k ] ∧ K[k], , K[m1 ] := 1i (hK[m1 ] ∧
K[k], , K[{m1 }k ] := 1i).
The Time Machine automaton (TM) is responsible for handling disclosure and expiration of timed
messages by updating the boolean arrays D and E.
The array F is used to record the execution of a transition referenced by some timed message (or timed
transition). Therefore, disclosure or expiration of a
timed message relative to a given transition is performed only if the referenced transition of role instance ri labeled lab has been executed (F[lab ri] = 1).
For every ground message m which is an instance
of a timed variable message X[dt,et,RI,lab] in role
instance ri, a loop transition for disclosure is added,
whose decoration hφ, a, λi is

lab. SPred /\ MPred /\ CHM(M)
>>(t1,t2,lb,ub,RI,lab1) Primed_Pred
Each receive T HLP SL transitions defines a set of
XT A transitions, one for each possible instantiation
(given by the functions ρri and χM
ri ) of the message variables {X1 , ..., Xk } occurring in the transition. Given θ = {m1 , ..., mk } a possible instantiation of the message variable {X1 , ..., Xk } according
to ρri , and ψ = {u1 , ..., uz } a possible matching, according to χM
ri , for the message variable {Y1 , ..., Yz }
occurring primed in M , a pair of XT A transitions as
in Fig. 1 is added, where:
′ ′′
• l, l , l and φ are defined as for send transitions;
• a is C_CHM_r_m? where m is the ground term obtained by substituting the message variables in
{X1 , ..., Xk } which occur unprimed in M by θ and
all the message variables in {Y1 , ..., Yz } by ψ;
• λ is a set of assignments containing F[lab_ri] :=
1, CK_d_ri := 0, CK_lab_ri := 0, Nri [Yi ] := ui , for
each Yi ∈ {Y1 , ..., Yz }.
To guarantee that the duration of a timed (send or
receive) transition is modeled correctly, the intermediate location in Fig. 1 is equipped with the invariant1 lb ≤ CK d ri ≤ ub.
Since urgent transitions cannot send or receive messages, neither synchronization nor update is necessary. Therefore, they are encoded as XTA transitions
between a starting location l to an ending location
l′ defined as in the previous cases, with the addition
that the starting location is set urgent, and the guard
condition is a conjunction of atoms of the same form
as those defined for cases (ii) and (iii) for timed send
or receive transitions.
To model a DY intruder, the intruder automaton
plays the role of the communication channel between
the role instances, and it is allowed to compose, decompose, forward, block and delay messages. The
automaton has a single location and loop transitions
for sending known messages to role instances, receiving messages sent by role instances and composing/decomposing messages.
For every ground message m ∈ GM and channel
CHN , there is a loop transition for a send action,
whose decoration hφ, a, λi is
hK[m] = 1 ∧ CK CHN ≥ lb , C CHN r m!, i,

hF[lab ri] = 1 ∧ not D[m] ∧ CK lab ri = dt, , D[m] := 1i
and a loop transition for expiration is added whose
decoration hφ, a, λi is
hF[lab ri] =1 ∧ not E[m] ∧ CK lab ri = et, , E[m]:= 1i
To guarantee disclosure/expiration transition at
due time without any further delay, the location of
T M is equipped with an appropriate invariant. The
invariant is a conjunction, over all the ground instances m of the timed message terms of the form
X[dt,et,RI,lab] within role instance ri, of constraints of the form:
(F[lab_ri] ∧ not D[m]) → CK_lab_ri ≤ dt) ∧
(F[lab_ri] ∧ D[m] ∧ not E[m]) → CK_lab_ri ≤ et)
V. Conclusions
We have implemented a prototype model checker
TPMC in C++. The tool integrates a compiler from
THLPSL specifications to UPPAAL XT As with the
model checking engine provided by UPPAAL. To assess the efficiency and scalability of the tool, we ran

1 Invariants are associated to locations; remaining in a location is allowed as long as the invariant holds true.
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We are also working on an extension of language for
security goals so as to allow for time dependent goals.
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which the security manager has found an appropriate
responses, the greater it is the possibility of finding
a response to a new attack. This is the focus of our
work. We propose a system that, at first, supports the
security manager in all her/his activities related to attack response (detection, identification, reporting and
response) and, second, is an experience based system.
Let us explain this idea depicting two different scenarios. In the first scenario, let us suppose to have an
attack similar to a past attack: our system has to recognize it like a new occurrence of the past attack. If in
the past we have successfully responded to this attack
with certain actions, it is reasonable to suppose that
these actions may be applied to the new attack as well,
even if after an appropriate adaptation. Our system
has to retrieve the past plan and adapt it to the current
attack. This adapted plan is presented to the security
manager that decides whether it has to be modified
and/or executed. Part of plan actions must be executed by security manager or other human operators;
the rest must be executed by computers. Therefore,
our system has to overview plan execution, automatically run the part of the plan that that must be executed by computers, and monitor results. In the second
scenario, let us suppose to have an attack that never
occurred. Even in this case, our system is able to select past attacks from its database (with their response
plans) that share some (few) characteristics with the
current attack. The security manager can thus build
a response plan for the current attack on the basis of
these past response plans. The description of the new
attack and the related response plan may be retained
and thus improving system experience.
The paper is structured as follows. Section provides
a system overview and the related work. In Section ,
we discuss attack detection, in other words: sensing,
normalization, and correlation. The case memory is
described in Section . Section deals with the entropic
filter that aims to reduce the number of falses. Section
deals with attack identification. In Section , we describe the structure of the response plan and the adaptation process. Some Conclusions are drawn in Section
.

ABSTRACT
This paper presents a tool for attack detection, attack identification and attack response. These activities have received a great attention by the research community and by several organizations (e.g., ISO/IEC and
CERT). Nevertheless, most of the work focuses on the
detection and the identification of intrusions instead of
attack identification and response. In our work, an intrusion is a detectable atomic action performed by an
attacker against a given target, whereas an attack may
go through several phases. Each phase involves different methods and different goals. Therefore, according
to our meaning, an attack is a sequence of intrusions.
In our approach, the attack identification and response can be fulfilled in four distinct phases. The first
phase deals with intrusion detection. This means collecting data from several sensors on the network and
on computers, e.g., log files of operating systems and
system servers, firewalls, (network-, host-, applicationbased) IDSs. The second phase deals with alarm correlation. This means correlating all the data collected in
the previous phase to the end of providing an attack description in terms of sequence of events as complete as
possible. The third phase deals with identification by
means of an experience-based model. This means: the
tool has a case memory that contains past attacks described in terms of their features and their corresponding event sequences. This allows us to have a tool capable of identifying an attack on the base of its similarity
with previous experiences, and learning new kinds of
attacks. The fourth phase deals with response. We can
link to each past attack an appropriate response plan,
then, after the attack identification, we can reuse (after
an appropriate adaptation) the plan associated to the
recognized attack. This allows us to have a tool capable of identifying an attack on the base of its similarity
with previous experiences, and eventually learning new
kinds of attacks.

INTRODUCTION
What makes a security manager better than another
one? The trivial answer is: her/his experience. The
greater her/his experience, the greater it is the number
of attacks examinated in the past that can be recognized if they occur again. The greater her/his experience, the greater it is the number of past attacks to

SYSTEM OVERVIEW AND RELATED
WORK
A network and computer security incident is “any
adverse event whereby some aspect of computer secu-
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a response plan for the current attack on the basis of
these past response plans. The description of the new
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we discuss attack detection, in other words: sensing,
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described in Section . Section deals with the entropic
filter that aims to reduce the number of falses. Section
deals with attack identification. In Section , we describe the structure of the response plan and the adaptation process. Some Conclusions are drawn in Section
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need a further filter. Therefore, the correlated event
sequences are passed through an entropic filter. For
each sequence of correlated events is computed its entropy from the entropy of each event in the sequence.
The entropy of an event is a logarithmic function of its
frequency. Only the sequences with an entropy greater
than a given threshold are considered real attacks. This
step helps us to avoid a response for very common and
not significative sequences as sequences of portscanning
or ping. Intrusion Detection Systems (IDS) detect single events (e.g., see [5], [6], [2], [14]), but they are not
able to draw the whole picture of an attack. They are
not effective to deal with many correlated intrusions
involving multiple entities of a computer and network
system over time.

Fig. 1. The architecture of an experience-based system for

attack identification

rity could be threatened: loss of data confidentiality,
disruption of data or system integrity, or disruption
or denial of availability” [16]. Therefore, the security
policy of a given organization should provide appropriate incident response plans, as remarked, for instance,
by ISO/IEC [11] and by CERT [4]. Incident response
can be defined as the detection of an attack to a computer system, its identification and reporting, and the
implementation of appropriate responsive actions until
normal conditions have been restored. According to the
so called “Plan-Do-Check-Act” (PDCA) model that is
adopted in the international standard ISO/IEC 17799
[11], detection and identification activities of a response
plan are part of the “Check” phase, whereas the reporting and responsive activities are part of the “Act”
phase.
The aim of our work is the definition of an incident
response tool based on experience, that must be able to
plan and perform all the activities listed above: attack
detection, identification, and response. As far as we
know, there are no examples of systems that cover all
these activities, but systems that only deal with some
of them. For example, the tools described in [7] and [8]
deal with attack identification and management phases,
but not with response.
In our approach, incident response can be fulfilled
in three phases: attack detection, attack identification,
and attack response. As a consequence, our system has
the architecture depicted in Figure 1.
The first phase, attack detection, deals with sensing,
normalization, correlation, and filtering. This means
collecting data from several sensors on the network and
on computers, e.g., log files of operating systems and
system servers, firewalls, (network-, host-, applicationbased) IDSs. These data must be normalized by normalizers since each log file has its own format. Unfortunately, these tools produce noise as well, hence we need
correlation and filtering to reduce the high volume of
the log messages. A first kinf of filter is made by normalizers themselves. Indeed, log files of an operating
system or a web server contain attack alarms as well as
data that do not concern attacks. Furthermore, all the
data collected by normalizators must be grouped (correlated) in order to find sequences of events that refer
to the same attack. For this reason, data from normalizers are sent to the correlator module. The correlator
output is a set of attacks, each one represented like sequence of events. Nevertheless, after correlation, we
still have false or not significative attacks, and thus we

The second phase deals with identification. In our
approach, the identification can be accomplished by
means of an experience-based model. This means: the
proposed system includes a case memory which contains the experience of the system. In other words, it
contains a set of past attacks with their features and
the related response plans. Each attack is represented
as a set of features (attack description, priority, and
so on) and a sequence of alerts. For each attack as
well as for each event of an attack, the case memory
also records the entropy. The entropy of an attack is a
function of the entropy of its events. This allows us to
have a tool capable of identifying an attack on the base
of its similarity with previous experiences, and eventually learning new kinds of attacks. Indeed, when a
new sequence that is considered a real attack by the entropic filter is passed to the attack recognizer, the tool
searches for the most similar past attack (contained in
the case memory) to the current one (according to an
appropriate similarity metric) and returns the corresponding identification. We use four similarity metrics.
Two of them are simple but effective similarity metrics based on pattern-matching. The other ones are
based on the entropy of attacks. The attack recognizer
module selects the top ranked case with a similarity
greater than a given threshold. When no past attacks
have been found, the new attack can be retained in order to improve the case base, i.e., the tool experience.
As far as we know, we have only few examples of security tools that are able to identify an attack. For
instance, [15] proposes a model based on attack profiles; these profiles can be used to identify an on-going
attack. Nevertheless, that work does not propose how
this can be automatically fulfilled. Moreover, we have
some products that work on attack identification, for
example [7] and [8]. These tools gather many types of
log messages and correlate them, in order to make it
easier to analyse them.
The third phase deals with attack response. In the
case memory, we have an appropriate response plan to
each past attack. Then, after the attack’s identification, we reuse this plan properly adapted. Here the
idea is: if the the current attack is similar to the retrieved past attack, then an appropriate response plan
for the current attack should be similar to the plan
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751

stored on a computer, or system state. We use both
signature recognition and anomaly detection sensors.
Sensed data include a lot of irrelevant information,
and cause difficulty for efficient and accurate attack detection. For example, the log file of an operating system
contains a vaste range of log messages, only few of them
deal with intrusions, the rest deals with normal system
activities or errors. In other words, we have an event
log everytime a device is mounted or unmounted, everytime the clock must be synchronized, or everytime a
system error occurs. Furthermore, each sensor has its
own output data format. Therefore, the collected data
must be reduced in number and ordered in a single specific format. For this reason, for each sensor we have
developed a module to have a preliminary filtering of
sensed data and to normalize them in a specific format.
The preliminary filter is composed by a service-based
white-list: applications not included in the white-list
are not monitored. For example, we do not need to take
into account alarms related to FTP when the FTP service is not active on that host. Concerning the normalization, for alarm we consider the following parameters:
the tipology of the sensor that produced the alert, the
timestamp, the destination port, the source IP, the target IP and the related message. We developed different
modules in C++ and Python, one for each sensor, to
normalize its output in the specified format. Normalized alerts represent the input of the correlator.
The correlator is the module demanded to correlate
alerts coming from different sensors and producing an
attack descriptor list, composed of sequences of alerts.
It also reduces redundant alerts, by a fusion process.
This module is a variant of the correlator proposed by
[1]: we only considered the following subsystems:
• fusion: it correlates several instances of the same
event detected by different sensors; for instance, a malformed packet sent to the DMZ subnet should be detected by the perimetral sensor and by a sensor on the
DMZ
• session reconstruction: it correlates alerts, detected
by host intrusion detection and network intrusion
detection systems; for instance, an attack launched
against a web server should be detected by a NIDS
and by a HIDS installed on the web server
• focus recognition: it correlates one to many attacks
(for instance, a portscanning), consisting of alerts that
have the same source and different targets and many to
one attack (for instance a DDoS attack), consisting of
alerts that have the same target and different sources
• thread reconstruction: it links all the alerts of the
same attack, looking for alerts from the same source to
the same target
In addition, we did not consider the IDMEF format
for alerts description.

of the retrieved past attack. We should need only few
adaptations. We use a simple adaptation algorithm before executing the plan. This plan is returned to the
security manager who checks and corrects it. After its
validation, the security manager can allow plan execution. A plan is a sequence of actions, each action can
be an action that must be automatically executed by
a software, or an action that must be performed by
the security manager. After the execution stage, the
system stores the plan updating the case memory. In
this way, the system is able to learn from new cases
and to improve the effectiveness against new attacks.
There are tools that work in this phase, but they have
a different function. They provide response plans quite
different from ours, consisting of generic advices to create a security plan for the network or several advices
to avoid insecure behaviours. Our system provides response plans consisting of detailed actions to assess the
incident, restore the previous status, and improve the
security level of the network. We have just an example where the returned plans are similar to our kind of
plans (see [17]). That system is based on classical AI
planning. When it receives alerts from IDSs, it establishes what are the goals to satisfy in order to react to
the attack. It has a set of actions described in terms
of preconditions and affect and combines them in order
to reach the goal from the current situation. This solution is flexible when we have never recorder attacks.
Nevertheless, classical AI planning has been recognized
to be a complex task (usually it is undecidable). It is
based on the assumption to have “a complete theory”
able to describe all the possible actions we need to use.
Unfortunately, this is usually true only for toy examples. In our system , we prefer to trust the experience.
Indeed, an experience-based approach is known to be
extremely useful in the diagnosis and the management
of several different kinds of emergency [10], [3], [9], [13].
For instance, the work of [10] deals with alarm correlation (i.e., with identification), even if not with response.
Furthermore, the system deals with fault alarms, not
intrusion alarms, and the goal is to obtain a fault tolerant network, not a secure network. The work of [3]
and the work of [9] deal with intrusion detection. There
the goal is to exploit learning to improve detection and
avoid the need of frequently updating the database of
known attacks. In our work, the goal is the improvement of attack identification and response by means of
learning. We have just an example of application to
incident response [13]. There the goal is to improve detection and to avoid the need of frequently update the
database of known attack.

ATTACK DETECTION
Attack detection is fulfilled in three steps: intrusion
detection, alarm normalization, alarm correlation.
Intrusion detection consists of sensing all the alerts
that can provide us information about possible attacks.
This mainly relies on sensing data, such as data obtained by monitoring traffic on a network, activity logs

CASE MEMORY
In the case memory, each case consists of two components: a static component and a dynamic component. The dynamic component is given by the list of
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that can provide us information about possible attacks.
This mainly relies on sensing data, such as data obtained by monitoring traffic on a network, activity logs

CASE MEMORY
In the case memory, each case consists of two components: a static component and a dynamic component. The dynamic component is given by the list of
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Step
1
2
3
4
5
6
7

Intrusion Type
TCP portscan
SNMP trap tcp
SNMP trap tcp
SNMP AgentX/tcp request
SNMP request tcp
SCAN nmap XMAS
BACKDOOR NetSphere Access

Sensor
NIDS2
NIDS1
NIDS2
NIDS1
NIDS1
NIDS1
NIDS1

Source
207.46.176.50
207.46.176.50
207.46.176.50
207.46.176.50
207.46.176.50
207.46.176.50
207.46.176.50

Target
172.16.113.84:80
172.16.113.84:444
172.16.113.84:444
172.16.113.84:80
172.16.113.84:135
172.16.113.84:80
172.16.113.84:69

Step
1
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7

Fig. 2. An example of attack.
ID
case1

Attack Type
FTP guess

case2

Webapp activity

case3

Dagger

case4

NetSphere

Intrusion Type
One to many horizontal scan
One to many horizontal scan
Info FTP-bad login
Info FTP-bad login
One to many horizontal scan
TCP portscan
SNMP trap tcp
SNMP AgentX/tcp request
TCP portscan
SNMP trap tcp
SNMP AgentX/tcp request
SNMP request tcp
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int/ext
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Target
any:any
any:any
ftpserver:ftpport
ftpserver:ftpport
any:any
any:any
any:any
any:any
any:any
any:any
any:any
any:any
any:any
any:any
any:any
any:any
any:any
any:any
any:any
any:any

Weight
8.50
8.50
11.43
11.43
8.50
8.57
11.85
11.70
8.57
11.85
11.70
11.85
10.65
19.80
11.85
11.70
11.70
11.85
10.65
18.90

F1
0

F2
0

F3
0

F4
0

ID
case1

Attack Type
FTP guess

42.9

50.0

25.8

28.5

case2

Webapp activity

71.4

83.3

43.9

48.5

case3

Dagger

85.7

83.3

61.7

57.7

case4

NetSphere

intrusion type is the event type of e.
Let
I = he1 , . . . , en i be an attack, then Abs(I) =
hAbs(e1 ), . . . , Abs(en )i is the corresponding abstraction
of I and T ype(I) = hT ype(e1), . . . , T ype(en)i the corresponding sequence of event types of I. The attack
abstraction mechanism could be based on a file or table representing the description of the actual network
in the form of {host IP : host description} pairs.

ENTROPY-BASED FILTERING
Alert correlation allows us to analyze complex attack
descriptors rather than single events. The advantages
of this method are the ability of recognizing stateful attacks (composed of several alerts) and the availability
of an abstract description of a generic attack, independent from a specific network configuration. However,
this fashion leads to drawbacks, as well. The correlation module does not perform any analysis on the
attacks it produces, thus it produces several false positives in the output list. For this reason, we developed a
filtering module, whose aim is to reduce the number of
falses. An index of significance is needed to recognize
trivial attacks. In our approach, we base this index on
the well-known information theory. We define this index in two steps. First, we define a weight for each type
of event. Second, we define a weight for a sequence of
events.
The event weight is a function of the frequency: the
lowest the frequency is, the highest the weight. An
event that occurs frequently (e.g. an ICMP echo request) usually is not really dangerous and, thus, its
detection provides us a little information. Formally,
for each event type t, we compute the probability p(t)
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Fig. 3. A fragment of the Case Memory.

correlated alerts that form the attack. This part is
compared with the current attack in order to identify
which kind of attack is occurring. The static component contains the type and a description of the attack,
its response plan and other information (in the future
its priority). After that the attack has been identified, this part can be used to prepare an appropriate
incident report and response plan. In Figure 3, we reported a partial representation of attacks in the case
memory. Notice that, in the case memory are represented in an ”abstract” way. Let us explain this concept with an example. Figure 2; reports an attempt
of opening a backdoor by a trojan horse. It consists
of six events: a portscanning, four fingerprinting attempts and a trojan sent through the network. For each
event, the report of the current attack includes: attack
source and target IP addresses, sensor, and event description (i.e., the intrusion type). Let us suppose that
in the past we had an event of the kind SNMP trap tcp
with a given IP number (say 192.168.0.3) as target address. One of the current events is an SNMP trap tcp
on a different IP number (say 172.16.113.84). It seems
quite natural to consider these two events similar (they
have the same event type), even if these two events
are not identical (they have a different target). Event
abstraction is the tool to find similarities without taking into account irrelevant details. In short, it consists
of substituting some values as source and target with
their type. For example, if the IP number 172.16.113.84
is the address of a web server, we can substitute the
number with the keyword webserver. Formally, let e =
hevent type, sensor, source, targeti be an event, then
Abs(e) = hevent type, sensor type, source type,
target typei is the abstraction of e, T ype(e) =
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I = he1 , . . . , en i be an attack, then Abs(I) =
hAbs(e1 ), . . . , Abs(en )i is the corresponding abstraction
of I and T ype(I) = hT ype(e1), . . . , T ype(en)i the corresponding sequence of event types of I. The attack
abstraction mechanism could be based on a file or table representing the description of the actual network
in the form of {host IP : host description} pairs.

correlated alerts that form the attack. This part is
compared with the current attack in order to identify
which kind of attack is occurring. The static component contains the type and a description of the attack,
its response plan and other information (in the future
its priority). After that the attack has been identified, this part can be used to prepare an appropriate
incident report and response plan. In Figure 3, we reported a partial representation of attacks in the case
memory. Notice that, in the case memory are represented in an ”abstract” way. Let us explain this concept with an example. Figure 2; reports an attempt
of opening a backdoor by a trojan horse. It consists
of six events: a portscanning, four fingerprinting attempts and a trojan sent through the network. For each
event, the report of the current attack includes: attack
source and target IP addresses, sensor, and event description (i.e., the intrusion type). Let us suppose that
in the past we had an event of the kind SNMP trap tcp
with a given IP number (say 192.168.0.3) as target address. One of the current events is an SNMP trap tcp
on a different IP number (say 172.16.113.84). It seems
quite natural to consider these two events similar (they
have the same event type), even if these two events
are not identical (they have a different target). Event
abstraction is the tool to find similarities without taking into account irrelevant details. In short, it consists
of substituting some values as source and target with
their type. For example, if the IP number 172.16.113.84
is the address of a web server, we can substitute the
number with the keyword webserver. Formally, let e =
hevent type, sensor, source, targeti be an event, then
Abs(e) = hevent type, sensor type, source type,
target typei is the abstraction of e, T ype(e) =

ENTROPY-BASED FILTERING
Alert correlation allows us to analyze complex attack
descriptors rather than single events. The advantages
of this method are the ability of recognizing stateful attacks (composed of several alerts) and the availability
of an abstract description of a generic attack, independent from a specific network configuration. However,
this fashion leads to drawbacks, as well. The correlation module does not perform any analysis on the
attacks it produces, thus it produces several false positives in the output list. For this reason, we developed a
filtering module, whose aim is to reduce the number of
falses. An index of significance is needed to recognize
trivial attacks. In our approach, we base this index on
the well-known information theory. We define this index in two steps. First, we define a weight for each type
of event. Second, we define a weight for a sequence of
events.
The event weight is a function of the frequency: the
lowest the frequency is, the highest the weight. An
event that occurs frequently (e.g. an ICMP echo request) usually is not really dangerous and, thus, its
detection provides us a little information. Formally,
for each event type t, we compute the probability p(t)
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(based on the occurring frequency) that such event type
occurs and, thus, we can compute its entropy as follows:
wt = − log2 p(t)

ATTACK IDENTIFICATION

(1)

wt = − log2 p(t)

Concerning the weight of an attack, it is useful to notice
that attacks can be roughly divided in two categories:
• significant event attacks: in which few relevant events
are enough to recognize a particular attack pattern.
To this category belong attacks based on malformed
packets. IDS are very sensible to unexpected packets
formats. In this case the attack could be composed of a
single event (e.g. the LAND attack has the same value
in the source and target fields of IP header).
• multitude event attacks: characterized by a large
number of events, rather than their type. An attack
can be performed with a big number of common and
legal packets. This is the case of flooding DoS attacks.
For example, a SYN flood DoS attack is done by sending a lot of TCP SYN packets to a web server. SYN
packets are perfectly legal and they use to flow between
client and server in the three-way-handshake phase. A
DoS attack is detected if too many SYN packets come
from spoofed sources. A system that analyzes single
events would not be able to detect this kind of attacks.
Therefore, referring to these two categories, we defined
two indices of significance for attacks evaluation: the
stateless (or low) information content and the stateful
(or high) information content. The former is the average of event weights in attack sequence, while the latter
takes into account the multiplicity of each event type,
which raises the score of stateful attacks. In formulas:
X
X
we
we · (1 + α · nA (e))
I(A)low =

∀e∈A

NA

I(A)high =

(based on the occurring frequency) that such event type
occurs and, thus, we can compute its entropy as follows:

The output of the entropic filter is a list of abstract
attacks, each attack composed by a sequence of events.
The filter eliminated most of false positives. Now, the
attack identification module has to retrieve past attacks
similar to the attack that passed the filter. The retrieval can be achieved by means of an appropiate similarity function. In this paper, we propose the following
four:
Definition 1: Let Ic = hec,1 , . . . , ec,n i be the current
attack, let Ik = hek,1 , . . . , ek,n i be the attack of the k-th
case in the case memory, let T ype(Ic) and T ype(Ik ) be
the sequence of event types of Ic and Ik , respectively.
(c)
(k)
Let nt (nt ) be the number of how many times the
event type
 t occurs in T ype(Ic ) (T ype(I
 k )). Let
1 if t ∈ T ype(Ic)
1 if t ∈ T ype(Ik )
(c)
(k)
mt =
mt =
0 otherwise
0 otherwise
be boolean functions that are true when Ic (Ik respectively) has at least an event whose type is t. Let wt the
entropy of the event type t. Then:
X
(c)
(k)
min(nt , nt )
F1 (Ic , Ik ) =

X

F2 (Ic , Ik ) =

∀t∈T ype(Ic )

X

(c)
mt

∀t∈T ype(Ic )
(c)

X

(2)

where
• NA = number of alert types in attack A
• nA (e) = number of alerts of type e in attack A
• α = multiplicity weight (0 < α < 1)
Filter module uses two different threshold parameters:
LT (low threshold) and HT (high threshold), for stateless and stateful attacks information level evaluation,
respectively. Attacks can be classified in attacks that
we can ignore (trivial attacks) and attacks that we must
take into account (serious attacks):
• I(A)low < LT
and I(A)high < HT ⇒ TRIVIAL
• I(A)low ≥ LT
⇒ SERIOUS (stateless)
• I(A)high ≥ HT
⇒ SERIOUS (stateful)
The filter passes to the next module (the attack recognizer module) only the serious attacks. The two
thresholds can be manually set by the security manager, or automatically set by the system. The filter
has two techniques to set the thresholds, a run-time
mode and a training mode. The first set the thresholds
everytime an attack occurs, basing of the difference between the informative content of the new attack and the
average informative content of the case memory. The
second set the thresholds each epoch; an epoch consists of a predefined (by the security manager) number
of attacks.

(c)

nt

∀t∈T ype(Ic )
X
(c)
(k)
min(mt , mt )

∀e∈A

NA

∀t∈T ype(Ic )

F3 (Ic , Ik ) =

(k)

wt · min(nt , nt )

∀t∈T ype(Ic )

X

wt ·

(c)
nt

∀t∈T ype(Ic )

X

F4 (Ic , Ik ) =

(c)

(k)

wt · min(mt , mt )

∀t∈T ype(Ic )

X

(c)

wt · mt

∀t∈T ype(Ic )

F1 (Ic , Ik ) depends on how many abstract events Ic
shares with Ik . It is the ratio between the events that Ic
shares with Ik (with their multiplicity) over the number
of events in Ic . On the other hand, F2 (Ic , Ik ) depends
on the number of event types shared by Ic and Ik . In
other words, it considers one event per type. For example, let T ype(Ic ) = hA, B, B, Ci the current attack
and T ype(Ik ) = hA, B, C, Di the k − th attack in the
case memory, where A, B, C, D are the event types of
the corresponding events. When we apply F1 , we obtain 0.75, as result; otherwise, applying F2 we obtain
1. This is due to the fact that it counts each event type
once. Notice that, F3 (F4 ) is similar to F1 (F2 ), but it
also takes into account the entropy of each event type.
As a consequence, these functions have a discriminating
power better than F1 and F2 .
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Concerning the weight of an attack, it is useful to notice
that attacks can be roughly divided in two categories:
• significant event attacks: in which few relevant events
are enough to recognize a particular attack pattern.
To this category belong attacks based on malformed
packets. IDS are very sensible to unexpected packets
formats. In this case the attack could be composed of a
single event (e.g. the LAND attack has the same value
in the source and target fields of IP header).
• multitude event attacks: characterized by a large
number of events, rather than their type. An attack
can be performed with a big number of common and
legal packets. This is the case of flooding DoS attacks.
For example, a SYN flood DoS attack is done by sending a lot of TCP SYN packets to a web server. SYN
packets are perfectly legal and they use to flow between
client and server in the three-way-handshake phase. A
DoS attack is detected if too many SYN packets come
from spoofed sources. A system that analyzes single
events would not be able to detect this kind of attacks.
Therefore, referring to these two categories, we defined
two indices of significance for attacks evaluation: the
stateless (or low) information content and the stateful
(or high) information content. The former is the average of event weights in attack sequence, while the latter
takes into account the multiplicity of each event type,
which raises the score of stateful attacks. In formulas:
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The output of the entropic filter is a list of abstract
attacks, each attack composed by a sequence of events.
The filter eliminated most of false positives. Now, the
attack identification module has to retrieve past attacks
similar to the attack that passed the filter. The retrieval can be achieved by means of an appropiate similarity function. In this paper, we propose the following
four:
Definition 1: Let Ic = hec,1 , . . . , ec,n i be the current
attack, let Ik = hek,1 , . . . , ek,n i be the attack of the k-th
case in the case memory, let T ype(Ic) and T ype(Ik ) be
the sequence of event types of Ic and Ik , respectively.
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Let nt (nt ) be the number of how many times the
event type
 t occurs in T ype(Ic ) (T ype(I
 k )). Let
1 if t ∈ T ype(Ic)
1 if t ∈ T ype(Ik )
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0 otherwise
0 otherwise
be boolean functions that are true when Ic (Ik respectively) has at least an event whose type is t. Let wt the
entropy of the event type t. Then:
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where
• NA = number of alert types in attack A
• nA (e) = number of alerts of type e in attack A
• α = multiplicity weight (0 < α < 1)
Filter module uses two different threshold parameters:
LT (low threshold) and HT (high threshold), for stateless and stateful attacks information level evaluation,
respectively. Attacks can be classified in attacks that
we can ignore (trivial attacks) and attacks that we must
take into account (serious attacks):
• I(A)low < LT
and I(A)high < HT ⇒ TRIVIAL
• I(A)low ≥ LT
⇒ SERIOUS (stateless)
• I(A)high ≥ HT
⇒ SERIOUS (stateful)
The filter passes to the next module (the attack recognizer module) only the serious attacks. The two
thresholds can be manually set by the security manager, or automatically set by the system. The filter
has two techniques to set the thresholds, a run-time
mode and a training mode. The first set the thresholds
everytime an attack occurs, basing of the difference between the informative content of the new attack and the
average informative content of the case memory. The
second set the thresholds each epoch; an epoch consists of a predefined (by the security manager) number
of attacks.
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shares with Ik . It is the ratio between the events that Ic
shares with Ik (with their multiplicity) over the number
of events in Ic . On the other hand, F2 (Ic , Ik ) depends
on the number of event types shared by Ic and Ik . In
other words, it considers one event per type. For example, let T ype(Ic ) = hA, B, B, Ci the current attack
and T ype(Ik ) = hA, B, C, Di the k − th attack in the
case memory, where A, B, C, D are the event types of
the corresponding events. When we apply F1 , we obtain 0.75, as result; otherwise, applying F2 we obtain
1. This is due to the fact that it counts each event type
once. Notice that, F3 (F4 ) is similar to F1 (F2 ), but it
also takes into account the entropy of each event type.
As a consequence, these functions have a discriminating
power better than F1 and F2 .
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has the abstract actions of the plan, the second column
has the related concrete action and the third column
has the preconditions. Indeed, the first two actions
aim to check the current process list comparing it with
a reliable list, in order to detect bad processes. In the
second column, we have the concrete actions for Windows OS and Linux OS. The system selects the second
one, because the machine runs a Linux OS. The same
process is applied to the other actions and the result
plan is in Figure 5. As we said our plans respect these
three phases suggested by CERT, but the adaptation
algorithm does not consider them.
When a new attack occurs, the retrieval module
searches for the closest past case in the case memory,
and returns its linked plan. This plan is related to the
similar attack, hence it is useful for the security manager: it consists of several advices to block the attack
and restore the normal status. The plan is executed
semi-automatically: before executing each action, the
system asks a confirmation to the security manager,
who can accept or deny the execution. If he denies the
execution, he can change the action correct and execute it. After the execution, the new case with the
correct plan are retained in the case memory: in this
way, the system learns from new cases to improve the
effectiveness.

Definition 2: Let Ic be the current attack, let
KB={I1 , . . . , Ih } be a set of past attacks, then
Simx (Ic , KB) = I ∈ KB is the most similar past attack of Ic (according to the similarity function Fx (., .)),
and it is defined as follows:
Fx (Ic , I) = max Fx (Ic , Ii )
Ii ∈KB

(3)

According to this definition, the procedure to find the
most similar past attack is based on pattern matching. When a new attack occurs, the pattern abstracted by this attack (i.e., the abstract sequence of
alerts) is compared with patterns in the case memory
(the abstract sequence of past alerts) until a match
is found. Consider the attack reported in Figure 2
and the case memory depicted in Figure 3. Let us
suppose to use F1 (., .) as similarity function, then
we obtain that F1 (Ic , Case1) = 0, F1 (Ic , Case2) =
0.5, F1 (Ic , Case3) = 0.67, and F1 (Ic , Case4) = 0.83.
Therefore, we select the attack Case4 as the most similar of the current one. On the other hand, applying
F2 (., .), we obtain F2 (Ic , Case1) = 0, F2 (Ic , Case2) =
0.5, F2 (Ic , Case3) = 0.67, and F2 (Ic , Case4) = 0.83 Finally, let us consider the weight in Figure 3. Applying
the other retrieval functions, we obtain F3 (Ic , Case1) =
0, F3 (Ic , Case2) = 0.44, F3 (Ic , Case3) = 0.63,
and F3 (Ic , Case4) = 0.88 and F4 (Ic , Case1) = 0,
F4 (Ic , Case2) = 0.44, F4 (Ic , Case3) = 0.63, and
F4 (Ic , Case4) = 0.88.

CONCLUSIONS
Our work deals with an incident response system and
the securiy manager activity. In this paper, we presented a tool for detecting and identifying complex attacks (a sequence of alerts that have the same goal),
presenting a semi-automatic response plan to the security manager.
It is an innovative system because it covers all the
phases of an attack response security system: from
identification to response. Attack identification has
been recognized as one of the most crucial activities,
if we want to have a possibility of responding appropriately to an attack (e.g., see [11], [4]). Obviously,
the attack identification process strongly depends on
the previous experience of the security manager, but
our system may help him with its identification system,
proposing appropriate response plans and automating
operations that can be.
Furthermore, every time a new attack is detected,
the security manager must learn it. This model of the
identification process relies on the observation that, as
can be noticed in the DARPA experiments [12], it is
infrequent to have twice the same attack, but it is very
common to have several “similar” attacks. These three
characteristics, experience-based reasoning, similaritybased retrieval and learning are the base of the proposed tool. Furthermore, our system is able to propose
response plans based on responsive actions adopted for
past similar attacks. Even if the kind of attack is new,
the system is still able to propose, to the security manager, a response plan. If this plan is evaluated as appropiate, it can also be retained to improve system
experience. Where it is possible, plans are automat-

RESPONSE PLAN
The response plans we have used for our experiments are compliant with CERT recommendation and
ISO17799. Indeed, each plan unfolds in three successive
phases: in the first phase it gathers details of the current attack (incident assessment); in the second phase
it improves the security of the network; in the last one
it restores the normal status. As we can see in Figure 5,
the first phase of the response plan extracts information
related to the current attack: the name of the process,
the numbers of the ports, the file that opens not reliable connections, etc. The second phase of the plan improves the security of the system, killing bad processes,
updating system and security tools, installing patches,
closing bad connections or suspicius ports, etc. Finally,
the third phase aims to reach a normal condition using
backup copies to restore services, software and files.
From the point of view of our system, the retrieved
response plan simply consists of a sequence of abstract
actions. Each abstract action must be translated in a
concrete action. In order to do that, for each abstract
action we have a set of concrete actions each of them
related to a given host, operating system, environment,
etc. Therefore, for each concrete action, we have appropiate preoconditions to be satisfied. In other words,
a concrete action can be used as translation of a given
abstract if and only if its preconditions are satisfied. As
a consequence, a concrete plan consists fo a sequence
of concrete actions with true preconditions. Let us explain this by an example. In Figure 4, the first column
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has the abstract actions of the plan, the second column
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ically executed, after the security manager validation.
From preliminary experiments done on the whole tool,
it arises that a tool based on the experience, and capable of learning, capturing what a security manager
usually does is quite hard to realize, but the preliminary results are promising. As future work, we will
present experimental results.
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ABSTRACT
This work presents a hybrid genetic algorithm (GA) for
solving the largest existing benchmark instances of the
capacitated vehicle routing problem (CVRP). The population of the algorithm is structured by following two
classical parallelization models for GAs: coarse- and
fine-grained. Indeed, the proposed model is a distributed
GA (coarse-grained) in which each island is a cellular GA
(fine-grained). It has been called PEGA (Parallel cEllular Genetic Algorithm). PEGA has been built on top of
ProActive and it has been executed on a grid platform
composed of more than 100 machines so as to reduce the
computation time. The results show that, for many of the
considered instances, PEGA improves the best results reported by any existing algorithm in the literature.

Depot

(a)

VRP

Depot

(b)

Fig. 1. The Vehicle Routing Problem consists in serving a set of geographically distributed customers (points) from a depot (a) using the
minimum cost routes (b)

In the recent history of VRP, a constant evolution exists in the quality of the methodology used for solving
the problem. These techniques comprise exact algorithms
as well as heuristic methods. However, due to the complexity of the problem, there is no exact method capable
of solving instances with more than 50 customers (Toth
and Vigo 2001; Golden et al. 1998). It is also clear
that generic heuristics cannot compete, in terms of solution quality, against current techniques such as those
described in (Toth and Vigo 2001; Cordeau et al. 2005),
which are specifically developed for solving VRP. Moreover, the potential search of some of these modern techniques, e.g. genetic algorithms (GAs), is not still fully
exploited, especially when combining them with effective local search mechanisms. All these considerations
could allow us to improve the search capability of a given
algorithm.

INTRODUCTION

The vehicle routing problem (VRP) (Dantzing and
Ramster 1959) lies in minimizing the cost of a fleet of
vehicles serving a set of customers from a unique depot (Fig. 1). Reducing this cost means minimizing the
number of used vehicles and the length of their routes as
well. This problem is of great interest due to two main
facts. On one hand, the VRP is very interesting from
an academic viewpoint because of its complexity (it is
an NP-hard problem (Lenstra and Kan 1981)), the constraints it includes, and the many different existing versions. On the other hand, it has a direct application to the
real world since it can be used by both large logistic enterprises and small local delivering companies. Indeed,
using computer methods in such a business could often
lead important cost savings to be reached. In many cases,
these savings mean 20% of the total cost of the product
(Toth and Vigo 2001).

This work is therefore focussed on GAs. Due to
their population-based approach, GAs are very suitable for parallelization because their main operations
(i.e., crossover, mutation, local search, and function
evaluation) can be performed independently on different individuals. As a consequence, the performance of
population-based algorithms is specially improved when
run in parallel. Two parallelizing strategies are especially
relevant for population-based algorithms: (1) parallelization of computation, in which the operations commonly
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Fig. 2. Panmictic (a), distributed (b), and cellular (c) GAs

applied to each individual are performed in parallel, and
(2) parallelization of population, in which the population is split in different parts, each one evolving in semiisolation (individuals can be exchanged between subpopulations). Among the most widely known types of structured GAs, the distributed (dGA) (or coarse-grain) and
cellular (cGA) (or fine-grain) algorithms are very popular
optimization procedures (see Fig. 2). The parallelization
of the population strategy is specially interesting since
it does not only allow to speed up the computation, but
also to improve the search capabilities of GAs (Alba and
Tomassini 2002; Cantú-Paz 2000).

CVRP (Li et al. 2005) and it is able to improve the best
known solutions computed by an optimization algorithm
for most of the studied instances.
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The paper is structured as follows. In the next section,
we mathematically define the CVRP problem. Next, we
describe PEGA, our proposal for solving large instances
of the CVRP. Finally, the parameterization of the algorithm, the benchmark used, and the results obtained, as
well as our conclusions and the main lines of future work
are given in the two last sections.

The paper is structured as follows. In the next section,
we mathematically define the CVRP problem. Next, we
describe PEGA, our proposal for solving large instances
of the CVRP. Finally, the parameterization of the algorithm, the benchmark used, and the results obtained, as
well as our conclusions and the main lines of future work
are given in the two last sections.

THE VEHICLE ROUTING PROBLEM
The VRP can be defined as an integer programming
problem which falls into the category of NP-hard problems (Lenstra and Kan 1981). Among the different variants of VRP we work here with the Capacitated VRP
(CVRP), in which every vehicle has a uniform capacity
of a single commodity. The CVRP is defined on an undi~ , E)
~ where V
~ = {v0 , v1 , . . . , vn } is
rected graph G = (V
~
~ , i < j} is an
a vertex set and E = {(vi , vj )/vi , vj ∈ V
edge set. Vertex v0 stands for the depot, and it is from
where m identical vehicles of capacity Q must serve all
the cities or customers, represented by the set of n vertices {v1 , . . . , vn }. We define on E a non-negative cost,
distance or travel time matrix C = (cij ) between customers vi and vj . Each customer vi has non-negative demand of goods qi and drop time δi (time needed to unload
~ , a route R
~i
all goods). Let be V~1 , . . . , V~m a partition of V
is a permutation of the customers in V~i specifying the order of visiting them, starting and finishing at the depot v0 .
~ i ={v0 , v1 , . . . , vk+1 }, where
The cost of a given route R
~
vj ∈ V and v0 = vk+1 = 0 (0 denotes the depot), is
given by:

We propose in this work a new parallel cGA called
PEGA (Parallel cEllular Genetic Algorithm). PEGA
adopts all the parallelization strategies described above:
the population is divided into several islands (dGA), the
population of each island being structured by following
the cellular model (cGA). Furthermore, each cGA implements a master/slave approach (parallelization of the
computation) in order to compute the most costly operations applied to their individuals. Periodically, cGAs exchange information (migration) with the goal of inserting
some diversity into their populations, thus avoiding them
falling into local optima. By using such structure in the
population, we keep a good balance between exploration
and exploitation, thus improving the capability of the algorithm to solve complex problems (Alba and Tomassini
2002; Alba and Dorronsoro 2007). Additionally, cGAs in
PEGA are hybridized with a local search method which
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heuristic methods like PEGA require a large amount of
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in which PEGA was developed because it is ultimately
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With this goal in mind, PEGA has been enabled to run
in grid computing platforms. This way, it has been implemented in ProActive (ProActive 2007), a Java GRID
middleware library for an easy programming in grid environments. ProActive provides mechanisms for creating and managing collaborating objects (called active objects) which can be executed on remote machines. The
remote access to an active object is carried out transparently by ProActive by using Java RMI.
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The main contribution of this work is therefore the
design of a new hybrid cGA which runs in parallel on
grid computing platforms. This algorithm has been used
to solve the largest known benchmark instances of the

PEGA is a parallel GA in which the population is structured at two levels and in two different ways. As it can
be seen in Fig. 3, the population is decentralized in a first
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solution). The local search method is explained below.
Finally, the best individual between the current and the
offspring is placed in the equivalent position of an auxiliary population (line 11).
Once the reproductive cycle is applied to all the individuals of the population, the current population is replaced by the auxiliary one (line 14) and we then calculate some statistics (line 15). This loop is repeated until a
termination condition is met.
Next, we detail some major issues concerning the implementation of the cGA used:

Cellular Genetic Algorithm
This section describes the cGA used in each island of
PEGA. Algorithm 1 shows its pseudocode. The population is structured in a 2D toroidal grid where a neighborhood structure is defined. The algorithm operates iteratively on each individual of the population (lines 3 and
4). The individuals can only interact with their nearby
neighbors (line 5) and the parents are therefore chosen
from the neighborhood of the current individual (line 6)
with a given criterion. The recombination and mutation
operators are applied in lines 7 and 8 with probabilities
Pc and Pm , respectively. After that, the resulting individual undergoes a local search phase (line 9), and next its
fitness value is computed (i.e., the cost of the represented

Individual representation. We have used GVR (Genetic Vehicle Representation) (Pereira et al. 2002) for encoding the individuals. GVR uses a permutation of integer numbers which contains both customers and route
splitters (delimiting different routes). Each route is composed of the customers between two route splitters in
the individual. No unfeasible individuals are allowed so
when either the maximum capacity of the vehicles or the
maximum route length are exceeded, a repair procedure is
executed so that it splits routes into two or more different
subroutes which do not violate any constraint. This repair
procedure is very fast and it also introduces a high level
of diversity into the population. This represents an important point since in our previous studies (not using GVR)
the population diversity was lost at the end of the evolution (Alba and Dorronsoro 2004; Alba and Dorronsoro
2007).
• Generation of the initial population. The individuals
of the initial population are randomly generated, and then
they are modified as shown in (Pereira et al. 2002) with
the goal of obtaining feasible solutions.
• Recombination operator. PEGA uses the generic
crossover originally proposed in (Pereira et al. 2002).
The main feature of this operator is to promote diversity
in the population. This is a very important feature since in
our previous experiences addressing this problem (Alba
and Dorronsoro 2007; Alba and Dorronsoro 2004; Alba
•

Algorithm 1 Pseudocode of a cGA
1: proc Steps Up(cga)
//Algorithm parameters in ‘cga’
2: while not Termination Condition() do
3: for x ← 1 to WIDTH do
4: for y ← 1 to HEIGHT do
5: n list←Get Neighborhood(cga,position(x,y));
6: parents←Selection(n list);
7: aux indiv←Recombination(cga.Pc,parents);
8: aux indiv←Mutation(cga.Pm,aux indiv);
9: aux indiv←Local Search(cga.Pl,aux indiv);
10: Evaluate Fitness(aux indiv);
11: Replacement(position(x,y),aux indiv,cga,aux pop);
12: end for
13: end for
14: cga.pop←aux pop;
15: Update Statistics(cga);
16: end while
17: end proc Steps Up;
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initially proposed in (Alba 1999).
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4). The individuals can only interact with their nearby
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with a given criterion. The recombination and mutation
operators are applied in lines 7 and 8 with probabilities
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splitters (delimiting different routes). Each route is composed of the customers between two route splitters in
the individual. No unfeasible individuals are allowed so
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maximum route length are exceeded, a repair procedure is
executed so that it splits routes into two or more different
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procedure is very fast and it also introduces a high level
of diversity into the population. This represents an important point since in our previous studies (not using GVR)
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• Generation of the initial population. The individuals
of the initial population are randomly generated, and then
they are modified as shown in (Pereira et al. 2002) with
the goal of obtaining feasible solutions.
• Recombination operator. PEGA uses the generic
crossover originally proposed in (Pereira et al. 2002).
The main feature of this operator is to promote diversity
in the population. This is a very important feature since in
our previous experiences addressing this problem (Alba
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//Algorithm parameters in ‘cga’
2: while not Termination Condition() do
3: for x ← 1 to WIDTH do
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Algorithm 2 Pseudocode of the recombination operator

Local search. The local search method applies up to
50 steps of 1-Interchange (Osman 1993) and then up to
50 steps of 2-Opt (Croes 1958) to each route of the solution reached by 1-Interchange. These values were set
after a tuning process. The 1-Interchange method lies in
interchanging a customer from a route by other customer
belonging to other route, or inserting a customer from a
route in a different route. On the other hand, 2-Opt always works on one single route. It removes two edges of
one route and connects the customers in the possible way
(see Fig. 6). Since these two local search methods are
deterministic, the search stops if no improvements have
been reached in one single step. This will allow us to
largely reduce the execution times.
•

// Let I1 and I2 be the chosen parents from the neighborhood;
Choose a random subroute SR = {a1 , . . . , an } de I2
Find the customer c ∈
/ SR geographically closest to a1
Remove all the customers from I1 that are included in SR
The offspring is obtained after inserting SR into the genetic material of I1 so
that a1 is placed just after c
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and Dorronsoro 2006), the entire population converges
towards the same local optimum many times. This operator is somewhat unusual because the newly generated
offspring does not only include genetic material from the
two parents but also random components, as shown in
Fig. 4. Algorithm 2 outlines the crossover operator used.
• Mutation. The mutation phase is composed of four
different mutation operators which are applied with different probabilities (only one of them is applied each
time), as proposed in (Pereira et al. 2002). Using
these four mutation procedures allows us to modify the
itinerary of a route, to move customers between routes,
and to add or remove routes. They are (see Fig. 5):
– Swap. It swaps the position of two randomly chosen
customers (belonging to the same route or not).
– Inversion. It reverses the visiting order of the customers between two randomly selected points of the permutation. In this case, all the customers must be in the
same route.
– Insertion. It selects a gene (either customer or route
splitter) and inserts it in another randomly selected place
of the same individual.
– Dispersion. It is similar to the Insertion operator, but
it is applied to a subroute (set of customers) rather than
to a single customer.

Swap
Original Ind. 1 2 3 4 5 6 7 8

Algorithm 2 Pseudocode of the recombination operator

d
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Fig. 6. The 2-Opt operator

EXPERIMENTATION
Recently, Li, Golden and Wasil presented in (Li et al.
2005) a new set of instances for the CVRP which are
mainly characterized by the high number of customers
used. This set of problems was called VLSVRP or Very
Large Scale VRP. The size of the proposed instances
in VLSVRP ranges between 560 and 1200 customers,
whereas the most widely used and accepted benchmarks
in the research community up to now were composed
of instances between 50 and 199 customers in the CMT
case (Christofides et al. 1979), or problems between 200
and 483 customers in (Golden et al. 1998). Some additional important characteristics of VLSVRP are: it has
been generated by using an instance generator, thus easing the creation of instances of larger size (the reader is
referred to (Li et al. 2005) for more details on the instance generator); the generated instances are geometrically symmetric with a circular pattern, which allows the
best solution to be visually estimated; and the instances
of the VLSVRP all include constraints on the maximum
length of the routes.
PEGA has been designed with the aim of being used
to solve the VLSVRP instances. Because of the complexity and large size of these problems, PEGA has been
executed on a grid composed of up to 125 heterogeneous
computers (PCs and Sun workstations/servers). The algorithm is implemented in Java, using ProActive to manage all the grid related issues. The parameterization of
PEGA used for the experiments is detailed in Table I.
Concretely, PEGA is composed of 4 islands arranged in
a unidirectional ring. Each island operates the cGA described above in Section , using a square toroidal grid of
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Estimated solution for VLS26 = 23977.74

New best solution for VLS26 = 23977.73

Fig. 7. New best solution for VLS26. Differences between the new and the previous solution can be noticed in the shadowed area
TABLE I: Parameterization used in PEGA
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in boldface). The table includes the name of the studied
instances, their sizes (number of customers to be served),
the best known solution for each instance (BNS) (Li et
al. 2005), the best and average solutions found by PEGA,
and the average execution time it takes. The fitness values
of the solutions represent the cost in terms of the global
distance traversed by the vehicles.

Islands: 100 Individuals (10 × 10)
Total: 400 Individuals (4 islands)
Neighborhood
NEWS
Parent Selection
Binary tournament + Current Individual
Recombination
generic crossover (Pereira et al. 2002), pc = 1.0
Swap (pint = 0.05),
Inversion (pinv = 0.1),
Mutation
Insertion (pins = 0.05),
and Dispersion (pdisp = 0.15)
Replacement
Replace if better
Local Search
1-Interchange + 2-Opt,
50 optimization steps each
Migration Frequency Every 104 evaluations
Stopping Condition
500,000 evaluations in each island
Population size

80
70
60

Time (h)

New best solution for VLS26 = 23977.73
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10 × 10 individuals. In the reproductive cycle, one parent is chosen by binary tournament in the neighborhood
of the current individual (this neighborhood is composed
of the individuals in the North, East, West, and South –
NEWS). The other parent is the current individual itself.
The two parents are always recombined (pc = 1.0) by using the generic crossover operator. The resulting individual undergoes mutation by one of the operators Swap, Inversion, Insertion, and Dispersion with probabilities 0.05,
0.1, 0.05, and 0.15, respectively (Pereira et al. 2002).
Next, the local search method is applied to the mutated
individual. As explained before, the method firstly executes 50 steps of 1-Interchange (exploring combinations
of customers among different routes) and then it applies
50 steps of 2-Opt so as to optimize separately each newly
generated route. The resulting offspring replaces the current individual in the population if the former has a better
fitness value than the latter.
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Fig. 8. Computation times of PEGA for different problem sizes

The values in Table II have been obtained after performing four independent runs of the smaller instances
(VLS21 to VLS25) and two independent runs of the remaining instances. This small number of independent
runs is due to the very long computational times required
by PEGA to solve the problem, which ranges from 10
hours for the smaller instances to 72 hours in the case of
VLS32. This is motivated by two main issues: (i) on one
hand, the local search is a very high computational demanding task, which grows almost exponentially with the
size of the solved instance; (ii) on the other hand, since
the optimal solution is unknown, the stopping condition
is to reach a preprogrammed number of function evaluations, and this number has to be large enough so that
PEGA shall be able to find or even overcome the best
known solution. Figure 8 shows an evolution of the computational times with the size of the instances. As it can
be seen, the grown curve of these times over the increasing problem size is more than linear.

In the proposed implementation, migration takes place
every 104 evaluations. At each migration operation,
the islands send their best individual to their immediate
neighbor. When a subpopulation receives a migrant, it
replaces the worst individual in the local population.
Table II presents the results of PEGA for the VLSVRP
benchmark (the best result for each instance is marked

It is remarkable the accurate results despite the low
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replaces the worst individual in the local population.
Table II presents the results of PEGA for the VLSVRP
benchmark (the best result for each instance is marked

It is remarkable the accurate results despite the low
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Fig. 9. PEGA vs. the state-of-the-art for solving the VLSVRP instances

number of independent runs which have been carried out.
Indeed, PEGA reaches the best known solution in 7 out
of the 12 studied instances. Furthermore, PEGA has been
able to improve the best known solution for VLS26. Even
though the difference is very small, they represent very
different solutions, as it can be seen in the shadowed area
of Fig. 7. We also want to note that the best known solutions for all the instances have been visually estimated
by using the geometric properties of the problems, and no
algorithm was able to find them up to this work. In the
case of the instances VLS22 and VLS27, the solutions
were found by different RTR (Record-To-Record) algorithms that were tried in the development phase of VRTR
(an enhanced version of RTR) (Li et al. 2005). However,
neither details on these algorithms nor references to related works are given in (Li et al. 2005) for further reading on this topic. In Table II, ORTR means Other RTR
algorithms.

it can be seen, PEGA gets equal or lower fitness values (better results) than cGA M/S for all the tested instances. Regarding the three VRTR versions, PEGA outperforms them in all the instances but VLS25, VLS27,
and VLS32. In Table III, we present the comparison
among the three VRTR algorithms taken from the literature (Li et al. 2005), PEGA, and cGA M/S. The comparison is made for all the problem instances in terms
of the difference (percentage) between the solution they
reported and the best known solution (best values are in
boldface). This value can be understood as a quality measure of the results obtained by the algorithms. From the
results, it is noticeable that PEGA is a more robust algorithm with respect to the other compared approaches
in the studied benchmark since it gets the best results
in 9 out of the 12 VLSVRP instances. Additionally,
PEGA obtains the best known solution in 7 instances,
solutions which have never been reached by any algorithm, as stated before. If we compare PEGA with the
cGA M/S we can notice that structuring the population in
two different levels (fine- and coarse-grained) is highly
beneficial versus using just one level of decentralization
(the fine-grained model of cGA M/S) for the tested problems. Indeed, PEGA outperforms our cGA M/S for all
the tested instances.

Figure 9 shows a comparison between the best solutions obtained by PEGA, a master/slave cGA (called cGA
M/S) with the same configuration used in the cGAs of
the islands of PEGA (except for the termination condition, which is set to 200,000 evaluations in this case),
and the three algorithms which are the state-of-the-art for
VLSVRP. These three algorithms are different parameterizations of VRTR proposed in (Li et al. 2005). As
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it can be seen, PEGA gets equal or lower fitness values (better results) than cGA M/S for all the tested instances. Regarding the three VRTR versions, PEGA outperforms them in all the instances but VLS25, VLS27,
and VLS32. In Table III, we present the comparison
among the three VRTR algorithms taken from the literature (Li et al. 2005), PEGA, and cGA M/S. The comparison is made for all the problem instances in terms
of the difference (percentage) between the solution they
reported and the best known solution (best values are in
boldface). This value can be understood as a quality measure of the results obtained by the algorithms. From the
results, it is noticeable that PEGA is a more robust algorithm with respect to the other compared approaches
in the studied benchmark since it gets the best results
in 9 out of the 12 VLSVRP instances. Additionally,
PEGA obtains the best known solution in 7 instances,
solutions which have never been reached by any algorithm, as stated before. If we compare PEGA with the
cGA M/S we can notice that structuring the population in
two different levels (fine- and coarse-grained) is highly
beneficial versus using just one level of decentralization
(the fine-grained model of cGA M/S) for the tested problems. Indeed, PEGA outperforms our cGA M/S for all
the tested instances.

Figure 9 shows a comparison between the best solutions obtained by PEGA, a master/slave cGA (called cGA
M/S) with the same configuration used in the cGAs of
the islands of PEGA (except for the termination condition, which is set to 200,000 evaluations in this case),
and the three algorithms which are the state-of-the-art for
VLSVRP. These three algorithms are different parameterizations of VRTR proposed in (Li et al. 2005). As
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The last row in Table III shows the average of the
differences between the solutions found by each algorithm and the best known solutions of the 12 VLSVRP
instances. As it can be seen, PEGA gets the lowest
(best) value among the four compared algorithms. Indeed, this value is half the value of the best VRTR approach (α = 1.0).
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CONCLUSIONS AND FUTURE WORKS
This work presents a very powerful algorithm for solving extremely hard instances of CVRP. The proposed algorithm, called PEGA, is a distributed GA with four islands, in which each island is in turn a cellular GA. The
population is therefore structured at two levels. Additionally, and because of the complexity of the studied instances, PEGA has been parallelized using ProActive so
that it can be executed on grid computing platforms. The
parallelization strategy used in each island follows a master/slave scheme as well.
PEGA has been compared against the algorithms of the
state-of-the-art for the benchmark of the CVRP which
comprises the largest instances, the set of problems
VLSVRP. As a result, PEGA not only was able to find
the best results in 9 out of the 12 instances, but also it
computed the best known solution for 7 instances (never
found before by any algorithm, but they have been visually estimated by using their geometric features). PEGA
also found a new best solution for the VLS26 instance.

The last row in Table III shows the average of the
differences between the solutions found by each algorithm and the best known solutions of the 12 VLSVRP
instances. As it can be seen, PEGA gets the lowest
(best) value among the four compared algorithms. Indeed, this value is half the value of the best VRTR approach (α = 1.0).
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that it can be executed on grid computing platforms. The
parallelization strategy used in each island follows a master/slave scheme as well.
PEGA has been compared against the algorithms of the
state-of-the-art for the benchmark of the CVRP which
comprises the largest instances, the set of problems
VLSVRP. As a result, PEGA not only was able to find
the best results in 9 out of the 12 instances, but also it
computed the best known solution for 7 instances (never
found before by any algorithm, but they have been visually estimated by using their geometric features). PEGA
also found a new best solution for the VLS26 instance.

As very near future work, we are working on increasing the number of independent runs of our experiments,
because we want to provide the results with statistical
confidence. We are also planing to reduce the computational times by increasing the size of our grid computing
platform as well as by improving the algorithm to make
it more efficient. In this second issue, our idea is to focus on developing new improved local search methods,
because it is the most computationally costly step of the
reproductive cycle.
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gorithm, and to efficiently share the global information. The algorithm has been applied to the flowshop scheduling problem, one of the hardest challenging problems in combinatorial optimization. Using the
new approach, the problem instance (50 jobs on 20 machines) has been optimally solved for the first time. The
method allows not only to improve the best known solution for the problem instance but it also provides a
proof of the optimality of the provided solution.
However, the new farmer-worker approach has a disadvantage: some nodes of the tree can be explored by
several B&B processes. To avoid this redundant work,
it is indispensable for the B&B processes to communicate and cooperate during the resolution. The approach thus must be deployed according to the (Peerto-Peer)P2P paradigm. The strategies of Napster [9]
and Gnutella [11] are the two main approaches used
in P2P systems. Unlike the approach of Gnutella, the
model of Napster requires minor modifications to adapt
the farmer-worker paradigm and to get a P2P deployment without a redundancy in the tree exploration.
To the best of our knowledge, the presented approach
in this paper is the first use of the Napster-like P2P
model for computing systems. The goal of the new
approach is to be as efficient as the farmer-worker approach, to avoid the redundancy in work during the
exploration of the B&B tree, and to prove that Napsterlike P2P model is efficient for computing systems. Unlike the farmer-worker approach, the Napster-like P2P
approach can be compared easily with the sequential
B&B since no node of the tree is visited more than one
time.
The rest of the paper is organized as follows. Section II and Section III give an overview of the B&B
algorithm, its parallelization, and related works. The
parallel approach proposed in [13] is described in Section III. Section V presents its implementation based
on the farmer-worker paradigm. In Section VI, we describe our new Napster-like P2P approach for the parallelization of the B&B algorithm. Section VII presents
the experiment performed on a bi-objective flow-shop
instance to evaluate the quality of the approach. Section VIII draws some conclusions and perspectives of
this work.

Abstract— The Branch and Bound (B&B) algorithm
is one of the most used methods to solve in an exact
way combinatorial optimization problems. In a previous article, we proposed a new approach of the parallel
B&B algorithm for distributed systems. This approach
is based on a new way to efficiently deal with some crucial issues met in distributed systems. The new method
is used to propose a parallilization of the B&B with the
farmer-worker paradigm. The obtained resluts show the
efficiency and the scalability of the approach.
However, the new farmer-worker approach has a disadvantage: some nodes of the B&B tree can be explored
by several B&B processes. To avoid this redundant
work, we propose a new approach based on the Napsterlike Peer-to-Peer(P2P) model. Validation is performed
by experimenting the approach on a bi-objective flowshop problem instance that has never been solved exactly. The obtained results, after 15 days on computation pool of about 2500 processors, belonging to 8 distinct
clusters, prove the efficiency of the proposed approach.
Indeed, the peer processors were exploited on average
to 99.3% while the index processor was exploited 0.01%.
Keywords— Branch and Bound, Parallel Computing,
Peer-to-Peer Computing, Flow-Shop Problem.

I. Introduction
Combinatorial optimization addresses problems for
which the resolution consists in finding the (near)optimal configuration(s) among a large finite set of
possible configurations. In practice, most of these problems are naturally NP-hard and complex. The Branch
and Bound (B&B) algorithm is one of the most popular methods to solve exactly this kind of problems.
This algorithm allows to reduce considerably the computation time required to explore all the solution space
associated with the problem being solved. However, the
exploration time remains considerable, and using parallel processing is one of the major and popular ways
to reduce it. Many parallel B&B approaches have been
proposed in the literature. A taxonomy of associated
parallel models is presented in [12]. Four models are
mainly identified and studied within the context of distributed computing. The parallel exploration of the
search tree is one the most used one.
[13] proposes a farmer-worker approach based on special coding of the explored tree and the work units.
These codings allow to optimize the dynamic distribution and check-pointing mechanisms on distributed
systems, to implicitly detect the termination of the alThis work is part of the CHallenge in Combinatorial Optimization (CHOC) project supported by the National French Research
Agency (ANR) through the Hign-Performance Computing and
Computational Grids (CIGC) programme.
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gorithm, and to efficiently share the global information. The algorithm has been applied to the flowshop scheduling problem, one of the hardest challenging problems in combinatorial optimization. Using the
new approach, the problem instance (50 jobs on 20 machines) has been optimally solved for the first time. The
method allows not only to improve the best known solution for the problem instance but it also provides a
proof of the optimality of the provided solution.
However, the new farmer-worker approach has a disadvantage: some nodes of the tree can be explored by
several B&B processes. To avoid this redundant work,
it is indispensable for the B&B processes to communicate and cooperate during the resolution. The approach thus must be deployed according to the (Peerto-Peer)P2P paradigm. The strategies of Napster [9]
and Gnutella [11] are the two main approaches used
in P2P systems. Unlike the approach of Gnutella, the
model of Napster requires minor modifications to adapt
the farmer-worker paradigm and to get a P2P deployment without a redundancy in the tree exploration.
To the best of our knowledge, the presented approach
in this paper is the first use of the Napster-like P2P
model for computing systems. The goal of the new
approach is to be as efficient as the farmer-worker approach, to avoid the redundancy in work during the
exploration of the B&B tree, and to prove that Napsterlike P2P model is efficient for computing systems. Unlike the farmer-worker approach, the Napster-like P2P
approach can be compared easily with the sequential
B&B since no node of the tree is visited more than one
time.
The rest of the paper is organized as follows. Section II and Section III give an overview of the B&B
algorithm, its parallelization, and related works. The
parallel approach proposed in [13] is described in Section III. Section V presents its implementation based
on the farmer-worker paradigm. In Section VI, we describe our new Napster-like P2P approach for the parallelization of the B&B algorithm. Section VII presents
the experiment performed on a bi-objective flow-shop
instance to evaluate the quality of the approach. Section VIII draws some conclusions and perspectives of
this work.

Abstract— The Branch and Bound (B&B) algorithm
is one of the most used methods to solve in an exact
way combinatorial optimization problems. In a previous article, we proposed a new approach of the parallel
B&B algorithm for distributed systems. This approach
is based on a new way to efficiently deal with some crucial issues met in distributed systems. The new method
is used to propose a parallilization of the B&B with the
farmer-worker paradigm. The obtained resluts show the
efficiency and the scalability of the approach.
However, the new farmer-worker approach has a disadvantage: some nodes of the B&B tree can be explored
by several B&B processes. To avoid this redundant
work, we propose a new approach based on the Napsterlike Peer-to-Peer(P2P) model. Validation is performed
by experimenting the approach on a bi-objective flowshop problem instance that has never been solved exactly. The obtained results, after 15 days on computation pool of about 2500 processors, belonging to 8 distinct
clusters, prove the efficiency of the proposed approach.
Indeed, the peer processors were exploited on average
to 99.3% while the index processor was exploited 0.01%.
Keywords— Branch and Bound, Parallel Computing,
Peer-to-Peer Computing, Flow-Shop Problem.

I. Introduction

II. Parallel B&B Algorithm

Combinatorial optimization addresses problems for
which the resolution consists in finding the (near)optimal configuration(s) among a large finite set of
possible configurations. In practice, most of these problems are naturally NP-hard and complex. The Branch
and Bound (B&B) algorithm is one of the most popular methods to solve exactly this kind of problems.
This algorithm allows to reduce considerably the computation time required to explore all the solution space
associated with the problem being solved. However, the
exploration time remains considerable, and using parallel processing is one of the major and popular ways
to reduce it. Many parallel B&B approaches have been
proposed in the literature. A taxonomy of associated
parallel models is presented in [12]. Four models are
mainly identified and studied within the context of distributed computing. The parallel exploration of the
search tree is one the most used one.
[13] proposes a farmer-worker approach based on special coding of the explored tree and the work units.
These codings allow to optimize the dynamic distribution and check-pointing mechanisms on distributed
systems, to implicitly detect the termination of the al-
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tributed memory systems, the parallel tree exploration
model is more suitable for these environments.

search space is associated a cost. Solving exactly a
combinatorial optimization problem consists in finding
the solution having the optimal cost. For this purpose,
the B&B algorithm is based on an implicit enumeration of all the solutions of the considered problem. The
search space is explored by dynamically building a tree
whose root node represents the problem being solved
and its whole associated search space. The leaf nodes
are the potential solutions and the internal nodes are
subspaces of the total solution space. The size of these
subspaces is increasingly reduced as one approaches the
leaves.

III. Related Works
Many parallel B&Bs on distributed computing systems are described in the literature. [12], [5] and [15]
present different parallel strategies for the B&B algorithm. On the distributed systems, the B&B algorithm is often deployed according to the master-slave
paradigm. The master manages the list of the not yet
explored nodes and distributes nodes to the slave machines. A slave machine receives one node only from the
master, explores the subtree of which the received node
is the root, and returns to the master all not explored
nodes. From a deployment to another, what change often is the condition of returning these nodes. In [3], a
slave machine returns all the not explored nodes after a
hundred seconds. In [1], a slave machine explores only
the son nodes of the received node, and returns the result to the master.
The best parallel efficiency recorded by [3], on a platform of 185 processors, is equal to 85.6%. This result
is obtained by exploiting on average only 17 processors during this test. While the best parallel efficiency
recorded by [1], on a grid of 128 processors, is equal
to 71%. Besides, [2] shows the limits of this paradigm
and the used load balancing strategy. [2] advises to
use to the hierarchical master-slave paradigm. However, by using 348 processors organized with hierarchical master-slave paradigm, the best parallel efficiency
obtained by [2] is about 33%.
[8] proposes an original P2P strategy. These strategy is
often referenced in the combinatorial optimization literature on distributed systems. However, the obtained
parallel efficiency are less of the one obtained in [3].
Indeed, [8] obtains 84.4% on a simulator of 100 processors.

The construction of such a tree and its exploration
are performed using four operators: branching, bounding, selection and elimination. The algorithm proceeds
in several iterations during which the best solution
found so far is progressively improved. The generated
and not yet treated nodes are kept in a list whose initial content is limited to only the root node. The four
operators intervene at each iteration of the algorithm.
The B&B makes it possible to reduce considerably the
computation time necessary to explore the whole solution space. However, this remains considerable and
parallel processing is thus required to reduce the exploration time.
In [12], four parallel models are identified for B&B
algorithms: (1) the parallel multi-parametric model, (2)
the parallel tree exploration, (3) the parallel evaluation
of the bounds, and (4) the parallel evaluation of a single
bound. The model (1) consists in launching simultaneously several B&B processes. These processes differ by
one or more operators, or have the same operators, but
parameterized differently. The trees explored in this
model are not necessarily the same. Model (1) guarantees the implicit exploration of the whole solution space.
Like model (1), model (2) also consists in launching
several B&B processes. However, all the processes in
model (2) are similar, and explore simultaneously the
same tree. Among the four models, this model is the
most popular and studied one. Unlike the two previous models, models (3) and (4) suppose the launching
of only one B&B process. They do not allow to parallelize the whole B&B algorithm as both models (1) and
(2) do, but they parallelize only the bounding operator. In model (3), each process evaluates the bounds
of a distinct pool of nodes, while in model (4) a set
of processes evaluate in parallel the bound of a single
node.

IV. Fold-Unfold Approach
The proposed approach in [13] is based on the parallel
tree exploration model with a depth first search strategy. This approach is focused on the list of active nodes.
The B&B active nodes are those generated but not yet
treated. During a resolution, this list evolves constantly
and the algorithm stops once it becomes empty. Any
list of active nodes covers a set of tree nodes. This set
is made up by all nodes which can be explored from a
node of this active list. The principle of the approach
is based on the assignment of a number to each node
of the tree. The numbers of any set of nodes, covered
by a list of active nodes, always form an interval. The
approach thus defines a relation of equivalence between
the concept of list of active nodes and the concept of
interval. So, it is possible to deduce a list of active
nodes from an interval, and an interval from a list of
active nodes. As its size is reduced, the interval is used
for communications and check-pointing, while the list
of active nodes is used for exploration.
In order to pass from one concept to the other, the approach defines two additional operators: the fold opera-

In [12], an analysis of these different parallel models
is presented within the context of distributed computing systems. Distributed systems in general, and P2P
systems in particular, exploit the resources of a great
number of machines. These resources can be processors, memories or others. A distributed system aims at
giving the illusion of a very powerful virtual machine. It
makes it possible to solve problems which require very
long execution time. Since distributed systems are dis-
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tor and the unfold operator. The fold operator deduces
an interval from a list of active nodes, and the unfold
operator deduces a list of active nodes from an interval.
V. Farmer-Worker Parallel Approach
Fold and Unfold operators can be used for the parallelization of the B&B according to different parallel
paradigms. In [13], the selected paradigm is the farmerworker one. In this paradigm, only one host plays the
role of the farmer, and all the other hosts play the role
of a worker. This paradigm is relatively simple to be
used. Its major disadvantage is that the farmer can
constitute a bottleneck. However, communicating and
handling intervals instead of list of active nodes make
it possible to reduce the communication costs and the
farmer work. This paradigm is thus selected in [13] to
test the fold-unfold approach. The goal is to show that
the approach makes it possible to push the limit of this
paradigm as for the bottleneck, and to have thus a more
scalable approach.
In the adopted farmer-worker approach, the workers
host as many B&B processes as they have processors,
and the farmer hosts the coordinator. Each B&B process explores an interval of node numbers, and manages
local solution set. To get a work, a B&B process obtains an interval from the coordinator, deduces a list
of nodes from this interval using the unfold operator,
and explores this node list. To do a check-point, a
B&B process deduces an interval from the list of not
treated nodes using the Fold operator, and communicates this interval to the coordinator. The cost of the
fold and unfold operators are infinitely negligible compared to the time devoted to exploring the B&B tree.
On the other hand, the coordinator keeps a copy of all
the not yet explored intervals, and manages global solution set. The copies of the intervals are kept in a set
noted IN T ERV ALS, and the solutions of the global
solutions in another set noted SOLU T ION S. Fig. 1
gives an example with three B&B processes and a coordinator. In this example, three intervals are being
explored, and the fourth one is waiting for a free available B&B process.

the workers. They suppose that they are likely to break
down and not necessary dedicated. Consequently, these
processes are fault tolerant and are launched according
to the cycle stealing model. The only assumption of the
coordinator about the farmer is that it can fail. The
coordinator manages only the possible failures of the
farmer.
The approach presented in [13] has been implemented
following a large scale idle time stealing paradigm
(Farmer-Worker). It has been experimented on a flowshop problem instance (T a056) that has never been
optimally solved. The new algorithm allowed to realize a success story as the optimal solution has been
found with proof of optimality, within 25 days using
about 1900 processors belonging to 9 Nation-wide distinct clusters (administration domains). During the
resolution, the worker processors were exploited with
an average of 97% while the farmer processor was exploited only 1.7% of the time. These two rates are
good indicators on the efficiency of this approach and
its scalability.
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gives an example with three B&B processes and a coordinator. In this example, three intervals are being
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However, the presented farmer-worker approach in
[13] has a disadvantage: some nodes of the tree can be
explored by several B&B processes. Let [A,B[ an interval being explored by a holder B&B process, and [A’,B’[
its copy in the coordinator. As explained in [13], the
interval [A’,B’[ can be divided into two intervals [A’,C[
and [C,B’[. This occurs after a request from requesting
B&B process. After this division, [C,B’[ is explored by
the requesting process, while the holder process continues the exploration of [A,B[. However, [C,B’[ and
[A,B[ are not completely disjoint. Consequently, the
same nodes of the tree can be explored by the two processes.
To avoid this redundant treatment, it is indispensable for requesting and holder processes to coordinate
their intervals. Before beginning the exploration of
the received interval, the requesting process must make
sure that the two intervals are disjoint. It is essential
to requesting process to contact the process holder in
order to refine the division. The holder process is then
given the responsibility to determine the intervals that
each of the two processes must explore. This is done
by the intersection and subtraction operators. These
two operators are noted ∩ and \, respectively. The
equations (1) and (2) define them.
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In addition to balancing the load between B&B processes, other problems must be taken into account. Indeed, the B&B processes make two assumptions about

Let [A,B[ the interval of the holder process, and [C,D[
the received interval by the requesting process. The
holder process proceeds in two stages. First, it subtracts from [C,D[ the already explored interval by the
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holder process. Then, it subtracts [A,B[ from the given
interval to the requesting process. In other words,
[C, D[ and [A, B[ become equal to [C, D[∩[A, B[ and
[A, B[\[C, D[, respectively. Once this new division finished, both intervals obtained are completely disjoint,
and both processes can continue the exploration of their
interval. This new strategy thus ensures that no nodes
is explored twice.
Unlike the previous approach, this new approach supposes that a B&B process can be contacted by another
B&B process. Indeed, the B&B processes send requests
to the coordinator and to the other B&Bs processes,
and can receive requests from any B&B process. The
approach thus must be deployed according to the P2P
paradigm. In this new approach, a peer hosts as many
B&B processes it has processors. The intervals constitute the handled resources. In a P2P deployment,
one important issue must be taken into account: the
resource discovery and their routing.
The resource discovery consists in identifying the
peer able to provide the required resource. As indicated in [4], the strategies of Napster [9] and Gnutella
[11] are the two main approaches used in P2P systems.
In Naspter, the resource discovery is centralized, and
based on an index peer which stores the peer-resource
relations. When a peer seeks a resource, it obtains from
the index the address of the peer having this resource.
Unlike the centralized strategy of Napster, the resource discovery in Gnutella is completely distributed.
In Gnutella, a peer is connected only by its neighbors. They are logical neighbors and the set of connections forms logical topologies. To find a resource, a
peer broadcast a message to its neighbors in this logical topology. The request is propagated by a neighbor
to its own neighbors. A peer, which receives the request and which has the required resource, does not
propagate the message, and returns the resource to the
requesting peer.

exploration. The coordinator process plays the role of
index, and the worker processes the role of the peers. In
the farmer-worker paradigm, the coordinator returns to
a worker an interval. In this new strategy, the index returns to a peer the resource and the address of the peer
which holds this resource. As already explained, this
resource is an interval. Then, the requesting peer contacts the holder peer of the received interval in order to
make disjoint the intervals of the holder and requesting
peers.

Fig. 3. Resource discovery in Gnutella

VII. Experimentation
A. Bi-objective permutation ow-Shop problem
The flow-shop problem is one of the numerous
scheduling multi-objective problems [14] that has received a great attention given its importance in many
industrial areas. The problem can be formulated as
a set of N jobs J1 , J2 , . . . , JN to be scheduled on M
machines. The machines are critical resources as each
machine can not be simultaneously assigned to two
jobs. Each job Ji is composed of M consecutive tasks
ti1 , . . . , tiM , where tij designates the j th task of the job
Ji requiring the machine mj . To each task tij is associated a processing time pij , and each job Ji must be
achieved before a due date di .
The problem being tackled here is the bi-objective permutation flow-shop problem where jobs must be scheduled in the same order on all the machines. Therefore, two objectives have to be minimized: (1) Cmax :
makespan (Total completion time), (2) T : total tardiness. The task tij being scheduled at time sij , the two
objectives are NP-hard[7][10], and can be formulated
as follows:
Cmax = M ax{siM + piM |i ∈ [1 . . . N ]}
PN
T = i=1 [max(0, siM + piM − di )]

Fig. 2. Resource discovery in Napster

To deploy the B&B, our approach is based on the resource discovery model of Napster. Unlike the approach
of Gnutella, the model of Napster requires minor modifications to adapt the farmer-worker paradigm, and to
get a P2P deployment without a redundancy in the tree

The application of the proposed approach to the flowhop problem has been experimented on one of the instances proposed by [6]. More exactly, it is an instance
generated for problems of 50 jobs on 5 machines in
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which only the makespan1 is considered. The instance
has been extended with the tardiness2 as the second
objective. Such instance has never been solved exactly
in its bi-objective formulation.

These check-point operations have allowed the fault
tolerance mechanism to face the thousands of failures
which have occurred. Indeed, more than 150 thousand
failures of the peers and 31 failures of the index were
recorded.
The peer processors were exploited on average to
99.3% while the index processor was exploited 0.01%.
These two rates are good indicators on the parallel efficiency of this approach and its scalability. In a Napsterlike P2P paradigm, a good approach must maximize
the exploitation rate of the peer processors and must
minimize the exploitation rate of the index processor.

B. The experimentation platform
The method is tested on the computational pool detailed in Table I. It is made up of approximately 2, 500
processors belonging to 8 clusters. These clusters belong to Grid’50003 . Grid’5000 is a Nation-wide experimental grid composed by 9 clusters distributed over
several French universities (Bordeaux, Grenoble, Lille,
Nancy, Orsay, Rennes, Sophia, Toulouse). The eight
exploited clusters are those of Bordeaux, Lille, Nancy,
Orsay, Rennes, Sophia, Toulouse. All the machines
of Grid’5000 are dedicated bi-processors, and interconnected by the Ethernet Gigabit, using RENATER4
nation-wide network.
CPU model Cluster
AMD 2.2
Bordeaux
Xeon 3.0
AMD 2.2
Lille
AMD 2.6
AMD 2.0
Lyon
AMD 2.4
AMD 2.0
Nancy
Xeon 1.6
AMD 2.0
Orsay
AMD 2.4
AMD 2.2
Rennes
AMD 2.0
AMD 2.0
AMD 2.2
Sophia
AMD 2.6
AMD 2.2
Toulouse
Total

Running wall clock time
Total CPU time
Average number of peers
Maximum number of peers
Number of explored nodes
Index check-point operations
Peer check-point operations
Peer failures
Index failures
Peer CPU exploitation
Index CPU exploitation

Number of CPU
2x58
2x43
2x53
2x46
2x56
2x70
2x47
2x120
2x216
2x126
2x64
2x100
2x74
2x56
2x50
2x58
2,474

15 days
26 years
655
1,606
6,782,787,073
698
4,581,950
169,141
31
99.3%
0.01%

TABLE II: The computation statistics

VIII. Conclusions and Future Works
Solving exactly large instances of combinatorial optimization problems requires a huge amount of computational resources. Parallel Branch and Bound(B&B) algorithms based on the parallel exploration of the search
tree have successfully been applied to solve these problems. However, experiments are often limited to few
tens of processors. Designing and implementing B&B
algorithms for a large scale computational distributed
systems is a great research challenge as several crucial
issues must be tackled. In [13], we have proposed a new
B&B algorithm with new approaches allowing to efficiently tackle the problems met in distributed systems.
The approach consists in an efficient coding associated
with the explored tree and work units (collections of
nodes). The approach has been implemented following
a large scale idle time stealing farmer-worker paradigm.
The obtained resluts show the efficiency and the scalability of the approach.
However, the new farmer-worker approach has a disadvantage: some nodes of the B&B tree can be explored
by several B&B processes. To avoid this redundant
work, we propose a new approach based on the Napsterlike Peer-to-Peer(P2P) model. Validation is performed
by experimenting the approach on a bi-objective flowshop problem instance that has never been solved exactly. The obtained results, after 15 days on a computation pool of about 2500 processors, belonging to
8 distinct clusters, prove the efficiency of the proposed
approach. Indeed, the peer processors were exploited
on average to 99.3% while the index processor was exploited 0.01%. These two rates are good indicators on

TABLE I: The computational pool

C. Experimental results
After about 15 days of computation, the experiment
did not make it possible to solve the instance. However, the recorded statistics seem enough to evaluate
the quality of the approach. Table II summarizes the
most important statistics recorded during the resolution. The experiment lasted approximately 15 days,
with an average of 655 processors, a maximum of 1, 606
available processors, and a cumulative computation
time of about 26 years. About 7 billion nodes were
explored.
As Table II indicates, more than 4 million checkpoint operations were done by the B&B processes, while
the index did its check-point about 7 hundred times.
1 http://www.eivd.ch/ina/Collaborateurs/etd/default.htm
2 http://www.lifl.fr/OPAC/
3 http://www.grid5000.fr
4 http://www.renater.fr
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the parallel efficiency of this approach and its scalability. To the best of our knowledge, the presented approach is the first use of the Napster-like P2P model for
computing systems. The new approach is as efficient as
the farmer-worker approach, avoid the redundancy in
work during the exploration of the B&B tree, and prove
that Napster-like P2P model is efficient for computing
systems.
Unlike the farmer-worker approach, the Napster-like
P2P approach can be compared easily with the sequential B&B since no node of the tree is visited more than
one time. We plan to study the variation of efficiency
according to the number of peers. It is also planned to
use the approach with an other P2P paradigm to push
far the scalability limits of the Napster-like P2P model.
The objective is to exploit more and more processors
and to solve more and more complex instances.
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tion dissemination each single node can achieve. This
finally motivates the objective of evoking small-world
properties in such settings.

Abstract— Multi-hop ad-hoc networks allow establishing local groups of communicating devices in a selforganizing way. However, in a global setting such networks fail to work properly due to network partitioning.
This means that users locally interacting could eventually spread and move away from each other and consequently loose their connections. Considering that devices are capable of communicating both locally (e.g.
using Wi-Fi or Bluetooth) and additionally with remote
devices (e.g. using GSM/UMTS links) the objective of
our work is to optimize the way of inter-linking multiple network partitions. To this end we rely on smallworld network properties, that consist in using special
attributes like the clustering coefficient and the characteristic path length. In this paper we investigate the use
of a distributed Cooperative Coevolutionary Genetic Algorithm (CCGA) and compare its performance to a generational and a steady state genetic algorithm (genGa
and ssGA) for optimizing one instance of this topology
control problem and present initial evidence of its capacity to solve it.

In order to optimize those parameters (maximizing
γ, minimizing L) and to minimize the number of required bypass links in the network, we relied on Evolutionary Algorithms (EAs) [2] and more specifically
on a distributed Cooperative Coevolutionary Genetic
Algorithms (GA) [3] using Dafo, our distributed agent
framework for evolutionary optimization. CCGA has
already proved its ability for solving complex real-world
problems [4]. We start by investigating the kind of evolution step more amenable to our problem by comparing the performance of a distributed CCGA, to both
generational [5] and steady-state [6] GAs on a basic
instance of a partitioned ad-hoc network.
The remainder of this paper is organized as follows. In the next section we give a detailed view on
CCGA. Section III introduces Dafo, our distributed
agent framework for evolutionary optimization. Then
in Section IV, we provide details on the injection network problem; we address as well several small-world
properties. In Section V presents the experiments and
analyzes the results. The last section contains our conclusions and perspectives.

I. Introduction
Multi-hop ad-hoc networks are networks composed
of communicating devices capable of spontaneously interconnecting without any pre-existing infrastructure.
The most popular wireless networking technologies
available nowadays for building such networks are Bluetooth and IEEE802.11 (Wi-Fi). Devices in range to one
another communicate in a point-to-point fashion. But
such ad-hoc networks are intrinsically dynamic. Due
to their limited transmission range, such networks face
partitioning problems that penalizes their global efficiency. In real scenarios, one or more additional remote
links have to be created to keep connected the different
clusters of locally interacting users that dynamically
move.
In this paper we consider the problem of optimizing
the addition of such long-range links (e.g. GSM, UMTS
or HSDPA) that are also called bypass links to interlink network partitions. To tackle this topology control
problem, we use small-world properties as indicators for
the good set of rules to maximize inter-link efficiency.
Small-world networks [1] feature a high clustering coefficient (γ) while still retaining a small characteristic
path length (L). A small path length corresponds to
fewer hops, which is of importance for effective routing
mechanisms as well as for the overall communication
performance of the entire network. The clustering coefficient represents the connectivity in the neighborhood
of each node and thus reflects the degree of informa-

II. Coevolutionary algorithms
As for the ”classical” genetic algorithm, the concept
of coevolutionary algorithms comes from the biological observations [7]. Indeed, the nature is composed
of several species that coevolve. And instead of evolving a population of similar individuals (like in classical
Genetic Algorithms) representing a global solution, we
consider the coevolution of subpopulations of individuals representing specific parts of the global solution. In
the following subsections, we introduce CCGA, a Cooperative Coevolutionary Genetic Algorithms [3]. This
algorithm was already applied (cf. [8]) for parallel and
distributed optimization of a number of test functions
known in the area of evolutionary computation. It was
demonstrated that coevolutionary algorithms outperform a sequential GA. In the present article, we consider optimizing the Injection Networks problem by applying this cooperative coevolutionary algorithm.
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finally motivates the objective of evoking small-world
properties in such settings.

Abstract— Multi-hop ad-hoc networks allow establishing local groups of communicating devices in a selforganizing way. However, in a global setting such networks fail to work properly due to network partitioning.
This means that users locally interacting could eventually spread and move away from each other and consequently loose their connections. Considering that devices are capable of communicating both locally (e.g.
using Wi-Fi or Bluetooth) and additionally with remote
devices (e.g. using GSM/UMTS links) the objective of
our work is to optimize the way of inter-linking multiple network partitions. To this end we rely on smallworld network properties, that consist in using special
attributes like the clustering coefficient and the characteristic path length. In this paper we investigate the use
of a distributed Cooperative Coevolutionary Genetic Algorithm (CCGA) and compare its performance to a generational and a steady state genetic algorithm (genGa
and ssGA) for optimizing one instance of this topology
control problem and present initial evidence of its capacity to solve it.

In order to optimize those parameters (maximizing
γ, minimizing L) and to minimize the number of required bypass links in the network, we relied on Evolutionary Algorithms (EAs) [2] and more specifically
on a distributed Cooperative Coevolutionary Genetic
Algorithms (GA) [3] using Dafo, our distributed agent
framework for evolutionary optimization. CCGA has
already proved its ability for solving complex real-world
problems [4]. We start by investigating the kind of evolution step more amenable to our problem by comparing the performance of a distributed CCGA, to both
generational [5] and steady-state [6] GAs on a basic
instance of a partitioned ad-hoc network.
The remainder of this paper is organized as follows. In the next section we give a detailed view on
CCGA. Section III introduces Dafo, our distributed
agent framework for evolutionary optimization. Then
in Section IV, we provide details on the injection network problem; we address as well several small-world
properties. In Section V presents the experiments and
analyzes the results. The last section contains our conclusions and perspectives.

I. Introduction
Multi-hop ad-hoc networks are networks composed
of communicating devices capable of spontaneously interconnecting without any pre-existing infrastructure.
The most popular wireless networking technologies
available nowadays for building such networks are Bluetooth and IEEE802.11 (Wi-Fi). Devices in range to one
another communicate in a point-to-point fashion. But
such ad-hoc networks are intrinsically dynamic. Due
to their limited transmission range, such networks face
partitioning problems that penalizes their global efficiency. In real scenarios, one or more additional remote
links have to be created to keep connected the different
clusters of locally interacting users that dynamically
move.
In this paper we consider the problem of optimizing
the addition of such long-range links (e.g. GSM, UMTS
or HSDPA) that are also called bypass links to interlink network partitions. To tackle this topology control
problem, we use small-world properties as indicators for
the good set of rules to maximize inter-link efficiency.
Small-world networks [1] feature a high clustering coefficient (γ) while still retaining a small characteristic
path length (L). A small path length corresponds to
fewer hops, which is of importance for effective routing
mechanisms as well as for the overall communication
performance of the entire network. The clustering coefficient represents the connectivity in the neighborhood
of each node and thus reflects the degree of informa-

II. Coevolutionary algorithms
As for the ”classical” genetic algorithm, the concept
of coevolutionary algorithms comes from the biological observations [7]. Indeed, the nature is composed
of several species that coevolve. And instead of evolving a population of similar individuals (like in classical
Genetic Algorithms) representing a global solution, we
consider the coevolution of subpopulations of individuals representing specific parts of the global solution. In
the following subsections, we introduce CCGA, a Cooperative Coevolutionary Genetic Algorithms [3]. This
algorithm was already applied (cf. [8]) for parallel and
distributed optimization of a number of test functions
known in the area of evolutionary computation. It was
demonstrated that coevolutionary algorithms outperform a sequential GA. In the present article, we consider optimizing the Injection Networks problem by applying this cooperative coevolutionary algorithm.

Proceedings 21st European Conference on Modelling and Simulation
Ivan Zelinka, Zuzana Oplatková, Alessandra Orsoni ©ECMS 2007
ISBN 978-0-9553018-2-7 / ISBN 978-0-9553018-3-4 (CD)
772

Species 1

Species 2

Algorithm 1: CCGA
gen = 0
foreach speciess do
P ops (gen) = randomly initialized population
evaluate fitness of each individual in P ops (gen)
end
while termination condition = f alse do
gen = gen + 1
foreach speciess do
select P ops (gen) from P ops (gen − 1) based on
fitness
apply genetic operators to P ops (gen)
evaluate fitness of each individual in P ops (gen)
end
end

GA

EA

Species 3

GA

Species 4

Population

Population

Merge
Partial
Solutions
Representative

EA

Population

Representative

Population

Solution
to be
evaluated

Representative

Representative

Fitness

Domain
Model

Fig. 1. Potter and De Jong’s CCGA architecture

Species 1

Species 2

Algorithm 1: CCGA
gen = 0
foreach speciess do
P ops (gen) = randomly initialized population
evaluate fitness of each individual in P ops (gen)
end
while termination condition = f alse do
gen = gen + 1
foreach speciess do
select P ops (gen) from P ops (gen − 1) based on
fitness
apply genetic operators to P ops (gen)
evaluate fitness of each individual in P ops (gen)
end
end

GA

EA

Species 3

GA

Species 4

Population

Population

Merge
Partial
Solutions
Representative

EA

Population

Representative

Population

Solution
to be
evaluated

Representative

Representative

Fitness

Domain
Model

Fig. 1. Potter and De Jong’s CCGA architecture

III. Distributed Agent-based evolutionary
computation

A. CCGA

We consider the opportunity to embed our players
into software agents what is a convenient and elegant
way to benefit from existing software infrastructure.
Indeed using a multi-agent framework like Madkit [9]
leverages us of writing low-level agent interaction behaviors and highly simplifies the agents distribution.
Since its introduction in the 70’s, the agent technology has become synonymous with advanced computer
software. The nature of real world problems has lead
to the evolution of multi-agent systems in Distributed
Artificial Intelligence (DAI). In this case each aspect of
a problem is under the control of an agent and all the
agents in the system interact to generate a global solution. In the proposed approach, the agent environment
is composed of other evolving agents. In this article we
choose Evolutionary Algorithms for modelling agents
intelligence and the concept of agents organization for
modelling agents interactions.

Cooperative (also called symbiotic) coevolutionary
genetic algorithms (CCGA) involve a number of independently evolving species which together form complex structures, well-suited to solve a problem. The
fitness of an individual depends on its ability to collaborate with individuals from other species. In this
way, the evolutionary pressure stemming from the difficulty of the problem favors the development of cooperative strategies and individuals. Potter and DeJong
[3] developed a model in which a number of populations explore different decompositions of the problem.
In Potter’s system, each species represents a subcomponent of a potential solution. Complete solutions are
obtained by assembling representative members of each
of the species (populations). The fitness of each individual depends on the quality of (some of) the complete
solutions it participated in, thus measuring how well it
cooperates to solve the problem. The evolution of each
species is controlled by a separate, independent evolutionary algorithm. In the initial generation (t=0) individuals from a given subpopulation are matched with
randomly chosen individuals from all other subpopulations. A fitness for each individual is evaluated, and
the best individual in each subpopulation is found. The
process of cooperative coevolution starts form the next
generation (t=1). For this purpose, in each generation
a cycle of operations is repeated in a round-robin fashion. Only one current subpopulation is active in a cycle,
while the other subpopulations are frozen. All individuals from the active subpopulation are matched with the
best values of frozen subpopulations. When the evolutionary process is completed a composition of the best
individuals from each subpopulation represents a solution of a problem. Figure 1 shows the general architecture of Potter’s cooperative coevolutionary framework,
and the way each evolutionary algorithm computes the
fitness of its individuals by combining them with selected representatives from the other species. Potter’s
methods have also been used or extended by other researchers, for instance Eriksson and Olsson [4] have
used a cooperative coevolutionary algorithm for inventory control parameter optimization.

The concept of a ”computational agent” becomes increasingly important in computer science, representing
a new level of abstraction for software design. Distributed artificial intelligence/multi-agent systems are
typically applied in two ways. In the first, the problem domain is itself distributed, e.g. telecommunications routing, and as such the multi-agent paradigm is
a natural ”fit” since each aspect of the system can be
attributed to an agent. In the second, complex tasks
are divided into multi-aspect problems to allow for the
construction of a solution through the combination of
a number of simpler (in respect to the global task) interacting agents. New issues arise when evolutionary
computation is applied to the multi-agent paradigm.
In these systems evolutionary algorithms must adapt
to dynamic problem spaces, where changes are caused
by the interactions of the agents in the environment of
the global system. Agents evolve in a dynamic environment composed of other agents.
The use of evolutionary computing techniques in systems containing many interacting agents/entities goes
back to the earliest days of experiments in machine intelligence. For example, Barricelli [10] used an abstract
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results and provide as output the global solution found.
Using Dafo makes juggling with the different versions
of GAs easy. For instance, to use CCGA in distributed
mode, it is sufficient to add the IP address and the
port of the Node 1 and the total number of nodes in
the configuration file.
IV. The Problem
This section introduces the injection network optimization problem using small-world properties. We
first provide the reader with a definition of the injection
network concept. Next we give details on what defines
a small-world graph in this context.

A. Framework Architecture
By providing a minimum of Java code concerning his
optimization problem and a simple XML configuration
file, the designer is capable of optimizing its function
using various GAs that are generational GA, steady
state GA and CCGA (that can be distributed). The
XML file is used as an input file by the Organizer Agent
for specifying information about the genetic algorithm,
its parameters and information concerning the distribution if required.
Figure 2 represents a simple example of a distributed
instance of Dafo on 3 different computers. Computers
2 and 3 run a Slave Scheduler Agent that first sends
message 1 (which contains the IP address of Computer
1) to the Communicator Agent running in the Madkit
platform’s kernel in order to connect to Computer 1
(represented by message 2). As soon as all Communicators have established a connection with the Communicator of Computer 1, one agent can communicate
with any other agent, no matter on which computer
it is (i.e. the computers are fully connected). Consequently, after this connection, all the other agents
can communicate in a fully transparent way. Once all
nodes are connected, the Master Scheduler sends message 3 that contains parameters (topology, population
size, crossover operator, etc.) that will be used to instantiate the Evolutionary Agents (running a Simple
GA), as represented by message 4. The Evolutionary
Agents can freely communicate with each other according to the CCGA architecture (as presented in Figure
1 and will send their partial solutions (message 4) to
the Observer Agent that is in charge of merging those

A. Injection Networks
Due to several difficult (and practical) challenges
that are inherent to mobile multi-hop ad-hoc networks,
some past work advises the utilization of hybrid wireless networks, where a fixed infrastructure supports a
higher connectivity among several clusters of ad hoc
networks and avoids network partitioning [11] [12] [13].
However such a hybrid wireless network is often not
feasible, because of economical and implementation issues. Alternatively, an infrastructureless setting is of
interest where problems of restricted geographical regions are avoided. Helmy [14] focuses on long-range
links for which the objective is to reduce the number of
queries during the search for a given target node. Another approach introduces base stations to increase connectivity in ad hoc networks [15], thus realizing global
reachability. Watts [1] introduces a spatially defined
link, called global edge, with length-scaling properties
to include spatial models in his investigations. Some
approaches extend standard ad-hoc network models, by
considering two different transmission ranges [16] [17],
e.g. small distance Bluetooth links along with higher
distance Wi-Fi links. Our initial motivation for the
current investigation is based on the assumption that
technologies like Bluetooth and Wi-Fi can be used to
create ad-hoc communication links within the transmission range at no charge. Additional cellular network
links such as GSM/UMTS/HSDPA might be employed
by appropriately equipped devices to establish supple-
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of cooperative entities, based in the idea of ”symbiogenesis”, the evolution of complexity by the bringing
together of previously autonomous entities. However,
nowadays most of coevolutionary computing consists
of systems in which agents roles are predetermined
as being either competitive or cooperative or a mixture of the two, i.e. agents are assigned particular
tasks within the global system. Distributed problem
solving by a multi-agent system represents a promising approach for solving complex computational problems. An agent-oriented problem-solving environment
increases efficiency, capability and genericity by employing a set of agents communicating and co-operating
to achieve their goals, i.e. that is to find local solutions
that satisfy both their hard and soft constraints.
Our solution consists in providing a meta-level in
the form of a distributed agent framework dedicated
to evolutionary optimization including coevolutionary
genetic algorithms. Modelling the algorithm with a
multi-agent system makes explicit resolution strategy
(i.e. the algorithm interaction graph) by using organizational models explicitly representing the roles and
the interactions that are allowed for each agent. Using the agent technology also allows us to take benefit
from existing multi-agent platforms and methodologies.
The deployment and the distribution of the algorithm
is thus ensured.
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results and provide as output the global solution found.
Using Dafo makes juggling with the different versions
of GAs easy. For instance, to use CCGA in distributed
mode, it is sufficient to add the IP address and the
port of the Node 1 and the total number of nodes in
the configuration file.
IV. The Problem
This section introduces the injection network optimization problem using small-world properties. We
first provide the reader with a definition of the injection
network concept. Next we give details on what defines
a small-world graph in this context.

A. Framework Architecture
By providing a minimum of Java code concerning his
optimization problem and a simple XML configuration
file, the designer is capable of optimizing its function
using various GAs that are generational GA, steady
state GA and CCGA (that can be distributed). The
XML file is used as an input file by the Organizer Agent
for specifying information about the genetic algorithm,
its parameters and information concerning the distribution if required.
Figure 2 represents a simple example of a distributed
instance of Dafo on 3 different computers. Computers
2 and 3 run a Slave Scheduler Agent that first sends
message 1 (which contains the IP address of Computer
1) to the Communicator Agent running in the Madkit
platform’s kernel in order to connect to Computer 1
(represented by message 2). As soon as all Communicators have established a connection with the Communicator of Computer 1, one agent can communicate
with any other agent, no matter on which computer
it is (i.e. the computers are fully connected). Consequently, after this connection, all the other agents
can communicate in a fully transparent way. Once all
nodes are connected, the Master Scheduler sends message 3 that contains parameters (topology, population
size, crossover operator, etc.) that will be used to instantiate the Evolutionary Agents (running a Simple
GA), as represented by message 4. The Evolutionary
Agents can freely communicate with each other according to the CCGA architecture (as presented in Figure
1 and will send their partial solutions (message 4) to
the Observer Agent that is in charge of merging those

A. Injection Networks
Due to several difficult (and practical) challenges
that are inherent to mobile multi-hop ad-hoc networks,
some past work advises the utilization of hybrid wireless networks, where a fixed infrastructure supports a
higher connectivity among several clusters of ad hoc
networks and avoids network partitioning [11] [12] [13].
However such a hybrid wireless network is often not
feasible, because of economical and implementation issues. Alternatively, an infrastructureless setting is of
interest where problems of restricted geographical regions are avoided. Helmy [14] focuses on long-range
links for which the objective is to reduce the number of
queries during the search for a given target node. Another approach introduces base stations to increase connectivity in ad hoc networks [15], thus realizing global
reachability. Watts [1] introduces a spatially defined
link, called global edge, with length-scaling properties
to include spatial models in his investigations. Some
approaches extend standard ad-hoc network models, by
considering two different transmission ranges [16] [17],
e.g. small distance Bluetooth links along with higher
distance Wi-Fi links. Our initial motivation for the
current investigation is based on the assumption that
technologies like Bluetooth and Wi-Fi can be used to
create ad-hoc communication links within the transmission range at no charge. Additional cellular network
links such as GSM/UMTS/HSDPA might be employed
by appropriately equipped devices to establish supple-
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mentary communication links between two arbitrary
devices. These links, however, will induce additional
costs. Furthermore, we propose to implement that in
a transparent way for the end user, i.e. linking in a
mobile multi-hop ad-hoc network should be managed
without explicit human interaction (self-organization).
In summary, different approaches exist to augment adhoc networks with additional links. Different reasons
exist for this need on increasing connectivity: e.g. to
gain bandwidth between particular devices, and also to
inter-link multiple ad-hoc network partitions. Consequently, we introduce the notion of bypass links.

devices used for establishing bypass links are called injection points. For self-organizing communication networks based on bypass links and injections points as
described before we use the term injection networks.
Definition 3: Two nodes u and v are called injection
points if a bypass link (u,v) exists between nodes u and
v.

Definition 1 (Watts) The spatial neighborhood Γtr (v)
of a node v is the set of nodes within transmission range
tr of v.
Definition 2: A bypass link is a link (u,v) between
nodes u and v with u ∈
/ Γtr (v).

Bypass Link

In order to study the small-world properties of such
hybrid networks, we had to rely on some ad-hoc network simulator. In our case we used Madhoc [19],
an application-level network simulator dedicated to the
simulation of mobile ad hoc networks. The main motivation for using Madhoc is its ability to simulate hybrid networks, i.e. mixing different technologies (e.g.
bluetooth/Wi-Fi for local connections and UMTS for
long distance calls), and its graphical and batch modes
of visualization.
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simulation of mobile ad hoc networks. The main motivation for using Madhoc is its ability to simulate hybrid networks, i.e. mixing different technologies (e.g.
bluetooth/Wi-Fi for local connections and UMTS for
long distance calls), and its graphical and batch modes
of visualization.

B. Small-Worlds

B. Small-Worlds

Small-world networks [1] are a class of random graphs
that exhibit two main characteristics: a small characteristic path length (L) and a high clustering coefficient
(γ). A formal definition of these two graph measures is
given below:
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where |E(Γrv )| is the number
¡ ¢ of links in the relational
neighborhood of v and k2v is the number of possible
links. The clustering coefficient is the average local
clustering coefficient for all nodes of a network.
Fig. 3. Example of Injection Network
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For example, in Figure 4, node a is connected to three
nodes b, d and e. The maximum number of possible
edges among these three nodes is three. The graph
shows that only two out of those three possible edges
exist (between b-e and d-e). The edge b-d is missing. So
the clustering coefficient for node a is 2/3 or about 0.67.
For Figure 4, this value is 0.67. In a physical sense, the
clustering coefficient defines the extent to which nodes
in the graph tend to form closely-knit groups that have
many edges connecting each other in the group, but
very few edges leading out of the group.

That is, a bypass link is a link which connects two
nodes that are not in the same spatial neighborhood.
Please note that elements of Γtr (v) do not necessarily
have to be connected to v in real settings. Practically,
a bypass link can be built by using a cellular network
as well as by using access points. Nevertheless, in our
model a bypass link is counted as a single hop, thus
simplifying the real topology behind that bypass link.
Since we can dynamically control such bypass links, the
network topology basically can be biased as needed, resulting in a topology control problem. Thus, this approach does not need to consider mobility models as
mobility can be compensated via the bypass links. The
injection communication paradigm is based on establishing bypass links between carefully selected devices.
Herrmann et al. [18] called these dedicated communication points hub nodes. Depending on the overall objective, the selection of such devices can be driven by
different factors, like for instance to obtain a high local
clustering coefficient around the hub, or devices showing certain attributes (e.g. information available or services offered on a particular device). These dedicated

Definition 5 (Watts) The shortest path length dv
connecting each node v ∈ V(N) of a network N to all
other nodes is d(v,j) ∀ j ∈ V(N). The characteristic path
length L is the median of all shortest paths.
The characteristic path length is a measure of the
number of hops necessary to reach any node in the network from any other node. This indicates the degree of
separation or connectivity between nodes in the graph.
In Figure 4, node a can reach three of the nodes (b, d
and e) through just one hop and the fourth node (c)
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pect in using small-world properties is that small-world
networks combine the advantages of regular networks
(high clustering coefficient) with the advantages of random networks (low characteristic path length).
C. Solution Encoding
Solution encoding is a major issue in this kind of algorithms since it will determine the choice of the genetic
operators applied for exploring the search space. We
have used a binary encoding of the solution in which
each gene encodes an integer on 15 bits, that corresponds to one possible bypass link in the half-matrix of
all possible links. For instance, if the maximum number of bypass links fixed a priori for the network that
is optimized is 10, then for the genGA and the ssGA a
chromosome will have 10 genes of 15 bits. Concerning
CCGA, it will depend on the number of subpopulations
used, if for instance CCGA is used with 5 subpopulations then one chromosome will have 10
5 = 2 genes of 15
bits. Figure 5 shows the example of a chromosome composed of 2 genes (thus the maximum number of created
bypass links is 2) on a network of 5 stations. The 5×5
matrix represents all the possible links in the network
including the already existing local links in the network
(thus of the existing Wi-Fi connections) and the impossible links (i.e. links between two similar stations like
station 1 - station 1) that are represented as shaded
cells in the matrix (cells number 1, 7, 13, 19 and 25).
In the example showed in Figure 5, the first gene (circled) with the integer value 3 stands for the connection
between station 1 and station 3 in the corresponding
matrix (also circled).

1

2
4
3

25

With weights experimentally defined:
α=1
β = 1 /(numberOfNodes -1)
δ = 2 / (numberOfNodes * (numberOfNodes-1))
bypassLinks is the number of bypass links created
in the simulated network by one solution, maxBypassLinks (defined a priori) is the maximum number
of bypass links that can be created in the network,
numberOfPartitions is the number of remaining partitions in the whole network after the addition of bypass
links and numberOfNodes is the number of nodes in the
global network.
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if Graph connected then
F = α * γ + β * (L - 1) + δ * (bypassLinks maxBypassLinks )
else
fitness = 0.1 * numberOfPartitions
end

As stated before we have used the Madhoc simulator
to experiment injection networks optimization. Indeed,
Madhoc allows to simulate and to visualize hybrid adhoc networks (using Wi-Fi, bluetooth, GSM, UMTS),
to evaluate small world measures on them and to calculate the number of partitions in the network. In order
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value is a weighted term of the number of partitions in
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and number of bypass links. Using this fitness function we thus have a maximization problem as defined
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pect in using small-world properties is that small-world
networks combine the advantages of regular networks
(high clustering coefficient) with the advantages of random networks (low characteristic path length).
C. Solution Encoding
Solution encoding is a major issue in this kind of algorithms since it will determine the choice of the genetic
operators applied for exploring the search space. We
have used a binary encoding of the solution in which
each gene encodes an integer on 15 bits, that corresponds to one possible bypass link in the half-matrix of
all possible links. For instance, if the maximum number of bypass links fixed a priori for the network that
is optimized is 10, then for the genGA and the ssGA a
chromosome will have 10 genes of 15 bits. Concerning
CCGA, it will depend on the number of subpopulations
used, if for instance CCGA is used with 5 subpopulations then one chromosome will have 10
5 = 2 genes of 15
bits. Figure 5 shows the example of a chromosome composed of 2 genes (thus the maximum number of created
bypass links is 2) on a network of 5 stations. The 5×5
matrix represents all the possible links in the network
including the already existing local links in the network
(thus of the existing Wi-Fi connections) and the impossible links (i.e. links between two similar stations like
station 1 - station 1) that are represented as shaded
cells in the matrix (cells number 1, 7, 13, 19 and 25).
In the example showed in Figure 5, the first gene (circled) with the integer value 3 stands for the connection
between station 1 and station 3 in the corresponding
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Algorithm 1: Fitness Function
if Graph connected then
F = α * γ + β * (L - 1) + δ * (bypassLinks maxBypassLinks )
else
fitness = 0.1 * numberOfPartitions
end

With weights experimentally defined:
α=1
β = 1 /(numberOfNodes -1)
δ = 2 / (numberOfNodes * (numberOfNodes-1))
bypassLinks is the number of bypass links created
in the simulated network by one solution, maxBypassLinks (defined a priori) is the maximum number
of bypass links that can be created in the network,
numberOfPartitions is the number of remaining partitions in the whole network after the addition of bypass
links and numberOfNodes is the number of nodes in the
global network.

D. Fitness Function
As stated before we have used the Madhoc simulator
to experiment injection networks optimization. Indeed,
Madhoc allows to simulate and to visualize hybrid adhoc networks (using Wi-Fi, bluetooth, GSM, UMTS),
to evaluate small world measures on them and to calculate the number of partitions in the network. In order
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V. Experimentations

B. Madhoc Configuration

V. Experimentations

As stated before, the Madhoc simulator was used for
managing the complex scenario posed by this injection
network problem. We have defined a squared simulation area of 0.2 km2 and tested with a density of 210
devices per squared kilometer. Each device is equipped
with both Wi-Fi (802.11b) and UMTS technologies.
The coverage radius of all mobile devices ranges between 20 and 40 meters in case of Wi-Fi. The studied
network, as presented in Figure 6, here represents a
snapshot of a mobile network in the moment in which
a single set of users moved away from each other creating the clusters of terminals, that were obtained using
the graphical mode of Madhoc. Used as example, the
network with 3 clusters (center of Fig. 6) consists in 42
stations located in three partitions, the first partition
has 38 nodes, the second one 3, and the third one has
a single node. The number of possible connections in
N odes2
this 3-clusters network is numberOf
= 882, the
2
number of existing Wi-Fi connections in this network
is 116, thus the number of possible bypass links is 882116 = 766. The clusters are selected purposely to be
different and thus challenging.

This section presents the results obtained on the injection network optimization problem using the distributed CCGA compared to the results given by the
generational GA (genGA) and the steady state GA
(ssGA) . We first describe the parameters used for the
three genetic algorithm. Next, the configuration of the
network simulator is introduced and, finally the results
obtained using the CCGA, genGA and ssGA are analyzed and compared.
The algorithms have been implemented in Java and
tested on a single node for genGA, ssGA and CCGA
and on 6 cluster-nodes for dCCGA (distributed CCGA)
all nodes having a 3.7 GHz Xeon processor with 16 GB
of RAM, running Debian Linux (with kernel 2.6.9-22)
and Java version 1.5.0 05.
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Fig. 7. Average results of 30 runs using genGA, ssGA and CCGA

Each result presented hereafter is the average obtained on 30 independent runs. In order to establish
the statistical significance of the means, we first have
checked that the data is normally distributed using the
Kolmogorov-Smirnov test. If so, we then perform an
ANOVA test so as to compare the means otherwise we
use a Kruskal-Wallis test [20].
In Table III we show the averaged results for all 30
runs for each algorithm. As it can be seen in Table
III, using a CCGA provides better results than both
genGA and ssGA, genGA being the least performing

TABLE I: Parameters used for genGA, ssGA, and (d)CCGA
5 (only for (d)CCGA)
100 individuals
50,000 function evaluations
Binary Tournament
Uniform, pc =0.8
bit flip, pm = 1/chrom length
1 individual (not for ssGA)
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In table I, we show the parameters used for genGA,
ssGA, CCGA and dCCGA.
(d)CCGA was tested with 5 subpopulations. For all
algorithms we used a randomly generated population
composed of 100 individuals. The selection operator
is a binary tournament selection (two individuals are
selected and the fittest is copied into the intermediate population). The crossover operator is uniform
crossover used with probability pc =0.8. The mutation
operator is bit flip mutation in which each allele of the
chromosome is flipped with probability pm = 1/chromosome length. Concerning the generational GA and
(d)CCGA we have added elitism: the best individual
found in one generation is thus kept for the next generation.
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TABLE III: Results of all experiments
Network

GA

Crossover

Time

Result

3 Clusters

genGA
ssGA
CCGA
dCCGA

Uniform
Uniform
Uniform
Uniform

58min 12s
70min 0s
138min 36s
98min 55s

0.6534
0.6764
0.6971
0.6971

[4]

[5]
[6]

one (with statistical confidence). This can be graphically observed in Figure 7, as well as the better convergence speed of CCGA compared to the other two
GAs. As expected the computational time required for
dCCGA is lower than for CCGA thanks to the distribution of the subpopulations, however it is still higher
than panmictic GAs like genGA and ssGA due to the
synchronization between subpopulation induced by the
CCGA algorithm.

[7]
[8]

[9]
[10]

VI. Conclusion and Future Works

[11]

The results presented in this paper belong to an ongoing research on the injection network optimization
problem using distributed coevolutionary genetic algorithms. Dafo, our distributed agent framework for
evolutionary optimization, including coevolutionary genetic algorithms has been presented. The concept of
injection network has been introduced as well as the
utilization of small-world properties as indicators for
inter-linking network partitions.
Experiments have been conducted using an ad-hoc
network simulator on one network scenario composed of
42 stations. Three different GAs, generational, steadystate and cooperative coevolutionary, have been used,
each one was tested using uniform crossover. The best
result experimentally found on this problem, both in
terms of best result found and convergence speed, was
using the distributed CCGA. Initial evidence of the capacity of GAs and especially of coevolutionary GAs for
solving this problem was also provided in this article.
As a future work, we plan to use some other coevolutionary GAs such as LCGA (Loosely Coupled Genetic
Algorithm) to solve this problem. Our next research
will also focus on the optimization of dynamic injection
networks in which nodes move while optimum injection
points are computed at the same time and thus bypass
links have to be continuously created and destroyed in
order to keep the network unpartitioned.
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runs on the MPI programming environment. PICO [3]
is a Mixed-integer solver, which implements B&B, and
also runs on MPI.
Some other projects tend to diversify some aspects of
the solver framework. SYMPHONY [17], for example,
solves mixed-integer programming (MIP) problems using PVM for distributed memory machines or OpenMP
for shared memory machines. ALPS [20], [12], [18],
which in some way is a successor of SYMPHONY [17]
and BCP [13], generalizes the node search to any tree
search, which of course enables B&B search, among
others. Though, the only available programming environment for ALPS [20], [18] is MPI. In a similar
manner, PEBBL [4] integrates the B&B search from
PICO [3], allowing the implementation of a larger variety of solvers than MIP solvers.
The old version Bob [9], [11] focus on parallel Branch
and Bound. Others methods like A* have been added
but with awful hacks. What Bob++ proposes is to provide different search algorithm classes, while being able
to use different possible parallelization methods. The
goal is to propose a single framework for most classes
of combinatorial optimization problems, which can be
solved on as many different programming environments
as possible. Figure 1 shows how Bob++ interfaces
between high-level applications (QAP, TSP, ...) and
different possible parallel programming environments.
However, Bob++ is still under developement.
Bob++ has been developed in C++ language, and
proposes a C++ API, composed of basic classes which
are extendable by the user.
Most real-life tests have been done using the Branchand-Bound search algorithm, showing the robustness of
the Branch-and-Bound application interface. Most of
other developed applications are just validation tests
for the design of some of the node search algorithms,
such as a simple N-Queens problem solver which uses
Divide-and-Conquer.
Most of recent work has been focused on Branchand-Bound. Dynamic Programming and A* are currently unavailable, due to changes we made in the
Bob++ structure when developing Branch-and-Bound
and Divide-and-Conquer, even though these changes
have been done with the addition of Dynamic Programming and A* in mind. This is why the only application
interface we will talk about in the following sections of
this article is Branch-and-Bound.
The next section deals with the Bob++ application
interface. The parallel interface is presented in the sec-

Abstract— The aim of this article is to propose
the object-oriented design of the Bob++ framework.
Bob++ is a framework for implementing solvers for
combinatorial optimization problems on parallel and sequential machines. Several similar frameworks have
been proposed in the last decade but each of them only
focuses in one method, said Branch-and-Bound, Divideand-Conquer, etc.. and proposes also one parallelization, which is very difficult to extend. We propose a
software design where: first, several exact combinatorial
optimization methods are made available to the user to
solve a problem, and second, an interface to facilitate
the implementation of a parallelization is also provided.
Parallelizations may use POSIX threads as well as MPI,
or more specialized libraries such as Athapascan/Kaapi.
Keywords— Combinatorial Optimization, Search algorithms, Branch-and-Bound, Parallelism, Cluster, Grid
Computing

I. Introduction
Large scale decision and optimization problems belong to the class of the best applications for parallel
machines and also for computational grids. The problems are in the NP-Hard complexity class and may require an exponential computational time in the worst
case. It is natural to consider the parallelization of the
search process when a solution of a large-scale problem
is out of reach when using a single-processor computer.
The tremendous attention that the parallelization of
these methods as Branch-and-Bound has received in
the literature gives some indication of its importance
in many research areas.
But as in many domains, several software frameworks
have been proposed, establishing the interface between
the users and the parallel machine. These tools include
Bob++ [21], BCP [13], PICO [3], ALPS [20], [12], [18],
Bob [9], PUBB [15], [14], PPBB [19] ....
It is possible to classify these different existing frameworks according to two major criteria:
1. The node search algorithm involved in the search
process. These algorithms include Branch-and-Bound
(B&B), Divide-and-Conquer (D&C), A* and Dynamic
Programming (DP).
2. The programming environment they use to implement the parallelization. Some of the available
programming environments are POSIX threads, MPI,
PVM, and Athapascan/Kaapi.
Many of the available parallel search algorithm
frameworks are specialized at the same time in the algorithm they implement, and for a specific programming
environment. For example, BCP [13] is an implementation of the Branch-and-Price-and-Cut algorithm, which
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It is possible to classify these different existing frameworks according to two major criteria:
1. The node search algorithm involved in the search
process. These algorithms include Branch-and-Bound
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programming environments are POSIX threads, MPI,
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Many of the available parallel search algorithm
frameworks are specialized at the same time in the algorithm they implement, and for a specific programming
environment. For example, BCP [13] is an implementation of the Branch-and-Price-and-Cut algorithm, which
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class MyTrait {
public:
typedef MyNode Node;
typedef MyInstance Instance;
typedef MyGenChild GenChild;
typedef Bob::BBAlgo<MyTrait> Algo;
typedef Bob::BestEPri<MyNode> PriComp;
typedef Bob::BBStat Stat;
};

class MyTrait {
public:
typedef MyNode Node;
typedef MyInstance Instance;
typedef MyGenChild GenChild;
typedef Bob::BBAlgo<MyTrait> Algo;
typedef Bob::BestEPri<MyNode> PriComp;
typedef Bob::BBStat Stat;
};

class MyNode : public Bob::BBIntMinNode {
....
};

class MyNode : public Bob::BBIntMinNode {
....
};

class MyInstance : public Bob::BBInstance<MyTrait> {
....
};

class MyInstance : public Bob::BBInstance<MyTrait> {
....
};

class MyGenChild: public Bob::BBGenChild<MyTrait> {
....
};

tion III. The section IV shows two applications. Concluding remarks and future work are presented in the
section V.

Fig. 2. Example of a Trait class

C++ Standard Template Library (STL). The figure 2
shows a short example of this.
A Stat instance stores all the activities of an associated Algo. It is used for monitoring the execution of
the resolution, either in a offline or online way. The
user can extend the definition of the default Stat class
to add statistics or monitored values which correspond
to its specific needs.
The Priority class contains the rules to schedule the
search. Bob++ provides default classes derived from
Priority. These default classes can be used when a
standard node selection rule (depth first, best evaluation first, etc.) is enough. The user can also choose to
create a specific Priority-derived class.

II. Application Interface
The idea behind the Bob++ application interface
is to provide the programmer with an easy interface for programming parallel node search algorithms,
based on the following classical methods : A*, Divideand-Conquer, Dynamic programming and Branch-andbound. At this time, the only implemented methods
are Divide-and-Conquer and Branch-and-Bound.
In Bob++, each of the mentioned methods is implemented by four classes. The base classes for each of
them are the following:
• The Instance class is used for the storage of all the
global data of the application. This data is initialized
at the beginning of the resolution. It is not allowed to
modify its contents during the execution of the resolution.
• The Node class enables the storage of the data and
contains the methods associated to a node in the search
space.
• The GenChild class contains the method used to generate the child nodes of a given node.
• The Algo class contains the execution code of the
main loop of the resolution.
Each of these base classes are derived into specific
classes which are specialized for the resolution of the
different possible search algorithms.
The specialized Instance, Node and GenChild
classes are called “the user classes”, meaning that these
classes must be customized by the user to implement
the resolution of its own problem. The virtual methods
that the user needs to redefined, are different according
to the choosen method (B&B, D&C, ...).
In order to perform strong type checking at compilation time and to avoid downcast, Bob++ makes
an exhaustive use of templates in the class definition.
The Bob++ classes are parametrized by a Trait class
which only contains types definitions. The Trait must
contain the definition for the Node, the Instance, the
GenChild and the Algo but also for the Stat class and
Priority class. This modelization, is widely used in

A. The log system
Using the Stat class, or any of its derived classes,
makes possible to the user to get a lot of information
from the execution of the algorithm.
The Stat is instanciated only once in sequential and
shared memory environments, hence the generated log
data is global in this case. In distributed memory environments, one Stat instance is associated to each running Algo instance, which generally corresponds to a
processor of the parallel machine. Thus, the different
Stat objects only store locally-generated data.
While the algorithm is running, a Stat object generates statistics about general data such as the number
of generated nodes, evaluated nodes, or the number
of calls to the generation method of the GenChild, as
well as problem-specific information. It is possible to
redirect the output of a Stat object to a file, hence the
execution evolution can be analyzed after the execution
is finished, or during the execution.
It is also possible to view the data from the file when
the execution is not finished. Of course, in this case,
all the processors must output their logging information to the same file, thus this behaviour is limited to
the sequential and multi-threaded programming environments.
In shared memory programming environments, the
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analysis of the contents of a log file allows to obtain
both global and processor-specific information about
the execution of the algorithm. In distributed memory programming environments, only processor-specific
data is available in the different log files. This why the
log system offers the possiblilty to configure a Stat instance to output its data to a network host machine.
This host simply runs a boblistener program, which listens for incoming log information from the different
parallel computer nodes, and gathers them to a single
log file. This way, it remains possible to have real-time
access to centralized global and processor-specific information, even in distributed memory environments.
In order to display the generated log information,
a tool called bobview has been developed. This tool
can display the contents of a log file, either after the
execution of the algorithm, or while it is running. As
the log information contains both global and processorspecific data, bobview offers different view modes for the
analysis of the execution.
As an example, figure 3 shows the displayed information which is generated by the execution of the MIP
solver running on a dual processor shared memory computer, using the multi-threaded programming environment. The first view displays global information about
the global priority queue activities, basically the evolution of the number of priority queue insertions, deletions, and number of stored nodes. The two other plots
display thread-specific information.
This log system has been developed with the idea
that the user should be able to easily get information
feedback from the behaviour of its algorithms. This information allows easy tuning of an application without
having to wait for the end of its execution.

Fig. 3. Execution Analysis of a multi-threaded B&B application

The user code must ensure that each newly-generated
child Node object which is suitable to be explored is
inserted into the priority queue if it is a subproblem.
A Priority class is associated to the specialized
Node class. The Priority class must be defined in
the Trait class.
The figure 4 shows the UML sequence diagram of the
search procedure i.e. the BBAlgo::operator().

B. The B&B abstract solver
A solver using the B&B method is written by extending the 3 following “user” classes : BBNode, BBInstance
and BBGenchild.
To be able to compare two BBNode objects according
to their evaluation, the BBNode class is parametrized
with the sense of optimization (maximisation or minimsation) and the type of the evaluation (int, float, double, etc..). Shortcuts have been predefined, such that
the user can choose one the different available default
node classes i.e. BBMinIntNode, BBFloatMaxNode ... as
a base class for its own Node class. In Bob++, only one
type, one class is used to represent the subproblem or
a solution of the problem.
The BBInstance class must be extended to enable
the storage of all the information needed for the resolution of the specific problem. For example when solving
a MIP problem, one may plan to include the original
MIP problem in the BBInstance-derived object, in order to have constant access to the knowledge about
integer and continuous variables.
The BBGenChild class is not really different from
the basic GenChild class. The user must extend the
BBGenChild class to redefine the operator() which
performs the branching operation from a Node object.

III. Parallel Interface
Unlike the other frameworks, the Bob++ design integrates a programming interface to implement all kinds
of tree search parallelizations. Many of the existing
frameworks propose only one parallelization. For example, PICO [3] and ALPS [20], [12], [18] propose a
Master-Hub-Worker parallelization, SYMPHONY [17]
uses a Master/Worker paradigm using PVM.
There exists a large variety of machines and a large
variety of problems. One could be able to use a
dual-core processor, as well as cluster of workstations. Bob++ could be extended using this interface
by adding a new Programming environment. At this
time, the proposed environments are sequential, multithreaded (making use of POSIX threads) and Kaapibased environments. An MPI version is currently under
development.
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The main idea leading the Bob++ design to obtain
parallel solvers is a generalization of the Global priority
Queue (GPQ) used to implement the old Bob [9], [11]
library. The principle is to have different instances of
Algo that are executed on different processors. These
different Algo communicate, and are synchronized using high level communication tools. These tools are
mainly the data structures that store the subproblems,
the solutions or other information needed by a specific
method. These Global Data Structures are equivalent
to the Knowledge Pool introduced by ALPS [20], [12],
[18].
For example in the context of a B&B, these “parallel” instances of BBAlgo will mainly execute a loop
where at each iteration the operator() of an instance
of the user BBGenChild is executed on a pending node
obtained from a Global priority Queue GPQ. The new
generated nodes are re-inserted in GPQ. In the same way
if a solution is found, the data structure called Global
Solution GSol will be updated with this new solution.
The different GPQ and GSol must communicate to
ensure that each Algo has enough work to do and has
the latest updated Solution.
The GPQ and GSol can be considered from the Algo
point of view as high level communication tools since
the different Algo instances only communicate through
these tools.
This design does not constraint the algorithm used to
manage the nodes or broadcast a new solution value. It
does not imply a specific parallel strategy. The goal is
to be able to implement, a Master/Hub/Worker strategy used by PICO [3], PEBBL [4] and ALPS [20], [12],
[18], but also simple Master/Slave strategy using MPI,
or different parallelization strategies using the POSIX
threads on a shared memory machine. One could also
implement a parallelization where the load balancing
strategy takes into account the heterogeneity of a Grid.
The figure 4 shows the UML sequence diagram of the
BBAlgo::operator(), which performs the main loop of
the algorithm. The GPQ and the GSol are respectively
called ThrPQ and ThrSol which are concrete classes of
the mutlithreaded environment.
An interesting property of this design is also that
the parallel and sequential Algo implementations are
exactly the same. The only difference is the different
implementation of the Global Data Structures.
Abstract classes are proposed in the Bob++ Framework, to define the interfaces needed by the Algo. The
PQInterface defines the interface used by the B&B algorithm to store the pending nodes. Concrete classes
are also defined. For example the PQSkew class extends
the PQInterface interface. In this case, the algorithm
used to store the nodes according to their priorities is
the Skew-Heap [16].
The Threaded programming environment defines another concrete class which extends the PQInterface
called the ThrPQ (see figure 4). The goal of this class is
to enable the access to the PQSkew in mutual exclusion
mode. The figure 5 shows the UML sequence diagram
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Fig. 4. The UML sequence diagram of a search

Fig. 5. The UML sequence diagram of multithreaded search

of the threaded environment, which calls in parallel the
Search sequence diagram (see figure 4 on 2 differents
instances of the BBAlgo class. In this diagram, the two
instances of the BBAlgo use the same instance of ThrPQ
and the same instance of ThrSol.
Therefore, the initialisation of an Algo e.g. the initialisation of an instance of the Algo itself and the initialization of the data structure it uses, are performed
by the Programming Environment. The Bob++ Programming Environment class which realizes all this initialization is the AlgoEnvProg class.
More general initialization than which is made on the
AlgoEnvProg is often necessary for a specific environment. For example, in a context of a multithreaded
environment (called Thr ), the different threads must
be created, but after the parsing of the command line.
These initializations are usually made in static methods. The choice between the environments is made in
the main function. Fig. 6 shows an example of a main
function that can be used to generate different solvers
for the same problem, making use of different programming environments.
The multithreaded environment has been proposed
in order to propose an easy and powerful use of modern
dual- or quad-core processors. It also constitutes the
first step for the implementation of a hybrid algorithm
for clusters of shared-memory machines.
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int main(int argc, char **argv) {
#ifdef Atha
Bob::AthaBBAlgoEnvProg<MyTrait> env;
Bob::AthaEnvProg::init(n,v);
Bob::core::Config(n,v);
#elif defined(Threaded)
Bob::ThrBBAlgoEnvProg<MyTrait> env;
Bob::ThrEnvProg::init();
Bob::core::Config(n,v);
Bob::ThrEnvProg::start();
#else
Bob::SeqBBAlgoEnvProg<MyTrait> env;
Bob::core::Config(n,v);
#endif
MyInstance *Instance=new MyInstance( );
env(Instance);
#ifdef Atha
Bob::AthaEnvProg::end();
#elif defined(Threaded)
Bob::ThrEnvProg::stop();
#endif
Bob::core::End();
delete Instance;
}

Instance
Nugent17
Nugent20
Nugent20
Nugent20
Nugent21
Nugent21
Nugent22
Nugent24

# Procs
168
50
168
184
50
168
50
140

Time (mn)
0.33
5.69
3.58
3.32
11.5
7.19
9.8
153.7

TABLE I: Tests of the QAP code

A. The QAP solver
The first Branch-and-Bound application is a solver
for the Quadratic Assignment Problem. The QAP was
formulated by Koopmans and Beckmann (1957) [8] as
the task to find a permutation π of {1, ..., n} that minimizes:

Fig. 6. Example of a main function
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We use the Athapascan/Kaapi library [23] as a parallel environment for Bob++. Athapascan/Kaapi is
a high level parallel programming tool. Its aim is to
schedule a set of tasks which are created dynamically
using Athapascan’s Fork primitive. Athapascan/Kaapi
has been developed in such a way that one does not
have to worry about the specific machine architecture
or the optimization of load balancing between processors. The created tasks are scheduled on the different
processors in order to complete the work.
In the context of B&B, the Athapascan/Kaapi library is a very interesting tool to parallelize the search
procedure. A strategy consists in creating a task to
explore a subtree rooted on a node. The leaves of the
subtree which are subproblems become new tasks. The
idea is to have enough tasks to ensure that all processors have enough work. In Bob++, the task that
explores a subtree is a full instance of a Bob++ Algo.
The Athapascan primitive used to fork a task is called
in the GPQ’s insert method. Different strategies are defined in order to have different sizes of subtrees according to the position of the root node in the tree. When
the node is very close to the root node of the B&B
tree, the size of the subtree explored by a task must be
very small, to produce work very quickly. When the
root node of a subtree is on the middle of the B&B
tree, the size of the subtree could increase. The Athapascan/Kaapi runtime stores the list of waiting tasks
in a list which is local to each process. If the process
runs on a machine that has several processors, the list
is shared among the threads that are running on each
processor and that execute the tasks. The next section
shows some results with this environment.

n X
n
X

j=1
n
X

xij = 1
xij = 1

i = 1, ..., n
j = 1, ..., n

(2)
(3)

i=1

xij = 0, 1
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where Cijkl denotes the cost incurred by locating facility i on location j and facility k on location l. It represents the product of fik (flow between the facilities i
and k) and djl (distance between the locations j and
l). The QAP Solver on top of Bob++ is based upon
the dual procedure of Hahn and Grant [6] to compute
the lower bound and the polytomic branching strategy of Mautor and Roucairol [10]. This code has been
tested on various machines [2], [1] using the Athapascan/Kaapi parallelization. In [7] this code with Bob++
has been tested with a fault tolerant version of Athapascan/Kaapi. Table I shows the results of the QAP
code on the some Nugent instances from the QAPLIB.
The runs have been realized on a Itanium-2 cluster of
the university of Grenoble. The CPU times show that
the algorithm is scalable.
B. The MIP solver
The second Branch-and-Bound application which has
been developed is a simple Mixed-Integer Programming
(MIP) solver. The solver can take the description of a
problem from a CPLEX LP file, then solve it using the
chosen parallel environment. The LP solver used during the node evaluation can be chosen from different
existing solvers : CPLEX from Ilog or Xpress-MP by
Dash Optimization are the possible available commercial solvers, but solvers from the open source community can also be used : GLPK, LP solve and Clp.
For the moment, the integrated MIP solver is at
a very early stage of development. It uses simple

IV. Bob++ Applications
This section describes the more advanced applications we designed on top of Bob++.
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for the Quadratic Assignment Problem. The QAP was
formulated by Koopmans and Beckmann (1957) [8] as
the task to find a permutation π of {1, ..., n} that minimizes:
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We use the Athapascan/Kaapi library [23] as a parallel environment for Bob++. Athapascan/Kaapi is
a high level parallel programming tool. Its aim is to
schedule a set of tasks which are created dynamically
using Athapascan’s Fork primitive. Athapascan/Kaapi
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or the optimization of load balancing between processors. The created tasks are scheduled on the different
processors in order to complete the work.
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where Cijkl denotes the cost incurred by locating facility i on location j and facility k on location l. It represents the product of fik (flow between the facilities i
and k) and djl (distance between the locations j and
l). The QAP Solver on top of Bob++ is based upon
the dual procedure of Hahn and Grant [6] to compute
the lower bound and the polytomic branching strategy of Mautor and Roucairol [10]. This code has been
tested on various machines [2], [1] using the Athapascan/Kaapi parallelization. In [7] this code with Bob++
has been tested with a fault tolerant version of Athapascan/Kaapi. Table I shows the results of the QAP
code on the some Nugent instances from the QAPLIB.
The runs have been realized on a Itanium-2 cluster of
the university of Grenoble. The CPU times show that
the algorithm is scalable.
B. The MIP solver
The second Branch-and-Bound application which has
been developed is a simple Mixed-Integer Programming
(MIP) solver. The solver can take the description of a
problem from a CPLEX LP file, then solve it using the
chosen parallel environment. The LP solver used during the node evaluation can be chosen from different
existing solvers : CPLEX from Ilog or Xpress-MP by
Dash Optimization are the possible available commercial solvers, but solvers from the open source community can also be used : GLPK, LP solve and Clp.
For the moment, the integrated MIP solver is at
a very early stage of development. It uses simple

IV. Bob++ Applications
This section describes the more advanced applications we designed on top of Bob++.
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branching methods, and does not make use of generic
cuts. Therefore, it cannot be compared to the available
efficiency-proven MIP solvers. However, we obtain very
good speed-up improvements using the POSIX threads
environment, on multi-processor shared-memory architectures. Our objective for the near future is to perform
heavy testings on distributed memory environments, as
soon as the necessary code is added to the MIP solver.
The flexibility for the LP solver choice has been made
possible by using the Glop library which we developed
([5], [22]). Glop is a free-software application programming interface (API), which wraps solver-specific LP or
MIP solver function calls. Its base idea is to provide
the user with a generalized API which allows to suppress the dependence of the code to a specific solver.
This way, it is for example possible to compare the
performance of the different solvers by using the same
optimization code.
Another solver interface from the open-source community already exists : Osi from the COIN OR
project [13]. Glop differs from Osi to the fact that
it is only a lightweight wrapper to the solver API calls,
whereas Osi is a C++ interface which allows the problem modelization and resolution in an object-oriented
way, which is not the usual way solver APIs usually
work.
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F. Galea. Problèmes d’optimisation en curiethérapie. PhD
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Abstract

methods or strategies to optimize without searching in
all the search space. Examples of methods which use
those strategies are the Two Phases Method (TPM)[17],
the Parallel Partitioning Method (PPM)[9] and the
epsilon-constrained method[18]. These methods have the
particularity of optimizing using a strategy. This strategy
is used, in order to reduce the search space, for using a
mono-objective method for solving the multi-objective
problem, or both. In order to do this, it uses another method
(an assistant method) to optimize different subspaces.
Hence, each time one of these methods is written, a new
implementation of the assistant method has to be written
or at least, the connection between the strategy and the
method has to be built. At the moment, to the best of our
knowledge, there are no distributed frameworks which
address directly the use of methods for multi-objective
optimization by the assistance of another method. Our
framework addresses these kinds of problems using a
default assistant method and at the same time being
distributed on a grid environment. In our work, we will
be having a default implementation using as an assistant
method the branch and bound algorithm developed in [12].
This algorithm can be used with different problems, and
accepts multi-objective and mono-objective optimization.
It has proven to be very efficient and highly scalable on a
grid environment [12].

In this paper we present a framework for writing exact
optimization algorithms distributed on a grid environment.
It presents a new way of reusing design and code for multiobjective optimization methods in conjunction with assistant methods. These kinds of methods are used mainly for
reducing the search space, or for using a mono-objective
method for solving a multi-objective problem, or both. We
use a master-slave paradigm for the parallelization of the
work units and a branch and bound algorithm as a default
assistant method. The branch and bound algorithm is also
distributed on grids which allows a two level parallelism for
the optimization. We show how the different objects are codified in order to allow less communication while at the same
time maintaining the reusability requirement. A sample instantiation of the framework is presented using the Parallel
Partitioning Method (PPM). Preliminary results are shown
using different Flowshop instances.
Keywords: Frameworks, Branch and Bound, Parallel
Computing, Grid Computing, Multi-Objective Optimization, Flow-Shop Problem

1 Introduction
There exist a grand variety of frameworks for exact
optimization. Most of these frameworks use a branch
and bound algorithm to perform the search, or facilitate
the programmer in writing branch and bound-based algorithms. Examples of such frameworks are: PUBB [19],
BOB++ [2], PPBB [16], PICO [7], MALLBA [4],
ZRAM [1], ALPS [20], MW Framework [8], Symphony [14]. There is a good taxonomy of parallel software
frameworks and an overview of the implementation of
parallel branch and bound algorithms and frameworks in
[15].

The rest of the paper is organized as follows: Section 2
presents the design requirements and objectives and the
overall architecture of the proposed framework from design
and implementation points of view. Section 3 describes the
application of the framework for solving the bi-objective
Flow-Shop scheduling problem and its experimentation on
the Grid5000 French experimental grid. In Section 4, the
conclusion and perspectives of the work are drawn.

In multi-objective optimization there exist different
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2 The Framework

• Performance: it should provide by default with highperformance optimization algorithms so that the users
can focus only on the details concerning their new
search strategy for optimization. The distributed and
parallel requirements should be met without degrading
the performance of the system.

Usually, a family of related applications has many of
their functionality similar, if not the same. A framework
addresses this aspect by providing abstract representations
of classes and implements invariant parts for the different
applications in a family. More specifically, "A framework is
a set of abstract classes and components that together comprises an abstract design solution for a family of related applications" [10].

2.1

• Scalability: As the framework should be distributed on
a grid environment where a large number of processors
may be available, it is important that the performance
is improved as the number of processors used grows.

Design requirements and objectives

2.2

A framework lets us make different applications within
a domain of functionality. In order to be able to do that,
it is needed that we specifically define the domain. The
functionality the framework is expected to satisfy is called
functional requirements. There are also quality criteria
which the framework should try to satisfy and they are
called non-functional requirements.

System Architecture

In order to satisfy the requirements above, we implement
different design decisions going from an architecture point
of view to a design point of view. The architecture lets us
address most of the functional and non functional requirements by providing a general view of the interactions of the
different modules inside the framework without the need
of a detailed specification. The design lets us see more in
detail how the framework will be used and instantiated.

Functional requirements

Concerning the goals for modifiability and extensibility,
we think that working with a layers style makes a strong
separation of functionality so that the change in one of the
main features would conclude in changing as less code as
possible or nothing at all for the other layers. Concerning
the functional requirement for parallel search algorithms,
we provide with a layer that implements the functions for
optimization using asynchronous communication so that
each call to those functions doesn’t stop the flow of the
main structure of the optimization method. The goal of
distributing the work on a grid environment is addressed
using components with distributed capabilities, that is, they
should be serialized (codified) and deserialized (decodified)
in order to be sent through the grid. At the same time,
with the purpose of making the framework as less attached
as possible to any technology, this is implemented in a
different layer. The framework provides with a default
implementation of this layer and we think making it work
with the Message Passign Interface (MPI) is a good option
since the programs can be deployed on a cluster or on a
grid environment.

• The framework should facilitate the implementation of
different exact optimization methods for exploring the
search space.
• There should provide parallel support for the different
parallel exact optimization methods that need it such
as TPM or PPM.
• It should be able to distribute the provided parallelism
on grids.
Non-functional requirements
• Reusability: the code and design solutions should be
reusable.
• Modifiability: the development of new methods should
be done in a clear way concerning the underlying optimization method assistant and parallel behavior. That
is, the programmer should have to write only the part
of the new method.
• Flexibility: the framework should be easily extended
to provide the programmer with the ability to easily
instantiate different optimization domains. That is, using different objectives, restrictions or models for the
optimization.

The first design decision we take is the separation of the
main method for exploring in the search space (i.e.: TPM,
epsilon-constrained, PPM) from the solver that performs
the optimization within a particular space (i.e. B&B). The
StrategySolver layer has the responsibility of optimizing
the space in which to explore for the solutions. In order to
find these solutions, it uses the OptimizationSolver layer
which responsibility is the optimization of an objective
function inside a given space. In this way, each time a new

• Extensibility: It should be easily extended in order to
support new parallel or distributed technologies without the need of changing the code for the optimization
algorithms or search strategies.
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2.1
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2.2
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function inside a given space. In this way, each time a new
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algorithm is written, there is no need to make any changes
to the optimization code.

The initialSolutions can be used to feed the solver or the
strategy with initial solutions for optimizing the search.
This is also used in some of the strategies as we shall see
later in the example of PPM.

As it was previously said, the StrategySolver should be
able to work in parallel for some of its functions. This is
achieved by making the OptimizationSolver able to receive
and work with asynchronous calls. So, each time the
StrategySolver has to perform different optimization tasks
in parallel, it calls the OptimizationSolver as many times as
needed.

For the distribution part, we implement a wrapper for
the OptimizationSolver which acts as a proxy, redirecting
the different asynchronous calls to different machines. This
wrapper is represented in both classes: MasterMPISolver
and SlaveMPISolver. They use a master-worker paradigm
to distribute the work. The Master is connected to the
main method or strategy and the Solver is connected
to the assistant method. In our default implementation
using the branch and bound proposed in [12], the assistant
method is also distributed on the grid so this generates a
two level paralellism and distribution which we believe
can be helpful in some of the optimization methods. The
fact that the optimization method, the assistant method
and the distributed capabilities use the same interface will
let us compose different types of interactions between
them to achieve different results, through a composition of
strategies and methods.

Concerning the distribution of the paralellism there
is another layer that performs the distributed calls so
that the optimization layer may take place in different
machines. By default, this is done using the MPI layer. The
architectural view is represented in Figure 1. In this view
all the layers of the MPI API are not shown and depend
on the implementation. However, as it was previously said
in the extensibility requirement, this layer can be changed
without the need of changing the implementation of either
the strategy or the optimization algorithm used, as long as
it conforms to the same interfaces.
A Sequence Diagram used to show the actions used during the distribution of optimization requests to the different
slaves is shown in Figure 2. In this example, we can see
the strategy (StrategySolver) calls asynchronously (the flow
of the method is not interrupted) the master (MasterMPISolver) two times to optimize . At each time, the MasterMPISolver calls one different Slave and after that it remains waiting for the answer in the method getSolutions().
Then, each of the slaves call its own solver which would actually perform the optimization. After the internal solvers
finish optimizing, each slave sends the results to the Master.
When all the results arrive the master returns the answers
to the strategy method. In this Figure, in order to make it
readable, we hide the part of the codification of the objects
that where distributed. The codification will be shown later.

2.3

Grid-based implementation

A summary of the main classes used for the optimization
process is represented in Figure 3. The class OptimizationSolver is the abstract class used to represent the main
method and the assistant method (i.e. the branch and
bound). This solver has a method to perform optimization
with Objectives, Restrictions and InitialSolutions. Each of
these components is represented with a different class. The
Objective class has a method which returns the evaluation
of that solution for a specified objective. The Restriction
class has also an evaluation method and it also works
with solutions, but returns a boolean value indicating
whether the solution is inside the feasible space or not.

The initialSolutions can be used to feed the solver or the
strategy with initial solutions for optimizing the search.
This is also used in some of the strategies as we shall see
later in the example of PPM.

As it was previously said, the StrategySolver should be
able to work in parallel for some of its functions. This is
achieved by making the OptimizationSolver able to receive
and work with asynchronous calls. So, each time the
StrategySolver has to perform different optimization tasks
in parallel, it calls the OptimizationSolver as many times as
needed.

For the distribution part, we implement a wrapper for
the OptimizationSolver which acts as a proxy, redirecting
the different asynchronous calls to different machines. This
wrapper is represented in both classes: MasterMPISolver
and SlaveMPISolver. They use a master-worker paradigm
to distribute the work. The Master is connected to the
main method or strategy and the Solver is connected
to the assistant method. In our default implementation
using the branch and bound proposed in [12], the assistant
method is also distributed on the grid so this generates a
two level paralellism and distribution which we believe
can be helpful in some of the optimization methods. The
fact that the optimization method, the assistant method
and the distributed capabilities use the same interface will
let us compose different types of interactions between
them to achieve different results, through a composition of
strategies and methods.

Concerning the distribution of the paralellism there
is another layer that performs the distributed calls so
that the optimization layer may take place in different
machines. By default, this is done using the MPI layer. The
architectural view is represented in Figure 1. In this view
all the layers of the MPI API are not shown and depend
on the implementation. However, as it was previously said
in the extensibility requirement, this layer can be changed
without the need of changing the implementation of either
the strategy or the optimization algorithm used, as long as
it conforms to the same interfaces.

In order for the different classes to be distributed, they
have to be codified and decodified. Each class that is
distributed codifies and decodifies itself.Depending on the
codification used, this may greatly optimize the transfer
of information since only the necessary details of each of
the objects would be transmitted. The way to codify and
decodify each object is implemented using the basic types
used in c++. Each codification is made using a Packet
object which will later be distributed. The Packet class
lets us hide the distributed technology used to codify the
objects. This is done in order to separate the distributed
technology from the rest of the framework (Figure 4).
In this way, reusing the codification of the objects when
changing the distributed technology would conclude in
no modification to the serializable classes. In our default
implementation of the framework there exist the MPIPacket
class that implements its methods.

A Sequence Diagram used to show the actions used during the distribution of optimization requests to the different
slaves is shown in Figure 2. In this example, we can see
the strategy (StrategySolver) calls asynchronously (the flow
of the method is not interrupted) the master (MasterMPISolver) two times to optimize . At each time, the MasterMPISolver calls one different Slave and after that it remains waiting for the answer in the method getSolutions().
Then, each of the slaves call its own solver which would actually perform the optimization. After the internal solvers
finish optimizing, each slave sends the results to the Master.
When all the results arrive the master returns the answers
to the strategy method. In this Figure, in order to make it
readable, we hide the part of the codification of the objects
that where distributed. The codification will be shown later.

As an example for the codification, each bound restriction is represented by an objective (in this case as an
integer) and a lower and an upper bound. Therefore, each
time a BoundRestriction is sent, we would only have to
send one integer and two double values. This should greatly
optimize data transfers since only the necessary data is sent.

A summary of the main classes used for the optimization
process is represented in Figure 3. The class OptimizationSolver is the abstract class used to represent the main
method and the assistant method (i.e. the branch and
bound). This solver has a method to perform optimization
with Objectives, Restrictions and InitialSolutions. Each of
these components is represented with a different class. The
Objective class has a method which returns the evaluation
of that solution for a specified objective. The Restriction
class has also an evaluation method and it also works
with solutions, but returns a boolean value indicating
whether the solution is inside the feasible space or not.

Finally, in order to use the framework on a grid environment, we use MPICH-G2 [13], a grid-enabled implementation of MPI which uses the grid services provided by the
Globus Toolkit. In this way, we can execute our framework
in different clusters with a wide range of heterogeneus pro-
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Figure 5. PPM Phases for a bi-objective problem
Figure 4. Packet class used for the codification

complete explanation and rationale behind the different
steps of PPM can be found in [9].
In order to use the framework for this problem and this
method of optimization, one has to implement the classes
and methods associated to the strategy, the restrictions used,
the assistant method and the objectives of the problem. The
classes needed for the instantiation are:

cessors.

3 Application to the Bi-objective Flow-Shop
Problem
3.1

Flow-Shop problem formulation

Figure 4. Packet class used for the codification

• PPMSolver: It represents the PPM method. In the
method solve(OptimizationRequest) we implement
the three phases described above. Inside each of
these phases, the optimization method is called, for
example, to solve one extreme.

• FlowshopObjective: It represents both objectives
Tardiness and Makespan. We define the method
solve(Solution) which, depending on the kind of
objective will evaluate such objective with the solution
given. Besides implementing the Objective interface
it has to implement bound_abstract. This interface is
used by the branch and bound each time it calculates
the bounds.

• BoundRestriction: It defines constraints for the 2nd
stage of PPM, which several searches are sent in a
different search space. Here we define a lower bound
and an upper bound and the method that evaluates the
solutions between those bounds. The objects of this
class will be used by the branch and bound before
inserting them into the Pareto front.

The framework instantiation on the
problem using the PPM strategy

The PPM strategy consists of three phases which are
represented in Figure 5. In this example, the first phase
finds the extremes of the two objectives. During the second
phase, the search space is uniformly divided with respect
to one extreme. Each subspace is optimized with respect
to the other extreme. Then, we have a set of uniformly
located solutions. The third phase finds the remaining
Pareto solutions in all the search space. Using the solutions
previously found, as shown in phase three of Figure 5,
the space of the multiobjective problem is reduced. The

• main function: In this function we initialize the framework, create the different classes and we configure
them (composition) to work together. That is, we
configure the new PPMMSolver with the MasterMPISolver as the internal solver and the branch and bound
solver as the internal solver of the SlaveMPISolver.
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3 Application to the Bi-objective Flow-Shop
Problem
3.1

The Flow-Shop problem is one of the numerous
scheduling problems [3]. It has been widely studied in the
literature. The problem consists in scheduling n jobs (i = 1
.. n) on m machines (j = 1 .. m). In this paper, we focus on
the permutation Flow-Shop where the jobs are scheduled
in the same order in all the machines. The two considered
objectives are the makespan (Cmax) and the total tardiness
(T). The makespan is the completion time of the last job
and the total tardiness is the sum of the tardiness of every
job. In the Graham et al. notation [5] this problem is
denoted F/Permut, di/(Cmax,T).
The makespan minimization problem has been proved to
be strongly NP-hard by Garey, Johnson and Sehti [11] for
permutation Flow-Shops with more than two machines
whereas the total tardiness minimization problem has been
proved to be NP-hard by Du and Leung [6] even on a single
machine.

3.2
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stage of PPM, which several searches are sent in a
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and an upper bound and the method that evaluates the
solutions between those bounds. The objects of this
class will be used by the branch and bound before
inserting them into the Pareto front.

The framework instantiation on the
problem using the PPM strategy

The PPM strategy consists of three phases which are
represented in Figure 5. In this example, the first phase
finds the extremes of the two objectives. During the second
phase, the search space is uniformly divided with respect
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to the other extreme. Then, we have a set of uniformly
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Pareto solutions in all the search space. Using the solutions
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Figure 6. Instantiation of the framework with PPM and the Flow-Shop problem

3.3

Experimentation on Grid5000

Experiments were conducted on the Grid5000 grid.
Grid5000 is a nation-wide experimental grid composed
by 9 clusters distributed over several French universities
(Bordeaux, Lille, Rennes, Sophia-Antipolis, Toulouse,
Orsay, Lyon, Grenoble and Nancy). We used the cluster
hosted at the Rennes site for the experiments. All of the
machines are bi-processors.
Table 1 shows results from different flowshop instances.
Inside we show the number of processors used during the
different runs, the comparison of the phases of PPM, the
total amount of time taken for the resolution, the speed-up
of each experiment and the parallel efficiency. We have
performed experiments using the instances of Taillard
and Reeves. The results show a speed-up that is almost
linear with respect to the number of processors. Hence, we
think the scalability requirement is met. However, more
experiments have to be conducted on different instances
and different problems in order to support our initial results.

different number of processors.

3.3

However, we think that we still have to face different
concerns. Specifically, the framework has to be tested with
other kinds of problems (TSP, QAP, Knackspack) and other
kinds of strategies (K-PPM, TPM, e-contrained). Another
issue which needs to be addressed due to the volatile nature of the grid, is fault tolerance. We think this problem
could be overcome with different versions of MPI implementations like OpenMPI, FTMPI, MPICH-V2, but we still
have to test them with the framework working on the grid.
It would be also interesting to integrate this framework with
software for heuristic or meta-heuristic optimization.As the
interface of the optimization method accepts initial solutions, at least a high level of cooperation is feasible. That
is, an heuristic can be used to feed the exact method with
initial results. This cooperation will allow the framework to
be used for solving larger and more difficult problems.

Experiments were conducted on the Grid5000 grid.
Grid5000 is a nation-wide experimental grid composed
by 9 clusters distributed over several French universities
(Bordeaux, Lille, Rennes, Sophia-Antipolis, Toulouse,
Orsay, Lyon, Grenoble and Nancy). We used the cluster
hosted at the Rennes site for the experiments. All of the
machines are bi-processors.
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NProcs
1
60
90
180
1
60
90
180
1
60
90
180
1
60
90
180
1
60
90
180

Instance
Ta 20-10-1
Ta 20-10-1
Ta 20-10-1
Ta 20-10-1
Ta 20-10-2
Ta 20-10-2
Ta 20-10-2
Ta 20-10-2
Ta 20-10-3
Ta 20-10-3
Ta 20-10-3
Ta 20-10-3
Reeves Easy 20-15-13
Reeves Easy 20-15-13
Reeves Easy 20-15-13
Reeves Easy 20-15-13
Reeves Easy 20-15-17
Reeves Easy 20-15-17
Reeves Easy 20-15-17
Reeves Easy 20-15-17

Phase 1
98min 37s
3min 6s
2min 27s
1min 49s
159m 41s
6m 34s
4m37s
2m57s
336m32s
6m9s
4m32s
2m39s
104m28s
6m32s
5m50s
4m11s
305m29s
6m13s
6m39s
4m35s

Phase 2
11m41s
45s
37s
31s
23m49s
1m30s
1m33s
1m9s
17m51s
1m15s
51s
40s
60m15s
2m36s
2m5s
1m24s
51m17s
3m37s
1m6s
47s

Phase 3
509m23s
9min 24s
5min 51s
3min 57s
487m36s
14m25s
10m13s
5m9s
442m
11m17s
8m20s
4m24s
63m40s
1m49s
1m33s
1m5s
293m25s
5m22s
3m56s
2m21s

Total
619m41s
13min 43s
10min 37s
6m 20s
671m8s
22m37s
16m31s
9m20s
795m40s
19m11s
13m45s
7m47s
228m25s
11m14s
9m37s
6m47s
650m12s
15m47s
12m5s
7m54s

Speed-up
1
45.18
58.35
102.71
1
29.67
40.63
74.29
1
41.45
57.82
102.15
1
20.33
23.75
33.67
1
41.20
53.80
82.30

Par. eff.
1
0.75
0.65
0.57
1
0.49
0.45
0.41
1
0.69
0.64
0.57
1
0.34
0.26
0.19
1
0.68
0.60
0.46
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Genomic sequences are fairly large in size ranging
from several thousand to million character long
sequences. Searching against a large database can be
time consuming therefore there is a need to make
database access faster and better.

ABSTRACT
Biological databases are growing significantly, as are
the number of queries directed at them. In 2005, the
genomic databases at the National Center for
Biotechnology Information (NCBI) received about 50
million web hits per day, at peak rates of about 1,900
hits per second. As these databases become more
popular, there is increased demand to make them faster
and more efficient. In this paper, we propose a method
for compressing and searching selected genome
databases using techniques appropriate for computers of
virtually any size. This search technique is expected to
produce its best results with large search sequences
against large DNA databases, and lends itself to parallel
computation techniques with little communication
overhead required. Because the compression algorithm
uses a lossless binary encoding format, search results
are exact – not approximate. Furthermore, searches take
place on the compressed data, obviating the need for
decompression prior to executing a search.

A typical search may involve comparing a string of
200K characters against a database that may contain
millions of sequences of similar or larger sizes. A user
who may be trying to search against a large database
may require several minutes to get the reply. Added to
that a PC has limited resources and searching against a
large database can be quite time consuming. Querying a
database involves several factors such as the speed of
the tool, accuracy of the match, etc. An ideal tool for
such querying should satisfy these requisites.
Since large databases have huge memory
requirements, a method to compress data can be
beneficial. Compression of data can greatly reduce the
processing time. For example, if the data is compressed
five-fold, then a 200,000 character sequence now
becomes a 40,000 character sequence. The same query
search now involves comparison with smaller sequences
making the search faster.

INTRODUCTION

DNA data is sensitive to changes, such as
replacements, insertions, deletions. A compression
technique that permits full recovery of the genome
sequences is required. For example, consider two
sequences:

Biological databases are growing significantly as
organisms are being sequenced. These genomic
databases help biologists understand the underlying
structure of organisms and aid research in the area of
genomic sciences. Publicly available databases can be
used by biologists to compare organisms, find related
species, etc.

Sequence 1:
ACTTACGTATCGCCCCC

To retrieve information, users run queries against one
of these databases, such as a search for a nucleotide
sequence from a nucleotide database. A typical search
involves matching a query nucleotide sequence with all
the sequences available in the database. If a database is
large in size, several comparisons are required until a
match is found. Efficiency is critical in such a database
system. The user desires to find the exact or most
similar result in the shortest amount of time. A database
search can be viewed as finding the longest common
subsequence(s) between the query sequence and a
database sequence. A longest common subsequence
indicates the similarity between the query and the
database sequence.

Sequence 2:
ACTTACGTATCGCCACC
Sequence 1 and 2 are similar in that there is only one
character difference between them. An ideal
compression technique should maintain the similarity
relationship between the two sequences after
compression. In the above case the compressed data
should also have a distance of 1.
The research in this paper focuses on providing fast
search, fast retrieval speed from disk, efficient memory
utilization, and easily parallelizable implementation for
even faster searches and/or distributed deployment. A
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lossless compression technique is proposed that allows
full recovery of data. The next section presents the
background, followed by the proposed algorithm in the
following section. In the following section we analyze
the technique and conclude with future work in the last
section.

databases (Agrawal 2002). An example of keywordbased search over structured databases is EKSO (Su
2005). EKSO indexes interconnected textual content in
relational databases, providing intuitive and highly
efficient keyword search capabilities over this content.
It trades storage space and offline indexing time to
significantly reduce query time computation.

BACKGROUND

There are several other search tools such as Flash,
SST and CAFÉ (Cao 2005, Baxevanis 2005). CAFÉ is
based on an indexed scheme with appropriate data
structures and has shown a faster query search than
exhaustive searching. A comparison of BLAST,
FASTA, and CAFÉ has been studied (Williams 2002).
An indexing technique for answering approximate
keyword search queries was developed by Fei and
Mefford (Shi 2005). This technique has two principal
components – a data structure called V-tree and its
partition methods for clustering words in the vocabulary
into subgroups. It stores the words in the vocabulary
into a V-tree based on its partition methods. The V-tree
data structure can reduce the number of distance
computations needed to answer the query.

In this section we discuss some of the existing tools
for sequence alignment. We also discuss some of the
earlier methods propose to improve sequence alignment.
Sequence alignment is an important field in
bioinformatics. Sequence alignment provides method to
compare new sequences with previously completed or
assemble sequences. The completed sequences are
stored in databases.
Genomic database servers process tens of thousands
of queries a day. GenBank is one such database
maintained by National Center for Biotechnology
Information (NCBI). GenBank has over 55 million
sequence entries from at least 200,000 different
organisms (GenBank 2005). GenBank’s search tool is
known as BLAST. In 2005, NCBI received about 50
million web hits per day, at peak rates of about 1,900
hits per second, and about 400,000 BLAST searches per
day from about 2.5 million users (Astell 2005).

Even though there has been much research for making
for making query searches faster, there has been less
research in terms of reducing storage requirements for
both the database and the user. The algorithm proposed
in the following section can perform searches on
compressed data in a fast and efficient manner.

BLAST is a de facto standard tool used for measuring
similarity between sequences (Altschul 1990, 1997).
BLAST is popular for its efficiency, and has undergone
several updates for efficiency and speed. Mega BLAST
is a greedy search method that works on BLAST data
for DNA sequence alignment search and is known to be
faster than BLAST. Mega BLAST uses a greedy
algorithm for nucleotide sequence alignment search
(Zhang 2000). This program is optimized for aligning
sequences that differ slightly and can align much longer
sequences than BLAST. Mega BLAST can only work
with DNA sequences.

THE PROPOSED METHOD
This section describes the proposed compression and
searching algorithms, including sequence encoding, data
structures, and query processing. Examples are provided
in each of these areas.
Sequence Encoding and Compression
Genomic sequences are commonly stored as strings
comprised of the four DNA bases: C, G, A, and T.
Generally, these are stored as ASCII characters, where
each symbol requires a single byte of storage.

The Institute for Genomic Research (TIGR) is another
center for deciphering and analyzing genomes. TIGR's
Genome Project contains a collection of curated
databases containing DNA and protein sequence, gene
expression, cellular role, protein family, and taxonomic
data for microbes, plants and humans (IGR 2007).

However, only two bits are required to adequately
express these four symbols. Thus, ‘C’ can be replaced
with the bits 00, ‘G’ with 01, ‘A’ with 10, and ‘T’ with
11. This simple binary encoding of base strings allows
four DNA bases to be represented within one byte.
Thus, the sequence AGGT can be represented in binary
form as 10 01 01 11, which is readily converted to its
decimal equivalent of 151.

BLAST is a tool that does an exhaustive search.
FASTA is another tool that does an exhaustive search.
An exhaustive search is costly in terms of speed. A
query string does not have to be compared to the entire
database. Heuristics can be added to a search process to
make it faster and accurate. Keyword based searches are
one such example of non-exhaustive search. Keywordbased search has been popularized by Internet search
engines and is not generally provided by traditional

For the purposes of the proposed search algorithm,
however, it is desirable to represent octets of DNA
bases as a single unit. Since each base requires two bits,
all possible octets can be represented as 16-bit integers
ranging from 0 (all Cs) to 65535 (all Ts) as shown in
Figure 1. Since each integer in this range uniquely
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encodes a string of eight nucleotides (an octet), these
integers will serve as hash values in the data structure at
runtime. In the meantime, these compressed values are
either stored sequentially on disk or transmitted
sequentially over a network during a file read operation.

The proposed data structure consists of a doublychained hash table, where one chain of pointers (solid
lines in Figure 2) implements a linked-list of all octets
that hash to the same integer value. A second linked list
(shown with dashed lines) is used to traverse the octets
in sequential order. In addition to preserving the
integrity of the data, this structure ensures that only the
portions of the targets sequence that match the search
string will be searched.

Figure 1: Octet Encoding
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hash value’s linked list is stored in sorted order. The
node also contains sequence position information in
order to report where a match begins, as well as a
second linked list (dashed lines) that allows the data
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Data Structure

Since DNA search and target strings are typically
very large, simple M x N string comparisons take too
much time to be considered a viable solution – a more
sophisticated data structure is required in order to
achieve reasonable performance in large searches. The
applicability of a data structure is largely determined by
the context of the problem – there is no such thing as the
“perfect” data structure. In the context of genomic
search, tree structures suffer because the data has little
order other than sequence, so complete searches require
either complete tree traversal or extra links within the
tree structure. Arrays suffer from the same problem.
Various array indexing schemes offer speed
improvements, but at the expense of memory. The
technique used for video compression suffers because
the distances to reference words are typically longer
than the two bits necessary to store the base being
encoded (1).
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Algorithm

algorithm requires a further refinement in order deal
with non-aligned search strings. Instead of the last octet
of the search sequence being compared to an entire octet
in the target sequence, partial octets are compared using
an AND operation as shown in Figure 5. As will be seen
in the next section, this partial alignment technique may
also be used on the first octet of the search string.

Sequence searching takes place on compressed
sequence octets stored in the data structure described
above. In order to make comparisons to this data
structure, the search string also needs to be encoded as
binary octets using the same compression technique.
Because of the iterative windowing required by this
algorithm, search strings need to contain at least fifteen
bases.
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sequence. In this case, the hash value of octet #3 of the
sample sequence (51599) does not match the hash value
of the second octet of the search sequence (25545), so
this once-promising search is abandoned, and the (solidline) linked list is followed to the next octet that
matches the first octet of the search sequence – in this
case, octet #6.
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In the previous example, the lengths of the search
strings were multiples of eight, so they aligned nicely
with octet boundaries. More often than not, this perfect
alignment is not the case in actual searches, so the
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illustrated previously in Figure 5. If the sequences
continue to match, the partial octet at the beginning of
the search sequence (if it exists) is finally matched
against the target sequence. Note that this data structure
does not include backward chaining – which would
require unacceptable memory overhead because it
would require extra pointers for every octet, even
though only one backward pointer would be used for a
given search string. Instead, the partial sequence
preceding the first complete octet is retrieved from disk,
which is a relatively fast direct access file I/O operation
since the sequence position is known.
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In both of the examples described above, the
matching sequences occurred on octet boundaries.
Again, this is not usually the case in actual searches. In
most cases (or when searching for all matches in a target
string), the search algorithm uses a windowing
technique where the search sequence is shifted one base
(2 bits) to the right for each of the eight possible
positions in the octet. Note that only the search
sequence is shifted – the data structure for the target
sequence remains unchanged. Although this requires
eight separate searches of the target sequence, these
basic comparison operations are sufficiently fast in
modern processors.
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An example of the windowing algorithm is shown in
Figure 6. At each iteration, the octet contained in the
box would serve as the first octet to be matched. As
before, the hash value is simply a decimal interpretation
of the binary base encoding.

ANALYSIS
A software prototype that implements this method has
been developed. Preliminary testing on a dataset
containing 5.6 million base pairs appears promising:

For each window iteration, the algorithm begins by
matching all complete octets as illustrated previously in
Figure 4. As usual, if any mismatches occur along the
way, the search moves to the next target sequence
matching the hash value of the first octet of the
windowed search string. If all complete octets match,
the partial octet at the end of the search sequence (if it
exists) is matched against the target sequence as

a)

The simple compression algorithm achieves a
constant 4:1 compression ratio on standard asciicoded FASTA databases.

b) Base octets appear to be reasonably well
distributed, resulting in similar-sized linked lists for
each possible hash value. Thus, in a target sequence
with 3 billion base pairs, the average linked list for
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clusters. This is likely to lead to significant
performance gains.
e)

Searches for strings containing up to 5000 base
pairs are executing in under 100 ms on an (old)
2GHz AMD 64 with 1 MB of RAM.

Explore methods for implementing wildcard
(similarity) matching in order to be able to search
strings “similar” to a search string.
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The expected benefits of this approach are four fold:
a)

Fast search. Only the portion(s) of the target
sequence that match the search string will be
searched. Non-matching areas are ignored.

b) Fast I/O. Compressed data are saved sequentially,
resulting in fast retrieval speed from disk.
c)

Efficient memory utilization. Compressed data does
not need to be decompressed. The algorithm works
directly on compressed data.

d) Easily parallelizable for even faster searches and/or
distributed deployment. The algorithm is
embarrassingly parallel and involves little
communication overhead.
As described above, this data structure relies heavily
on memory address pointers. Since these pointers
cannot be meaningfully stored on disk (when the data is
reloaded, it will most likely load into different memory
addresses), search operations will be most efficient on
machines with enough memory to store the entire
compressed target sequence.
The memory required to store a target sequence is
expected to be directly proportional to the number of
bases in the sequence and the word size of the computer
used. With a 64-bit processor, each octet is expected to
require 20 bytes (32 bits for a sequence number and two
64-bit addresses). With a 32-bit processor, each octet is
expected to require 12 bytes. Thus, the data structure
required to hold a target sequence with 3 billion base
pairs on a 64-bit processor is expected to require
approximately 7.5 GB of memory. Although this is a
significant amount of memory, it is within the realm of a
workstation-sized computer.
Preliminary testing of this approach appears
promising. Over the next couple of months, the
following extensions to this project are anticipated:
a)
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ABSTRACT
We present the design and implementation of an immersive
interactive volumetric visualization system. This system
was designed to allow atmospheric modelers to visualize
their simulations in an immersive environment such as our
Fakespace FLEX system. By allowing them to play back
the entire simulation as well as choose what airborne particulates to turn on and off atmospheric scientists are given
an incredible degree of control regarding what to study and
look at from any angle with amazing detail at the interactions between particulates in a simulation and interactions
of the particulates with surrounding terrain.

spheric simulation users are able to visually conceptualize
large amounts of atmospheric data in an interactive way.
This paper describes a package we call Vesuvius which is
a virtual reality library for visualizing large sets of atmospheric data. Vesuvius is intended to allow users to visualize
various atmospheric data sets from a variety of viewpoints
and to allow for playback of atmospheric data sets that contain temporal information.
The rest of this paper is structured as follows. First
we present some related work on atmospheric visualization,
virtual reality, and previous research on volume rendering.
Next we present an overview of the execution environments
followed by our immersive volume visualization library for
visualizing atmospheric data. Lastly presents our conclusion and possibilities for future work.
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Atmospheric simulation is an important means of understanding the environment around us. Through atmospheric
simulation we can predict how various airborne particulates
such as dirt, smog, and fire can affect our cities and overall
public health. However, problems can arise when trying to
interpret the results of the simulation. For example, it can
be difficult to determine the density or shape of an individual particulate if the area under study is large. A similar
problem arises when attempting to find how various terrain
formations interact with and affect the atmosphere. However, little in the way of research exists on how to accurately
model atmospheric data at interactive frame rates.
Since raw data can be hard to conceptualize, particularly
when the size of the data sets can be hundreds of megabytes
if not gigabytes, an alternative method of interpreting atmospheric data is needed. Virtual reality technology allows
us to accurately and realistically model atmospheric data
in a meaningful way for the user. Virtual reality has long
been used as a way of creating realistic visual simulations
to help aid in interpreting large and complex data sets. Recent advances in visualization and supporting technologies
now offers the possibilities of creating realistic, real-time
atmospheric visualizations for research.
By combining virtual reality technology with atmoProceedings 21st European Conference on Modelling and Simulation
Ivan Zelinka, Zuzana Oplatková, Alessandra Orsoni ©ECMS 2007
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Atmospheric visualization would benefit from the merger
of both volume visualization and virtual reality. Marrying
the two, users can see realistic 3-dimensional representations of their atmospheric simulations. In addition, it allows users to immerse themselves in the simulation, enabling them to watch it from different points of view in a
highly realistic environment.
Atmospheric Simulation
Atmospheric modeling and simulation is done with
numerical models like the National Center for Atmospheric Research (NCAR)/Pennsylvania State University
Mesoscale Model (MM5). Models such as MM5 simulate
the behavior of a wide range of atmospheric parameters, including mass parameters (e.g. temperature and humidity)
as well as momentum parameters (e.g. wind U, V, and W
fields). When these models are initialized with archived meteorological data for prior conditions, their simulations can
be used to analyze the state of the atmosphere during a past
event. When they are initialized with current meteorological observation data, their simulations serve as atmospheric
forecasts. These models are quite adaptable and can be utilized for atmospheric simulations over domains with resolutions ranging from tens of kilometers down to just a few
kilometers. Ongoing research is further refining the physics
in MM5 so that simulations over domains with horizontal
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forecasts. These models are quite adaptable and can be utilized for atmospheric simulations over domains with resolutions ranging from tens of kilometers down to just a few
kilometers. Ongoing research is further refining the physics
in MM5 so that simulations over domains with horizontal
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In addition to models like MM5 which simulate the state
of the atmosphere, there are specialized models that simulate a specific component of the atmosphere. One such
model is the Comprehensive Air Quality Model with Extensions (CAMx) which simulates the behavior of atmospheric chemicals and its use is common in air pollution
studies. Like MM5, CAMx can simulate past, current, or
future events and can be scaled to adapt to a wide variety of
domain sizes and resolutions.

Indirect volume rendering assumes that extractable isosurfaces exist, which is not always the case (such as flow
fields, clouds, etc.). In addition, the complexity of the isosurfaces might be so complex that they may overwhelm the
capabilities of the graphics hardware. Because of this, direct volume rendering may be more efficient. What follows
is an explanation of the primary methods of direct volume
rendering.
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Raycasting
Raycasting is perhaps the most researched of direct volume rendering algorithms (Levoy, 1988, 1990) with several
acceleration techniques for more interactive volume raycasting being proposed over the last decade (Grimm et al.,
2004; Knittel, 2000; Mora et al., 2002; Wan et al., 1999).

Atmospheric Visualization
In 1988, the Space Science and Engineering Center
(SSEC) at the University of Wisconsin, Madison released
the Vis5D atmospheric visualization tool and in 1994, a virtual reality port of this open-source application was created
for the CAVE immersive display system. Vis5D, with it’s
grid limitations, displaying smog data over Los Angeles
can be seen in Figure 1. Since these early efforts, a great
deal of the work done in the area of atmospheric visualization has been in the field of cloud simulation and rendering
(Dobashi et al., 2000; Ebert and Parent, 1990; Harris and
Lastra, 2001). Because of the level of complexity in rendering clouds (realistic shading, light scattering, etc) much
previous work has been done in non-interactive rendering
techniques for cloud rendering. Work into interactive cloud
rendering has produced methods whereby most scattering
and shading are done in a preprocessing step and textured
polygons known as imposters are used to bypass fill rate
limitations (Harris and Lastra, 2001).

For each pixel in the image, a ray is cast into the volume. At fixed intervals along the ray the volume data is resampled, most commonly using tri-linear interpolation. Trilinear interpolation involves taking the scalar values of the
eight neighbors to a particular pixel and weighing them according to their distance to the actual location. The solutions to each interval are combined either in a front-to-back
or back-to-front order to determine the final color and opacity of the pixel. Because each pixel has to be computed,
raycasting is the slowest of volume rendering algorithms.
However, because volumes are determined on a pixel-bypixel basis, they can generate high-quality images without
any blurring or loss of detail.
Shear-warp
Shear-warp (Lacroute and Levoy, 1994) is a fast means
of software volume rendering. Unlike raycasting, no rays
are cast into the volume. Instead, the volume is projected
slice by slice onto the image plane using bi-linear interpolation within the slices. In shear-warp, an intermediate
image plane is created and aligned with the volume. The
volume itself is then sheared to turn the projection direction into a direction perpendicular to the intermediate image
plane. This intermediate image is finally warped to the final
image plane. Due to the warping to the final image plane
only being required once per image, not once per slice and
run-length encoding of the volume data, shear-warping is
considered the fastest software base volume rendering algorithm. However, the speed of shear-warp does not come
without a price, magnification of volume data results in blurring of details and the addition of artifacts. In addition, it requires three copies of the volume data to remain in memory,
one copy for each major axis.

Figure 1. Volume Rendering in Vis5D

Volume Rendering

Texture-Based
3D texture mapping uses 3D textures to render volumes.
The volume is loaded into texture memory and sampled as
a series of slices. The resulting planes are then drawn as
a series of textured polygons that are blended together, thus
creating the final image. Because texture mapping and compositing are performed in hardware, the rendering is actually
faster than shear-warping for small datasets. However, if a
dataset if too large to fit completely into texture memory,

Volume visualization deals with displaying volumetric
data sets, represented as sample points. There are two means
of achieving this. First is indirect volume rendering (IVR)
which involves converting the volumetric data into a set of
polygonal iso-surfaces which are then rendered using traditional graphics hardware. The second means is called direct
volume rendering (DVR) which involves rendering directly
to the screen without an intermediate step such as converting
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then performance is decreased considerably as data must
continually be paged back and forth between the hard drive
and graphical memory. To minimize the performance impact of this, the volume is encoded into an octree structure
(Boada et al., 2001; Fang et al., 1996).
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Virtual Reality

Virtual Reality

VR provides a medium composed of immersive interactive computer simulations that provide real-time feedback
to the users (Sherman and Craig, 2003). VR is a technology
that can provide sophisticated real time 3D user interface
for users to interact with 3D applications. Therefore, VR
technology is a good candidate as a user interface for interaction with 3D atmospheric data. There have been various
research efforts regarding the use of VR technology in different contexts (Chen et al., 2001; Koller et al., 1995; Lin
et al., 2000; Loftin et al., 1998).
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Figure 2. FakeSpace FLEX Display

Interaction within a virtual environment can generally
be categorized into selection, manipulation, navigation, and
system control. Selection and manipulation techniques will
be very different from one application to another as each
application’s interaction requirements are different. Navigation techniques are mandatory for large scaled VR applications like terrain visualization since the user will need to
be able to get from one point to another within the virtual
environment. In system control interaction, the user will be
able to control the state of the application at the system level
where the execution mode of the application is changed.
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The research of applying VR technology into the field
of atmospheric research is a little explored research direction. The capability to see various types of volumetric data
in a 3D large screen immersive environment has not been
explored. In the research of large displays, (Huang et al.,
2006) described some of the unique features provided by
their use. These unique features provided by large displays
could be beneficial in the viewing and interaction with large
atmospheric datasets within a virtual environment.
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Our immersive visualization facility hardware includes
both a four-screen CAVE-like Fakespace FLEX display
(Figure 2), and a single-screen Visbox-P1 (Figure 3). The
FLEX display is driven by an SGI Prism running SuSE 9.0
Enterprise edition, with four active-stereo capable graphics channels. Tracking of the participants is accomplished
with an Intersense IS-900 VETracker with wireless MiniTrax Head Tracker and wireless Wand with 5 Buttons and
center click joystick. Both the viewpoint and the dominant
hand are tracked at interactive rates to enable participants to
interact with the application
For the VisBox-P1 virtual environment system, a custom
built dual Opteron graphics workstation running OpenSUSE
10.0 with an NVIDIA GeForce 6800 GT with dual outputs
is used to drive two projectors. Tracking of the participants
is accomplished with an Ascension Technology Flock of
Birds with one sensor for positional tracking of the gamepad
used for button and joystick inputs. The tracked gamepad is
used by the participants to interact with the application. The
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Figure 3. VisBox-P1 Display

viewpoint of the participant’s head is tracked using proprietary optical tracking solution.
Vesuvius is designed to work well inside the open-source
FreeVR (Sherman, 2007) and OpenSceneGraph (OSG) libraries. The FreeVR virtual reality integration library is a
cross-display VR library with built-in interfaces for many
input and output devices. It allows programmers to develop
on a standard desktop machine, with inputs and display windows that simulate a projection or head- based immersive
system. The application can then run on either the VisboxP1 or FLEX displays, or the display of a collaborator on just
about any type of VR system. The OpenSceneGraph library
is used to help with world rendering. OSG allows 3D objects
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to be hierarchically organized within the environment, and
also provides a system that optimizes the rendering through
the use of various culling and sorting techniques.

CT and MRI scanners.
The second algorithm chosen was shear-warping because of how it complements raycasting. While shearwarping tends to blur detail when the resolution is increased
or the volume is magnified, under normal viewing conditions it is the fastest of the software volume rendering algorithms. The speed of shear-warp allows the amount and
size of information normally contained in volumetric data
to run at interactive framerates. This is made more important when temporal data is factored into the volume data,
where the volume will be required to dynamically move and
change in real-time. With the amount of data being displayed in such a way, it becomes essential that things run at
interactive framerates.

Although we chose the VisBox-P1 and the FLEX as the
display devices, the application can easily be modified to
display on different virtual environment displays with various configurations supported by the FreeVR library. In addition, the FreeVR library also supports various virtual reality
devices that enable the use of other tracking devices with the
application.
PROPOSED ARCHITECTURE
Although much has been done in the realm of volume
visualization little has been done in atmospheric visualization, specifically with the MM5 model. Most volume visualization research has focused on visualizing static medical data such as CAT scans and MRIs. Unlike medical
imagery, there is often a temporal variable associated with
atmospheric data sets. This means that for a given particulate, the user might wish to see its simulated interaction
over the course of minutes, hours, or even days. In addition, the size of atmospheric data tends to be considerably
more than that of medical data if for no other reason than the
scope of the datasets. Work in this area of dynamic volumes
is far from complete. In addition, atmospheric data contains
many types of divergent data, each of which may or may not
be wished to be displayed by the user. The purpose of Vesuvius is to address these differences by visualizing dynamic
and varied atmospheric data at interactive framerates.

Once the image is obtained, a texture is created and
placed on a billboarded polygon at the position of the actual
volume data. This minimizes the amount of data that actually needs to be rendered as well as minimizes the amount
of calculating that needs to be done, as the polygon texture only needs to be recalculated when the camera position
changes.
Vesuvius works with an external program that will read
and convert MM5 files into a custom file format. Because
of the sheer size and complexity of MM5 files it is difficult to find and extract just the relevant volumetric information for a given frame in real-time. This external program
extracts all relevant volume information (including bounds,
opacities, etc.) for each particulate and stores this into the
custom file format. In cases when there is temporal data
in the MM5, the step is recorded and the temporal data is
stored as deltas at each step interval. A command line option in the converter program allows the user to specify a
resolution for the time interval. This means that the user
can specify a higher resolution for the temporal data stored
in the MM5 file and the program will interpolate the temporal data and add this new information into the file. While
this greatly increases the file size, it also makes animations
of atmospheric data both smoother and less computationally
intensive, which results in greater framerates. The layout of
this file structure is given in Figure 4.

Design
At the core of Vesuvius are two direct volume rendering algorithms: raycasting and shear-warping. Vesuvius was
designed with the algorithms derived from a common base
to create a minimum amount of code duplication and increase overall program cohesion. As an added result of this
derived structure, other volume rendering algorithms such
as texture-based volume rendering can be easily added in
the future. In addition, this allows for a common interface
through which the algorithms can receive data (such as camera position) and send data (such as the final volumetric image). An overview of this design is given in Figure 5.

What makes Vesuvius unique is the amount of control
it gives the user when viewing the atmospheric data. It encapsulates controls for moving through the temporal data in
the dataset, allowing the user to rewind, fast-forward, play,
and pause atmospheric simulations in real-time. In addition,
Vesuvius can render overlapping volume data such as that of
multiple particulates. This is done by first keeping track of
each particulate separately and computing how much each
particulate adds to the overall volume data at a given point.
From this, the user can choose to display, hide, or adjust the
transparency for any given particulate type. This allows the
user to focus on the interactions of one or several certain
particulates with the atmosphere and for the user to see how
these particulates are affected by the varying conditions of
the simulation without the added information of every other
particulate in the dataset.

Raycasting was chosen as one of the direct volume rendering algorithms to implement because of its ability to display highly detailed volumes. Unlike other algorithms such
as shear-warping, increasing the resolution of a volume or
its magnification will not result in any loss of detail when
using the raycasting algorithm. However, due to the computationally intensive nature of the algorithm, even with optimizations such as early ray termination (Levoy, 1990), spatial encoding of the volumetric data (Grimm et al., 2004; Sobierajski and Avila, 1995), or an object-ordered approach
(Mora et al., 2002) the framerate could barely be considered interactive, especially in a virtual environment. This
algorithm is particularly suited to static, highly detailed volumetric data such as that of medical data which comes from

807

to be hierarchically organized within the environment, and
also provides a system that optimizes the rendering through
the use of various culling and sorting techniques.

CT and MRI scanners.
The second algorithm chosen was shear-warping because of how it complements raycasting. While shearwarping tends to blur detail when the resolution is increased
or the volume is magnified, under normal viewing conditions it is the fastest of the software volume rendering algorithms. The speed of shear-warp allows the amount and
size of information normally contained in volumetric data
to run at interactive framerates. This is made more important when temporal data is factored into the volume data,
where the volume will be required to dynamically move and
change in real-time. With the amount of data being displayed in such a way, it becomes essential that things run at
interactive framerates.

Although we chose the VisBox-P1 and the FLEX as the
display devices, the application can easily be modified to
display on different virtual environment displays with various configurations supported by the FreeVR library. In addition, the FreeVR library also supports various virtual reality
devices that enable the use of other tracking devices with the
application.
PROPOSED ARCHITECTURE
Although much has been done in the realm of volume
visualization little has been done in atmospheric visualization, specifically with the MM5 model. Most volume visualization research has focused on visualizing static medical data such as CAT scans and MRIs. Unlike medical
imagery, there is often a temporal variable associated with
atmospheric data sets. This means that for a given particulate, the user might wish to see its simulated interaction
over the course of minutes, hours, or even days. In addition, the size of atmospheric data tends to be considerably
more than that of medical data if for no other reason than the
scope of the datasets. Work in this area of dynamic volumes
is far from complete. In addition, atmospheric data contains
many types of divergent data, each of which may or may not
be wished to be displayed by the user. The purpose of Vesuvius is to address these differences by visualizing dynamic
and varied atmospheric data at interactive framerates.

Once the image is obtained, a texture is created and
placed on a billboarded polygon at the position of the actual
volume data. This minimizes the amount of data that actually needs to be rendered as well as minimizes the amount
of calculating that needs to be done, as the polygon texture only needs to be recalculated when the camera position
changes.
Vesuvius works with an external program that will read
and convert MM5 files into a custom file format. Because
of the sheer size and complexity of MM5 files it is difficult to find and extract just the relevant volumetric information for a given frame in real-time. This external program
extracts all relevant volume information (including bounds,
opacities, etc.) for each particulate and stores this into the
custom file format. In cases when there is temporal data
in the MM5, the step is recorded and the temporal data is
stored as deltas at each step interval. A command line option in the converter program allows the user to specify a
resolution for the time interval. This means that the user
can specify a higher resolution for the temporal data stored
in the MM5 file and the program will interpolate the temporal data and add this new information into the file. While
this greatly increases the file size, it also makes animations
of atmospheric data both smoother and less computationally
intensive, which results in greater framerates. The layout of
this file structure is given in Figure 4.

Design
At the core of Vesuvius are two direct volume rendering algorithms: raycasting and shear-warping. Vesuvius was
designed with the algorithms derived from a common base
to create a minimum amount of code duplication and increase overall program cohesion. As an added result of this
derived structure, other volume rendering algorithms such
as texture-based volume rendering can be easily added in
the future. In addition, this allows for a common interface
through which the algorithms can receive data (such as camera position) and send data (such as the final volumetric image). An overview of this design is given in Figure 5.

What makes Vesuvius unique is the amount of control
it gives the user when viewing the atmospheric data. It encapsulates controls for moving through the temporal data in
the dataset, allowing the user to rewind, fast-forward, play,
and pause atmospheric simulations in real-time. In addition,
Vesuvius can render overlapping volume data such as that of
multiple particulates. This is done by first keeping track of
each particulate separately and computing how much each
particulate adds to the overall volume data at a given point.
From this, the user can choose to display, hide, or adjust the
transparency for any given particulate type. This allows the
user to focus on the interactions of one or several certain
particulates with the atmosphere and for the user to see how
these particulates are affected by the varying conditions of
the simulation without the added information of every other
particulate in the dataset.

Raycasting was chosen as one of the direct volume rendering algorithms to implement because of its ability to display highly detailed volumes. Unlike other algorithms such
as shear-warping, increasing the resolution of a volume or
its magnification will not result in any loss of detail when
using the raycasting algorithm. However, due to the computationally intensive nature of the algorithm, even with optimizations such as early ray termination (Levoy, 1990), spatial encoding of the volumetric data (Grimm et al., 2004; Sobierajski and Avila, 1995), or an object-ordered approach
(Mora et al., 2002) the framerate could barely be considered interactive, especially in a virtual environment. This
algorithm is particularly suited to static, highly detailed volumetric data such as that of medical data which comes from

807

CFile

CFile

Abstract file
base class

Abstract file
base class

CMM5

CVM5

.mm5 file loader

Default .vm5 file
loader

CAlgorithm
Abstract
algorithm base
class

CMM5

CVM5

.mm5 file loader

Default .vm5 file
loader

CMM5VM5

CMM5VM5

.mm5 to .mv5 file
converter

.mm5 to .mv5 file
converter

CShearWarp

CRayCasting

CShearWarpVM5

CShearWarp

CRayCasting

Shear warp .vm5 file
loader. Includes
post-load RLE-encoding.

Shear warp
algorithm
implementation

Raycasting
algorithm
implementation

Shear warp .vm5 file
loader. Includes
post-load RLE-encoding.

Shear warp
algorithm
implementation

Raycasting
algorithm
implementation

Figure 5. Software Design

detail at the interactions between particulates in a simulation
and interactions of the particulates with surrounding terrain.
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Particulate n offset
}

FUTURE WORK
Optimizing the renderer to achieve higher framerates is
the main focus of our future work. By paralellizing the
algorithm to fully utilize the many CPUs available to us,
the computation of the volume rendering should be done in
far less time. Also, by rethinking how data is shared between the different screens in the virtual environment we
hope to minimize redundant data in memory. We feel that
by re-evaluating how overlapping volumes affect each other
we can come up with a new, less computationally expensive process. A texture-based volume rendering algorithm
is also being considered for hardware acceleration of small
datasets or small particulates in a dataset. In addition to rendering optimizations, optimizations can also be made to the
file structure. By reorganizing the custom volume file we
hope to be able to fit more into memory and have less hard
drive access and seeking, which are notoriously slow.
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Vesuvius provides atmospheric scientists a chance to interactively evaluate the large amounts of data that are generated from an atmospheric simulation. Instead of gigabytes
of raw numbers they can utilize the three-dimensional interaction and visualization capability provided by FLEX and
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By allowing them to play back the entire simulation as
well as choose particulate opacity and which particulates
to enable and disable, atmospheric scientists are given an
incredible degree of control regarding what they choose to
study and look at. In addition, by rendering the entire simulation in a full 3D virtual reality environment they are allowed an unparalleled view from any angle with amazing
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organize information in a fashion that can be utilized
for high performance storage and retrieval of
temporally oriented spatial data and may have other
applications such as spatial data authentication (Vert et
al. 2003).

ABSTRACT
Spatial data has become more important everyday in
decision-making and planning processes. As such, it
needs to be stored and retrieved in information systems
that often require high performance due to the
voluminous nature of spatial data. Typically this is not
much of a problem unless one considers the effect of
spatial extent as a function of time in information
retrieval. Taxonomies of spatial objects can be useful
in suggesting a storage model that addresses spatiotemporal queries. This research develops such a
taxonomy and then proposes how the taxonomy might
lend itself to a high performance binary tree model for
query and storage of spatial data that considers the
relationship of time on the shape of objects in storage.
The approach has the potential to retrieve data for
certain types of queries much more quickly than a
linear search of the same types of spatial objects.
Comparative evaluation will be the subject of future
work.

A taxonomy is typically defined in literature as
theories and techniques of naming, describing,
organizing, and classifying organisms. For example,
the biological taxonomic hierarchy describing life is,
from top to bottom: kingdom, phylum (for animals) or
division (for plants and fungi), class, order, family,
genus, species. Data taxonomies are useful because
they can simplify and organize access to data.
However, taxonomies have been typically developed in
the past for a special purpose or application. The goal
of this research has been to develop a method and
taxonomy that classifies the spatial data contained in
maps based on their type, relationship to other spatial
objects, and the time effect on such objects. Implied is
that the classification of spatial data should be based on
similarities of structure or origin as a function of time.
This research proposes the concept of classification of
spatial data into taxonomies that can then be utilized
for rapid retrieval of spatial information within a
spatial extent affected by time.

INTRODUCTION
Spatial databases have become increasingly more
important in everyday life. Although they were first
used in government and military operations, they have
become a basic commodity for almost every business
and home. Today, almost everyone knows how to run a
computer. Spatial earth resource data has become
increasingly important in everyday decision-making
and planning processes, such as resource management
and urban planning. As such, there is a need to store,
retrieve and manage spatial information in an efficient
fashion. Due to the volume of information associated
with spatial data, geographic information systems
(GIS) need to focused on high performance methods
for information management. Some methods to date
such as Z curves and Hilbert curves attempt to organize
spatial data so that it can be retrieved and stored in a
linear fashion that reflects the spatial adjacency of
geographic objects. These methods however do not
address the temporal aspects of spatial data and the
effect of time on geometric shape. Additionally, little
work has been done on how to retrieve, store and order
spatial information that has geometries that change as a
function of time. Taxonomies of spatial data can

PREVIOUS WORK
A search of the literature for previous work with
spatial taxonomies came up with limited results. The
University of California, Santa Barbara has developed
geographical data taxonomy for the Alexandria Digital
Library (ADL). They called the taxonomy “Feature
Type Thesaurus,” in which a thesaurus is defined as a
“set of terms representing concepts and the
relationships among the terms, including hierarchy,
equivalence, and associative relationships” (Jensen and
Snodgrass, 1994). The library uses the thesaurus to
organize the geographic information based on the
nature of the place. This taxonomy was not based on
spatial data objects that exist in maps; it rather
classifies almost all geographical terminology that is
used to describe places in nature. They used
“MultiTes” software to create their “Feature Type
Thesaurus.” MultiTes is software that has many tools
that make it easy to create and manage thesauri,
taxonomies, and other types of controlled vocabularies.
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PREVIOUS WORK
A search of the literature for previous work with
spatial taxonomies came up with limited results. The
University of California, Santa Barbara has developed
geographical data taxonomy for the Alexandria Digital
Library (ADL). They called the taxonomy “Feature
Type Thesaurus,” in which a thesaurus is defined as a
“set of terms representing concepts and the
relationships among the terms, including hierarchy,
equivalence, and associative relationships” (Jensen and
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The following is an example of how the ADL
thesaurus (Jensen and Snodgrass, 1994) can be used:
“Sample thesaurus entry with explanations: Canals
is a feature type category for places such as the Erie
Canal. This category is used instead of any of the
following:
• Canal bends
• Canalized streams
• Ditch mouths
• Ditches
• Drainage canals
• Drainage ditches
• … More …
Broader terms: Canals is a sub-type of "hydrographic
structures."
The following is a list of other categories related to
canals (non-hierarchical relationships):
• Channels
• Locks
• Transportation features
• Tunnels
So, canals can be defined as manmade waterway used
by watercraft or for drainage, irrigation, mining, or
water power.”

For example, for swimmers who go to the beach,
swimming would represent a majorative event during a
single day because this event (swimming) occurs most
of the time during the day. But, for swimmers to visit
restaurants and cafes this event could be considered
sporadic because it will occur for limited times during
the day for breakfast, lunch, and dinner. The existing
approaches to spatial taxonomies seem to be created
for special purposes and do not actually classify spatial
objects but aspects and events related to spatial objects.
What has been needed is a new approach that classifies
spatial objects in a robust fashion, hierarchically, and
considers the nature of time on such objects. The
development of such taxonomy can potentially be
applied to rapid, high performance wild card queries of
spatial databases by suggesting a tree structure for data
organization

The following is an example of how the ADL
thesaurus (Jensen and Snodgrass, 1994) can be used:

APPROACH

The following is a list of other categories related to
canals (non-hierarchical relationships):
• Channels
• Locks
• Transportation features
• Tunnels
So, canals can be defined as manmade waterway used
by watercraft or for drainage, irrigation, mining, or
water power.”

In developing of this taxonomic approach, several
challenges had to be identified and addressed. The first
of these was that of trying to collect and list the spatial
data objects used in maps. Firstly, there appeared to be
an endless number of spatial object types. Upon
examination of the data, these were determined to stem
from the fact that there appears to be no naming
standards for spatial objects. The same object may
exist under a different name in a different map. For
example, a small lake in one data file may be referred
to as a pond in another file. Most of the spatial data
examined in this research was from the USGS and
Geography departments at the University of Nevada.
Additionally, each taxonomic class needed the concept
of a time dimension applied to it. For example there are
bodies of water that flow occasionally above ground
and occasionally below ground in the deserts of the
western United States based on the time of year.

Calkins and Obermeyer developed a taxonomy of
spatial data use and value that aims at enhancing the
general understanding of importance and use of
geographic information in decision making (Calkins
and Obermeyer, 1991). Onsrud and Rushton have
suggested a taxonomy of spatial data sharing based on
the characteristics of organizations, data, constraints,
and exchange that is intended to differentiate the
different activities of spatial data-sharing to build
future relationship models (Onsrud and Rushton,
1995).

The first step of our research was to build a
collection of spatial object identifiers and then look for
structural classifiers. Because little previous work had
been done in this regard we started by examining
objects from the previously mentioned taxonomies
(Heywood et al., 2002, Calkins and Obermeyer, 1991)
and by examining USGS data for the state of Nevada
and ESRI spatial objects (ESRI, 2007). The initial
categories defined from this work are: Urban, Rural,
Forest, Soil, Costal, and Polar. These categories were
determined based on the Alexandria Digital Library
Feature Type Thesaurus (Jensen and Snodgrass, 1994).
For classification we examined the data found in the
ESRI Data & Maps Media kit (ESRI, 2002, ESRI,
2007). After collecting the data for the taxonomy, it
was easy to distinctly categorize the data types into the
categories developed in previous work (Tables 1-7). In
addition, it was realized that those groups, which had
been developed for purposes other than taxonomies,
would not work correctly for data classifications.

Jensen and Snodgrass have attempted to address time
in the spatial context by creating a temporal taxonomy
for events and classified them based on a valid time
and a transaction time into fifteen different categories.
These categories review generalized temporal relations
in order to be able to query a predecessor relation from
a successor relation for the purposes of information
retrieval (Jensen and Snodgrass, 1994).
Peuquet classified temporal objects (Heywood, et al.
2002), based on the type of event that caused the
change to the entity (point, line, or polygon), into four
types:
• Continuous - events that occur over a period of
time.
• Majorative – events that go on most of the time.
• Sporadic – events that occur some of the time.
• Unique – events that occur only once.
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addition, it was realized that those groups, which had
been developed for purposes other than taxonomies,
would not work correctly for data classifications.

Jensen and Snodgrass have attempted to address time
in the spatial context by creating a temporal taxonomy
for events and classified them based on a valid time
and a transaction time into fifteen different categories.
These categories review generalized temporal relations
in order to be able to query a predecessor relation from
a successor relation for the purposes of information
retrieval (Jensen and Snodgrass, 1994).
Peuquet classified temporal objects (Heywood, et al.
2002), based on the type of event that caused the
change to the entity (point, line, or polygon), into four
types:
• Continuous - events that occur over a period of
time.
• Majorative – events that go on most of the time.
• Sporadic – events that occur some of the time.
• Unique – events that occur only once.
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Table 1: Hydrography spatial datasets
Lake
Sea
Fiord
Pond
Estuary
Shore
Creek
Brook
Beach
Geyser
Reach
Gulch
Reservoir
Cape
Bog

River
Bay
Inlet
Stream
Lagoon
Port
Cove
Ditch
Island
Reef
Desert water
Gulf
Marsh
Canal
Playa

Table 5: Rural spatial datasets

Ocean
Strait
Sound
Swamp
Harbor
Waterfall
Dam/weir
Anchorage
Ice mass
Hot spring
Oases
Channel
Slough
Bayou
Desert Lakes

County

Septic sys. & Wells

Village
Barn

Transmission Lines
Gauging Station
Communications &
Electricity
Telephone Lines
Power Lines
Town

Corral
Estate
Building
Hamlets

Parcel
Data
Dairies
Voting
Districts
House

Table 6: Soil spatial datasets
Clay

Sand sea

Bedrock outcrop

Sand

Silt

Alluvial fans

Rocks

Desert soil

Sand sheet

Table 1: Hydrography spatial datasets
Lake
Sea
Fiord
Pond
Estuary
Shore
Creek
Brook
Beach
Geyser
Reach
Gulch
Reservoir
Cape
Bog

Table 2: Urban spatial datasets

River
Bay
Inlet
Stream
Lagoon
Port
Cove
Ditch
Island
Reef
Desert water
Gulf
Marsh
Canal
Playa

Table 5: Rural spatial datasets

Ocean
Strait
Sound
Swamp
Harbor
Waterfall
Dam/weir
Anchorage
Ice mass
Hot spring
Oases
Channel
Slough
Bayou
Desert Lakes

County

Septic sys. & Wells

Village
Barn

Transmission Lines
Gauging Station
Communications &
Electricity
Telephone Lines
Power Lines
Town

Corral
Estate
Building
Hamlets

Home
University

City

Parcel Data

Estate

Power Lines

House

Castle

College
County

Voting
District
Major Cities

Clay

Sand sea

Bedrock outcrop

Sand

Silt

Alluvial fans

Rocks

Desert soil

Sand sheet

Table 2: Urban spatial datasets

Gauging Stations
Telephone Lines
Transmission
Lines
Sewer Sys.&
Water Sys.
Communications
& Electricity
National
Monument

Trail
Bridge
Highway
Interchange
Avenue
Street
Station
Fork
Residential
Route
Exit
Train tracks

Service facility
Air force base
Interstate
Launch complex
Airport
Dirt
Drive
Way
Landing strip

Table 4: Vegetation spatial datasets
Park
Land
Reserves
Bushes
Pasture
Croplands
Wood
Orchard

Lawn
Timber
Grove
Brushwood
Cultivated areas
Zoo
Trees
Plantation

Hill

Valley

Mountain

Summit

Gap

Canyon

City

Parcel Data

Mound

Crest

Coulee

Estate

Power Lines

Butte

Volcano

Crevasse

Mine

Ridge

Quarry

House

Castle

Mount

Dale

Pike

Grouping of spatial data into these categories was
done by structural or semantic basis. For example,
man-made structures found in urban areas became
members of the urban spatial dataset. Whereas, the
hydrography category of spatial objects contains
objects that can have varying geometries and thus are
classified by the semantics of being objects that are
characterized semantically by water. With the spatial
data categorized, we then classified each type of data
object based on its geometric stability over a given unit
of time. Tables 8 (a) and (b) show this the result of this
classification. The abbreviations and symbols used in
these tables are as follows:
Legend
I
Î
Innate
RE
Î
Relative Extent
S
Î
Seasonal
C
Î
Continual
Sing.
Î
Singular
Y
Î
Yes
L
Î
Large
V
Î
Vary
Blank Î
N/A
S
Î
Static
ST
Î
Static-Temporal
TC
Î
Temporal-Continuous
TS
Î
Temporal-Sporadic

Railroad
Dead end

Garden
Farm
Field
Vineyard
Ranch
Forest
Meadow
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Table 7: Elevation spatial datasets
Building
Fort

Foothill

Table 3: Transportation spatial datasets
Road
Gate
Lane
Crossing
Blvd
Bypass
Transit
Junction
Freeway
Train yard
Tunnel
Jeep Trail

Dairies
Voting
Districts
House

Table 6: Soil spatial datasets

Table 7: Elevation spatial datasets
Building
Fort

Parcel
Data

College
County

Home
University

Voting
District
Major Cities

Gauging Stations
Telephone Lines
Transmission
Lines
Sewer Sys.&
Water Sys.
Communications
& Electricity
National
Monument

Trail
Bridge
Highway
Interchange
Avenue
Street
Station
Fork
Residential
Route
Exit
Train tracks

Lawn
Timber
Grove
Brushwood
Cultivated areas
Zoo
Trees
Plantation

Mountain

Summit

Gap

Canyon

Mound

Crest

Coulee

Butte

Volcano

Crevasse

Mine

Ridge

Quarry

Mount

Dale

Pike

Grouping of spatial data into these categories was
done by structural or semantic basis. For example,
man-made structures found in urban areas became
members of the urban spatial dataset. Whereas, the
hydrography category of spatial objects contains
objects that can have varying geometries and thus are
classified by the semantics of being objects that are
characterized semantically by water. With the spatial
data categorized, we then classified each type of data
object based on its geometric stability over a given unit
of time. Tables 8 (a) and (b) show this the result of this
classification. The abbreviations and symbols used in
these tables are as follows:
Legend
I
Î
Innate
RE
Î
Relative Extent
S
Î
Seasonal
C
Î
Continual
Sing.
Î
Singular
Y
Î
Yes
L
Î
Large
V
Î
Vary
Blank Î
N/A
S
Î
Static
ST
Î
Static-Temporal
TC
Î
Temporal-Continuous
TS
Î
Temporal-Sporadic

Railroad
Dead end
Service facility
Air force base
Interstate
Launch complex
Airport
Dirt
Drive
Way
Landing strip

Table 4: Vegetation spatial datasets
Park
Land
Reserves
Bushes
Pasture
Croplands
Wood
Orchard

Valley

Foothill

Table 3: Transportation spatial datasets
Road
Gate
Lane
Crossing
Blvd
Bypass
Transit
Junction
Freeway
Train yard
Tunnel
Jeep Trail

Hill

Garden
Farm
Field
Vineyard
Ranch
Forest
Meadow
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long period of time. Island, mountain, forest, hill, and
valley classes have been clustered in the middle of the
spatial-temporal plot. The classes of rocks and summit
have been placed at the lower left corner. The
presented mapping is based on our interpretation of the
different classes; other interpretations may produce
different outcomes. For simplicity purposes, Figure 1
can be represented in aggregate form as shown in
Figure 2.

Table 8 (a): Temporal classification of spatial data
classes from the taxonomy
Class

I

RE

Ocean
Ice Mass
Sea
Lake
River
Desert
Water

Y

L
L
V
V
V

Island
Shore
Port
Dam/Weir

Y
Y

Sand
Silt
Clay
Rocks

Y

Land
Forest
Farm
Park
Bushes
Summit
Mountain
Hill
Valley
Mine

Y

V

S

C

Sing.

Y
Y

S
TC
ST
TC
TC

Y

TC

Y

Y
Y
Y
Y

Y

Y
Y
Y
Y

V
L
V
V
V
L
V
V
V

Table 8 (b): Temporal classification of spatial data
classes from the taxonomy

S
TC
TS
TS

Class
County
City
University
Building
National
Monument
Voting
District
Parcel Data
Sewer and
Water
Systems
Communic
ation and
Electricity
County
Village
Town
Building
Corral
Voting
District
Parcel Data
Septic
Systems
and Wells
Communic
ation and
Electricity
Road
Trail
Crossing
Railroad
Airport
Bypass
Service
Facility

TC
TC
TC
S

Y
Y

Y

TG

Y
Y
Y
Y

Y

TS
S
TS
TS
TC
S
S
S
S
TS

Grouping spatial objects by temporal attributes
produces the classification shown in Table 9. This
classification can then be used to order the objects in a
category by their spatial extent and the effect of time
on the spatial extent. For example, an ice mass is large
and is continuously changing spatial extent over a
period of time.
In the classification process used for the taxonomy,
temporality was studied based on relative features
amongst the classes within the same natural category.
By mapping classes from each group onto the spatialtemporal plots, classes could be compared on the basis
of spatial extend and time. The spatial-temporal plots
are logarithmic representations of the relative size and
temporality of spatial objects that can show the relative
relationship between different objects.
The spatial-temporal plots use the log scales of area
and time as their axis. For example, classes of the
static-temporal group had been studied on the spatialtemporal plot shown in Figure 1. The Ocean class has
been placed on the top right corner because it is large
in size and changes in its extent happen over a very

I RE

S

C

Sing.

TG

L
L
V
V

Y
Y
Y
Y
Y

TS
TS
TS
TS
TS

L

Y

TS

L

Y
Y

TS
TS

Y

TS

L
L
L
V
V
L

Y
Y
Y
Y
Y
Y

TS
TS
TS
TS
TS
TS

L

Y
Y

TS
TS

Y

TS

V
V

Y
Y
Y
Y
Y
Y
Y

TS
TS
TS
TS
TS
TS
TS

All classes from the developed taxonomic
classification with similar temporal classifications have
been represented on the spatial-temporal plot as shown
in Figures 1, 2, 3, 4, and 5.
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valley classes have been clustered in the middle of the
spatial-temporal plot. The classes of rocks and summit
have been placed at the lower left corner. The
presented mapping is based on our interpretation of the
different classes; other interpretations may produce
different outcomes. For simplicity purposes, Figure 1
can be represented in aggregate form as shown in
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Ice Mass
Sea
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River
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Water

Y

L
L
V
V
V
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Shore
Port
Dam/Weir

Y
Y
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Silt
Clay
Rocks

Y

Land
Forest
Farm
Park
Bushes
Summit
Mountain
Hill
Valley
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Y

V

S

C

Sing.

Y
Y

S
TC
ST
TC
TC

Y

TC

Y

Y
Y
Y
Y

Y

Y
Y
Y
Y

V
L
V
V
V
L
V
V
V

Table 8 (b): Temporal classification of spatial data
classes from the taxonomy

S
TC
TS
TS

Class
County
City
University
Building
National
Monument
Voting
District
Parcel Data
Sewer and
Water
Systems
Communic
ation and
Electricity
County
Village
Town
Building
Corral
Voting
District
Parcel Data
Septic
Systems
and Wells
Communic
ation and
Electricity
Road
Trail
Crossing
Railroad
Airport
Bypass
Service
Facility

TC
TC
TC
S

Y
Y

Y

TG

Y
Y
Y
Y

Y

TS
S
TS
TS
TC
S
S
S
S
TS

Grouping spatial objects by temporal attributes
produces the classification shown in Table 9. This
classification can then be used to order the objects in a
category by their spatial extent and the effect of time
on the spatial extent. For example, an ice mass is large
and is continuously changing spatial extent over a
period of time.
In the classification process used for the taxonomy,
temporality was studied based on relative features
amongst the classes within the same natural category.
By mapping classes from each group onto the spatialtemporal plots, classes could be compared on the basis
of spatial extend and time. The spatial-temporal plots
are logarithmic representations of the relative size and
temporality of spatial objects that can show the relative
relationship between different objects.
The spatial-temporal plots use the log scales of area
and time as their axis. For example, classes of the
static-temporal group had been studied on the spatialtemporal plot shown in Figure 1. The Ocean class has
been placed on the top right corner because it is large
in size and changes in its extent happen over a very

I RE

Sing.

TG

L
L
V
V

Y
Y
Y
Y
Y

TS
TS
TS
TS
TS

L

Y

TS

L

Y
Y

TS
TS

Y

TS

L
L
L
V
V
L

Y
Y
Y
Y
Y
Y

TS
TS
TS
TS
TS
TS

L

Y
Y

TS
TS

Y

TS

Y
Y
Y
Y
Y
Y
Y

TS
TS
TS
TS
TS
TS
TS

V
V

S

C

All classes from the developed taxonomic
classification with similar temporal classifications have
been represented on the spatial-temporal plot as shown
in Figures 1, 2, 3, 4, and 5.
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Table 9: Temporality classification of the taxonomy

Static

StaticTemporal

Ocean

Sea

Island
Rocks
Forest
Summit
Mountain
Hill
Valley

Tempora
lContinu
ous
Ice mass
Desert
water
Shore
Sand
Silt
Clay
Bushes
Lake
River

Table 9: Temporality classification of the taxonomy

TemporalSporadic

Static

StaticTemporal

Port

Ocean

Sea

Land

Island

Farm
Park
University
Parcel data
Corral
Dam/Weir
Mines
County
Building
National
Monument
Voting Districts
Road
Crossing
Railroad
Bypass
Service Facility
Septic sys/
Wells
City
Airport
Village
Town
Trail
Sewer sys/ water
sys.

Rocks
Forest
Summit
Mountain
Hill
Valley

Figure 1: Spatial temporal plot for classes with
Static (S) classification

Communication
s & Electricity

Tempora
lContinu
ous
Ice mass
Desert
water
Shore
Sand
Silt
Clay
Bushes
Lake
River

TemporalSporadic
Port
Land
Farm
Park
University
Parcel data
Corral
Dam/Weir
Mines
County
Building
National
Monument
Voting Districts
Road
Crossing
Railroad
Bypass
Service Facility
Septic sys/
Wells
City
Airport
Village
Town
Trail
Sewer sys/ water
sys.

Figure 1: Spatial temporal plot for classes with
Static (S) classification

Communication
s & Electricity

Figure 2: Aggregated representation of spatial
temporal plot for static group in Figure 1.
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Figure 2: Aggregated representation of spatial
temporal plot for static group in Figure 1.
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taxonomies seems to suggest a binary tree structure
(Figure 6) whose worst search time would be O(log
n) versus O(n) for a linear search of the same data.
Such a tree structure might look like the one shown in
Figure 6, where objects are organized by spatial extent
and trees are characteristic of the temporal
classification of objects in the tree.

Figure 3: Aggregated spatial temporal plot for
static temporal (ST) classification

taxonomies seems to suggest a binary tree structure
(Figure 6) whose worst search time would be O(log
n) versus O(n) for a linear search of the same data.
Such a tree structure might look like the one shown in
Figure 6, where objects are organized by spatial extent
and trees are characteristic of the temporal
classification of objects in the tree.

Figure 3: Aggregated spatial temporal plot for
static temporal (ST) classification

Figure 5: Aggregated spatial temporal plot for
temporal sporadic (TS) classification

Figure 5: Aggregated spatial temporal plot for
temporal sporadic (TS) classification

mid size extent

smaller extent

mid size extent

larger extent

smaller extent

Figure 6: Architectural search tree based on
taxonomies
Figure 4: Aggregated spatial temporal plot for
temporal continuous (TC) classification.

When candidate objects are found in a node in the
above search tree, a similar binary search is run to meet
the temporal taxonomic criteria of the query as shown
in Figure 7.

APPLICATION
The temporal spatial plots developed in Figures 1-5
can be used for the design and creation of binary
storage structures that can be used to support high
performance range and bound queries of spatial data.
To illustrate the application, imagine a query of the
form:

middle time unit

smaller time unit

Figure 6: Architectural search tree based on
taxonomies
Figure 4: Aggregated spatial temporal plot for
temporal continuous (TC) classification.

When candidate objects are found in a node in the
above search tree, a similar binary search is run to meet
the temporal taxonomic criteria of the query as shown
in Figure 7.

APPLICATION
The temporal spatial plots developed in Figures 1-5
can be used for the design and creation of binary
storage structures that can be used to support high
performance range and bound queries of spatial data.
To illustrate the application, imagine a query of the
form:

middle time unit
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larger time unit

Retrieve * Static objects with spatial extent > 1 hectacre
on time scale > n years

larger extent

larger time unit

Retrieve * Static objects with spatial extent > 1 hectacre
on time scale > n years

Figure 7: Temporal taxonomic search tree
Using Figure 2, this query would traverse a tree
structure for Static object and return Mountain, Hill
Valley, Forest, Island and Ocean objects. While the
subject of future research, the spatial temporal

This can then produce a search time for spatial
temporal queries of O(lg (n + m)) where n is the
number of nodes in the spatial tree and m is the number
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Using Figure 2, this query would traverse a tree
structure for Static object and return Mountain, Hill
Valley, Forest, Island and Ocean objects. While the
subject of future research, the spatial temporal

This can then produce a search time for spatial
temporal queries of O(lg (n + m)) where n is the
number of nodes in the spatial tree and m is the number

815

of elements in the spatial tree. In contrast a linear
search would run in O(n+m) time. Consequently,
taxonomies based on spatial extent as a function of
time, appear to be useful in developing data structures
and organization that can support high performance
queries. Additionally, such an approach incorporates
the concept of temporality in a way that previous
approaches do not. Evaluation and empirical
measurement of exactly how much faster this approach
is will be the subject of future research.
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The spatio-temporal taxonomy developed in this
research classifies spatial data objects by their physical
extents and by their temporal properties. This
classification is then turned into a taxonomy which
leads to the organization of the taxonomy into spatiotemporal plots. These plots suggest a way to organize
spatial data that supports queries to a database based on
time and the physical extent of a spatial object as a
function of time. The suggested performance
improvement is dramatic versus a linear search and
provides support not found in spatial data queries such
as Z curves and Hilbert curves. Future work will
include more precise techniques for quantification of
relationships in the taxonomy. Additional work will be
done to empirically measure the performance of this
technique versus other storage structures.
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ABSTRACT
Wildfires are a concern for communities throughout the
world. They cause millions of dollars in damage and lead
to loss of lives. The development of computational models to predict wildfire behavior is necessary to minimize
wildfire damages and casualties. Visualizing the data generated from these computational models has many applications including training, strategic planning, data analysis,
and model validation. The complexity of visualizing wildfire brings many challenges, further complicated by large
datasets and specialized hardware used to drive immersive
systems. This paper present methods for managing the large
datasets and computational complexity involved in visualizing large wildfires in immersive environments.
INTRODUCTION
Wildfires are very unpredictable. It is difficult to determine
exactly where and when a wildfire will happen next and it is
even more difficult to determine how a wildfire will spread
with absolute precision. It is the unpredictability of wildfires
that make them so dangerous. It is this reason that so much
time and money is spent researching wildfire behavior.
There are many advantages to modeling the spread of
wildfires. Spread models can be used to develop plans to
fight fire, initiate more predictable prescribed burning, and
also predict the risk involved if a wildfire occurred in a certain area. Determining how much risk to an area’s inhabitants and their property can be used to spend money appropriately and develop a proactive plan for evacuation and fire
fighting. Kyle Canyon in Southern Nevada is a good example of a high danger wildfire zone. In the event of a wildfire,
it would be very difficult, if not impossible, to evacuate its
citizens and would most likely end in a high fatality rate.
Many decisions rely on the results of wildfire spread model
simulations. It is important that these models, to some degree, accurately predict the spread.
Validating these models is difficult without the wildfire
actually happening and comparing the results. Visualization
of the wildfire model output in an immersive environment
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can be used to validate its output against environment factors such as terrain slope, fuel moisture, wind vectors and
weather conditions. It can also be used to compare model
output against video footage or a visual recreation of the
scene from collected data. This is only a single but important reason for visualization of wildfire model output.
Visualization of these model outputs can be used to better
train firefighters and fire bosses and aid in burning more predictable prescribed fires.
Burning a wildfire for the purpose of training is dangerous and costly. Virtual reality technology makes it possible
to recreate wildfire scenarios with more realistic results then
previously possible. Recreating wildfire or using model outputs can be used to train fire bosses and firefighters and aid
in the development of plans and precautions. With the development of a real-time wildfire simulation it would be possible to run through several virtual scenarios very quickly.
This could be used to better determine what measures to
take while burning a prescribed fire.
Real-time visualization of this data is a necessary requirement for these applications. Faster than real-time visualization would also bring many advantages. Wildfires often
burn over large areas of land even covering tens to hundreds
of thousands of acres resulting in the need to visualize of
several large datasets. Visualizing terrain and forests of this
magnitude is a computationally intensive task while maintaining real-time frame rates. Rendering a fire across this
vast landscape also brings many challenges.
The rest of this paper is structured as follows. The next
section presents related work on wildfire visualization, virtual reality, possible hardware configurations, and our software environment. This is followed by a section describing
our implementation of different parts of the wildfire scenario. The paper finishes with our conclusions and possibilities for future work.
BACKGROUND
Fire and Wildfires
Much work exists for visualizing fire for the purpose of
training and analysis. However, little work has been done
to visualize fires and wildfires in an immersive medium.
A good amount of work as been spent visualizing com-
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putational models for in-building fires (Bukowski and Sequin, 1997; Govindarajan et al., 1999). (Julien and Shaw,
2003; Tate et al., 1997) use virtual environments and realistic spread models for application in firefighting training scenarios; however, the models and fire visualization are not
applicable to outdoor, large-scale fires.
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2003; Tate et al., 1997) use virtual environments and realistic spread models for application in firefighting training scenarios; however, the models and fire visualization are not
applicable to outdoor, large-scale fires.

Los Alamos National Laboratory developed a tool for the
visualization of wildfire data; however, both their model
and visualization ran slower than real-time (Ahrens et al.,
1997; McCormick and Ahrens, 1998). This work states the
applicability of visualization of wildfire to training, but only
describes the graphical elements necessary. Similar work
using GIS based reconstruction of forest landscape scenarios has been done with non-immersively visualized wildfires (Yu et al., 2004). The authors chose to implement their
own elliptical wildfire spread model based on the Huygen’s
principle of wave propagation and compute localized fire
behavior using the Rothermel model. They achieved realtime frame rates on a desktop system using a custom forest
level-of-detail system and wildfire spread model. However,
the paper did not discuss the validity of their wildfire spread
model and did not address the application or complexities
of their application in an virtual environment.
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Figure 1. FARSITE Data Visualization

and interaction captured by tracking systems because these
technologies offer many advantages over visualization on a
desktop system. The source of these advantages is through
the support of depth cues not achievable on non immersive
systems.
Depth cues are the important information a viewer uses
to discern distances between objects in a scene. The more
depth cues a system can support the more potential for immersion is possible. Monoscopic, stereoscopic, and motion
depth cues are important to VR systems. Monoscopic depth
cues are achievable on both immersive and desktops systems. Monoscopic depth cues can be seen in a single static
image of a scene. These are the depth cues, which can be
drawn from image features such as size, shading, and occlusions. Stereoscopic image depth cues are the differences
determined between the images obtained by each eye (left
and right images). Motion depth cues can be seen when
a viewer changes the relative position between them and an
object. The viewer can gauge the distance of an object based
on how fast an object passes by when they change perspective (closer objects appear to move faster than farther ones).
A 3D desktop environment is only able to provide monoscopic depth cues, but an immersive system with stereoscopic displays and head tracking can simulate all depth
cues discussed. The addition of these depth cues allows for
an experience closer to reality, making such an environment
suitable for training applications.

Farsite
FARSITE is a well-established fire behavior and growth
simulator developed by the USDA Forest Service. It is used
by fire analysts from the US Department of the Interior, National Park Service, US Department of the Interior Bureau
of Indian Affairs. (Community, 2007) Its importance and
widespread use among fire professionals was a critical factor for choosing to visualize its simulation output. FARSITE
incorporates models of surface fire, crown fire, point-source
fire acceleration, spotting, and fuel moisture to calculate the
spread of fire of a landscape (Finney, 1998). These various
models are used to propagate vectors of fire parameter polygons. Intervals of these expanding polygons are interpolated to generate raster data that describe fire behavior. The
raster data outputs are stored in ESRI ascii files, of which
six of the outputs are of importance to visually reconstructing the wildfire scenario. Several of the inputs required to
run a FARSITE simulation are also crucial to visualizing the
wildfire scenario. This includes the digital elevation model
data used to render the terrain and the fuel load data used to
place vegetation.

Immersive Hardware Systems

Virtual Reality

Multi-screen display systems require specialized hardware
unlike HMDs, which can use hardware similar to desktop
PCs. Multi-screen display systems require multiple graphics pipes to keep real-time frame rates. The goal is to keep
performance independent of the number of screens a system
contains. A 6-wall system should have comparable performance with a 4-wall system if driven by similar hardware.
Two configurations exist for achieving this goal: The first is
a shared memory system with multiple graphics pipes and
the second, more recent, is provided by cluster-based systems. Shared memory systems support a single large memory image across all processors. On these systems a process
is used to render each screen independently and one to many

Virtual Reality (VR) as it relates to this project is the use
of hardware and software technologies used to allow user
to view and interact with computer-simulated environments.
The goal of VR is to mentally immerse a user within these
environments through different types of sensory feedback.
Sight (visual), a type of sensory feedback important to this,
but in a broader sense feedback also includes aural (sound),
touch (haptic), and smell (olfactory). The broad definition
of VR includes the visualization of a 3D world on a desktop computer because this can and often creates a sense of
immersion. However, the specific definition used in this
project involves the visualization on stereoscopic displays
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processes are used to update the simulation. Rendering each
screen in parallel offers performance, which is independent
of the number of screens in the system. Performance is further increased by allowing the simulation and rendering to
run in parallel. The idea is to run the update and rendering
computation in parallel as much as possible, but because
they are accessing the same data, the update writing and the
rendering reading it must be locked. Cluster-based solutions
run the simulation and rendering code on a node for each
screen in parallel and a head node keeps the simulations in
sync. It is also possible on these systems to run the rendering
and simulation code in parallel for increased performance
if multiple processors are available. The shared memory
solution has the disadvantage of requiring expensive specialized hardware to support multiple graphics cards. High
performance, available commodity hardware can be used in
cluster-based systems with a fast interconnect.

ing is the fundamental feature necessary for rendering on
our shared memory system. This support includes management of OpenGL objects (Texture object, Vertex buffer object, etc.) and, less importantly, a data protection mechanism. Data protection is often very specific to a problem to
achieve high performance. Both OpenSG and OpenSceneGraph are two scene graphs that meet this criteria. OpenSG
implements a system, which allow the scene graph to be
transparently shared across multiple machines in a cluster
or server processes on a single machine (details about the
implementation of this system can be found in these papers
(Reiners et al., 2002)). OpenSceneGraph does not have the
ability to shared the scene graph data structure, but must be
protected using an external locking mechanism or the rendering and simulation update must be done sequentially.
Problem: Visualization of Large Wildfires
Frequently, wildfire can cover large landscapes many times
beyond the current computational and memory capacity of
current visualization hardware. Each graphical element
such as terrain, vegetation, and fire is associate with a large
dataset either describing the landscape or driving the simulation. Each one of these element has its own challenges
and performance bottlenecks. The digital elevation model
data and satellite image describe the terrain. The fuel load
data is used to construct the vegetation environment. The
wildfire is spread according to FARSITE outputs. Our goal
is to achieve real-time visualization of wildfire that cover
vast landscape each element much be managed to maintain
visual fidelity and run in real-time.

VR Toolkits and Scene Graphs
VR systems contain specialized input and tracking hardware, but also specialized screen and computational hardware configurations making writing software for these systems a monumental task. The hardware configurations for
these systems can vary drastically between different organizations requiring software to be changed for each of these
systems. VR toolkits attempt to abstract these differences
so that an application can be written once and run on all of
these systems. The largest difference between VR toolkits
consists of the type of input hardware and computational
configurations they support. William R. Sherman’s FreeVR
supports a variety of input and tracking systems such as
common desktop game pads all the way to high end tracking system such as InterSense’s IS-900, but only supports
shared memory systems. VRUI and VR Juggler supports
similar tracking hardware, but also support cluster-based
systems.

PROPOSED SOLUTION
FreeVR and OpenSceneGraph
We built our application on the open-source FreeVR and
OpenSceneGraph (OSG) libraries. The FreeVR virtual reality integration library is a cross-display VR library with
built-in interfaces for many input and output devices. It
allows programmers to develop on a standard desktop machine, with inputs and display windows that simulate a projection or headbased immersive system. The application can
then run just about any type of VR system. The OpenSceneGraph library is used to help with world rendering. OSG
allows 3D objects to be hierarchically organized within the
environment, and also provides a system that optimizes the
rendering through the use of various culling and sorting
techniques.

Scene graphs uses many optimizations to speed up rendering. Many of these offer different types of culling which
quickly determine the visibility of geometry and reduce the
amount of triangles need to be rendered. Frustum culling
removes geometry outside of the viewers point of view. Occlusion culling removes geometry which is not visible because it is behind other geometry in the scene. Small feature culling removes geometry which are smaller than a
particular amount of screen space in pixels. Scene graphs
also reduce the amount of expensive state changes such as
changing shaders, textures, and other rendering states. They
also often implement lazy state updating, which only updates states that are not already set. Optimization traversal
usually run during a single time after initialization can optimize a the scene graph data structure and the geometry contained within. These optimizations can include organizing
the scene graph into an octtree for optimized frustum culling
or organizing triangle-based geometry into optimized triangle strips.

A considerable amount of our effort thus far has been in
writing the software interface between FreeVR and OSG.
FreeVR works naturally well with OpenGL and other lower
level graphical rendering libraries. However, when interfacing a VR integration library with a higher level rendering API there are many issues that need to be addressed,
in particular 1) dealing with the perspective matrices, 2)
shared memory allocation, 3) multiprocessing, and 4) windowing and input device interfacing. A software interface
between FreeVR and the SGI Performer scene-graph library
already existed, so we felt confident that the similar OSG library would not be too difficult. The Performer library was

Although there are many scene graphs, there are few
which are open source and suited to the development of
virtual reality applications. Support for multi-pipe render-
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avoided due to its closed-nature, and expected lack of future
support.

much larger than brute-force methods; however, it required
that the entire dataset be loaded into memory. This algorithm would result in a complex memory management system. This method although reducing CPU usage over previous methods still could be improved. Ulrich’s Chunked Lod
algorithm (Ulrich, 2002) offered several advantages including higher triangle throughput, low CPU usage, and implicit
memory management. This method, unlike Geometrical
Mipmapping, requires offline tessellation of the elevation
data. Figure 2 illustrates the tessellation of this approach.

While the OSG scene-graph system is somewhat based
on the efforts of the Performer library, there are two major differences between the OSG implementation and Performer: 1) OSG does not double-buffer the scene-graph, requiring the update traversal to avoid making changes to the
scene-graph while a cull traversal is in progress, and 2) because many people contribute new node types to the opensource OSG, there is no strict enforcement of the rule preventing scene-graph modifications taking place outside the
update traversal. Neither of these issues is typically a concern for desktop applications running on a single CPU system, but for multi-screen immersive systems, they are problematic. To address these implementation issues, we must
specifically avoid the modification of the scene-graph when
the multiplerenderings are taking place. FreeVR provides a
semaphore-based locking/barrier system that we used to exclude writes to the scenegraph data during culling. Furthermore, when we discovered that some of the node-types (e.g.,
the particle system node) used the culling traversal to make
additional modifications to the scenegraph we had to specifically insert extra locking code into those modules. The end
result is a system that works satisfactorily, but the addition
of each barrier results in lower frame rendering rates.

Figure 2. Surface Tessellation

Initial Abstractions
To achieve high performance the amount display and simulation computation that should be run in parallel should be
maximized. Abstraction of dynamic graphical elements into
several steps is necessary to achieve this goal. The processing of each element is broken into three stages: 1) rendering,
the code which displays the element 2) updating the simulation code 3) synchronizing and maintaining congruency
between the first steps. The first two steps run in parallel
working on their own copy of the data and the last step synchronizes the two copies. This uses the assumptions that
the simulation code in step 2 is non-trivial and would require more time than syncing the data in step 3. OpenSG
provides a similar more generic mechanism; however, we
believe that a generic solution is not always possible and a
higher framerate is better with some specialization.

Vegetation
Similarly, vegetation is placed using an offline utility. This
saves the cost of having to place trees at runtime and this
saving allow the trees to be paged in from a file. The vegetation utility uses the fuel load data input from FARSITE
and an expert’s knowledge of the location to determine what
types of vegetation are native to a location and their positions. Pixel error is used to determine when trees should not
be displayed anymore. In general this is when the size of the
rendered vegetation is smaller than a few pixels of screen
space. Currently, trees are grouped into localized batches to
be sent to the video card for rendering. This increases the
amount of vegetation able to be rendered, but has the limit of
only being able to process vegetation in groups. Processing
vegetation individually allows the system to changed the appearance of that vegetation as it burned, but results in slow
rendering speeds. A compromise is to use instancing (Corporation, 2004) to draw and process vegetation nearer to the
viewer and process distance trees using groups.

Scalable Rendering
Each element of the scene strives to minimize its impact on
the performance of the visualization. The goal was to section off as much work to the graphical processing unit as
possible and leave the CPU time available for visualization
to other elements and simulation code. The following systems manage and minimize their uses of system resource
using level-of-detail algorithms specific to their data and visualization domain. The management of resources also allows the system to view landscapes that are larger than the
available amount of system resources.

Wildfire
Visualization of the wildfire is driven directly from the FARSITE simulation data using particle based fire and smoke.
Fire and other natural phenomenon have been successfully
rendered using high numbers of particles. Applications using high numbers of particles are not able to render in realtime the use of sprites can significantly reduce the number
of particles with good visual results(Reeves, 1983; Feldman
et al., 2003). Sprite-based particle systems can accurately
and realistically represent fire with very few particles. This
is because localized behavior using an accurate offline simu-

Terrain
In the first implementation of the terrain we chose to implement the Geometrical Mipmapping (de Boer, 2000) algorithm. This enabled the system to visualize terrain datasets
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avoided due to its closed-nature, and expected lack of future
support.
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Figure 2. Surface Tessellation
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of particles with good visual results(Reeves, 1983; Feldman
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Increasing the accuracy and realism of visualizing wildfire
scenarios is a primary focus. This focus will specifically involve the use of additional outputs from FARSITE including
flame length, rate of spread and crown fire data. The aim of
this endeavor is to improve the accuracy of the visualization
for the application of data analysis and model validation.
The realistic visual appearance of the fire and smoke is a
top priority for presenting wildfire scenarios.
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Very little work has been spent on scaleable rendering
of realistic real-time fire and smoke with application to the
large scale required for wildfires. Current work only considers single or small scale fires over small objects. The complexity of realistically visualizing a single fire can quickly
use the entirety of a computer system’s resources. We will
look to create a specialized LOD system that will further optimize our fire rendering system to support larger wildfires.

Figure 3. Fire and Smoke

The software has been left extensible enough for use with
other wildfire simulation models. with the long-term goal
of using a real-time model. A real-time wildfire model has
many applications including training and predictable prescribed burning. This will also necessitate the inclusion of
an enhanced user interface and formal analysis of usability.
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Figure 4. Fire Visualization in the Cave

lation and other factor such as color, position, emissiveness,
and animation frame can be controlled using a real-time fire
model (Wei et al., 2002; Tamas Umenhoffer, 2006; Nguyen,
2004). The visual complexity of particle systems can be reduced progressively as the distance increases from the user;
however, the physical properties of all particles must be calculated. Reduction of rendered particles is often the bottleneck because the amount of sprites necessary to render
a wildfire quickly reaches the maximum fillrate capacity of
the GPU.
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