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ABSTRACT 

Efficient control of urban traffic requires the 
implementation of a sufficiently accurate model 
allowing prediction of the effects of various control 
actions (such as adaptation of red-green phases at 
different intersections). Given the size of the plant it is 
important that one can use a distributed 
implementation of this simulation model. The 
computational efficiency is also improved by using a 
heterogeneous model, where some parts of the 
network are represented by a macroscopic model, 
other parts by a microscopic model. Long road 
sections with fairly homogeneous traffic conditions 
are represented by time driven macroscopic models 
describing the evolution over time of flow, speed and 
density of vehicles in different locations. In other parts 
of the plant it is more efficient to use event driven 
microscopic models representing the times at which 
individual cars cross certain boundaries. This is the 
case for short sections of road and for intersections. 
This paper presents a Java implementation of such a 
modular distributed simulator for a large system built 
up from many interacting components of long road 
segments, short road segments, and intersections, 
together with the boundary conditions at the edges of 
the plant. Each component represents some 
randomness in the evolution of the plant. We also 
discuss how to connect time driven and event driven 
components to each other in a computationally 
efficient way. 

INTRODUCTION

On-line feedback control of urban traffic networks 
forms a challenging problem, both due to the size of 
the plant and due to the complexity of the dynamics to 
be taken into account. It is quite natural to try to use 
model based MPC controllers. This requires the use of 
a simulation package that is capable of evaluating the 
effects of several options for the setting of the control 
actuators (mainly traffic lights in the urban traffic 
control problem) faster than real time. The size of the 
plant imposes the use of a distributed simulation 
package. This paper describes a simple client-server 
based Java version of such a simulation package that 
achieves the goal of faster than real time simulation 
for a reasonably sized road network (even when 

implemented on a single processor - future 
implementations on multi-processor systems can 
achieve state predictions for very large metropolitan 
networks). 
We are looking for models that are modular, i.e. that can 
be developed by interconnecting simple, standardized 
representations of various components. In this paper we 
use as components:  
- long segments (road sections that are several 100m 
long, without intersections, where the behavior within 
one segment is fairly homogeneous). For these long 
segments we use a time driven, macroscopic model, 
describing the evolution of aggregated variables density 
(vehicles per km) and average speed); 
- short segments (road sections between two 
intersections close together); we use event driven 
models for these short segments, describing the event 
times "a vehicle enters the segment" and "a vehicle 
leaves the segment".  
- intersections where several streams of vehicles 
interact, and influence each others behavior; we use 
event driven models for intersections. The events to be 
modelled are all the possible arrivals, and all the 
possible turns, and all the possible departures at the 
intersection. The model must represent all the mutual 
constraints between these events, like in a complicated 
multi-server queuing system. 
Large networks can be obtained by composing many 
different components, the outflow of an upstream 
component being the inflow of the downstream 
component. Short segments and long segments only 
have one downstream neighbor, and one upstream 
neighbor; intersections on the other can have many 
upstream and downstream neighbors. This object 
oriented modelling approach (with as classes long and 
short segments, and intersections) leads to very simple 
development of simulation programs, that are easily 
adaptable to modifications to the road network (e.g. 
whenever road works occur one only needs to modify 
the model of the one single segment involved in the 
road works).  
In section 2 below we describe in more details how the 
mathematical models of long and short segments, and of 
intersections, are constructed, and how these segments 
interact via the inflow and outflow of vehicles at their 
boundary. The only major difficulty is how the time 
driven long segments (outputting a stream of numbers 
describing the flow of vehicles in veh/minute crossing a 
boundary) can be translated into a stream of event times 
that serves as input to an event driven short segment. In 
section 2 we also emphasize the random distributions of 



the model variables, so that our simulator can be used 
in a particle filtering state predictor (in (Mihaylova 
and Boel 2004) this idea is applied for a model of a 
freeway consisting only of long segments; the 
extension to an urban traffic state predictor is under 
development). 
Section 3 then describes how different components are 
implemented efficiently in Java, while section 4 
describes the client-server distributed Java program. 
Finally section 5 presents some results obtained with 
our simulation tool. 

COMPOSITIONAL MODELLING OF URBAN 
TRAFFIC 

The mathematical model that forms the basis for our 
distributed simulation consists of many 
interconnecting components, the outflow of an 
upstream component being the inflow in the next 
down-stream component. For road networks where the 
distance between intersections is big, one often can 
assume that the traffic state is roughly the same over 
segments of a length of several 100m. This allows the 
use of macroscopic models; describing the evolution 
of the following aggregated variables (no individual 
vehicles are represented):  
- the flow q(x, t) of vehicles (vehicles/minute) at time t 
and at location x,  
- the density (x, t) of vehicles at time and at location 
x, in (vehicles/km) and  
- the average speed v(x, t) of these vehicles, in km/h. 
Classical macroscopic models develop partial 
differential equations for the evolution of these 
aggregated variables, and simulate the behavior of the 
network by time and space discretisation See e.g. the 
METANET simulator (Papageorgiou 2002).
A more modular approach, useful for distributed 
simulations of large systems, is the cell transmission 
model CTM of Daganzo (Daganzo 1994). This forms 
the basis for the simulator in this paper. The CTM 
framework divides the road network into cells of 
given length, and calculates only the number of cars 
Nn,k in the different cells at consecutive points in time 
tk. The evolution of  Nn,k depends on two functions:  
- the sending function Sn,k measuring how many 
vehicles would cross the boundary between cell n and 
cell n+1 in the interval [tk, tk+1) provided cell n+1 
would be empty. Sn,k only depends on the state of cell 
n at time tk.
- the receiving function Rn,k describing how many 
vehicles are allowed to enter cell n+1 from cell n, 
taking into account that cell n+1 can never contain 
more vehicles than allowed according to the speed 
dependent safety distance between vehicles. Rn,k only 
depends on the state of the cell n+1 at time tk.
The actual flow Qn,k of vehicles from cell n to cell n+1 
during the time interval [tk,tk+1):

Qn,k =  min(Sn,k, Rn,k).  (1) 
The number of cars in cell n is updated according to 
the conservation of vehicles: 

Nn,k+1 = Nn,k + Qn-1,k - Qn,k  (2)
In (Boel and Mihaylova 2004) this CTM model is 
extended in two ways. First of all since speed 

measurements are typically also available for feedback 
control, (Boel and Mihaylova 2004) includes a dynamic 
update equation of the average speed vn,k in segment n
at time tk, taking into account speed convection, and 
speed adaptation by drivers who observe the density 
ahead of them. See (Boel and Mihaylova 2004) for 
details of this update equation from vn,k to vn,k+1.
Moreover (Boel and Mihaylova 2004) describes in 
detail how the update of (vn,k , Nn,k) to (vn,k+1 , Nn,k+1) is a 
random function with well defined probability 
distributions. This allows the use of these update 
equation in developing a recursive Bayesian state 
estimator (Daganzo 1994), making the simulator a 
useful tool for model predictive control.  
In the simulator for urban traffic presented in this paper, 
the model of (Boel and Mihaylova 2004) is used as a 
model for the long segments. 
Short segments are represented using cellular automata, 
as in (Neubert 1999). Vehicles enter a short segment n 
through its upstream boundary at the event time "j-th 
vehicle enters segment n". Vehicles are then propagated 
via a sequence of consecutive cells, moving to the next 
cell as soon as they can have driven a distance equal to 
the length of the cell (this time is calculated using the 
current speed of the vehicle), and when the next cell is 
free (not blocked by another vehicle, nor forbidden by 
safety constraints imposed by downstream vehicles). 
The speed of the vehicles is updated at the time “leave 
cell” starting with the speed they had when entering the 
cell. If the next cell is blocked the vehicle will slow 
down until the next cell becomes free. If the driver sees 
several cells ahead of him/her that are empty, and if the 
current speed is low, then the driver will speed up trying 
to reach an equilibrium speed. This description 
represents the progress of the vehicle through the short 
segment, until the vehicle leaves the short segment at 
the time of the event "vehicle leaves segment n". This 
event time is then used as an inflow event "vehicle 
arrives at segment n+1" is segment n+1 is a short 
segment. Note that in the distributed program 
implementation the events corresponding to crossing 
cell boundaries are local to the cell model, while the 
events “vehicle enters short segment” and “vehicle 
leaves short segment” are global variables. 
If segment n+1 is a long segment then the vehicles 
departure times from short segment n are aggregated 
during the time interval [tk, tk+1) and this event count is 
used as the inflow Qn,k into segment n+1 in the interval 
[tk, tk+1). If segment n is a long segment, and segment 
n+1 is a short segment, then the Qn,k vehicles from 
segment n entering segment n+1 during the time interval 
[tk,tk+1) must be distributed as Qn,k random events 
"arrival of vehicle into segment n+1". Distributing the 
Qn,k events uniformly and independently – rejecting 
random event times that violate the minimum safety 
distance with already accepted event times - is 
physically incorrect, and leads to an explosion of the 
computation time under dense traffic conditions 
(because most event times that are generated are 
rejected, and the generation of event times must be 
continued until Qn,k events have been accepted). Hence 
we have developed a more realistic model for the event 
time generation, taking into account that vehicles 



typically drive in platoons, the size of a platoon being 
a random variable with mean depending on the traffic 
density. For more details see section 3. 
Note that for long segments we do not distinguish the 
lane a vehicle is in, while for short segments the cells 
represent both location and lane. 
Finally we need a 3rd category of components, 
intersections. This component uses the event times 
"vehicle enters intersection i from stream j". Stream j 
not only specifies the inflow port but also the exit port 
where the vehicles of stream j must leave intersection 
i. Stream j events are generated by the outflow from 
the short segment just upstream from the intersection; 
destinations are obtained by randomization according 
to turning ratios observed at that intersection.  
Intersections consist of many cells. Vehicles move 
through intersection i according to rules similar to 
those used in short segments, but now one must also 
specify to which downstream cells the vehicle goes, 
representing the various turns that vehicles can take in 
the intersection. The stream identifier specifies which 
next cell(s) the vehicle can choose from, thus avoiding 
that vehicles would travel in circles. The progress of 
the vehicles is constrained by both the state of the 
traffic light, by the right of way priority rules, and of 
course by the availability of the cells the vehicle wants 
to enter.  
By interconnecting short and/or long segments and 
intersections one can represent an arbitrary urban 
traffic network consisting of one-way lanes. 
Overtaking, using empty spaces in a short or long 
segment representing traffic in the opposing direction, 
is not yet included in our simulation. This will be 
possible provided the opposing direction segment is 
part of the subnetwork simulated in the same client of 
the distributed simulation implementation. 

JAVA IMPLEMENTATION OF SHORT 
SEGMENTS, LONG SEGMENTS, AND 
INTERSECTION COMPONENTS 

The simulation program reads the information about 
the simulated map from text files describing the map 
and the initial state. The map file contains information 
about the length of the segment, traffic light, next 
segment, no. of lanes and type of the segment. The 
initial state file contains information for each segment 
about the number of vehicles and the time they need to 
pass through the segment.  

All the events are described in an “event list” (like a 
calendar) including for each event an execution time 
and a label.  The event list is organized as a queue.  

Short segment 

For short segments we model traffic as if we would be 
looking at the each car with a traffic camera. The short 
segment is defined like this: 
a: b: c: d: e: f: g: h: i: p: pA, where: 
o a – Type (for example 0 for short segment); 
o b – nameSegment = a string representing the 

name of the segment; 
o c – No. lanes; 

o d – Capacity of the segment (this variable give the 
number of cells); 

o e – Length of the segment; 
o f – direction of traffic; 
o g – traffic light; 
o h – speed (can be changed during the simulation); 
o i – Neighbors x, y; 

x = string representing the name of the left 
neighbor; 
y = string representing the name of the right 
neighbor; 

o p – Probability that one vehicle from the current 
segment will drive to one of the next segments 
(when we have two consecutive segments the 
probability is 1; in case of an intersection we have 
different values for probability); 

o pA – parking area; (in case there is a parking area 
that can be entered from this segment) 

The segment is split into several cells – parallel 
cells containing vehicles driving next to each other in 
parallel lanes - for updating the location and the speed 
of the vehicles. We assume that the maximum speed is 
50 Km/h and the minimum speed is dictated by the 
traffic congestion. When vehicles enter a short segment 
the program first tries to assign them to the first cell of 
the right lane, and if that is not possible to the first cell 
in the other lanes.  
The algorithm for changing the color of the traffic light 
could be modified on line, by default a static algorithm 
is setup (fixed time for green, yellow and red color). 
When a vehicle leaves a cell the program determines if 
the downstream cell is free, and if yes the vehicle moves 
forward at its current speed (a long vehicle will occupy 
more than one cell; if the traffic speed is high then we 
require that at least one cell should be free between two 
cars). If this downstream cell is not free and if the 
downstream cell in the neighboring lane is free then the 
vehicle will change the lane (except when lanes are 
reserved for turning traffic). A car can’t move to the 
next cell if the next cell is occupied; i.e. only one car 
can be inside of a cell at a time. This means that the car 
may have to slow down. In the short segment we 
consider only two possible values for the speed 
(maximum speed allowed and a minimum speed). 
Hence we need to consider only two possible time 
delays between the time when a vehicle enters a cell and 
the time the same vehicle leaves this cell. 

To obtain sample values of the time delay needed to 
pass through the short segment we consider a special 
type of cars (observable cars) that send a message to an 
observer each time they enter or exit from the segment. 
This type of car exists only in short segments (here we 
start a new thread for each car). This approach provides 
an accurate value for the time needed to pass through 
the short segment. 

The thread technique from java programming language 
allows several tasks to be executed in parallel even on a 
single processor computer with a technique call “time 
slicing” (the time interval is split into several small time 
intervals and for each slice of the time one active thread 



will have the opportunity to be executed). This was
implemented in the simulation program presented
here.

Long segment

On this type of segment the amount of information is
smaller than in the case of a short segment. Long
segments are characterized by modeling of the 
aggregated traffic flow. Here is implemented a 
function (exchange function) used to update at every
time step (synchronous updating) the number of cars
that are driving through the segment. This exchange
function represents the amount of cars that want to
leave the segment and which of them actually can
enter the next segment. All the variables are 
recalculated every time interval based on the last 
values.
The long segment is defined as follows:
type: name: noL: len: cap: traff: nextN: prob: park
Where:
o type – the type of the segment;

3; in case of the long segment;
oname – a string, representing the name of the

segment;
o noL – number of lane;
o len – length of the segment;
o traff – traffic light;

0 if we don’t have a traffic light;
1 in case that we have traffic light; 

o nextN – a string, representing the name of the
next segment;

o prob – the probability that a car from the current
segment when leaving the segment enters the
next segment;

o park – parking area;
0 if we don’t have a parking area;
1 if we have parking area, in this case we have
another variable giving the capacity of the
parking area;

In case of the long segment we could calculate the
average time needed to pass the segment. To transfer 
cars from one long segment to another long segment
we implement the exchange functions: Ei (the integer
number of cars that can leave the downstream segment
of the upper segment during one time update interval)
and Ee   (the integer number of cars that can enter the
segment from the previous segment).
The exchange function (Ei) is a random number and 
can be maximum Ni and is influenced by the number
of cars that can actually enter on the next segment, so 
Ei also depends on the response from the next
segment. Ee cars enter the segment from the previous
segment. After the program determines the value for 
Ei and Ee function it updates the value for Ni.

Intersection

Intersection represents a collection of several short
segments with some rules used to "drive" the cars. In 
case of an intersection without traffic light the priority
of the main road is applied and the program also

checks if the gaps between consecutive cars, for each
lane that enter on the intersection, is "safe".
The intersection is defined as:

1: CRS1: 4: a: b: c: d,
where
 CRS1 – name of the intersection;
4 – the number of streets that form the intersection;
a, b, c, d – streets

The street is defined as:
Str1, n, nameSeg1, nameSeg2, nameSeg3, nameSeg4,
nameSeg5

o Str1 – name of the street 
o n – type of the street

0 - forward
1 - forward and right
2 - left, forward and right
3 - left and right
4 - forward and left 

o nameSegX (X = 1 … 5) – name of the segment
nope – in case of one way street
a string – representing the name

Figure 1 presents an intersection of four streets. The
cells Mi (i = 1 … 4) represent the "core" of the

intersection.

Str2

Str1

M1 M2

M3 M4

Str3

Str4

Figure 1. Intersection of four streets

Based on information about the topology of the
intersection we provide a list describing the
interconnection between segments.

For example street “Str 1”:
nameSeg1 – the segment enteing the intersection
nameSeg2 – the segment exiting the intersection
n = 2, means that from nameSeg1 there are 3 next
segments: nameSeg3, nameSeg4 and nameSeg5.
In conclusion we have a list with values like:
nameOfTheSegment  vectorOfNextSegments[i] (i 1
represents the number of possible choices)
The length of “vectorOfNextSegments” vector is
variable but it has at least one position even in the case 



of a one way street. (e.g. segment1  {nope}, for one
way street and segment1  {segmentOne,
segmentTwo, segmentThree})
The "core" of the intersection represents a collection
of matrices that are constructed using information
about each segment that forms the intersection.
Mi (i = 1 … 4) – matrix  n X m
n = SegmX.noOfLanes
m = SegmY.noOfLanes
Mi [i,j]= 0 or 1
0 – for a free position
1 – Non empty position

Connecting two segments 

This part of the application solves the problem of
connecting a short segment or intersection (the event
driven microscopic model) with a long segment using
a time driven, synchronous, macroscopic model.

1. Short segment – short segment
The output sensor from the first segment is the input
sensor from the second segment.

2. Short segment – long segment
In this case we transform the individual cars into an 
amount of cars. The long segment reads the number of
cars leaving the short segment during each state 
update interval.

3. Long segment – long segment
Here the program implements the exchange function
(Ei and Ee).

4. Long segment – short segment
Transform the amount of cars into individual cars. The
program implements several algorithms to generate
random time interval describing the distance between
two consecutive cars entering the short segment. The
minimum length of the interval is 1 second. Let n be
the number of cars leaving the long segment during
one interval of time  (> n).

Algorithm 1 
Split the time interval  into n equidistant time
intervals (larger than 1 second). This algorithm is
simple but it cannot represent platoons of cars.

Algorithm 2 
Repeat until n cars have been located in the interval of
length :
{Generate random number and check if it is not in the
safety distance of an already generated and accepted
neighboring car}. End
The advantage of this algorithm is that the time
intervals are random but for n close to  the
computational time is too big.

Algorithm 3 
This algorithm is a combination of the other two
algorithms. First we generate a random number, then
we check in the time interval left how many cars can 
fit in and this is repeated until we generate the times
for all the cars.

CLIENT-SERVER IMPLEMENTATION OF
SIMULATION FOR LARGE NETWORKS 

The simulation program is distributed which means
that we can simulate a large map, each client 
simulating a part of the map and for the border

segments (the segments that have the next Segment in
another client) the client establish the communication
with the other client. The border segments must be long
segments because this way it’s easy to maintain the
clock synchronization for all the different clients.
Otherwise, if some border segments were short
segments we must implement a list (like a “history of
the system”) to reload it when the system has been
"desynchronized" (this situation could appear very often
when we have many short segment on the border). This
would require extra time for calculation and
resynchronization.
The scheme of the simulation program is presented in
figure 2. 

During the simulation the program can start several

clients and all act the same. First the client must request
for a connection, after the communication channel is
established the server sends the initial data to start the
simulation (several text files), the client send a message
in case that everything was OK (receive all the files)
and then the communication channel is close.

Main Server

Each car (in case of the short segment) is simulated
using the Thread techniques from java.

public class MyCar extends Thread
{

String name;
public MyCar(String n)
{

 name = n;
}
public void run()
{

 //this method runs when start() is invoked on the
thread

System.out.println( “car with the name:
”+name+”, is driving”);
 }

Figure 2. The simulation program

Sim Client

Server
RMI

Client
RMI

(*)
(*)

Sim Client 

Client
RMI

(**)
Server

RMI…

Messages (maps)(*) – 

Communication functions
(exchange functions)

(**) –



Each thread must implement the run() method which
will be invoked during the simulation.
Using threads we could implement concurrent
application.
This type of implementation is recommended when
we want to simulate several event producers in
parallel. The thread technique allow several task to be
executed in parallel even on a single processor
computer with a technique call “time slicing” (the 
time interval is split into several small time interval
and for each slice of the time one active thread will 
have the opportunity to be executed). The number of
threads that can be started and active at the same time
on the system depend on the computer configuration
and operating system.
All the method that can be access by several threads 
must by synchronized (this way we avoid the
redundancy in the program) and the threads are
“thread safe”.

When the simulation is started each client asks the 
server for the map, for the initial state of the simulated
map and for the list with all the clients (IP address and
port).
JavaSoft provides the RMI-IIOP (Remote Method
Invocation – Internet Inter – ORB Protocol - set of
libraries) which allows Java/RMI applications to use
OMG's IIOP instead of Sun's proprietary Java Remote
Method Protocol (JRMP). This protocol give the
possibility to write Java/RMI Servers that can be
accessed not only by regular Java clients, but also
from CORBA clients (this clients can be written on
different programming language, for ex. C++, …) and
vice versa.

The application is distributed and we use the RMI –
IIOP java technique for implementation.
For each simulation client we have a client module and 
a server module implemented with RMI – IIOP. The
client module receive cars from the neighbors (can be
one or more) and the server module send the cars to the
neighbors. RMI – IIOP allows server objects to receive 
messages from multiple threads, so they should be
thread - safe.  RMI – IIOP technique implies that we
should implement several java files (Stub and Skel – 
predefine names) where the communication between the
client and the server application is described and the
permissions (the client right, for ex.: read, write, all …). 

Use case UML diagram for client server communication
(for sending the initial state of the system and the map)
is presented in figure 3. This diagram represents the
activities of the client object and the interaction with the
server object. 
For each simulation client the “Main Server” will start a 
new Thread to treat all the clients in same time.

SIMULATION RESULTS 

At the end of the simulation, the program generates a
file with measurement data for each segment and a file
with all the events that occurred during the simulation.
This data file contains the time, speed and the number
of cars per each segment (an average between all the
lanes in case of the short segment).
The output data file is used in a Matlab program to draw
the time evolution on the segment during the simulated
period of time. This graphical representation is not done
in java because it is much easier to draw in Matlab. So
in java we generate the files and in Matlab we analyze
them. For example the simulation result has been used
to analyze the delay of the cars during the simulation,
because we know the time needed to pass the short
segment and for the long segment we know the average
speed and the length of the segment. This is sufficient to 
calculate the time needed to drive from one point on the
road map corresponding to the simulation, to any other
point on this map. To increase the speed of the
simulation, no visual results are printed or drawn during
the execution of the simulation. Several situations were 
simulated (e.g. blocking a lane or an entire segment by
reducing the capacity of the segment or by putting a 
traffic light permanently on red, simulating an incident).
The simulation results corresponded to the intuitively
expected results, showing e.g. correctly how the
blockage was propagated upstream.

Redraw the
map

Obtain the
connection

Receive the 
map

Build message

Client

In figure 4 is presented a situation simulated with this
program, an intersection of 3 streets is considered. All
the segments have 2 lanes. The time unit is second. We
represent the number of cars (that leave the segment)
function of time.

Communicate

Close
connection

Server

We simulate several situations:Figure 3. Use case UML diagram for client –
server communication

1. (*) The segment 3 is blocked (both lanes) which
implies that the previous segment will be full in the next
few seconds. The segment 1 is long segment (the
capacity is bigger). 



2. Between (*) and (**) only one lane (from segment
3) is open. From segment 2 the driver could turn to
left on the segment 4.
3. (**) again all the lanes from segment 3 are blocked.

4. After (**) at the beginning no constraints are imposed
and after a while a speed limitation is imposed on the
segment 3.

Figure 4. Intersection of 3 streets – simulation result
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