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ABSTRACT

In this work we present a simulator for the analysis 
of cache memories on scalable systems with distributed 
shared memory (DSM). In this kind of systems, the 
cache coherence is usually provided by means of 
directory-based protocols. The simulator, called 
DSMCache, has a full graphic and user-friendly 
interface, and it operates on PC systems with Windows. 
We think this tool is useful for the analysis of programs 
and design strategies of memory systems on DSM 
architectures. Thus, the simulator could be used in 
order to understand the design of organizations that run 
optimally a determinate type of parallel programs or to 
improve the operating mode of a concrete parallel 
architecture. Furthermore, due to its interface, it is an 
interesting tool for the teaching of cache memories on 
DSM systems. 

1. INTRODUCTION 

Caches are a critical component in the performance 
of any computer system (part of the existent 
bibliography about caches can be found in (Smith 
1986)).

A very important and promising part of the evolution 
of parallel architectures is the inclusion of cache 
coherence in a scalable machine with distributed shared 
memory (Culler et al. 1999). Most of these systems use 
directory-based coherence protocols and a scalable 
interconnection network. In this way, it is possible to 
build massively parallel processing systems (MPPs). In 
fact, DSM architectures are suitable for both 
commercial and scientific applications. Especially, 
cache coherent non-uniform memory access 
architectures (CC-NUMA), which can support both 
easy programming (due to their shared address space) 
and scalability (with a great number of processors) 
(Chung et al. 2001). 

Trace-driven simulation is often a cost-effective 
method to estimate the performance of computer system 
designs. Above all when designing caches, translation-
lookaside buffers (TLBs), or paging systems, trace-
driven simulation is a very popular way to study and 
evaluate computer architectures, obtaining an 
acceptable estimation of performance before a system is 
built. 

In this paper we present a trace-driven simulator for 
cache memories on scalable systems with distributed 
shared memory. There are well-known cache memory 
simulators (see (Uhlig and Mudge 1997) for a detailed 
study about trace-driven simulators): TYCHO (Gee et 
al. 1993; Hill and Smith 1989), DINERO (Edler and 
Hill 2005; Hill 1985), ACS (Acme Cache Simulator) 
(Hunt 1997), SISMEC (Gómez et al. 1996; Gómez 
2005), CVT (Deijl et al. 1997), bigDIRN (Agarwal 
2004), SMPCache (Vega et al. 2001; Vega 2005),... 
Using these simulators as a point of departure we have 
developed a new simulator, where new considerations 
have been taken into account regarding its capacity for 
working on multiprocessor environments, its analysis 
potentiality (variability in the simulation process, 
obtained data and their format, etc.), its interface and 
portability. The design considerations have been 
oriented to satisfy a set of requirements with didactic 
and research goals. 

In the following section we mention the different 
hardware architectures supported by the simulator. In 
section 3 we explain both its interface and its 
functionality. Section 4 details the memory trace 
formats that can be used with the simulator. Then, in 
section 5, we display the practical results that the 
simulator has obtained, and finally, the conclusions are 
presented in the last section. The theoretical 
considerations concerning cache memory systems, and 
particularly regarding their use in multiprocessor 
environments, are widely discussed in many computer 
architecture texts (Culler et al 1999; Sima et al. 1998; 
Hennessy and Patterson 2003; Hwang 1993; Stallings 
2003), and we will not mention them here. All 
operations and algorithms we use are similar to those 
found in these computer architecture texts. As a 
consequence, the results obtained with the simulator are 
very close to the real world. 

2. SUPPORTED HARDWARE ARCHITECTURES 

As for the hardware architecture, the simulator offers 
the possibilities summarized in table 1. Furthermore, it 
has been designed so that it can be easily extended (for 
example, adding a new coherence protocol). 



Table 1: Architectural characteristics supported by the simulator

Number of processors 1, 2, 4, 8, 16, 32, 64 or 128 

Directory protocols SGI Origin (Sequent NUMA-Q in 
project)

Snoopy protocols MSI or MESI (for used directory
protocols)

Word wide (bits) 8, 16, 32 or 64 

Words by block 1, 2, 4, 8, 16, 32, 64, 128, 256, 512 or
1024

Blocks in main memory

1, 2, 4, 8, 16, 32, 64, 128, 256, 512,
1024, 2048, 4096, 8192, 16384,
32768, 65536, 131072, 262144,
524288, 1048576, 2097152 or
4194304

Blocks in cache 1, 2, 4, 8, 16, 32, 64, 128, 256, 512,
1024 or 2048 

Mapping Direct, Set-Associative or Fully-
Associative

Cache sets (for set-associative 
caches)

1, 2, 4, 8, 16, 32, 64, 128, 256, 512,
1024 or 2048 

Replacement policies Random, LRU, FIFO or LFU
Writing strategies Write-Back (for coherence protocols)
Cache levels in the memory
hierarchy 1

References To memory words
Maximum block size 8 KB 
Maximum main memory size 32 GB 
Maximum cache size (excluded
labels, block state bits, counts,
etc.)

16 MB

All these configuration parameters are related among
themselves according to the theoretical models. If the
user makes a choice which contradicts other parameters,
the simulator warns him/her, and blocks the choice.

The user selects different choices in the simulator
(by interactive windows) to configure a given
architecture that may be stored on an ASCII data file for 
future loading, so the need to make many selections for
configuring the same memory model is avoided. What
is more, it is possible to set a default initial
configuration for the simulator. These characteristics
allow us to build a database with different memory
structures, emulating architectures like Silicon
Graphics, Sequent Computer Systems, and others.

3. SIMULATOR INTERFACE AND 
FUNCTIONALITY

DSMCache is a software tool for the evaluation of 
hierarchical memory systems on scalable architectures 
with distributed shared memory. This simulator operates
on PC systems with Windows, and it has been written in 
a visual language. The simulator offers a Windows
typical graphic interface, having a very complete
contextual help system. Figure 1 shows an overall view
of its graphic interface. This interface can be modified
by the user: with or without XP style, with or without
menu shadows, with or without certain bars and panels,
etc.

Figure 1: Graphic interface of the simulator

The simulator allows us to select the different
choices for configuring a given architecture, and it
shows us how the system responds to the memory
accesses that the programs generate (memory traces 
used for the different processors during the simulation).
Therefore, it is an application that could be used in
order to evaluate memory systems on DSM
architectures with research goals. 

Figure 2: Multiprocessor vision during a simulation. Note that, in this 
case, at the top we can see the tab with the nodes P0-P7

Because of its easy and user-friendly interface, the 
simulator can also be used for teaching purposes; since
it allows us to observe, in a clear and graphic way, how 
the complete system evolves as the execution of the 
programs goes forward (the memory traces are read). 
With the simulator, it is possible to obtain a global
vision of the multiprocessor evolution, a vision of the
evolution of a particular cache, or even, a vision of the
evolution of a specific memory block. It always displays
the memory accesses that every processor demands, the
state of the interconnection network (network messages
or transactions), of every communication assist, of 
every cache, of every directory, of every memory block 
within every cache, etc. Figure 2 shows the appearance 
of the screen in a simulation. At the top we can see a 
graphic representation of the multiprocessor: After a tab
with generic information, the rest of tabs present the
multiprocessor, 8 by 8 processors (P0-P7, P8-P15,...).



At the bottom there are also several tabs. The first one 
includes the event visor (see figure 2), in which the
most important events are detailed after each simulation
step. Another tab of great interest is the node inspector
(figure 3), in which we can inspect (at any simulation
step) the state of each node, including its processor, 
cache, directory, communication assist, and local main
memory.

Figure 3: The node inspector during a simulation. Note that, now, at 
the top we can see the tab with the nodes P8-P15

The simulator also allows us to study the most
suitable memory system for our needs before actually
implementing it, or it simply helps us to simulate real
systems in order to see their efficiency and compare
results in an easy way. Some of the parameters we can
study with the simulator are: program locality; influence
of the number of processors, directory protocols,
snoopy protocols, mapping, replacement policies, cache 
size (blocks in cache), number of cache sets (for set-
associative caches), number of words by block (block 
size), word wide,... 

Furthermore, DSMCache presents, using statistical
data (in figures 2 and 3, tables in the bottom right hand 
corner, besides Hits-Misses, States and Network tabs at
the bottom) and several kinds of graphics (see figure 4),
interesting measurements like:

Global number of network transactions/messages,
and for types: read requests, read-exclusive
requests, upgrade requests, invalidation requests,
shared responses, exclusive responses, speculative
replies, shared interventions, exclusive 
interventions, revisions, acknowledgments,
NACKs, etc. 

Number of remote network messages, and number
of local messages (inside the node). 

Total number of block transfers, and also
distinguishing between block transfers through the
interconnection network (remote block transfers)
and inside the node (local block transfers).

Network traffic taking into account the previous
measurements.

Total number of replacements, and number of
replacements of local (memory blocks that are 
allocated in the local main memory) and remote
blocks.

Total number of write-backs, and number of write-
backs by each node. 

Number of state transitions in cache (each block in 
a cache has a state associated with it) and directory
(each memory block also has a directory state). 

Number of state transitions (in cache or directory) 
from a particular state to other. 

Global number of memory accesses, and for types: 
instruction captures, data readings and data
writings.

Number of remote accesses (to a remote block) and
local accesses (to a local block) using the network. 

Number of global and local cache hits and misses,
as well as the hit and miss rate. 

Distribution of the hits and misses (and their rates)
for readings and writings: distinguishing between
remote and local data.

Number and rate of misses satisfied by the local
main memory, by a remote cache or by a remote
main memory.

Number of simulation steps. 

Figure 4: Data for a specific cache during a simulation in graphic 
format

All these data are shown at very different vision
levels, although the relationship among all the system
elements is taken into account in all cases. We can
consequently carry out a simulation observing the



complete multiprocessor, and all the memory blocks
(figure 2) or only one particular block. We can also
observe a specific cache, and all the memory blocks or
only a concrete block (figure 5). 

Figure 5: State transition diagram for a cache block 

The simulation consists in the programmed
reproduction of operations that would actually be 
performed by the components of cache memory system
on a real multiprocessor. Suitable computations are
performed to achieve that goal, and the present and
accumulated results are shown at the same time. The
simulation can be carried out as a whole (complete
execution) or, as is usually much more interesting, step
by step, in order to observe the internal operation of the
system. For very long traces, breakpoints can also be 
inserted. There are therefore three kinds of simulation
(step by step, with breakpoint and complete execution),
and it is possible to change from one to another without
waiting for the end of the simulation. It is also possible
to abort the simulation at any time, in order to correct
any architectural detail. 

Figure 6: Contextual menu to obtain data of the different elements in 
the system, and Configuration tab for configuring the information and 
messages shown in a simulation. Note that, at the top, we can see the 

tab with the nodes P72-P79

Another aspect to highlight is the possibility of
changing the information and messages shown in a 
simulation using the Configuration tab (see figure 6).

Figure 6 also includes an example of use of the
contextual menus to obtain information about a
particular system element (cache, directory, 
communication assist,... of certain node). 

Finally, it is important to point out that, at present,
the user can select between two languages for the
simulator: English or Spanish.

4. ADMITTED MEMORY TRACE FORMATS 

In order to check and use the simulator we have a set
of memory traces. Many of these traces come from tests 
performed with benchmarks and with application
programs on different real (multiprocessor and
uniprocessor) architectures. Some have been obtained
by anonymous ftp from different trace databases (for 
example, from the PARL (PARL 2004)). Others have 
been created and edited using a common text editor. In
this way, we can create, for example, memory trace files
for teaching purposes (with some special feature).
Finally, we have also generated some trace files for
basic operations with arrays by means of C++
programs.

These traces have different formats. In particular, the 
DSMCache simulator, until now, admits the following
memory trace formats: the trace format of SMPCache 
(Vega 2005), the trace format of LIMES (Ikodinovic et
al. 1999), the canonical format for multiprocessor traces
developed by Anant Agarwal (Agarwal 2004), besides
the new trace format created for DSMCache. 

Figure 7 presents an example in which a memory
trace with DSMCache format (files with “*.spr” 
extension) is being loaded. In this window, we can also
observe several trace files with SMPCache format
(“*.prg” extension), which could also be loaded in the
simulator.

Figure 7: Window for loading memory traces in the simulator. It is 
possible to load memory traces in both SMPCache and DSMCache 

format

Figure 8 shows an example of the new trace format
for DSMCache. The first comments indicate the number



of processors for which the trace was created, as well as 
the quantity of accesses that contains, and the 
distribution for types (instruction captures, data
readings or data writings) and for processors. These 
data are not obligatory, although they speed up the
initial management of the trace by the simulator.

# Number of Processors 
4
# Number of Memory Accesses 
11
# Number of Instructions 
4
# Number of Data Readings 
5
# Number of Data Writings 
2
# Accesses by Processor 
P0 Acce=3 Inst=1 Read=1 Writ=1 
P1 Acce=3 Inst=1 Read=2 Writ=0 
P2 Acce=3 Inst=1 Read=1 Writ=1 
P3 Acce=2 Inst=1 Read=1 Writ=0 
# Trace Data 
T=0
P0=0 d80d0200 
P1=0 d80d0208 
P2=0 d80d0210 
P3=0 d80d0218 
T=4
P0=2 980e0200 
P1=2 e80d0200 
P2=2 242a0400 
P3=2 b6150200 
T=10
P0=3 980e0210 
P1=2 e80d0220 
P2=3 242a0420 

Figure 8: DSMCache trace format

After that, the trace lists the accesses grouped by 
time/simulation steps (T=nnn). Each time step usually 
includes one access by processor, though it is not
required that all the processors have an associate access.
Each line means one memory access, using the 
following format:

Pi=Type Address

Where:

Pi indicates the processor that does the access,
where i ranges from 0 to the configured number of 
processors (minus 1, because i begins from 0). 

Type is a decimal number that identifies the
memory access operation type demanded by that
processor in a given time: to capture an instruction
(0), to read a memory data (2), or to write a data in
memory (3). 

Address is a hexadecimal number that indicates the 
effective address of the memory word to be 
accessed. This address will be translated by the 
simulator for locating the word in the memory
system block structure.

As it can be observed, we have looked for an easily
intelligible format, which allows us to modify the trace
using a common text editor. In conclusion, in the
example of figure 8, this memory trace presents 4 
instruction captures of a certain parallel program. Five
accesses imply data reading, and two require writing in 
memory. In total, those 4 instructions imply 11 memory
accesses.

As for the LIMES trace format and the canonical 
format for multiprocessor traces proposed by Anant
Agarwal, we have also developed a converter from
these formats to both the DSMCache and SMPCache
format. Figure 9 shows the interface of this trace format
converter.

Figure 9: Graphic interface of the trace format converter 

5. PRACTICAL RESULTS 

In this section we show some experiments and the
associated conclusions for a set of specific architectures 
with a set of concrete traces. We will thus illustrate the
use of the simulator and some of the possible practical
experiments to be carried out. A wide set of 
experiments has been carried out, studying parameters
of interest like the locality of different programs, the
influence of the cache size, the mapping, the 
replacement policies, the block size,... on the miss rate, 
network traffic, etc. For reasons of space, we will only 
show some of these experiments.

Table 2: Multiprocessor traces used 

Name References Language Comments
FFT 7,451,717 Fortran Parallel application that 

simulates the fluid dynamics
with FFT 

Speech 11,771,664 --- Kirk Johnson and David Kranz 
(both at MIT) are responsible
for this trace 

Simple 27,030,092 Fortran Parallel version of the 
SIMPLE application 

Weather 31,764,036 Fortran Parallel version of the 
WEATHER application, which 
is used for weather forecasting.
The serial version is from
NASA Space Flight Center,
Greenbelt, Md.



In these experiments we have studied traces with 
tens of millions of memory accesses (references) for
four benchmarks (FFT, Simple, Speech and Weather).
These traces were provided by David Chaiken (then of
MIT) for PARL (PARL 2004). The traces represent 
several real parallel applications. A summary of the
traces is shown in table 2. FFT, Simple and Weather
traces were generated using the post-mortem scheme
implemented by Mathews Cherian with Kimming So at 
IBM.

We are first going to analyse an architecture with
eight processors, SGI-Origin directory protocol, MESI
(or Illinois, for a detailed description see (Culler et al. 
1999)) snoopy protocol, 16-bit words, 64-byte blocks,
four-way set associative caches and LRU replacement.
On figure 10 the miss rate versus cache size is 
represented. From this figure we can obtain the
conclusion that the global miss rate for the system
decreases as the caches size increases, because capacity 
and conflict misses are reduced. For large cache sizes 
the miss rate is stabilized, this shows us the compulsory
and coherence misses, which are independent of the
cache size. Current measurements demonstrate that the 
shared data has less spatial and temporal locality than
other data types. In other words, in general, parallel
programs exhibit less spatial and temporal locality than
serial programs. It is thus usual for the miss rates to be 
higher for multiprocessor traces than for uniprocessor
traces. Figure 11 shows the network traffic on the 
system per memory access for this same experiment.
The conclusions we obtain are similar to the previous
ones for the miss rate. The network traffic is reduced as 
the miss rate decreases because of two fundamental
reasons.
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Figure 10: Miss rate versus cache size 

On the one hand, there are less data transfers from
the distributed shared main memory to the caches. On 
the other hand, due to there being less misses, less
network transactions are necessary in order to manage
the cache coherence protocols. 
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Figure 11: Network traffic versus cache size. The traffic is split into 
data transfers and network transactions

We are now going to discuss the three traces that 
were generated using the post-mortem scheme (FFT,
Simple and Weather traces). We will study the influence
of the number of processors on the miss rate, the
network traffic, the execution time, and the speedup, 
bearing in mind the previously mentioned architecture
(SGI-Origin directory protocol, MESI snoopy protocol,
16-bit words, 64-byte blocks, four-way set associative
caches and LRU replacement). Figures 12 and 13
present the results for the miss rate and the network
traffic.
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Figure 12: Miss rate versus number of processors

We can conclude that, in general, the greater the
number of processors for a parallel application, the
higher the miss rate and network traffic. This is possible
because with a invalidation-based protocol, like the 
MESI protocol, the more processors there are, the more
possible it is that several caches will share the same
block, and hence that in a writing operation, a cache 
forces the other caches to invalidate that block, 
producing new misses (coherence misses) and
increasing the number of block transfers.
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On the other hand, the greater the number of
processors, the greater the number of network
transactions that are needed to hold the cache
coherence. In short, as the number of processors 
increases for a given problem size, the working set
(Denning 1968) starts to fit in the cache, and local 
misses (mainly, capacity misses) are replaced by 
coherence misses.

In this line, figure 14 presents the network traffic, 
splitting into local and remote traffic. We can see 
clearly how the local traffic (traffic inside the node) is
replaced by remote traffic (traffic using the 
interconnection network) when the number of
processors grows. 
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Figure 14: Network traffic versus number of processors. The traffic is 
split into remote and local traffic 

Figures 15 and 16 display the results for the
execution time and the speedup. 
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Figure 15: Execution time versus number of processors

In this case, the theoretical predictions are also 
fulfilled, which indicate a decrease of the execution
time, or an increase of the speedup, as the number of 
processors is scaled. Anyway, this performance
increment in the execution of the parallel programs also
depends on the programs, and not only of the number of
used processors (double processors does not indicate
double speedup). Furthermore, in order to obtain a 
better performance we should have improved the
balance of work done by each processor, as the number
of processors was increased. 
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Figure 16: Speedup versus number of processors

6. CONCLUSIONS 

In this paper we have shown the main features of a
cache memory system simulator on scalable 
architectures with distributed shared memory. We think 
the simulator has many advantages from an educational
point of view. Students could use it as a tool for
experimenting the different theoretical aspects about
cache memories and DSM systems in the regular 
courses of Computer Architecture. In this way, students
would acquire better and larger knowledge about these
subjects.

With research goals, we think it is an attractive and
easy tool in order to study memory models on DSM
systems that have a better performance for certain
parallel programs.

At present, we are extending the simulator with all 
the SMPCache functionalities (Vega 2005). In this way,
we will have a simulator for cache memory systems on
any kind of multiprocessor: scalable systems (to many
processing nodes) with distributed shared memory
(usually based on directory coherence protocols and a
scalable interconnection network), and symmetric
multiprocessors (small-to-moderate scale
multiprocessors, usually based on a centralized shared
memory, a shared bus and snoopy coherence protocols).
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