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ABSTRACT 

Parallel and distributed simulation is concerned 
with issues introduced by distributing the execution of a 
discrete event simulation program over multiple 
computers. For increased performance, a tightly-coupled 
parallel multiprocessor computing platform is used, 
containing multiple CPUs communicating over a high-
speed interconnection network. Examples include 
parallel computers. While hardware specifications 
improve at exponential pace, the software technologies 
for parallelizing problems have remained relatively 
unchanged, posing problems due to rapidly increasing 
data volumes. Message passing has been the most 
widely used method to parallelize data mining 
algorithms. In this paper we investigate the performance 
of two widely used distributed computing technologies, 
High Level Architecture (HLA) and Tuple Spaces, used 
to solve the problem of an intrusion detection system 
utilizing parallel backpropagation neural network 
(BPNN) for a data mining process in a space-parallel 
approach.

INTRODUCTION

Computer simulations have become a useful part 
of modeling many natural systems in physics, chemistry 
and biology, human systems in economics and social 
science and in the process of engineering new 
technology, to gain insight into the operation of those 
systems. They have been used in a wide variety of 
applications, simulating very large-scale systems. 
Quickly, the processing power of a single computer 
system became inadequate for certain problems of 
global scale; and use of super-computer wasn’t always 
an option for many researchers. With the advent of 
computer networks, and later on computing clusters, the 
field of parallel and distributed simulation has received a 
widespread recognition. Beowulf cluster implementation 
has raised parallel and distributed computing to a new 
level. Cluster computers were first introduced in 1994 as 
a result of the Beowulf Project at CESDIS. A Beowulf 
system is a collection of personal computers constructed 
from commodity-off-the-shelf hardware components 
interconnected with a local-area network and configured 
to operate as a single unit, a parallel computing 
platform, using an open-source network operating 

system (e.g., Linux) (Beowulf Project). The driving 
design philosophy of a Beowulf system is to achieve the 
best possible price/performance ratio for a given 
computing problem. For many problems it's possible to 
achieve an order of magnitude improvement in 
price/performance compared with "conventional" 
parallel supercomputer designs. Cluster computing is 
used in this paper as a hardware platform for comparing 
two distributed computing technologies – DMSO’s High 
Level Architecture/Run-Time Infrastructure, and IBM’s 
TupleSpaces.  

One of the most recent developments in distributed 
simulation technologies is called High Level 
Architecture (HLA), driven by DARPA, which has 
become a standardized framework (IEEE 1516) for 
modeling and simulation. HLA is a component-based 
software architecture that incorporates subsystems for 
communication and data sharing, synchronization, and 
time management (Reid 2000). This framework 
facilitates distributed and multi-platform computing in 
simulation systems by providing standard integration 
architecture for separate and remote applications, thus 
facilitating reuse of simulation components. Simulation 
objects have to be compliant with the data definition for 
the simulation, which is described in the Object Model 
Template. The data shared between the federates within 
the federation, is defined by the Federation Object 
Model. Simulation Object Model defines the data that 
federates share with the federation. The common RTI 
provides the following services to the federation: 
federation management, declaration management, 
ownership management, object management, time 
management and data distribution management. The 
flow of simulation and its architecture, as well as 
providing data processing and meaningful presentation 
and interpretation of results is still a task of the 
simulation developer. HLA provides specifications for 
seamless integration of various simulation components; 
however, the efficiency of the entire simulation heavily 
depends on implementation and operational 
performance of each individual simulator comprising the 
simulation. At the network level, RTI utilizes reliable 
multicast protocols to implement inter-federate data 
exchange.   

IBM’s TupleSpaces (TSpaces) is a set of network 
communication buffers called tuple spaces and a set of 



APIs for accessing those buffers (Wyckoff 1998). 
TSpaces allows heterogeneous, Java-enabled devices to 
exchange data with little programming effort. The 
package includes server software that implements the 
buffers and client software for accessing the buffers. 
The TSpaces server is composed of two main layers. 
The bottom layer comprises the basic tuple 
management. This is where tuple sets are stored, 
updated, indexed, and scanned. The interface to this 
layer is the Tuple Management API. The top layer 
comprises the operator component, which is responsible 
for operator registration and handling, implementation, 
and management. TSpaces provides group 
communication services, database services, URL-based 
file transfer services, and event notification services. 
With its small footprint, it is ideal for bringing network 
services to small and embedded systems. TSpaces 
emulates a shared-memory multiprocessor architecture 
and reduces the complexity of writing parallel programs 
accessing shared data. This comes at the expense of 
message-passing performance, especially in the cluster 
computer environment, where the data is not physically 
shared among the processors.  

The rest of the paper is organized as follows. First, 
we highlight the concepts of intrusion detection systems 
and introduce the problem of parallel training of the 
neural network classifier for certain intrusion detection 
systems. We discuss the parallel implementation of the 
problem using High Level Architecture and TSpaces. 
Then, we compare the performance of these 
technologies by executing each implementation on a 
cluster of computers. Finally, a summary is presented.  

INTRUSION DETECTION SYSTEMS 

In the recent years we have seen tremendous 
developments in the field of computer networks. 
Advances in networking technologies, algorithms and 
protocols made it possible to think of a network of 
computers as an information processing unit. With these 
advances came fundamental questions concerning the 
security of such systems. It’s quite easy to construct a 
secure centralized system – providing physical security 
of the equipment, assigning simple admission 
procedures and authentication mechanism, and 
providing operating system support for process-level 
security. Making a computer network secure is much 
more problematic. Much of the equipment isn’t in 
secure locations, and most of the communication goes 
over insecure data links.  

We should accept the fact that there will be no 
absolutely secure system for a while, and prepare for 
system attacks, detecting them as soon as possible and 
taking appropriate action. And this, in essence, is the 
task of an Intrusion Detection System (IDS). One of the 
most utilized ways of detecting intrusions is by 
analyzing the audit data, generated by system and 

application processes. An audit trail is a log of activities 
on a system that are recorded in a file as they occur; for 
example – dump of network packets received by a 
system. The logging process generates very large data 
files (depending on the system, log files can be hundreds 
of megabytes in size, e.g. (Lippmann 2001), which are 
difficult to analyze manually. IDS then automates the 
task of analyzing the audit trail and pinpointing any 
suspicious activity (anomalies) which can be classified 
as a probable intrusion. Using vast resources offered by 
the distributed systems allows speeding up analysis 
process, as discussed in the next section. Anomaly 
Detection model makes use of operational profiles, 
which represent normal system activity. During the 
training period, regular system activities are recorded 
and a normal system behavior profile is established. 
During system operation, any deviations from a normal 
profile are considered anomalous, and an alert is raised. 

Neural networks offer alternative means of 
maintaining a model of expected normal user behavior. 
They offer a more efficient, less complex, and better 
performing model than statistical models of system and 
user behavior (Lee and Siddiqui 2004). Neural network 
techniques may be found to be more efficient and less 
computationally intensive than conventional rule-based 
systems. A lengthy, careful training phase is required 
with skilled monitoring. After the training period, the 
network tries to match actual commands with the actual 
user profile already present in the net. Any incorrectly 
predicted events actually measure the deviation of the 
user from the established profile. 

KNOWLEDGE DISCOVERY PROBLEM FOR 
INTRUSION DETECTION 

 As discussed in the previous section, the problem 
of data mining within large datasets places high demand 
on computational resources. This makes it a viable 
problem to measure the performance of a distributed 
system. Specific application is considered in this paper – 
a backpropagation neural network training algorithm for 
an intrusion detection system (BPNN). Given a large 
initial training data file, the intrusion detector learning 
task is to build a predictive model (i.e. a classifier) 
capable of distinguishing between ”bad” connections, 
called intrusions or attacks, and “good” normal 
connections. A standard set of data to be audited, which 
includes a wide variety of intrusions simulated in a 
military network environment, was provided by Lincoln 
Labs (Lippmann 2001) in the form of a network trace 
file incorporating known labeled attacks. A connection 
is a sequence of TCP packets starting and ending at 
some well defined times, between which data flows to 
and from a source IP address to a target IP address under 
some well defined protocol.  Each connection is labeled 
as either normal, or as an attack, with exactly one 
specific attack type (KDD Data 1999).  



 The training process proceeds as follows. A finite 
dataset of 2,000,000 records is partitioned equally 
among N processors. Each processor is an independent 
self-contained computer that is part of a computing 
cluster (further referred to as a Node). One node is 
designated as a Master and is responsible for task 
allocation and result unification; while other nodes are 
designated Workers for the backpropagation neural 
network. BPNN (Williams et al 1986) is one of the 
widely used neural network training algorithms and has 
shown robust performance in many applications 
(Frasconi et al 1993). Several parallelization techniques 
have been introduced for BPNN (Lee and Siddiqui 
2004; Klauer et al 1994; Svensson et al 1992). Our 
choice for a cluster computer is a training method based 
upon set partitioning and epoch-based weights update 
schemes. This allows us to reduce the amount of inter-
processor communication needed to distribute data, 
which is beneficial for a cluster computer environment 
with a relatively slow inter-communication links. BPNN 
is trained iteratively, until an acceptable mean square 
error rate is achieved. At the beginning of each iteration 
(called epoch), master process creates a series of task 
requests and forwards them to the workers via a 
communication technology of choice. Each request 
contains information on a fraction of the entire dataset to 
be processed. Worker processes work on the 
corresponding fractions of the dataset and communicate 
results back to the master. Master process then 
aggregates all partial results. Once data mining step is 
complete, the quality of training result is evaluated. 
Quality is measured by the classification rate with 
regard to the training dataset and the new testing dataset, 
instances of which were not part of the training dataset. 
Usually, good classification rate on the training dataset 
is regarded important; but good results on a testing 
dataset are also significant, as they imply that the data 
mining process was able to extract knowledge that 
represents not only the patterns in the training dataset, 
but also those of unseen patterns.  

IMPLEMENTATION AND RESULTS 

The BPNN parallel neural network classifier 
problem for intrusion detection was implemented using 
two distributed communication technologies – High 
Level Architecture, and TSpaces. Hardware platform 
used was a cluster computer with 16 individual PCs 
equipped with 900 MHz AMD Athlon processors, 1GB 
memory and Fast Ethernet, interconnected via Cisco 
switch, running Linux OS.  

RTI implementation involved defining user 
interaction classes and devising communication strategy 
among federates. First, the Worker federates were 
started, that would join RTI federation execution, 
publish and subscribe to interaction classes and partition 
the training file. Then each Worker waits for a work 
order from a Master process, and upon receipt, computes 
BPNN weights. After sending results back to the Master, 
the Worker awaits further work orders in an infinite 
loop. The Master process retrieves initial weights, 
allocates portions of work order to each Worker process, 
then sends out work orders and awaits results. When all 
the individual results have been received and combined, 
an error is computed. If within the threshold (e.g., 0.01), 
the result is accepted and Master displays total run-time. 
Otherwise, a new set of work orders is distributed 
among the Workers. The total work order is divided in a 
way that each worker receives equal part of the training 
file for processing, since the program is executed in a 
homogeneous parallel environment with all nodes 
having approximately equal system resources.  

The TSpaces implementation differs from RTI 
implementation in that the Master doesn’t communicate 
with a specific Worker process, but rather places a work 
order in a virtual shared memory. Since task processing 
time of Worker process is much larger than network 
communication time, and having the number of Workers 
equal to the number of work orders, the problem is 
evenly distributed among available processors. The 
algorithms for Master and Worker classes are given 
below:

Class Worker { 

 Connect to RTI; 
 Create / Join Federation Execution; 
 Publish / Subscribe to Interaction Classes; 
 Retrieve Training Data; 

 Loop { 
  Receive Work Order; 
  De-serialize Parameters; 
  Build / Verify Work Order Set; 
  Compute BPNN Weights; 
  Serialize Parameters; 
  Send Result to Master; 
 } 
}



Class Master { 

 Connect to RTI; 
 Create / Join Federation Execution; 
 Publish / Subscribe to Interaction Classes; 
 Read Initial Weights; 
 Get Start Time; 

  Loop { 
     Compute New BPNN Weights { 
   Send Out Work Orders to Workers; 
   Receive All Results; 
     }  
  Test Result { 
   If Result Successful, Display Runtime and Quit; 
   Else Continue; 
  } 

      } 
}

The difference in implementation using RTI and 
TSpaces libraries is in Send and Receive methods. 
While RTI publishes interaction and transmits message 
via multicast to all federates, TSpaces implementation 
puts a data tuple into virtual shared memory and notifies 
all clients that data is available for pickup (via signaling 
or polling). Each client then picks up a tuple from tuple 
space, effectively removing it from shared memory. 
Since there is no addressing scheme and no way to 
specify a particular processor to send data to, the tuple 
space clients continuously scan for data that matches 
specific template.  

The results of running these implementations on a 
varied number of cluster nodes, is given in the table 1, 
and plotted in figure 1. Two cluster computers were 
used for HLA/RTI implementation – Scerola cluster 
(contains 16 900MHz Athlon processors), and Ariel 
cluster (has 32 dual-P4 2.6GHz processors); the rest of 
the hardware is equivalent in both clusters. Even though  

the HLA implementation required considerably more 
effort from software engineering perspective, the results 
show a considerable overall decrease in the total 
execution time, attributed to faster inter-node 
communications. The performance of HLA is quite 
different in the case of only one worker. This may be 
attributed to the overhead of HLA as a more 
heavyweight (but also more robust) solution to 
distributed system problems. As far as the overall 
expense of the distributed system solution goes, the total 
processor time (on all nodes) plus inter-node 
communication demonstrates an added overhead of a 
distributed system. For instance, using RTI with one 
worker yields 2129 processor-seconds execution time. 
When using 16 processors increases the total time to 
3267 processor-seconds per problem. In situations 
where the processor time is an expensive resource, a 
careful cost analysis and planning has to be performed 
prior to implementing the distributed system.          

Nodes/Exec Time (sec) HLA/RTI (S) TSpaces (S) HLA/RTI (A) 

1 2129.37 1837.13 417.83

2 1115.98 1323.58 251.16

4 601.24 697.64 188.95

8 345.02 380.83 134.93

16 204.23 243.49 105.32

* (S) = Scerola Cluster (16 x 900MHz Athlon, 1GB RAM), (A) = Ariel Cluster (16 x dual P4 2.6GHz, 1GB RAM) 

Table 1: Parallel BPNN Program Execution Times 
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Figure 1: Parallel BPNN Program Execution Times 

Examining performance of HLA/RTI implementation on
both a single-processor and dual-processor cluster
computers, we confirm that Java Virtual Machine
efficiently utilizes dual-processor configuration and
dramatically speeds up computationally-intensive tasks 
without further modeling by the researcher. This
demonstrates cost-effectiveness of using a dual-
processor cluster configuration, since processing time is 
considerably reduced for the same-size task, compared
to single-processor cluster configuration. In our tests of
BPNN algorithm on all 32 nodes of Ariel cluster, the
execution would occasionally deadlock. This is due to 
very small processing times on the client processors,
resulting in increased utilization of communication
channel. As the number of processors increases in a 
parallel system, problem implementation has to be
planned and evaluated carefully to avoid deadlock
problems, as network communication becomes the
bottleneck.

CONCLUSION

In this paper we have presented comparison of
implementations of a data mining problem using two

distributed technologies – HLA and TSpaces. The
results demonstrate that the knowledge discovery and 
data mining algorithms can be easily implemented over
a distributed tuple space; however, this comes at an
expense of communication efficiency. HLA is a more
heavyweight solution, requiring more effort in
implementation and more overhead. This is noticeable in
the results, when only one worker is used. However,
when the amount of network communication increases,
RTI implementation shows scalability in communication
time. Even though total Master execution time
comprises processing and communication among nodes,
all other code and data being identical, the results
demonstrate particular difference in network
communication. Given the significant difference in
communication component, we conclude that the High
Level Architecture/RTI is a better choice for mission
critical distributed applications with considerable
amount of inter-node communications. The results of
this study will be used during the implementation of our
distributed simulation system for wireless networks
project.



ACKNOWLEDGEMENTS

This work was partially supported by ARO under grants
DAAD19-01-1-0502, W911NF04110100 and NSF
under Grant EIA 0086251. The views and conclusions
herein are those of the authors and do not represent the
official policies of the funding agencies or the
University of Central Florida.

AUTHOR BIOGRAPHIES

Ratan Guha is a professor at the
department of Computer Science,
University of Central Florida, with 
primary interests in Computer
Networks, Distributed Computing,
Distributed Simulation, and 
Computer Graphics. He received
his PhD from the University of
Texas at Austin, and his M.Sc. in

Applied Mathematics, and B.Sc. with honors in
Mathematics from the Calcutta University, India.

Joohan Lee is an assistant professor
in the School of Computer Science
at the University of Central Florida
in Orlando, Florida. He received a
PhD in Computer Science from
Syracuse University in 2002. His 
research interests include parallel
and distributed computing, compu-
ter and network security, and high

performance data mining.

 Oleg Kachirski  is currently a PhD
student in the School of Computer
Science at the University of Central
Florida. He received his M.Sc. in 
Computer Science from the 
University of Central Florida in 
2002. His research interests include
high performance parallel and

distributed computing, modeling and simulations.

REFERENCES

Beowulf Project, http://www.beowulf.org/index.html

M. Reid, “An Evaluation of the High Level Architecture
(HLA) as a Framework for NASA Modeling and
Simulation”. In Proceedings of the 25th NASA Software
Engineering Workshop, Goddard Space Flight Center, 
Maryland, November 2000. 

P. Wyckoff, “T Spaces”. IBM System Journal, 37:3, August 
1998.

J. Haines, R. Lippmann, et al, “1999 DARPA Intrusion
Detection Evaluation: Design and Procedures”. Lincoln
Laboratory Technical Report 1062, Massachusetts
Institute of Technology, 2001.

J. Lee and M. Siddiqui, “High Performance Data Mining for
Network Intrusion Detection”. In Proceedings of
IASTED International Conference on Parallel and
Distributed Computing and Systems (PDCS 2004), MIT
Cambridge, November 2004.

R.J. Williams et al, “Learning Representations by Back-
Propagating Errors”. Nature, Vol. 323, pp. 533-536,
1986.

P. Frasconi et al, “Successes and Failures of Backpropagation:
A Theoretical Investigation”. Progress in Neural 
Networks, Vol. 5, pp. 205-242, 1993.

B. Klauer et al, “Pipelining and Parallel Training of Neural
Networks on Distributed-Memory Multiprocessors”. In 
Proceedings of IEEE World Congress on Computational
Intelligence, 4(27), pp. 2052-2057, 1994.

B. Svensson et al, “Using and Designing Massively Parallel 
Computers for Artificial Neural Networks”. In Journal
of Parallel and Distributed Computing, 14(3), pp. 260-
285, 1992.

KDD Cup 1999 Data,
http://kdd.ics.uci.edu/databases/kddcup99/kddcup99.html


	c0: Proceedings 19th European Conference on Modelling and SimulationYuri Merkuryev, Richard Zobel, Eugène Kerckhoffs © ECMS, 2005ISBN 1-84233-112-4 (Set) / ISBN 1-84233-113-2 (CD)


